
Learning Shape-to-Shape Transformation
by

Kangxue Yin

B.Eng., Chang’an University, 2012

Thesis Submitted in Partial Fulfillment of the
Requirements for the Degree of

Doctor of Philosophy

in the
School of Computing Science
Faculty of Applied Sciences

© Kangxue Yin 2020
SIMON FRASER UNIVERSITY

Summer 2020

Copyright in this work rests with the author. Please ensure that any reproduction
or re-use is done in accordance with the relevant national copyright legislation.



Approval

Name: Kangxue Yin

Degree: Doctor of Philosophy (Computing Science)

Title: Learning Shape-to-Shape Transformation

Examining Committee: Chair: Angel Chang
Assistant Professor

Hao(Richard) Zhang
Senior Supervisor
Professor

Hui Huang
Supervisor
Adjunct Professor

Daniel Cohen-Or
Supervisor
Adjunct Professor

Manolis Savva
Internal Examiner
Assistant Professor
School of Computing Science

Matthias Zwicker
External Examiner
Professor
Department of Computer Science
University of Maryland

Date Defended: 14 May 2020

ii



Abstract

Many problems in computer graphics and geometric modeling, e.g., skeletonization, surface
completion, and shape style transfer, can be posed as a problem of shape-to-shape trans-
formation. In this thesis, we are interested in learning general-purpose shape transform,
e.g., between 3D objects and their skeletons, between chairs and tables, and between let-
ters of two different font styles, etc. With a point-based shape representation, we explore
the problem of learning general-purpose shape-to-shape transformation, under two different
settings: i). having shape-level supervision, ii). unsupervised.

We present P2P-NET, a deep neural network, for learning shape transform under shape-level
supervision. It is trained on paired shapes from the source and target domains, but without
relying on point-to-point correspondences between the source and target point sets(i.e.,
point-level supervision). The architecture of the P2P-NET is that of a bi-directional point
displacement network, which transforms a source point set to a prediction of the target
point set with the same cardinality, and vice versa, by applying point-wise displacement
vectors learned from data.

For an unsupervised setting, we introduce LOGAN, a deep neural network aimed at learning
general-purpose shape transforms from unpaired shape domains. It consists of an autoen-
coder to encode shapes from the two input domains into a common latent space, where the
latent codes are overcomplete representations for shapes. The translator is based on a gen-
erative adversarial network (GAN), operating in the latent space, where an adversarial loss
enforces cross-domain translation while a feature preservation loss ensures that the right
shape features are preserved for a natural shape transform.

We conduct ablation studies to validate each of our key designs and demonstrate superior
capabilities in shape transforms on a variety of examples over baselines and state-of-the-art
approaches. Several different applications enabled by our general-purpose shape transform
solutions are presented to highlight the effectiveness, versatility, and potential of our net-
works in solving a variety of shape-to-shape transformation problems.

Keywords: Shape transform; shape-to-shape transformation; domain translation; shape-
to-shape translation; geometric deep learning
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Chapter 1

Introduction

1.1 Problem statement and motivation

Shape transform is one of the most fundamental and frequently encountered problems in
computer graphics and geometry processing. Many tasks, e.g., skeletonization, surface com-
pletion, and shape style transfer, can be considered as a shape transform problem. With
much interest in geometric deep learning in the graphics community today, it is natural to
explore whether a machine can learn shape transforms, either under a supervised setting or
an unsupervised setting. Specifically, given two sets of shapes from two different domains
X ,Y with some commonalities, can machine learn to transform a shape X of domain X

into a shape Y belonging to domain Y while preserving common shape attributes shared
by the two domains? Some attempts of the community in learning shape transforms have
been made to surface detail transfer [1], decorative styles [2], and piece-wise rigid transfor-
mations of 3D objects [3]. Different than these works, the goal of this thesis is to develop
general-purpose methods for learning shape transforms.

A similar domain translation problem in computer vision is general-purpose image-to-
image translation, which has drawn much interest in computer vision and computer graphics.
However, most of the successes of image-to-image translation [4, 5, 6, 7] have been achieved
only on transforming or transferring stylistic image features or textures, not shapes. These
image translation tasks include translating between night and day images, summer and win-
ter images, different artistic styles, etc. Recently, later than the development of the methods
for learning shape transform in this thesis, geometric deformation for general-purpose image
translation is realized by [8, 9]. These methods can jointly warp images and transfer style
from one domain to another. However, they are not designed for dealing with significant
shape transformations, such as turning a chair into a table, or shape skeletonization.

Without prior assumption on the properties of the shape transforms, our deep neu-
ral networks are expected to learn highly-customized features for different shape domains.
These shape transforms span a wide spectrum of applications. As shown in Figure 1.1,
some examples include transforms between 3D objects and their skeletons, incomplete and

1



Figure 1.1: Examples of shape transforms between two domains.

completed object scans, 2D cross-sectional profiles and 3D shapes, chairs and tables, etc.
Learning general-purpose shape transform will provide a reusable solution for these types
of shape-to-shape transformation problems, or provide a good initialization to customized
solutions.

Before starting to explore the problem of learning general-purpose shape transform,
a shape representation should be selected. Point set, as a shape representation, has the
advantages of simplicity and versatility. Compared to volumetric representations or triangle
meshes, it is more efficient and natural in representing shapes of mixed dimensionalities,
such as meso-skeletons, partial scans, and object contours. With the emergence of affordable
3D acquisition devices, point cloud data is widely captured, accumulated, and processed
by many useful techniques, e.g., in point cloud filtering [10], resampling [11], and surface
reconstruction [12, 13], among others. Furthermore, the deep learning techniques for learning
shape features from point clouds have been sufficiently developed and will provide us useful
building blocks for learning shape transforms from two sets of shapes represented by point
clouds.

In this thesis, we present two designs of deep neural networks for learning domain
translation of shapes represented by point sets. Our goal is to develop general-purpose
neural networks that are capable of learning shape transformations between point sets from
two domains. The network is trained to map point sets from one domain to another, where
the point sets can be in 2D or 3D Euclidean spaces. As we aim for general-purpose neural
networks, no part of the networks should be tailor-made to specific transformation tasks.
Moreover, we should not alter the network architecture when dealing with different pairs of
transformation domains.

Under a supervised setting, paired shapes of two domains are required. We are interested
in designing deep neural networks which will be trained by paired point sets with some
commonalities, but not by their point-wise mapping. The commonality can be that the two
point sets were sampled from the same shape(e.g., scan and complete surface), or the two
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point sets are similar in terms of some local or global geometric features(e.g., chair and
table). In many examples, there is no clear point-to-point correspondence between the two
point sets. Not requiring point-wise correspondences can significantly expand our capacity
to collect training data.

Under an unsupervised setting, training shapes from two domains are provided without
pairing relationships. In real-world, unpaired datasets are prevalent. For example, it is
interesting to learn transformations between a set of chairs and a set of tables, but there
does not exist a natural pairing relationship between chairs and tables. Real 3D scans
of indoor scenes captured by humans [14] and 3D scenes created by artists [15] are two
datasets that cannot be well-paired. Learning geometric transformations directly from such
unpaired datasets will provide new insights and benefits to practical problems, such as
surface reconstruction, SLAM, etc. We are interested in developing a deep neural network
aiming at learning general-purpose shape transforms from unpaired domains. The network
is trained on two sets of shapes, e.g., tables and chairs, or letters of two different font styles,
each represented by a point cloud. There is neither a pairing between shapes in the two
domains to guide the shape translation, nor any point-wise correspondence between any
shapes.

1.2 Challenges

In this section, we discuss three major challenges lying in learning shape transform: (1).Lack
of point-level supervision, (2).Representation of shape transform, and (3).Feature preserva-
tion and alteration.

1.2.1 Lack of point-level supervision

Unlike image-to-image translation, where there exist pixel-to-pixel correspondences, implied
by pixel coordinates, between a source image and its target image, we usually do not have
point-level correspondences between training shapes. Actually, for many types of shape
transforms, point-to-point correspondences do not exist between the two domains, which
stops us from developing techniques that rely on point-level supervision. In some examples,
such as the transforms between skeleton and 3D shape, or between cross-sectional profiles
and 3D shape, we have pairing relationship between shapes from two domains. This pairing
relationship can provide us shape-level supervision, which may be strong enough to train our
networks to learn the transform if the networks are well designed to utilize the information.
While if shape-level pairing relationship between two domains does not exist, for example,
when transforming chairs into tables, an unsupervised solution is required to automatically
discover the commonality between two domains and learn to alter the source shapes in a
natural way.

3



1.2.2 Representation of shape transform

In image translation, pixel values are stored on a regular grid. An image can be naturally
represented by a matrix, and the image translation can be modeled by convolution op-
erations. Unlike images, a 3D shape is a set of 2D manifolds, or a set of points on the
2D manifolds after discretizing it by sampling. Shape transform itself is a function that
takes one shape from the source domain as input and produces another shape that is in
the target domain as output. Most of the time, the function is non-contiguous and cannot
be modeled as an injective mapping. For example, when transforming a chair into a table,
some points may be removed, and some points may be added, which makes the function
highly discontinuous. When transforming a skeleton into the surface of an object, it re-
quires a one-to-multiple mapping where a skeletal point is mapped onto points lying on a
closed profile curve. Complicated cases of the transform functions motivate us to design
general-purpose representations for shape transforms. In our proposed solution P2P-NET
with shape-level supervision, we use point-wise displacements to represent the learned shape
transform. While the point-wise displacements do not exist in our training data, our net-
work learns to generate the displacements after trained under shape-level supervision. In
our proposed solution LOGAN with an unsupervised setting, we represent shape transform
by a fully-connected network in a common latent space of the two shape domains.

1.2.3 Feature preservation and alteration

Given two sets of shapes, it is challenging for a neural network to learn what are the
right shape attributes to preserve with the transform, as there are many ambiguities and
conflicts in them, especially when the two sets of shapes are unpaired. It poses a fundamental
challenge: what features of the source shape are to be preserved/altered is unknown to the
machine — it must depend on the given shape domains, and our network must learn it.
For example, when the task is to transform a bicycle into a motorbike, humans know that
the size of wheels and overall contour of the bike would better be preserved, but such
commonalities are challenging for machine to detect and utilize. When the training shapes
are paired, the common shape attributes are more or less clear and tractable. However, when
the training shapes are unpaired, ambiguities and conflicts will make the problem much
more difficult. Feature disentanglement is one of the most significant challenges in learning
shape transforms when the dataset is unpaired. In our proposed solution, LOGAN, with an
unsupervised setting, we present a novel feature preservation mechanism for accelerating
feature disentanglement in a common latent space of the two domains.

1.3 Overview of the thesis

In this section, we provide overviews of the two methods we propose for learning shape
transform under shape-level supervision and without supervision.

4



1.3.1 Point-to-Point Displacement Network for Shape Transform

Under the setting that the pairing relationship between shapes in the two input domains
is available, we propose P2P-NET, a general-purpose deep neural network which learns
geometric transformations between point-based shape representations from two domains,
e.g., meso-skeletons and surfaces, partial and complete scans, etc. P2P-NET is trained on
paired shapes from the source and target domains, but without relying on point-to-point
correspondences between the source and target point sets. The architecture of the P2P-
NET is that of a bi-directional point displacement network, which transforms a source
point set to a prediction of the target point set with the same cardinality, and vice versa,
by applying point-wise displacement vectors learned from data. The training loss combines
two uni-directional geometric losses, each enforcing a shape-wise similarity between the
predicted and the target point sets, and a cross-regularization term to encourage consistency
between displacement vectors going in opposite directions. We develop and present several
different applications enabled by our general-purpose bidirectional P2P-NET to highlight
the effectiveness, versatility, and potential of our network in solving a variety of point-based
shape transformation problems.

1.3.2 Unpaired Shape Transform in Latent Overcomplete Space

Under the setting that the pairing relationship between shapes from two domains is un-
available, we introduce LOGAN, a deep neural network aimed at learning general-purpose
shape transforms from unpaired domains. The network is trained on two sets of shapes,
e.g., tables and chairs, while there is neither a pairing between shapes from the domains as
supervision nor any point-wise correspondence between any shapes. Once trained, LOGAN
takes a shape from one domain and transforms it into the other. Our network consists of
an autoencoder to encode shapes from the two input domains into a common latent space,
where the latent codes concatenate multi-scale shape features, resulting in an overcomplete
representation. The translator is based on a generative adversarial network (GAN), oper-
ating in the latent space, where an adversarial loss enforces cross-domain translation while
a feature preservation loss ensures that the right shape features are preserved for a natural
shape transform. We conduct ablation studies to validate each of our key network designs
and demonstrate superior capabilities in unpaired shape transforms on a variety of exam-
ples over baselines and state-of-the-art approaches. We show that LOGAN is able to learn
what shape features to preserve during shape translation, either local or non-local, whether
content or style, depending solely on the input domains for training.

1.4 Contributions

In this thesis, we present two deep learning frameworks for learning shape-to-shape trans-
formation for paired and unpaired domains. With shape-level supervision, we introduce
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P2P-NET, short for point-to-point displacement network, for learning shape-to-shape trans-
formation for paired domains. The main contributions of P2P-NET include:

• It is the first general-purpose deep neural network designed to learn transformations
between point-based shape representations.

• The bidirectionality of the network with a novel cross regularization loss to mutually
enhance two directional transforms.

Pairing shapes in two domains sometimes is impractical. Therefore, we introduce a latent
overcomplete GAN, i.e., LOGAN, for learning shape-to-shape transformations for unpaired
shape domain. The main contributions of LOGAN include:

• It is the first deep neural network for general-purpose, unpaired shape-to-shape trans-
formation.

• It is the first translation network that can perform both content and style transfers
between shapes, without changing the network’s architecture or any of its hyperpa-
rameters. Owing to the overcomplete, multi-scale representations it learns, LOGAN
adapts its feature preservation solely based on the two input domains for training.

• It puts forth the interesting concept of implicit feature disentanglement, enabled by the
overcomplete representation, which may hold potential in other application settings.

1.5 Thesis organization

The thesis is organized in the following way: In the next chapter (Chapter 2) for background
discussion, we will discuss related literature in three main related fields to our topic. In
Chapter 3, we will introduce our proposed P2P-NET for learning shape transform with
shape-level supervision, describe the techniques, and provide the results. In Chapter 4, we
will introduce our proposed LOGAN for learning shape transform under an unsupervised
setting, describe the techniques, and provide the results. Finally, in Chapter 5, we will give
our conclusion and discuss interesting directions for future work.

Related publications. This thesis includes previously published material. The following
is a list of the papers and their corresponding chapters:

• The point-to-point displacement network described in Chapter 3 appeared in the
paper: Yin, Kangxue, Hui Huang, Daniel Cohen-Or, and Hao Zhang. P2P-NET: Bidi-
rectional point displacement net for shape transform. ACM Transactions on Graphics
(SIGGRAPH). 2018 Jul 30;37(4):1-3.
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• The network LOGAN for unpaired shape transform in latent overcomplete space
described in Chapter 4 appeared in the paper: Yin, Kangxue, Zhiqin Chen, Hui
Huang, Daniel Cohen-Or, and Hao Zhang. LOGAN: unpaired shape transform in
latent overcomplete space. ACM Transactions on Graphics (SIGGRAPH Asia). 2019
Nov 8;38(6):1-3.
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Chapter 2

Background

In this chapter, we discuss previous works in some of the most related areas to our thesis.
We start from shape transform in geometry processing by discussing some heuristic-based
approaches for single shape transformation tasks, such as skeletonization, surface reconstruc-
tion, and cross-sections reconstruction. After that, we review the deep learning techniques
for learning shape features from point clouds. Finally, we discuss image-to-image translation
for both paired domains and unpaired domains.

2.1 Shape transform in geometry processing

Geometry processing is a large area where many problems can be considered as a problem
of shape transform. In this section, we mainly focus on these topics that are directly related
to the example shape-to-shape transformation tasks that our general-purpose networks are
tested on.

Skeletonization. Skeleton of a shape is a compact representation for the topology and
geometry of the shape. There are multiple definitions for medial skeletons of 3D shapes.
Blum’s medial axis [16] is defined as the locus of centers of maximally inscribed balls in the
shape. Directly applying the original definition of medial axis transform(MAT) by Blum for
extracting skeletons from complex shapes is not practical. Many skeletonization methods use
a definition of skeleton based on a grassfire analogy of medial axis transform [17]: considering
the shape as a piece of grassland, the fire started at the boundary of the grassland and
spreads at a uniform speed. The points where the wavefronts meet and quench can be
treated as a medial skeleton. Laplacian-based mesh contraction [18] is an example that uses
this analogy.

We refer to [19] for a detailed survey on shape skeletonization. As we use a point-based
representation in the thesis, we focus exclusively on works developed for skeleton extraction
from point clouds. For example, Sharf et al. [20] extract curve skeleton from point cloud
with an algorithm involving multiple competing fronts that evolve in a coarse-to-fine man-
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ner inside the volume defined by the point cloud. Assuming a cylindrical shape prior and
accurate point normals to compensate for missing data, Tagliasacchi et al. [21] present a
method that directly works on incomplete point clouds. Cao et al. [22] developed a robust
Laplacian contraction method for point cloud skeletonization, where the contraction is re-
alized by local Delaunay triangulation and topological thinning. Huang et al. [23] introduce
an iterative contraction procedure to extract L1-medial curve skeleton from 3D point cloud.

Surface reconstruction and completion. Many surface reconstruction methods take
an input point cloud as input and estimate an implicit function that smoothly interpolates
over data missing regions. Among them, Hoppe et al. [24] reconstruct the surface from
the point cloud by determining the zero set of an estimated signed distance field. Carr et
al. [12, 25] reconstruct the shape by fitting Radius basis functions(RBFs) to the given data
points. Poisson surface reconstruction [26, 13, 27] estimates an indicator function from the
point cloud by solving a Poisson equation, where the gradient of the indicator function is
constrained at all input points . Davis et al. [28] introduce a diffusion-based method to
extend the signed distance field to fill the holes existing in the input scan.

Example-based methods are capable of dealing with larger holes, though it requires
explicit hole detection and proper exemplars from the incomplete input surface or from a
database. Sharf et al. [29] introduce a context-based method that analyzes the input surface
and iteratively fills the hole by copying patches from the input surface. As context-based
surface completion may synthesize geometric patches that are very different from those on
the original surface, Harary et al. [30] impose a coherence objective term that encourages
every local neighborhood of the filled hole to be similar to some patches from the input mesh.
To convert incomplete surface scans into a complete 3D model, Pauly et al. [31] retrieve for
a suitable 3D shape from a database to provide a template for regions of missing data. The
retrieved shapes are then warped to conform with the input scan.

While implicit function-based methods and example-based methods focus on geometry
completion via smooth interpolation and/or detail transfer, skeleton-driven surface recon-
struction is able to deal with significant missing data under the guidance of the shape
skeleton. To deal with the cases where large portions of the data may be missing in the
point data, after skeletonization, Tagliasacchi et al. [21] reconstruct geometry around the
shape skeleton by extending the skeleton with medial sheets. Wu et al. [32] introduce a
schematic surface reconstruction method for architectural scenes represented by 3D point
clouds, where the scene is represented by a network of planar transport and profile curves.
Yin et al. [33] deal with more general shape topology and geometry with an operation called
“morfit” which sweeps along shape skeleton to reconstruct the shape as a combination of
generalized cylinders. Lazar et al. [34] propose a solution for topology-aware surface recon-
struction, where the topological constraints are formulated as convex constraints over an
integer vector.
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Style analysis and manipulation for 3D shapes. Earlier work in shape style analysis
leverage structural similarity between shapes of the same class. For example, Xu et al. [35]
analyze a set of 3D shapes at part level and define the shape style by anisotropic part scales.
Kalogerakis et al. [36] define part and shape styles by latent variables of a probabilistic model
for component-based shape structure trained on a set of compatibly segmented shapes of
the same object class. Huang et al. [37] classify object styles with a distance metric, learned
via a multi-label semi-supervised approach, that captures the geometric similarity within
an object class

Given a set of 3D shapes spanning multiple object classes and styles, Lun et al. [38]
introduce a method that mimics human perceptions of stylistic similarity by learning the
relative importance of different metrics from crowdsourced data. Lim et al. [39] explore deep
metric learning for perceiving style similarities of 3D shapes with a multiview representation
for 3D shapes. With a sequence of element-level operations, Lun et al. [40] transfer the style
of an exemplar shape to the target shape while preserving the functionality of the target
shape. Recently, Yu et al. [41] co-analyze projected feature lines of 3D shapes with a semi-
supervised method and backproject the learned style features onto the 3D shapes. Ma et
al. [42] use the concept of shape analogy in IQ test, where three shapes A,B,C are presented
to the subject and the subject is asked to select an output D such that the transformation
from C to D mimics the transformation from A to B. They recast 3D shape style transfer
in terms of shape analogy which consist of a set of simple transformations, and compute an
optimal set of transformations that form a shape analogy satisfying the criteria of simplicity,
compactness, and continuity.

2.2 Deep learning on point sets

Early research on 3D shape analysis and 3D computer vision with deep learning mainly
focused on volumetric representation [43, 44, 45, 46] and multi-view representations [47, 48].
However, these representations always lead to redundant computation, which limits the size
and capability of deep learning models. Compared to them, point cloud as a 3D shape
representation is more lightweight, thus can retain better geometric details.

The well-known challenges that have to be faced in learning shape features from point
clouds include sparse input, spatial irregularity, and invariance to point permutation. While
the points in a point cloud are unordered, the output of the neural network has to be
consistent when the same point clouds of different permutations are given as input. The
sparsity and irregularity of points make it difficult to directly use conventional techniques
such as CNNs or RNNs from other domains to learn shape features for point clouds. In this
section, three main categories of works will be discussed: i). point-wise feature pooling, ii).
convolution on points, iii). space partition tree-based methods.
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Point-wise feature pooling. The order of points in a point cloud is arbitrary. The key
challenge in learning shape features from a set of points is making the network and its
output invariant to point permutation. A pioneering work that tackles this challenge is
PointNet [49] which directly consumes unorganized points as input and process each point
with weight-sharing multilayer perceptrons. The key idea of PointNet is learning a high-
dimensional spatial encoding of each point, and then aggregate all individual point features
to a global point cloud feature vector by max-pooling, which is a symmetric function.
PointNet is followed by PointNet++ [50], which enables hierarchical learning on point sets.
PointNet++ uses PointNet to extract local shape feature vectors from a batch of points. The
input point set goes through a patch-wise feature transform followed by feature aggregation,
so as to serve the tasks of shape classification and segmentation. For the purpose of reasoning
about the structural dependencies of local regions in point clouds, [51] proposes SRN-
PointNet++ that uses a structural relation network (SRN) module to exploits geometrical
and locational relations of neighboring points. Another multi-scale variant of PointNet, by
Guerrero et al. [52], is adapted for estimating local shape properties, such as normals and
curvatures.

PointWeb [53] also uses max pooling to aggregate point-wise features into a global
feature vector. However, it enhances feature aggregation in local point patches by learning
adaptive feature adjustment from a fully-connected graph of local point patches. Sun et
al. [54] developed a variant of PointNet that achieves rotation-invariance by transforming
point cloud into a unique local coordinate system. Xie et al. [55] developed ShapeContextNet
that adopts handcrafted shape context features in building neural layers. Yang et al. [56]
present Point Attention Transformers (PATs) which use a parameter-efficient Group Shuffle
Attention (GSA) for permutation invariance feature transform. The Group Shuffle Attention
is developed based on Multi-Head Attention [57], but is faster for computation.

Convolution on points. The main challenge of developing Convolutional neural net-
works for point clouds is that the points in a point cloud are unorganized and irregular.
Unlike images, the points are unordered, and there does not exist a regular grid on point
clouds, which naturally allows convolution operators to operate on. As the key to the success
of CNNs is that the convolution operators are able to leverage spatially-local correlation in
data represented in dense grids, directly applying convolutions on the features associated
with points in a point cloud will result in loss of geometric information and invariance to
point permutation.

A straightforward method to enable CNN on point clouds is to project points on a
regular grid or split the point cloud by a regular grid. Hua et al. [58] present a point-wise
convolution operator for point clouds where nearest neighbors are queried on the fly for
each point and binned into cells that locate in a regular 3D grid. By stacking a set of
point-wise convolution layers together, they can build fully convolutional neural networks
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for point cloud classification and segmentation. Mao et al. [59] present an Interpolated Con-
volution(InterpConv) operation which interpolates point features from an irregular point
cloud by approximating an interpolation function and assign the interpolated value to neigh-
boring kernel weights located on a regular grid. The operator is shown to be permutation
and sparsity invariant and can directly handle irregular inputs. Atzmon et al. [60] transfer
Euclidean volumetric convolution to point clouds by using a pair of operators that they call
extension and restriction. The extension operator is essentially an operator that converts
point cloud to volumetric function by radius basis functions(RBFs). The restriction operator
converts volumetric function back to point cloud by sampling. Inspired by high-dimensional
Gaussian filtering technique [61] where convolutions can efficiently be performed on sparse
data in high dimensions, Su et al. [62] projects point cloud as a sparse set of samples in a
high-dimensional lattice which is regular and where convolutions are then applied on the
regular high-dimensional lattice.

We can extend convolutional operations from regular grids to irregular point sets by
modeling continuous convolution operations. In concurrent works by Wang et al. [63] and
Hermosilla et al. [64], convolution operation on irregular point cloud is approximated by
Monte Carlo integration [65]. The convolutional kernels are represented as parametric func-
tions(modeled by multilayer perceptrons) of points in local neighborhood. Based on Monte
Carlo approximation approach, Xu et al. [66] apply a density scale learned from an MLP to
re-weight the learned weight matrices. SpiderCNN [67] represents the convolution kernel as
a product of a simple step function that captures local geodesic information and a Taylor
polynomial defined on neighboring points that ensure the kernels are complex enough to
capture the intrinsic local geometric variations. Thomas et al. [68] present Kernel Point
Convolution (KPConv) that uses a set of kernel points, to define the convolution matrix as
a weighted sum of the matrices on kernel points in a local spherical neighborhood. By learn-
ing local shifts applied to the kernel points, KPConv is able to involve spatial deformation
and adapts the shape of its kernels for different regions of the input cloud.

Different from the methods that focus on modeling continuous kernel weight, Li et
al. [69] present a χ-conv operator which simultaneously weights and permutes the input
features carried on the irregular point cloud. The points in a local patch are then cast into a
latent and potentially canonical order before applying convolution on them. The convolution
aggregates point features into a representative point selected by downsampling.

Another alternative formulation for feature learning from point cloud is to learn convolu-
tion operations over graphs. Wang et al. [70] build a k-NN graph over the point cloud, where
spectral convolution is carried out in the neighborhood of each point of the downsampled
version of the point cloud. The standard max pooling is replaced with a recursive clustering
and pooling strategy, which is designed for aggregating information within clusters of in
spectral domain. Edge-conditioned filter networks [71] avoid the spectral domain and for-
mulates a convolution-like operation on graph signals in the spatial domain. Their kernel
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weights are dynamically generated for each specific input sample based on the corresponding
edge labels.

Space partition tree-based methods. The main drawback of using 3D regular grids
for representing 3D shapes for feature learning is its weak scalability. In computer graph-
ics, many data representations have better scalability than a regular 3D grid, such as k-d
tree [72], octree [73], BSP tree [74], constructive solid geometry [75], etc.

It is possible to define the neural network by following a space partition tree. For exam-
ple, Klokov el al. [76] present a Kd-network that uses k-d tree to form the computational
graph and define learnable parameters on different partition levels. At train time, point
clouds are downsampled or upsampled to have the fixed size N = 2D, where D is the
depth of the k-d tree. A hierarchical deep model is learned in a feed-forward bottom-up
fashion, where on each node of the k-d tree features of two child nodes are aggregated by
concatenation followed by a non-linear transform. In another k-d tree-based method, Zeng
et al. [77] exploit local and global contextual cues imposed by the k-d tree and calculate
the representation vectors progressively along the k-d tree for feature aggregation. Gadelha
et al. [78] directly use k-d tree to sort the points in a point cloud and optimize the point
ordering by minimizing PCA reconstruction error after PCA analysis. With the points been
sorted, they can process them by fully-connected layers. In a follow-up work [79], they sort
point cloud in a hierarchical and locality-preserving order such that feed-forward processing
through 1D convolutions and coarse-to-fine analysis are enabled.

2.3 Image-to-image translation

Image-to-image translation is a domain translation problem that is related to shape-to-shape
transformation. Before researchers started working on general-purpose image translation [4,
5, 6, 80], earlier works for image translation mainly focused on learning style or texture
transfer [81, 82, 83, 84]. Recently, some works jointly warp images and transfer styles from
one domain to another [8, 9]. In this section, we discuss image translation methods for both
paired domains and unpaired domains.

Paired domains. To translate images from one domain to another, researchers leverage
adversarial learning to get plausible output images. Compared to directly measuring the
difference between two images [85, 86], adversarial learning with GANs [87] often learns a
more adaptive error metric through the discriminator. Given paired images from two input
domains, Isola et al. [4] use a conditional GAN [88] with a U-Net [89]-based generator, and
a PatchGAN classifier as the discriminator, for image translation. The generator takes an
input image from the source domain and tries to output an image that is in the target
domain, while the discriminator is fed by a pair of input and output images and tells

13



whether the pair is real or fake. [4] assumes that image-to-image translation is deterministic.
However, many image-to-image translation problems are ambiguous – one image from the
source domain may correspond to multiple images in the target domain. To this end, Zhu
et al. [90] models a conditional distribution for the output image given the input image,
which can be sampled to get multiple output images. While the image resolutions dealt by
the above approaches are limited, Wang et al. [7] synthesize high-resolution images from
semantic label maps using a conditional GAN framework with a coarse-to-fine generator, a
multi-scale discriminator, and an improved adversarial loss.

Unpaired domains. Collecting paired training images can be time-consuming or even
impractical. For example, when the task is translating winter photos into summer photos,
asking for a large number of paired photos of the same scenery in the same camera view is
unrealistic. Therefore unsupervised learning framework for general-purpose image-to-image
translation is needed. To this end, CycleGAN [5], DualGAN [6], and DiscoGAN [91] use the
idea of dual learning [92] from natural language processing, where the translation networks
for two directions are jointly trained. A cycle-consistency loss or a dual learning loss are
applied to enforce the similarity between image A and the image g(f(A)), where f is the
function that maps images from the source domain to the target domain, g is the function
that maps images from the target domain to the source domain. These approaches succeed
at image translation with low-level appearance shift, but often fail when the translation
requires geometric deformation. Gokaslan et al. [93] show that the problem can be relieved
by considering more a global context with a dilated convolutional discriminator [94], a more
context-aware generator, and a multi-scale perceptual loss [95]. In another thread of works,
UNIT [80] assumes the images from two domains can be mapped into a shared latent space.
Two coupled GANs are trained to translate images by encoding them into the shared latent
space and decode their latent codes as images in the target domain. MUNIT [96] assumes
that an image latent code can be decomposed into a content code that is shared by different
domains, and a style code that is unique to a specific domain. Image translation is then
posed as replacing the style code of one image in the source domain with a style code of
the target domain. FUNIT [97] achieves few-shot, unsupervised image-to-image translation
via adaptive instance normalization technique [98].

Concurrent to the development of the methods for learning shape transform in this
thesis, some works in the field of image-to-image translation can learn geometric defor-
mation for image translation. For example, CariGANs [99] detect landmarks from human
face images, and train a GAN to deform the landmarks to drive image deformation for
photo-to-caricature translation. Wu et al. [100] use a similar landmark-based technique for
more image domains. The two methods rely on landmarks on the images; thus, they are
not general-purpose. More recently, later than the development of the methods for learning
shape transform in this thesis, Katzir et al. [8] perform general-purpose image translation
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along a deep feature hierarchy in a cascaded deep-to-shallow fashion, so as to achieve ge-
ometric deformation in the image. In GANHopper, Lira et al. [9] perform general-purpose
image translation through multiple hops, where each hop produces an in-between image that
resembles weighted hybrids between images from the two domains. As a result, it allows ge-
ometric deformation as well. The above methods can jointly warp images and transfer style
from one domain to another. However, they are not designed for dealing with significant
shape transformations, such as turning a chair into a table, or shape skeletonization.
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Chapter 3

Point-to-Point Displacement
Network for Shape Transform

3.1 Introduction

Point primitives and point-based processing have attracted considerable interest from the
computer graphics community for many years [101]. As a fundamental shape representation,
point sets are more compact than voxels and more flexible than polygon meshes. They
are immediately available as the default output from most 3D shape acquisition devices.
Recently, deep neural networks have been designed to learn global and multi-scale point set
features for shape classification and segmentation [49, 50], as well as geometry (e.g., normal
or curvature) estimation [52]. Image-driven generative models have also been trained to
reconstruct point-based 3D object representations from single or multi-view images [102,
103, 104].

In this paper, we are interested in exploring how deep neural networks can benefit a
new class of problems in point-based graphics: geometric transformations between shapes
represented by point sets. These shape transforms span a wide spectrum of applications.
Some examples include transforms between shape skeletons and surfaces, incomplete and
completed object scans, 2D contours and 3D shapes, and simplified and detailed surfaces.
Our goal is to develop a general-purpose neural network that is capable of learning geometric
transformations between point sets from two domains. Recently, in computer vision, there
has been a great deal of interest in solving a similar problem for images, namely, designing
general-purpose, end-to-end image-to-image translation networks [4, 105, 5, 6].

Most successes on generic image translation have been achieved for tasks leading to
“stylistic” changes in images, without geometrically transforming the image content. These
tasks include translating between night and day images, artistic styles, material properties,
etc. Under this setting, some recent works, such as CycleGAN [5] and DualGAN [6] can train
their translators without paired images, but they both rely on loss functions that measure
pixel-to-pixel differences. Thus, while the images are not paired, the pixels are. However,
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Figure 3.1: We develop a general-purpose deep neural network which learns geometric trans-
formations between point sets, e.g., from cross-sectional profiles to 3D shapes, as shown.
User can edit the profiles to create an interpolating sequence (top). Our network transforms
all of them into point-based 3D shapes.

when the translation involves geometric changes, these methods have all encountered clear
obstacles.

In our work, the distinction, as well as the key novelty, of the problem is that transform-
ing geometry is the goal. While pixel correspondences can be trivially defined between two
images depicting the same content (e.g., night vs. day photos of the same location), pairing
points which represent geometrically different shapes is, in general, far from straightforward.
Even if the two sets of points were sampled from the same shape, e.g., a cross-sectional profile
representation vs. that of the whole (see Fig. 3.1), there may not always be a clear point-
to-point correspondence between them. In our first attempt to develop a general-purpose
transformation network for point sets, and in contrast to CycleGAN and DualGAN, we rely
on paired shapes in training, but do not require paired points.

Specifically, we design a point-to-point displacement network, coined P2P-NET , which
transforms an input point set to an output set with the same cardinality, by applying point-
wise displacement vectors learned from data. The P2P-NET is trained under a weakly-
supervised setting, where paired point sets which share some commonality are provided,
but not their point-wise mapping. In most of the applications considered, the commonality
is that the two point sets were sampled from the same shape. However, in many applications,
there is no clear point-to-point correspondence between the two point sets, or the two sets
could contain point samples acquired under different view settings or at different time
instants. Not requiring point-wise correspondences can significanly expand our capacity to
collect training data for P2P-NET.

Given two domains of point set data, X and Y , we introduce a bidirectional archi-
tecture to learn the two transformations X -to-Y and Y -to-X , simultaneously, as shown
in Fig. 3.2. Given a source point set X, the (bidirectional) P2P-NET learns to predict a
set of displacement vectors IX that are applied to X to obtain the predicted point set
Ŷ = X + IX . One objective of training the P2P-NET, defined by a geometric loss, is to
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Figure 3.2: Network architecture of our bidirectional P2P-NET, which transforms a source
point set to a prediction of the target point set with the same cardinality. Note that blocks
A and P represent set abstraction layers and feature propagation layers, respectively, of
PointNET++.

make the prediction Ŷ as close as possible to the target shape represented by the point set
Y . At the same time and along the opposite direction, the network also learns to predict
displacement vectors IY , such that Y + IY is as close as possible to X, shape-wise. In
addition, we define a cross regularization loss which couples and mutually enhances the two
directional sub-networks, by encouraging parallelism between the two sets of displacement
vectors IX and IY . Our bidirectional P2P-NET is trained with a combined loss consisting
of two (directional) geometry terms and one cross regularization term. None of the loss
terms requires a point-wise correspondence between X and Y .

Along each direction of the P2P-NET, the network takes a set of 3D points as input and
first learns a multi-scale feature per point through set abstraction and feature propagation
layers of PointNet++ [50]. The learned feature vector for each point is then concatenated
with an independent Gaussian noise vector. The set of “noise-augmented” feature vectors
are fed into a set of fully connected layers, which produce a set of 3D displacement vectors,
one per input point, as shown in Fig. 3.2.

P2P-NET learns point set transforms implicitly. It does not learn how to directly displace
each point in the source shape to its corresponding point in the target shape, since such
point-to-point correspondences are not provided by training data. Instead, our network
learns a mapping from point features (encoded as in PointNET++) to displacement vectors,
which are applied to the source shape. As a result, nearby points in the source shape, which
often possess similar point features, tend to be mapped to similar displacement vectors,
which would impose a certain “rigidity” on the shape transforms that P2P-NET can learn.
The augmentation of independent per-point noise into P2P-NET alleviates this problem by
providing added degrees of freedom to the displacements of individual points, allowing the
network to learn a richer variety of transforms.
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The main contributions of our work include:

• The first general-purpose deep neural network designed to learn transformations be-
tween point-based shape representations.

• Bidirectionality of the network with a novel cross regularization loss to mutually
enhance two directional transforms.

• Training losses defined without point-to-point correspondence, allowing the network
to be trained under weak supervision.

We demonstrate how noise augmentation, cross regularization, and bidirectionality im-
prove the performance of our P2P-NET, as it carries out its learning tasks. We develop and
present several different applications enabled by our general-purpose bidirectional P2P-NET
to highlight the effectiveness, versatility, and potential of our network in solving a variety
of point-based shape transformation problems. These include transforms between skeletons
and shapes, between skeletons and scans, between partial and complete scans, and finally
between cross-sectional profiles and 3D shapes.

3.2 Related work

The literature on point-based graphics and the application of deep neural networks to solve
graphics problems is vast. In this section, we only cover the most relevant works to P2P-
NET.

Point processing. Point cloud, as a 3D shape representation, has shown its advantages
and applications in geometry modeling [106, 107], rendering [108, 109], and computer an-
imation [110, 111]. With the emergence of affordable 3D acquisition devices, point cloud
data is widely captured, accumulated, and processed by many useful techniques, e.g., in
point cloud filtering [10], resampling [11], and surface reconstruction [12, 13, 112], among
others.

Point set displacement. Several previous works have taken a displacement-based ap-
proach to process point sets. One such example is point set skeletonization, where point
samples gradually converge from a shape’s surface to a skeletal structure. The main chal-
lenge lies in how to deal with missing data over the latent surface, e.g., when the point scan
was acquired from a single view. Tagliasacchi et al. [21] propose a generalized rotational sym-
metry axis (ROSA) to extract curve skeletons from incomplete point clouds. Cao et al. [22]
apply a Laplacian-based contraction to extract curve skeletons. Huang et al. [23] introduce
L1-medial skeletons by adapting L1-medians locally to an incomplete point set representing
a 3D shape. Our P2P-NET leads to a data-driven approach to point cloud skeletonization
and the bidirectional network is also trained for a novel task: skeleton-to-shape transform.
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Another example is surface completion by evolving point samples to gradually fill miss-
ing data over the latent surface. Representative methods include point cloud consolidation
via LOP [113] and WLOP [114, 115]. A more recent work that bridges point cloud skele-
tonization and consolidation [116] spreads point samples regularly to cover gaps over surface
regions via a joint optimization of surface and structure samples. Point cloud resampling can
also be applied for edge enhancements [11]. P2P-NET offers a data-driven approach to sur-
face completion, via point displacements, which offers an alternative to other learning-based
surface completion techniques, such as the recent work by Dai et al. [117].

Neural networks for point processing. Neural networks excel in learning global fea-
tures. A key development in connecting point sets to neural networks is PointNet [49], which
directly consumes unorganized point samples as input. This is followed by PointNet++ [50],
which enables hierarchical learning on point sets. In both cases, the input point set goes
through point-wise or patch-wise feature transform followed by feature aggregation, either
globally or locally, so as to serve the tasks of shape classification and segmentation (i.e.,
patch classification). Another multi-scale variant of PointNet, by Guerrero et al. [52], is
adapted for estimating local shape properties, such as normals and curvatures. Sung et
al. [118] demonstrate the usefulness of PointNets for component suggestion in part-based
shape assembly.

Our P2P-NET is designed to solve a different class of problems, namely, point displace-
ment based shape transforms. While P2P-NET does employ the set abstraction and feature
propagation layers of PointNet++ [50] for feature learning, it combines the learned fea-
tures with noise and trains a bidirectional network, with a novel loss term combining shape
approximation and cross regularization, to obtain point displacement vectors.

There have been several recent attempts at developing deep generative networks for
point-based shapes. Fan et al. [102] design and train a neural network as a conditional
sampler, which is capable of predicting multiple plausible 3D point clouds from a single input
image. Multiple point clouds from different views have also been constructed as intermediate
shape representations for the purpose of generating 3D shapes from 2D images and/or
sketches [104, 103]. Gadelha et al. [78] synthesize point-based 3D shapes in the space of
shape coefficients, using a generative adversarial network (GAN). They build a KD-tree to
spatially partition the points and then conduct PCA analysis to derive a linear shape basis
and optimize the point ordering.

To the best of our knowledge, P2P-NET is the first deep neural network designed to
learn geometric transformations between point-based shape representations.

Learning transformations. Several classical vision problems need to account for spatial
transformations in images, e.g., recognizing objects undergoing deformations [119, 120] and
synthesizing images under novel views [121, 122], among others. Both works are representa-
tive of applying deep neural networks for their respective tasks. There has been considerable
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less effort on learning geometric transforms for 3D shapes. Recent attempts have been made
to learn to transfer surface details [1], decorative styles [2], and to predict piecewise rigid
transformations of 3D objects [3]. In contrast, our work aims to develop a general-purpose
neural network for learning transformations between point-based 3D shapes.

Paired vs. unpaired training data. Analogous to our shape transform problem, is
general-purpose image-to-image translation [4, 105, 5, 6], where point displacements can be
regarded as a counterpart to pixel-to-pixel transforms. An important feature of some of these
recent works [105, 5, 6] is that the training does not require paired images. On the other
hand, these works, which rely on deep generative neural networks such as GANs, have only
shown success in color and texture transforms, e.g., for altering painting styles or material
properties of imaged objects. Training these networks to deform objects geometrically in
images has remained an unresolved challenge. In contrast, P2P-NET is designed to learn
geometric transforms between 3D shapes; it requires paired training data, but not paired
points.

Bidirectionality vs. cycle consistency. Our design of the bidirectional P2P-NET drew
inspirations from dual learning [6] and the use of cycle consistency loss [5]. What is common
about these works is that they all learn transforms between two domains. The cycle consis-
tency loss is a clever way of dealing with the challenge of not having paired training data
from the two domains. However, P2P-NET is not built on a cyclic loss. With paired training
data for P2P-NET, we can afford to define the two directional geometry losses, without the
inverse mappings. At the same time, the bi-directionality between the two transforms is
taken advantage of, since we define the extra cross regularization loss to enhance the train-
ing. Another distinction lies in how the loss functions are defined: the cycle consistency loss
measures pixel-to-pixel differences, while our geometry loss measures a shape-wise difference
between two point sets.

3.3 Bidirectional P2P-NET

3.3.1 Network architecture

The architecture of bidirectional P2P-NET is illustrated in Fig. 3.2. Our training set consists
of paired point sets {X,Y }, with prior relations among them. However, the transformations
between two sets X and Y are latent and difficult to model explicitly. For instance, X can
be a single-view point scan of a chair, and Y contains complete surface samples of the same
chair. As another example, shown in Fig. 3.3, a 2D point set sampled from a dog shape is
transformed to represent the shape of a cat and vice versa.

To realize a bidirectional architecture on unordered point sets, we develop a geometric
loss (Section 3.3.2) that is order-invariant. Since X and Y are not in dense correspondences,
i.e., point-wise, we need to further regularize the loss to balance the mapping and the global
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(a) no noise aug. ; no cross reg. (b) with noise aug. ; no cross reg. (c) with noise aug. ; with cross reg.

Figure 3.3: An ablation study on cat-dog transforms. P2P-NET was trained on a dataset
synthesized by randomly rotating and scaling a pair of 2D point sets representing the shapes
of a dog and a cat, respectively. Top row: dog to cat. Bottom row: cat to dog. The source
shape is always shown in blue and prediction in red, and only 10% of the displacements are
displayed. Light green and blue boxes highlight areas with visible improvements.

distribution of the displacements. To this end, the loss of bidirectional transformations is
tightly coupled with a cross regularization (Section 3.3.3) that maximizes the parallelism
between displacements from X-to-Y and displacements from Y -to-X.

P2P-NET consists of two network branches in two opposite directions. At each branch,
the network first learns a multi-scale feature for each point, using layers of PointNet++ [50].
The input point set is down-sampled and point features are constructed in multiple levels
with set abstraction layers (marked with A in Fig. 3.2). Point-wise multi-scale features
are then produced with the feature propagation layers (marked with P in Fig. 3.2). Next,
the multi-scale point-wise feature vectors are concatenated with the same number of noise
vectors, one per point. Each noise vector is an independent Gaussian noise vector of length
32. Finally, the feature-noise vectors are fed to a set of fully connected layers that output
displacement vectors IX . In the end, the network yields the predicted point set Ŷ = X+IX .
See Appendix 3.6.1 for a more detailed description of the network architecture.

Noise augmentation in our P2P-NET adds new dimensions to the feature vectors. These
newly added (noise) dimensions inject new degrees of freedom, when the network learns to
map point features to displacements during training. This effectively neutralizes an “over-
fitting” of the point displacements to point features and enables more variation in the
displacements. The appended noise vectors are independent to each other, allowing each
point to train for its own variation to further improve the versatility of P2P-NET. Further-
more, since the noise introduces stochasticity into the network, we can feed an input point
set multiple times during testing, to obtain a dense output point set; see Fig. 3.9 for an
example.

Fig. 3.4 illustrates the effect of noise augmentation using a toy example, where P2P-NET
is trained to transform points along a straight line to points distributed over an elliptical
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(a) no noise aug. (b) with noise aug.

Figure 3.4: Noise augmentation allows P2P-NET to learn to transform points along a
straight line (blue dots in the center) to points distributed over an elliptical disk (red dots)
more effectively. For a clearer visualization, we only show 20% of the displacement vectors
(black lines) which are randomly chosen. Note also that the cross regularization term is not
employed.

disk. The network was trained on 1,000 line-disk pairs with random scales and orientations.
Since P2P-NET only learns a mapping from point features to displacements, it intrinsically
respects the smooth variation of the point features along the straight line. However, the
transform task at hand sets a conflicting goal, which is enforced by the geometry loss in
the network: map smoothly varying point features to “non-smooth” displacement vectors,
so that the output points can be well-distributed over a disk. Without noise augmentation,
P2P-NET would respect the point features relatively more rigidly. As shown in Fig. 3.4(a),
the network struggles to fulfill the two conflicting goals and produces many similar displace-
ment vectors, causing some points to overshoot over the disk boundary. In contrast, with
noise augmentation, the points have added degrees of freedom to be mapped to non-smooth
displacement vectors to minimize the geometry loss. The final result is a significantly better
point distribution over the disk without overshooting, as shown in Fig. 3.4(b).

In addition to the geometric losses defined and enforced at the two input/output ends
of the bidirectional P2P-NET, the aforementioned cross regularization over the point dis-
placements strengthens the coupling between the two directional networks. The ablation
study shown in Fig. 3.3 demonstrates the impact of both noise augmentation and cross reg-
ularization on a less toyish example: transforming between points representing the shapes
of dogs and cats.

3.3.2 Geometric Losses

To measure the geometric difference between the predicted and target point sets, the network
is trained with a loss that consists of two terms. One term penalizes points that do not match
with the target shape, and the other term measures the discrepancy of the local point density
between two corresponding point sets.
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scan-to-surface surface-to-scanskeleton-to-surface surface-to-skeleton

Figure 3.5: Visualization of vectors (grey lines) depicting point-wise displacements learned
by P2P-NET for various domain mappings, where the source point sets are rendered in
orange. Note that for ease of visualization, only 30% of the vectors are displayed and we do
not show the predicted target point sets.

The shape matching loss computes the sum of differences between the shape of trans-
formed point set Ŷ = X + IX and the shape of target point set Y , vice versa between
X̂ = Y + IY and X, by searching the closest point from target point set for each displaced
source point:

Lshape(Ŷ , Y ) =
∑
p∈Y

min
q∈Ŷ

d(p, q) +
∑
q∈Ŷ

min
p∈Y

d(p, q),

where d(p, q) measures L2 distance between points p and q.
This symmetric shape matching term is close to the Hausdorff distance between shapes,

except that we compute the sum of closest distances, instead of their maxima. The sum-
mation operation makes the loss function differentiable w.r.t. the displaced points, and
encourages the displaced point set to match the target tightly.

In addition, we also compute a density loss. For each point p in target point set Y , we
define local density measures w.r.t. Y and Ŷ , respectively, using two k-D vectors (k = 8 by
default):

[ d
(
p,N1(Y, p)

)
d
(
p,N2(Y, p)

)
... d

(
p,Nk(Y, p)

)
],

[ d
(
p,N1(Ŷ , p)

)
d
(
p,N2(Ŷ , p)

)
... d

(
p,Nk(Ŷ , p)

)
].

Here we denote Ni(Y, p) as the i-th closest point to p from the same target point set Y , and
Ni(Ŷ , p) is the i-th closest point to p from the predicted point set Ŷ .

These two k-D vectors encode density measures of Y and Ŷ in small neighborhoods for
each point p ∈ Y . The density of the predicted point set Ŷ resembles the density of target
set Y , if and only if the density vectors of Ŷ are similar to that of Y . Therefore, the density
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loss is defined as the integration of distances between density vectors of Ŷ and Y over all
points in Y :

Ldensity(Ŷ , Y ) = 1
k

∑
p∈Y

k∑
i=1

∣∣d(p,Ni[Y, p]
)
− d

(
p,Ni[Ŷ , p]

)∣∣.
With a setting of single X-to-Y transformation network, the geometric loss function is

then as follows:

LX→Y (D) =
∑

{X,Y }∈D

(
Lshape(Ŷ , Y ) + λLdensity(Ŷ , Y )

)
,

and similarily to the other direction:

LY→X(D) =
∑

{X,Y }∈D

(
Lshape(X̂,X) + λLdensity(X̂,X)

)
,

where D denotes our training set, with a weight λ = 1 by default.

3.3.3 Cross Regularization

We couple the transformations X-to-Y and Y -to-X by a cross regularization over their dis-
placement vectors IX and IY . The key observation is that when IX and IY are encouraged
to be parallel to each other, the two transformations can be mutually enhanced, with a
more uniform distribution of the displacement mapping.

The regularization term maximizes the parallelism between IX and IY , without having
paired displacements. For each point p ∈ X, or each point q ∈ Y , the displacements are
associated with 6D vectors [p, p+ IX(p)] or [q+ IY (q), q], respectively. The regularization
works in 6D in a similar manner as computing Lshape. That is:

Lreg(X,Y ) =
∑
p∈X

min
q∈Y

d([p, p+ IX(p)], [q + IY (q), q])

+
∑
q∈Y

min
p∈X

d([p, p+ IX(p)], [q + IY (q), q]).

Minimizing Lreg in 6D results in maximizing the parallelism between 3D displacement
vectors with two opposite directions from bidirectional transformations. See Fig. 3.3(c)
that depicts the enhancement on a 2D toy example by adding cross regularization. More
elaborated evaluation on the results is provided in Section 3.4.

Given the displacement regularization that couples the transformations X-to-Y and
Y -to-X, the network is trained with a loss function that sums three terms:

LX→Y (D) + LY→X(D) + µ
∑

{X,Y }∈D
Lreg(X,Y ), (3.1)
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with a balancing parameter µ set as 0.1 by default.
We minimize the loss (3.1) with an Adam optimizer. The learning rate is set as 1e-3 and

decays to 1e-4 at discrete intervals during training.

3.4 Experimental results and applications

We conduct experiments to demonstrate the capability of P2P-NET in learning geometric
transforms between point sets in various domains. Throughout the experiments, the network
was trained using different datasets and for different domain pairs separately, but always
with the same default network settings as described in Section 3.3 and Appendix 3.6.1.
There is no hyperparameter or architecture tuning for any specific domains or any specific
datasets. All the results are presented without any post-processing.

3.4.1 Meso-skeleton, surface, and single-view point scan

In many cases, a mapping from one domain to another is easy, but the inverse is a lot
more difficult. For example, synthesizing point scans from 3D shapes is easy, but surface
completion is hard. Skeleton extraction from 3D shapes may have been considered as a solved
problem [19], but synthesizing shape surfaces from skeletons is an unresolved challenge.
Our network is able to learn to solve ill-posed inverse mapping problems (e.g., skeleton-to-
surface) by using training data synthesized by an algorithm designed for the easier transform
(e.g., surface-to-skeleton). In this section, we demonstrate transformations among meso-
skeletons, surface samples, and single-view point scans using P2P-NET.

Given a set of 3D shapes, we convert them to surface samples with Poisson disk sam-
pling [123]. By taking the surface samples as input, meso-skeletons of the shapes are obtained
using a contraction-based approach [22]. To show the robustness of our network to shape
occlusion, we also synthesize single view point scans with a Kinect simulator [124, 125]
applied to 3D shapes. We use the chair and airplane datasets of ModelNet40 [43] as original
3D shapes, and sample each point set to the size of 2,048. The chair dataset contains 889
training and 100 test examples, while the airplane dataset contains 626 training and 100
test examples.

With the synthesized surface samples, meso-skeletons, and single-view point scans, we
tested our method on three pairs of transformations among the three different types of point
sets, i.e., meso-skeleton vs. surface, meso-skeleton vs. point scan, and point scan vs. surface.
In Fig. 3.6, the visual results of the three pairs of transformations are provided with eight
distinctive examples chosen from the test set. Note that, in order to obtain transformed
surface point samples, we feed the same input in eight passes to P2P-NET and integrate
the network outputs to produce a dense final result. To obtain point scans or meso-skeletons,
we only feed the input once to the network.
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(a) Transformations between meso-skeleton and surface samples. The 2nd and 4th rows show transformations from meso-skeleton (left) to surface samples (right). 
   The 1st and 3rd rows show transformations from surface samples (right) to meso-skeleton (left). 

(b) Transformations between meso-skeleton and point scan. The 2nd and 4th rows show transformations from meso-skeleton (left) to point scan (right). The 1st
       and 3rd rows show transformations from point scan (right) to meso-skeleton (left).  

(c) Transformations between point scan and surface samples.  The 2nd and 4th rows  show transformations from point scan (left) to surface samples (right). The
       1st and 3rd rows show transformations from surface samples (right) to point scan (left). 

Figure 3.6: A gallery of point set transformations among meso-skeletons, shape surfaces, and
single-view point scans via our network P2P-NET. Note that, to obtain the transformed
surface point samples, we feed the same input eight times to the network and integrate the
network outputs to produce a dense point set.

To convey that our network is able to learn a shape transform, we show the closest
training examples retrieved for the inputs over the eight test examples in Appendix 3.6.2. We
also provide quantitative evaluations for the three pairs of transformations in Section 3.4.3.
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Figure 3.7: Testing P2P-NET on real chair scans (middle) captured by Kinect v2. The
completed point cloud is shown on the right.

Fig. 3.5 visualizes point-wise displacements produced by P2P-NET to offer a glimpse
of what the network learned. We re-emphasize that the network was not trained on any
point-wise mapping between paired shapes nor with any displacement vectors. Yet, it ap-
pears that the learned displacements are well-localized and reflect what a properly devised
transformation algorithm would produce.

In Fig. 3.7, we show that the trained P2P-NET is capable of converting real point scans
of chairs captured by a Kinect v2 to complete shapes. Note that during the capture, the
Kinect sensor was placed to roughly align with the camera view used in data synthesis.

The results shown in Fig. 3.6 demonstrate the potential of P2P-NET for possible ap-
plications. In Fig. 3.8, we show such an example for shape editing and synthesis. After
combining the meso-skeletons of different shapes into a new meso-skeleton, our network can
convert the synthesized meso-skeleton into a new point-set shape. Moreover, the result of
transforming point scans to surface samples offers the promise of applying P2P-NET for
scan completion. To extend P2P-NET to a full-fledged scan completion network, one would
require a multi-view assembly of the network or adding view prediction and rotation layers,
which are out of the scope of this paper.

3.4.2 2D cross-sectional profiles and 3D shapes

Planar cross-sectional profiles are widely used in computer-aided design and geometric mod-
eling. Transforming from 2D cross sections to 3D shapes is an interesting test for our neural
network. For this experiment, we use the sofa and bed datasets of ModelNet40. The sofa
dataset contains 680 training and 100 test examples. Similarly, in the bed dataset, there are
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Figure 3.8: After editing and combining the point sets of meso-skeletons, our network is
able to generate new shapes (right) from the new meso-skeletons.

515 training and 100 test examples. We cut each sofa with four parallel planes to obtain
four parallel cross sections, and cut each bed with three orthogonal planes to obtain three
orthogonal cross sections. We sample each set of cross sections uniformly to acquire a point
set consisting of 2,048 points. Each point set of cross sections is then paired with the point
set of mesh samples of the same sofa or bed object.

We visualize the results obtained on eight typical test examples of the sofa and bed in
Fig. 3.9. We can observe that the transformation results obtained with feeding the network
a single input pass exhibit non-uniformity and missing regions. However, after feeding the
input over eight passes and integrating the network outputs, the resulting dense point sets
are complete and smooth overall. This demonstrates the stability of the transformation
prediction by P2P-NET.

It is also interesting to observe that, in some cases, the dense outputs produced by
multiple passes of P2P-NET can better convey shape details than the ground truth data,
e.g., see column (c) in Fig. 3.9 for the long pillow in the fifth row and the slats in the crib
in the second to last row, in contrast to their counterparts in column (d). One reason is
that the ground truth is only at 1/8 of the resolution, compared to the dense results. On
the other hand, the level of surface details produced by the network are not copied from
the training set, since all training data are at a low resolution of 2,048 points which do
not well reflect the surface details. The produced details should be attributed to the point
transforms learned by P2P-NET.
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(a) test cross sections. (b) feed (a) one single 
      pass to our network.

(c) feed (a) eight passes
      to our network.

(d) ground-truth. (e) retrieved cross sections
       from training set.

(f) surface point set 
     paired to (e). 

Figure 3.9: Transformations from 2D cross-sectional profiles (a) to 3D object surfaces (b)
and (c). In addition to ground-truths (d), we also provide the closest 2D cross-sectional
profiles (e) retrieved from the training set, and their corresponding surface point sets (f).

To further demonstrate that the network has learned a proper transform, we retrieved
the closest training cross sections with the test cross sections as query inputs, and show
the retrieved cross sections and their paired sampled meshes in Fig. 3.9. The retrieval was
carried out using the distance measure:

Dretrieve(P,Q) =
∑
p∈P

min
q∈Q
‖p− q‖+

∑
q∈Q

min
p∈P
‖p− q‖ ,

where P and Q are two point sets of cross sections.
We can observe that the retrieved cross sections are generally not close to the queries.

This is clearly evident in the last three rows of Fig. 3.9. Admittedly, it is far from trivial
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Figure 3.10: Visualization of point displacements learned by P2P-NET, which transform
cross-sectional profiles into surface samples. We scaled the displacements, from left to right,
by factors of 0.05, 0.25, 0.5, 0.75, 1.0, respectively, to obtain a morphing sequence.

to come up with an accurate similarity distance measure for cross-sectional profiles. To
confirm that the retrieved results are reasonable, we have manually examined all the training
examples in the dataset and found no other cross sections to be visually closer to those shown
in the figure.

In Fig. 3.10, we visualize the displacement vectors learned for the current transform.
Since mappings from cross-sectional profiles to 3D shapes are much less predictable and
coherent, instead of showing the displacement vectors explicitly like in Fig. 3.5, we show a
morphing sequence following the displacements.

What is common between skeleton-to-shape and profile-to-shape transforms is that one
domain has an easy-to-edit shape abstraction. It is quite common to perform user edits on
skeletons and curve profiles. After that, it would be quite desirable to be able to directly
convert the edited shape abstractions to whole shapes. Like the example shown in Fig. 3.8,
we also experimented with editing 2D cross-sections and then transforming the edits to
3D point-set shapes using P2P-NET. A visual result showing an interpolating sequence
is provided in Fig. 4.1. This further demonstrates the potential of our network in shape
synthesis applications.

3.4.3 Quantitative evaluation

We evaluated the performance of our P2P-NET quantitatively on the four datasets used in
Sections 3.4.1 and 3.4.2. For the purpose of measuring the errors, the original shapes and
their point sets were normalized, so that the diagonal lengths of their bounding boxes are
equal to 1. It should be remembered that all the training and test point sets are sampled
to the size of 2,048. The performances were measured with three error metrics, as detailed
below.

Point separation rate. Given a predicted point set and the ground-truth point set, each
point searches for its closest point from the opposite set. If the distance from a point p to
its closest point q in the opposite set is greater than 0.02, we consider the point p as a
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Table 3.1: Quantitative evaluation of our network with different settings and error metrics. In
the head of the table, ‘ns’ stands for noise augmentation, ‘rg’ stands for cross regularization,
and ‘+/-’ indicates enable/disable.

Dataset Source Target mean of separation rate mean of curvature diff. mean of normal diff.
ns-rg- ns+rg- ns+rg+ ns-rg- ns+rg- ns+rg+ ns-rg- ns+rg- ns+rg+

airplane

skeleton surface 1.4% 0.6% 0.6% 0.084 0.063 0.062 0.575 0.390 0.389
surface skeleton 0.3% 0.4% 0.3% 0.076 0.076 0.075 - - -
scan skeleton 2.1% 2.0% 2.0% 0.068 0.068 0.066 - - -
skeleton scan 2.9% 2.3% 2.4% 0.051 0.052 0.052 0.677 0.617 0.601
scan surface 1.6% 1.2% 1.3% 0.074 0.063 0.061 0.495 0.444 0.418
surface scan 1.3% 1.1% 1.3% 0.056 0.057 0.057 0.669 0.670 0.667

chair

skeleton surface 12.0% 7.5% 7.5% 0.096 0.082 0.080 0.686 0.620 0.617
surface skeleton 5.3% 5.3% 5.3% 0.061 0.061 0.060 - - -
scan skeleton 15.5% 15.8% 15.4% 0.053 0.053 0.051 - - -
skeleton scan 18.8% 17.6% 17.5% 0.052 0.054 0.052 0.590 0.584 0.562
scan surface 10.9% 6.6% 6.7% 0.092 0.083 0.084 0.613 0.557 0.553
surface scan 5.2% 5.2% 4.9% 0.057 0.057 0.056 0.553 0.556 0.552

sofa cross sec. surface 22.0% 9.8% 10.8% 0.084 0.066 0.065 0.626 0.457 0.458
surface cross sec. 9.6% 9.2% 8.9% 0.059 0.060 0.059 - - -

bed cross sec. surface 14.5% 3.0% 2.9% 0.084 0.056 0.056 0.544 0.380 0.380
surface cross sec. 11.0% 11.8% 11.5% 0.058 0.058 0.058 - - -

separated point. We call the percentage of separated points among all points in the two
sets, the separation rate. We compute a separation rate for every test example and report
the mean in Table 3.1.

Curvature difference. We estimate a curvature indicator for each point p as λ0/(λ0 +
λ1 + λ2), where λ0 ≤ λ1 ≤ λ2 are the eigenvalues of a 3 × 3 covariance matrix of a local
point patch around point p. The size of the local patch is 0.3% of the size of whole point set.
For each point p, we compute the absolute difference of curvature indicator with its closest
point q in the opposite point set. Finally, we compute the mean difference of all points.

Normal difference. Similar to the curvature indicator, we estimate a PCA normal for
each point, and measure the radian of the angle between the normal of a point p and the
normal of its closest point q in the opposite set. We compute the mean radian of all points.

For each pair of transformations on each dataset, we trained the networks for 200 epoches
on a Nvidia Titan Xp GPU that takes approximately 5∼8 hours to finish the process. During
the testing phase, when the target point set is not from surface samples, we feed the source
point set in one single pass to the network and obtain output point sets of size 2,048. When
the target point set is from surface samples, we feed the source point set in eight passes to the
network to obtain an integrated dense output of size 16,384. Four pairs of transformations
and three different settings of the network were tested and reported in Table 3.1. The three
different network settings are: no noise augmentation and no cross regularization (ns-rg-),
no noise augmentation but with cross regularization (ns-rg+), and the setting with both
options on (ns+rg+).

Note that the separation rate measures the tightness of the match between the predicted
point set and the ground-truth point set. The smaller the value is, the tighter the match.
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(a) (b)

Figure 3.11: P2P-NET cannot be properly trained to map a long horizontal line to three
vertical bars, since points near the mid-section possess similar point features. Our method
fails to associate points with similar features with dissimilar displacements to clearly form
the middle bar (a). However, a small added protrusion (b) can serve to disambiguate these
point features, leading to different displacements to produce the middle bar. Colorings of
the points reflect their features, after a 1D embedding using PCA.

The results in Table 3.1 show that noise augmentation helps to reduce the separation rate,
i.e., to make the predicted points to match more tightly to the ground-truth point sets.
Adding the cross-regularization does not further reduce the separation rate. However, as
shown in Table 3.1, adding the cross-regularization term does achieve lower error rates
overall, in terms of curvature difference and normal difference. Since these two measures
reflect how well local geometric properties of the point set are preserved, the quantitative
results demonstrate that cross-regularization is effective in enhancing the local geometric
properties of the predicted point set.

3.5 Discussion and limitation

By design, P2P-NET is a general-purpose point-to-point displacement network, in that
no parts of the network are tailor-made to specific transformation tasks. Moreover, we
do not alter the network architecture, when dealing with different pairs of transformation
domains. The network is trained to map point sets from one domain to another, where
the point sets can be in 2D or 3D spaces. As we demonstrated, the mapping can also lift
2D profiles to 3D shapes; see Fig. 3.9. Since the mapping is applied in a feature space,
the learned transform is agnostic to the dimensionality of the point sets. Interestingly, the
point displacements, which are one-to-one, are learned without training data on point-wise
mapping or displacement vectors. All we provide are pairs of point-set shapes, which may
even have different cardinalities.

P2P-NET is bidirectional, which may be reminiscent of networks trained under cycle
consistency [5, 6]. However, there is no cyclic consistency in P2P-NET; the bidirectionality
is used to form a cross-regularization which exploits the two mappings to enhance the
mapping distribution. There is an intriguing, and seemingly “dual”, relation between P2P-
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test contour prediction of details ground truth

Figure 3.12: P2P-NET cannot be properly trained for non-deterministic point set trans-
forms, e.g., adding details to a shape contour.

NET and CycleGAN [5]. P2P-NET is trained on paired shapes, while CycleGAN learns from
unpaired images. But in CycleGAN, there is pixel-to-pixel correspondence between the pair
of training images; P2P-NET does not require point-to-point correspondence between the
training point-sets. CycleGAN is trained to learn how to transform pixel values, in place,
while Point-NET is trained to displace points from one shape representation to another.

We reiterate that our work is only a first attempt at designing a general-purpose shape
transformation network. By no means should one expect P2P-NET to work effectively for all
transformation tasks. The network is inherently limited by its current architecture, training
loss, and optimization scheme for the network parameters. In what follows, we provide a
non-exhaustive list of such limitations to explore the behavior and limit of our method.

Ambiguous feature-to-displacement mapping. In the absence of point-to-point cor-
respondences between the training source and target shapes, P2P-NET must learn point
set transforms implicitly. Architecturally, P2P-NET first turns the input points into Point-
NET++ features. It then learns to map these point features to displacement vectors to
minimize the training loss. As a result, P2P-NET should be trained with examples, where
the implicit relation between point features and displacements is unambiguous. The net-
work should not be expected to learn to associate points possessing similar features with
different displacements. In reality, however, ambiguous feature-to-displacement mappings
may be unavoidable for many transformation tasks. They may be characteristic of an entire
class of transformations or occur only for some shape pairs or only over a portion of the
shapes. Any such case may potentially lead to failure cases by P2P-NET.

To provide a simple illustration, consider a 2D example of learning to map points along
a long horizontal line to three vertical bars, as shown in Fig. 3.11. We trained P2P-NET
using more than 1,000 examples of source and target pairs in random orientations and
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(a) (b)

Figure 3.13: P2P-NET cannot be trained to accurately and cleanly predict thin structures.
Top: from a noisy input (red), as shown in (a), in contrast to the ground truth (b). Bottom:
from lower-resolution point set inputs.

scales. However, regardless of how many training examples we employed, the network still
cannot map the mid-section of the line to the middle bar, since points near the mid-section
all possess similar features. As shown in (a), P2P-NET could only learn to associate these
points with similar displacements. To verify that the crux of the problem is the ambiguity,
we added a small protrusion under the source line, so that points near the mid-section can
be better distinguished by PointNET++ features. As can be seen in (b), P2P-NET now
does a much better job of learning the proper transform.

Ambiguous point transforms. Some point set transforms may exhibit shape-level am-
biguities, as shown in Fig. 3.12. In this task, we learn displacements from a shape silhouette
to its interior details. The training set contains more than 1,000 examples of adding different
details (via edge maps) to different boot shapes. To minimize the training loss, P2P-NET
is only able to learn to displace to an average of the target points, leading to an erroneous
outcome.

Decorrelation of displacements. The training loss adopted by P2P-NET is predom-
inantly a point-to-shape distance measure. It does not account for intrinsic properties of
the input shape. This immediately implies that P2P-NET is generally unable to learn such
properties, so as to preserve them in the output point clouds. The point displacement vec-
tors predicted by P2P-NET are not correlated or controlled by the shape properties, since
the network predicts a displacement vector for each point independently. Fig. 3.13 shows
that P2P-NET is unlikely to reproduce thin lines, when all the training data contain clean,
thin line structures. Fig. 3.14 shows that P2P-NET cannot be well trained to produce highly
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Figure 3.14: P2P-NET cannot be trained to produce highly structured point sets cleanly,
e.g., to transform between orthogonal profiles and parallel profiles for the same 3D shape
(sofa on the right).

structured point sets, where the transform is between orthogonal profiles and parallel pro-
files of the same shapes. By the same token, P2P-NET is not part-aware, i.e., it is unlikely to
preserve part structures of the input shapes. For example, it cannot transform clean rooms
into messy rooms, by displacing or adding point-set objects. Currently, only uncorrelated
point-wise displacements are learned.

Future work. In addition to addressing the limitations discussed so far, a network capa-
ble of transforming point sets hierarchically is likely to produce more fine-grained results
and adapt to more domains. We would also like to consider transitive transformations,
where a source shape reaches a target via a sequence of two networks through an interme-
diate shape. On this shape, the points can be upsampled, consolidated, filtered or undergo
any other processing operation. This may also be generalized to combining and composing
transformations. Finally, an intriguing avenue for future research would be to relax the need
for paired shapes, and replace it with an unsupervised or weakly supervised setting to train
a general-purpose network for point set transforms.

3.6 Appendix

3.6.1 Details of network architecture

In this appendix, we provide details of the set abstraction layers, feature propagation layers,
and fully connected layers in P2P-NET. We use the same notations as in [50]. A set ab-
straction layer of PointNet++ is denoted as SA(K, r, [l1, .., ld]), where K is number of local
patches, r is radius of balls that bound the patches, [l1, .., ld] are widths of fully connected
layers used in local PoinNet. A feature propagation layer is denoted as FP ([l1, .., ld]), where
[l1, .., ld] are widths of fully connected layers used inside the layer. A fully connected layer
is denoted as FC(l), where l is its width. Note that we disabled dropout for the FC layers.
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For all experiments shown, we used the same A-P layers:

input→ SA(1024, 0.1, [64, 64, 128])→ SA(384, 0.2, [128, 128, 256])

→ SA(128, 0.4, [256, 256, 512])→ SA(1, 1.0, [512, 512, 1024])

→ FP ([512, 512])→ FP ([512, 256])→ FP ([256, 128])

→ FP ([128, 128, 128])→ feature

We also used the same fully connected layers:

[feature, noise]→ FC(128)→ FC(64)→ FC(3)→ displacements

3.6.2 Closest training examples

In Figs. 3.15 and 3.16, we show the closest models from the training set that are retrieved
for the test examples used in Section 3.4.1. The retrieval was done by searching for a
training example having the closest surface samples to an input test example. To measure the
difference between surface samples, we use the distance measure Dretrieve(P,Q) as described
in Section 3.4.2.

Figure 3.15: Closest training examples for the test airplanes in Fig. 3.6.
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Figure 3.16: Closest training examples for the test chairs in Fig. 3.6.
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Chapter 4

Unpaired Shape Transform in
Latent Overcomplete Space

4.1 Introduction

Shape transform is one of the most fundamental and frequently encountered problems in
computer graphics and geometric modeling. With much interest in geometric deep learning
in the graphics community today, it is natural to explore whether a machine can learn shape
transforms, particularly under the unsupervised setting. Specifically, can a machine learn to
transform a table into a chair or vice versa, in a natural way, when it has only seen a set of
tables and a set of chairs, without any pairings between the two sets?

In recent years, the intriguing unpaired domain translation problem has drawn much in-
terest in computer vision and computer graphics, e.g., the domain transfer network (DTN) [126],
CycleGAN [5], DualGAN [6], MUNIT [96], among others [80, 127, 128, 129, 130]. However,
most success on unpaired image-to-image translation has been achieved only on trans-
forming or transferring stylistic image features, not shapes. A symbolic example is the
CycleGAN-based cat-to-dog transfiguration which sees the network only able to make min-
imal changes to the cat/dog shapes [5]. The recently developed P2P-NET [131] is able to
learn general-purpose shape transforms via point displacements. While significant shape
changes, e.g., skeleton-to-shape or incomplete-to-complete scans, are possible, the training
of P2P-NET is supervised and requires paired shapes from two domains.

In this paper, we develop a deep neural network aimed at learning general-purpose
shape transforms from unpaired domains. The network is trained on two sets of shapes,
e.g., tables and chairs or different letters, each represented using a point cloud. There is
neither a pairing between shapes in the two domains to guide the shape translation nor any
point-wise correspondence between any shapes. Once trained, the network takes a point-set
shape from one domain and transforms it into the other.

Without any point correspondence between the source and target shapes for the trans-
form, one of the challenges is how to properly “normalize” the shapes, relating them so
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Figure 4.1: We present LOGAN, a deep neural network which learns general-purpose shape
transforms from unpaired domains. By altering only the two input data domains for training,
without changing the network architecture or any hyper-parameters, LOGAN can transform
between chairs and tables, from cross-sectional profiles to surfaces, as well as adding arms
to chairs. It can also learn both style-preserving content transfer (letters R → P , A → H,
in different font styles) and content-preserving style transfer (wide to narrow S, thick to
thin I, thin to thick G, and italic to non-italic A.)

as to facilitate their translation. To this end, we perform shape translation in a common
latent space shared by the source and target domains, rather than on the point-set shapes
directly. The latent space is obtained by an autoencoder trained prior to shape transform;
see Figure 4.2(a).

More importantly, a proper shape transform from chairs to tables should not translate
a given chair to any table, but to a table that is clearly from that particular input chair.
Hence, some features of the chair that are also common to tables should be preserved during
a chair-table translation while the other features can be altered. This poses a key challenge:
what features are to be preserved/altered is unknown — it must depend on the given shape
domains and our network must learn it without supervision. To this end, our network is
designed with two novel features to address this challenge:

• Our autoencoder encodes shape features at multiple scales, which is common in con-
volutional neural networks (CNNs). However, unlike conventional methods which ag-
gregate the multi-scale featuers, e.g., in PointNET++ [50], we concatenate the multi-
scale features to produce a latent code which is “overcomplete”. Specifically, the input
shape can be reconstructed using only parts of the (overcomplete) code corresponding
to different feature scales; see Figure 4.5.

Our intuition is that performing shape transforms in the latent space formed by such
overcomplete codes, where multi-scale feature codes are separated, would facilitate an
implicit disentangling of the preserved and altered shape features — oftentimes, these
features are found at different scales.

• In addition, our chair-to-table translator is not only trained to turn a chair code to a
table code, but also trained to turn a table code to the same table code, as shown in
Figure 4.2(b). Our motivation for the second translator loss, which we refer to as the
feature preservation loss, is that it would help the translator preserve table features
(in an input chair code) during chair-to-table translation.
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Figure 4.2: Overview of our network architecture, which consists of an autoencoder (a) to
encode shapes from two input domains into a common latent space which is overcomplete,
and a GAN-based translator network (b) designed with an adversarial loss and a loss to
enforce feature preservation.

Figure 4.2 shows an overview of our network architecture, with shape translation operating
in a latent space produced by an overcomplete autoencoder. The translator network itself
is built on the basic framework of generative adversarial networks (GANs), guided by an
adversarial loss and the feature preservation loss. We call our overall network a latent
overcomplete GAN , or LOGAN for short, to signify the use of GANs for shape-to-shape
translation in a common, overcomplete, latent space. It is also possible to train a dual
pair of translators between the source and target domains, reinforcing the results with an
additional cyclic loss [5].

Overall, LOGAN makes the following key contributions:

• To the best of our knowledge, it is the first deep model trained for general-purpose,
unpaired shape-to-shape translation.

• It is the first translation network that can perform both content and style transfers
between shapes (see Figure 4.3), without changing the network’s architecture or any
of its hyper-parameters. Owing to the overcomplete, multi-scale representations it
learns, LOGAN adapts its feature preservation solely based on the two input domains
for training.

• It puts forth the interesting concept of implicit feature disentanglement, enabled by the
overcomplete representation, which may hold potential in other application settings.
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Figure 4.3: Depending solely on the (unpaired) input training domains, our network LOGAN
can learn both content transfer (top row: from letters G to R, in varying font styles) and
style transfer (bottom row: from thin to thick font strokes), without any change to the
network architecture. In this example, 2D letters are represented by dense clouds of 2D
points.

We conduct ablation studies to validate each of our key network designs: the autoen-
coder, the multi-scale and overcomplete latent codes, as well as the feature preservation
loss. We demonstrate superior capabilities in unpaired shape transforms on a variety of
examples over baselines and state-of-the-art approaches. We show that LOGAN is able to
learn what shape features to preserve during shape transforms, either local or non-local,
whether content or style, etc., depending solely on the input domain pairs; see Figure 4.1.

4.2 Related work

Computing image or shape transforms is a fundamental problem in visual data processing
and covers a vast amount of literature. In the classical setting for shape transforms, source
shapes are deformed into target shapes anchored on corresponding points or parts. The key is
how to formulate and compute deformation energies to ensure detail preservation [132, 133],
structure preservation [134, 135], or topology variation [136, 137]. On the other hand, our
work is related to learning general-purpose, cross-domain image/shape transforms. As such,
we mainly cover learning-based methods from vision and graphics that are most closely
related to our approach.

Unpaired image-to-image translation A wave of notable works on unsupervised/unpaired
cross-domain image translation have emerged in 2017. In DTN, Taigman et al. [126] train
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a GAN-based domain transfer network which enforces consistency of the source and gener-
ated samples under a given function f . For example, f can capture face identities, allowing
their network to generate identity-preserving emojis from facial images. CycleGAN [5] and
DualGAN [6] both train dual translators with a cyclic loss to address the challenge of
unpaired image-to-image translation. However, by performing the translations on images
directly, based on pixel-wise losses, these methods perform well on transferring stylistic
images features, but poorly on shape transforms.

Dong et al. [138] train a conditional GAN to learn shared global features from two
image domains and to synthesize plausible images in either domain from a noise vector and
a domain label. To enable image-to-image translation, they separately train an encoder to
learn a mapping from an image to its latent code, which would serve as the noise input to
the conditional GAN. In UNIT, Liu et al. [80] assume that corresponding images from two
domains can be mapped to the same code in a shared latent space. Based on this assumption,
they train two GANs, coupled with weight sharing, to learn a joint distribution over images
from two unpaired domains. By sharing weight parameters corresponding to high level
semantics in both the encoder and decoder networks, the coupled GANs are enforced to
interpret these image semantics in the same way.

Architecturally, there are some similarities between LOGAN and UNIT [80]. Both net-
works take inputs from two domains, map them into a latent space, and enforce some notion
of “self-reconstruction”. However, LOGAN does not make the shared latent space/code as-
sumption: it is not aiming to map the two inputs into the same latent code. Moreover, the
notion of self-reconstruction in UNIT is realized by a variational autoencoder (VAE) loss
and the VAE is trained together with the GANs. In contrast, LOGAN trains its autoen-
coder and translator networks separately, where the notion of self-reconstruction is applied
to latent codes in the translators, via the feature preservation loss.

Identity loss in domain translation Our feature preservation loss is equivalent, in
form, to the identity loss in the DTN of Taigman et al. [126] for reinforcing face identity
preservation during emoji generation; it was later utilized in CycleGAN [5] as an additional
regularization term for color preservation. In our work, by enforcing the same loss in latent
space, rather than on images directly, and over the multi-scale overcomplete codes in LO-
GAN, we show that the loss can play a critical role in feature preservation for a variety of
shape transformation tasks. The preserved features can be quite versatile and adapt to the
input domain pairs.

Disentangled representations for content generation Disentangled image represen-
tations have been utilized to produce many-to-many mappings so as to improve the diversity
of unsupervised image-to-image translation [139, 96]. Specifically, in MUNIT, a multi-modal
extension of UNIT [80], Huang et al. [96] relax the assumption of fully shared latent space
between the two input domains by postulating that only part of the latent space, the con-
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tent, can be shared whereas the other part, the style, is domain-specific. Their autoencoders
are trained to encode input images into a disentangled latent code consisting of a content
part and a style part. During image translation, a fixed content code is recombined with a
random style code to produce diverse, style-transferred target images. Most recently, Press
et al. [140] learn disentangled codes in a similar way, but for a different kind of unsupervised
content transfer task, i.e., that of adding certain information, e.g., glasses or facial hair, to
source images.

In contrast, LOGAN does not learn a disentangled shape representation explicitly. In-
stead, our autoencoder learns a multi-scale representation for shapes from both input do-
mains and explicitly assigns encodings at different shape scales to sub-vectors of the latent
codes. Specifically, codes for shapes from different domains are not enforced to share any
sub-codes or content subspace; the codes are merely constructed in the same manner and
they belong to a common latent space. Feature preservation during shape translation is
enforced in the translator networks, with the expectation that our overcomplete latent rep-
resentation, with feature separation, would facilitate the disentangling of preserved and
altered features. Note that in other contexts and for other applications using CNNs, there
have been works, e.g., [141, 15, 142], which also encode and concatenate multi-scale features.

Learning shape motions and transforms Earlier work on spatial transformer net-
works [119] allows deep convolutional models to learn invariance to translation, scale, rota-
tion, and more generic shape warping for improved object recognition. Byravan and Fox [3]
develop a deep neural network to learn rigid body motions for robotic applications, while
deep reinforcement learning has been employed to model controllers for a variety of char-
acter motions and skills [143]. For shape transforms, Berkiten et al. [1] present a metric
learning approach for analogy-based mesh detail transfer. In P2P-NET, Yin et al. [131] de-
velop a point displacement network which learns transforms between point-set shapes from
two paired domains.

More closely related to our work is the VAE-CycleGAN recently developed by Gao et
al. [130] for unpaired shape deformation transfer . Their network is trained on two unpaired
animated mesh sequences, e.g., animations of a camel and a horse or animations of two
humans with different builds. Then, given a deformation sample from one set, the network
generates a shape belonging to the other set which possesses the same pose. One can view
this problem as a special instance of the general shape transform problem. Specifically, it is a
pose-preserving shape transform where the source meshes (respectively, the target meshes)
model different poses of the same shape and they all have the same mesh connectivity.
LOGAN, on the other hand, is designed to be a general-purpose translation network for
point-set shapes, where much greater geometric and topological variations among the source
or target shapes are allowed.
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Figure 4.4: Architecture of our multi-scale, overcomplete autoencoder. We use the set ab-
straction layers of PointNet++ to produce point features in different scales and aggregate
them into four sub-vectors: z1, z2, z3, and z4. The four sub-vectors are padded with zeros
and summed up into a single 256-dimensional latent vector z that is overcomplete; the z
vector can also be seen as a concatenation of the other four sub-vectors. During training,
we feed all the five 256-dimensional vectors to the decoder. In the decoder, the blue bars
represent fully-connected layers; grey bars represent ReLU layers.

Technically, the VAE-CycleGAN of Gao et al. [130] encodes each input set into a separate
latent space and trains a CycleGAN to translate codes between the two latent spaces.
3D models can then be recovered from the latent codes by the VAE decoder. In contrast,
LOGAN encodes shapes from both input domains into a common latent space and performs
shape translations in that space. To enable generic shape transforms, the key challenge we
address is learning what shape features to preserve during the translation.

Deep learning for point-set shapes Recently, several deep neural networks, includ-
ing PointNET [49], PointNET++ [50], PCPNET [52], PointCNN [69], and PCNN [144],
have been developed for feature learning over point clouds. Generative models of point-set
shapes [102, 145, 146, 147] and supervised, general-purpose point-set transforms [131] have
also been proposed. To the best of our knowledge, our work represents the first attempt at
learning general shape transforms from unpaired domains. While LOGAN relies on Point-
NET++ for its multi-scale feature encodings, it produces an overcomplete latent code via
feature concatenation rather than feature aggregation.

4.3 Method

Given two sets of unpaired shapes X and Y, our goal is to establish two mappingsMX→Y :
X 7→ Y andMY→X : Y 7→ X , to translate shapes between the two domains. The translation
should be natural and intuitive, with emphasis given to the preservation of common features.
We make no special assumptions on the two domains, except that certain common features
exist in both domains. Note that such features can be both local and global in nature, and
hence are difficult to define or model directly. Therefore, we employ deep neural networks
to implicitly learn those features.
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4.3.1 Overview of networks and network loss

As shown in Figure 4.2, our network comprises of two parts that are trained in separate
steps. First, an autoencoder is trained. The multi-scale encoder (Sec. 4.3.2) E takes point
clouds from both domains as input, and encodes them into compact latent codes in a
common latent space. The decoder D decodes the latent codes back into point clouds. After
training, the autoencoder produces the over-complete latent codes for the input shapes,
denoted by ZX and ZY , where ZX = {E(X) |X ∈ X} and ZY = {E(Y ) | Y ∈ Y}.

The second part of our network is a latent code translator network that transforms
between ZX and ZY . It consists of two translators: TX→Y : ZX 7→ ZY and TY→X : ZY 7→
ZX . We only show TX→Y in the figure for simplicity. The translators take latent codes
in both domains as input, and treat them differently with two different loss functions.
Once trained, given a shape X ∈ X , its translated shape in domain Y is obtained by
Yx = D(TX→Y(E(X))).

We use three loss terms for the translator network to create a natural and feature-
preserving mapping:

• Adversarial loss: We take TX→Y in Figure 4.2(b) as an example. Given x ∈ ZX , the
network performs the translation and an adversarial loss is applied on the translated
latent-code. The discriminator would judge the output codes from the ground-truth
codes in ZY , to ensure that the distribution of the translator outputs matches the
target distribution of ZY .

• Feature preservation loss: Given y ∈ ZY , since this network serves only X → Y
transfer, the output still falls in ZY , and we use a feature preservation loss (identity
loss) to enforce the output of the network to be similar to the original input y. Feature
preservation loss is the key for our network to learn meaningful mappings, since it
encourages the translator to keep most portions of the code intact and only changes
the parts that are really important for the domain translation.

• Cycle-consistency loss: The two loss terms above play critical roles in our translator
network and already allow the generation of satisfactory results. However, we may
introduce a third loss term, the cycle-consistency loss or simply, the cycle loss, to
further regularize the translation results.

The cycle loss pushes each shape to reconstruct itself after being translated to the
opposite domain and then translated back to its original domain. The term encourages
the mappings TX→Y and TY→X to be one-to-one. It further reduces the possibility that
shapes in one domain only map to a handful of shapes in the opposite domain, i.e.,
mode collapse.

Note that our translator network still maintains a cross-domain similarity, which results
from a joint effort of the feature preservation and adversarial losses — the former loss forces
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(a) (c)(b) 

Figure 4.5: Our autoencoder encodes each test point cloud (a) into 5 latent vectors (z,
z1, . . . , z4), as shown in Figure 4.4, and decodes them back to point clouds. The decoder
output (c) for the overcomplete latent code z exhibits better reconstruction than those
from the other sub-vectors (b). Yet, all the reconstructions in (b) and (c) resemble the
input shapes well, demonstrating the overcompleteness of our latent codes.

the result to be similar to the source shape, while the latter loss ensures plausibility in
the target domain. The cycle loss only serves a supportive role in our network. Without
cycle-consistency loss, our network is still able to suppress mode collapse. The multi-scale
encoder pushes the codes from both domains to share the common space in different scales,
bringing large distribution overlap and making it hard to collapse in ZX → ZY without
collapsing in ZY → ZY , and the latter is unlikely to happen due to the feature preservation
loss. In our experiments, cycle loss becomes prominent when the size of the dataset is very
small. Details of the translator network and the loss functions can be found in Sec. 4.3.3.

4.3.2 Multi-scale overcomplete autoencoder

Our multi-scale autoencoder is depicted in Figure 4.4. The input to our encoder is a set of
n points. It passes through four set abstraction layers of PointNet++ [50] with increasing
sampling radius. The output point features from each of the four layers are further processed
by an MLP and a max-pooling layer to form a single 64-dimensional sub-vector. We pad the
4 sub-vectors z1, z2, z3, z4 from the 4 branches with zeros to make them 256-dimensional
vectors, and sum them up to get an overcomplete 256 dimensional latent vector z. The
detailed network structure can be found in the supplementary material.

During training, we feed the padded sub-vectors and the overcomplete latent vector to
the same decoder. Similar to [145], our decoder is a multilayer perceptron (MLP) with 4
fully-connected layers. Each of the first 3 fully-connected layers are followed by a ReLU layer
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Figure 4.6: Architecture of our translator network. The blue bars represent fully-connected
layers; orange bars represent BN-ReLU layers.

for non-linear activation. The last fully-connected layer outputs an n×3 point cloud for each
input 256-dimensional vector. As shown in Figure 4.5, our decoder is able to reconstruct
point clouds from the 5 vectors simultaneously. The quality of reconstruction from z is
higher than the 4 sub-vectors as it contains most information. The loss function of the
autoencoder considers all the 5 point clouds reconstructed from the 5 vectors:

LAE = Lrec
z + λ1

4∑
i=1

Lrec
zi
, (4.1)

where λ1 is a scalar weight set to 0.1 by default. Lrec
z and Lrec

zi
denote reconstruction losses

for code z and zi. When training the autoencoder, the input point cloud contains 2,048
points. Our decoder produces 2,048 points from each of the 5 latent vectors. Note that we
choose the Earth Mover’s Distance (EMD) [148] to define the reconstruction losses for all
the 5 latent vectors, since EMD has been found to produce less noisy outputs compared to
Chamfer Distance [102].

Note that our current choices of the latent code length (256) and number of scales (4) are
both empirical. We tested autoencoding using shorter/longer codes as well as scale counts
from two to six. Generally, short codes do not allow the multi-scale shape features to be well
encoded and using too few scales compromises the translator’s ability to disentangle and
preserve the right features during cross-domain translation. On the other hand, employing
latent codes longer than 256 or increasing the number of scales beyond 4 would only intro-
duce extra redundancy in the latent space, which did not improve translation results in our
experiments.

4.3.3 Feature-preserving shape transform

Our translators TX→Y and TY→X work in the common latent space. Similar to the decoder,
they are implemented as MLPs with 5 fully-connected (FC) layers, as shown in Figure 4.6.
The detailed network structure can be found in the supplementary material.
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The two discriminators FX and FY work in the latent space as well. They are imple-
mented as MLPs with 3 FC hidden layers where each of them are followed by a BN layer
and a ReLU layer, as shown in Figure 4.6. We adopt WGAN [149] in our implementation.
To that end, we directly take the result of the output layer without sigmoid activation.

In the common latent space, the translators and discriminators work directly over the
over-complete latent code, x ∈ ZX and y ∈ ZY , as they already contain the information of
the sub-vectors. For simplification, in the following part of this section, we will only explain
the loss function in details for TX→Y : ZX 7→ ZY . The opposite direction can be derived
directly by swapping x and y in the equations. The loss function for TX→Y is,

LX→Y = LWGAN
X→Y + αLFP

X→Y (4.2)

where α is a scalar weight set to 20 by default. Similar to WGAN [150], the adversarial
loss for TX→Y is defined as:

LWGAN
X→Y = Ey∼P(ZY )[FY(y)]− Ex∼P(ZX )[FY(yx)] + λ2LGP (4.3)

where yx = TX→Y(x) is the output of translation for x. LGP is the gradient penalty term
introduced by [150] for regularization. λ2 is a scalar weight set to 10 by default. During
training, our discriminator FY aims to maximize the adversarial loss, while our translator
TX→Y aims to minimize it.

As shown in Figure 4.6, our feature preservation loss is defined in the latent space. For
translator TX→Y , it is defined as the L1 distance between the input vector y ∈ ZY and its
translated output vector yy = TX→Y(y) :

LFP
X→Y = Ey∼P(ZY )[‖y − TX→Y(y)‖1] (4.4)

Training our translators with the loss function LX→Y or LY→X is able to produce rea-
sonable result as shown in Figure 4.8 (g). However, having a cycle-consistency term could
further improve the result by encouraging one-to-one mapping between the two input do-
mains. For latent code x ∈ ZX , applying TX→Y followed by TY→X should produce a code
similar to itself: TY→X (TX→Y(x)) ≈ x. Similarly for y ∈ ZY we have: TX→Y(TY→X (y)) ≈ y.
Thus, the cycle-consistency loss term is defined as,

LCycle = Ex∼P(ZX )[‖TY→X (TX→Y(x))− x‖1]

+ Ey∼P(ZY )[‖TX→Y(TY→X (y))− y‖1]
(4.5)

The overall loss function is defined as:

LOverall = LX→Y + LY→X + βLCycle (4.6)
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where β is a scalar weight set to 20 by default. With the overall loss function, the goal of
training the translators is to solve:

T ∗X→Y , T
∗
Y→X = arg min

T
max

F
LOverall (4.7)

where F denotes {FX , FY}, T denotes {TX→Y , TY→X }. In Sec. 3.4, we perform an ablation
study to show that all loss terms play active roles in achieving high-quality results.

4.3.4 Training details and point upsampling

We train the AE and the translator networks separately in two steps, since an insufficiently
trained autoencoder can misguide the translators into poor local minima. In our experi-
ments, we train the autoencoder for 400 epochs with an Adam optimizer (learning rate =
0.0005, batch size = 32). After that, we train the translator networks with Adam and the
training schema of [150] for 600 epochs. We set the number of discriminator iterations per
generator iteration to two. The batch size we set for training the translator networks is 128.
The learning rate starts at 0.002 and is halved after every 100 training epochs, until reaching
5e-4. Assuming each of the datasets of two domains contains 5000 shapes, the training of
autoencoder takes about 20 hours and the training of two translators takes about 10 mins
on a NVIDIA Titan Xp GPU.

By default, we train LOGAN on point clouds each of which contains 2,048 points and
the networks output point clouds at the same resolution. However, we allow the addition
of an upsampling layer to our network to produce higher-resolution outputs when desired.
Specifically, we attach a single upsampling layer to the second-to-last layer of the trained
decoder. We train the upsampling layer independently after the shape translation has been
complete, so it would not affect the translation results. As shown in Figure 4.7, the upsam-
pling layer recombines the neural outputs from the second-to-last layer and predicts m local
displacement vectors for each point in the output point cloud. As a result, it splits each
point intom points and turns the sparse point cloud of size n into a dense point cloud of size
mn. The upsampling layer is a fully-connected layer which is followed by a sigmoid function.
We scale the output of the sigmoid function to make it lie in the interval [−0.05, 0.05].

To train the upsampling layer, we sample 16,384 points from each training shape as the
ground truth (GT). The loss function is defined as the distance between the dense point
cloud of size mn and the dense GT point cloud. To reduce computation and memory costs,
we randomly select 4,096 points from each of the two dense point clouds, and compute the
EMD between the downsampled point clouds as an approximation of the EMD between the
dense point clouds. Note that sometimes one of the two domains does not require upsampling
(e.g., meso-skeletons). In that case, we train the upsampling layer with only the dataset of
the other domain. The upsampling layer is trained independently for 80 epochs, with an
Adam optimizer (learning rate = 0.0005, batch size = 32). Assuming that each of the two
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Figure 4.7: Architecture of the upsampling layer of our network after shape translation.
We predict m local displacement vectors for each of the n points in the sparse point cloud,
which results in a dense set of mn points.

domains contains 5,000 shapes, training the upsampler takes about 5 hours on a NVIDIA
Titan Xp GPU.

4.4 Results and evaluation

To demonstrate the capability of LOGAN in learning unpaired shape transforms, we conduct
experiments including ablation studies and comparisons to baselines and state-of-the-art
techniques. Throughout the experiments, specifically for all results shown in Sections 4.4.1,
4.4.2, 4.4.3 and 4.4.4, LOGAN was trained with the same default network settings as de-
scribed in Section 3.3 and the appendix; there is no hyperparameter or architecture tuning
for any specific input datasets. The only tuning was applied when training LOGAN on the
small datasets of [130], to avoid overfitting. All visual results are presented without any
post-processing.

4.4.1 Shape transform results and ablation studies

The first domain pair we tested LOGAN on is the chair and table datasets from ShapeNet
Core [151], which contains mesh models. The chair dataset consists of 4,768 training shapes
and 2,010 test shapes, while the table dataset has 5,933 training and 2,526 test shapes. We
normalize each chair/table mesh to make the diagonal of its bounding box equal to unit
length and sample the normalized mesh uniformly at random to obtain 2,048 points for
our point-set shape representation. If upsampling is required, we sample from each training
mesh another set of 16,384 points with Poisson disk sampling [123] to form the training
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(a) Test  input. 
(2,048 points)

(d) Baseline 
     AE 1. 

(e) Baseline 
     AE 2. 

(f) WGAN 
   + Cycle.

(g) WGAN 
    + FP.

(b) Our result.
( left: 2,048; right: 8,192 )

(c) Retrieved closest training shapes
to test input (left) and to our result (right)

Figure 4.8: Comparing chair-table translation results using different network configurations.
Top four rows: chair → table. Rest: table → chair. (a) Test input. (b) LOGAN results with
and without upsampling. (c) Retrieved training shapes from the target domain which are
closest to the test input (left) and to our translator output (right). The retrieval was based
on EMD between point clouds at 2,048 point resolution. Note that the chair dataset from
ShapeNet has some benches mixed in, which are retrieved as “tables.” (d) Baseline AE 1 as
autoencoder + our translator network. (e) Baseline AE 2 (λ1 = 0) + our translator network.
(f) Our autoencoder (λ1 = 0.1) + WGAN & Cycle loss. (g) Our autoencoder (λ1 = 0.1) +
WGAN & feature preservation (FP) loss.

dataset for the upsampler. But note that the autoencoder and the translator networks are
always trained by point clouds of size 2,048.

Comparing autoencoding. With the chair-table domain pair, we first compare our
autoencoder, which produces multi-scale and overcomplete latent codes, with two baseline
alternatives:
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• In Baseline AE 1, we apply the original PointNet++, as described in [50], as the
encoder to produce latent vectors of length 256 (the same as in our autoencoder) and
use the same decoder as described in Section 4.3.2. With this alternative, there is no
separate encoding of mulit-scale features (into sub-vectors as in our case) to produce
an overcomplete latent code; features from all scales are aggregated.

• In Baseline AE 2, we set λ1 = 0 in the loss function (4.1) of our autoencoder. With
this alternative, the autoencoder still accounts for shape features from all scales (via
the vector z), but the impact of each sub-vector (one of the zi’s, i = 1, . . . , 4) for a
specific feature scale is diminished.

An examination on reconstruction errors of the three autoencoders, based on the Earth
Mover’s Distance (EMD), reveals that our autoencoder may not be the best at recon-
structing shapes. However, the main design goal of our autoencoder is to facilitate shape
translation between unpaired domains, not accurate self-reconstruction.

In Figure 4.8 (b, d, e), we show that with the same translator network but operating in
different latent spaces, our autoencoder leads to the best cross-domain transforms, compared
to the two baselines.

With Baseline AE 1, the translator is unable to preserve input features and can suffer
from mode collapse. With a multi-scale overcomplete code z, Baseline AE 2 clearly improves
results, but it can still miss input features that should be preserved, e.g., more global features
such as the roundness at the top (row 1), the oblique angles at the legs (row 4), and more
local features such as the bottom slat between the legs (row 8); it could also add erroneous
features such as armrests (row 5) and extra holes (row 7).

In contrast, with a more overcomplete and multi-scale encoding into the latent space
by using all five vectors (z, z1, . . . , z4), our default autoencoder produces the most natural
table-chair translations. This is likely attributed to a better disentangling of the preserved
and altered features in the latent codes.

Note that the results shown in Figure 4.8 were casually picked as representative examples
to demonstrate the capability of our network. Larger sets of randomly selected outputs
can be found in the supplementary material and they reveal the same trend: our method
consistently outperforms the baselines.

Comparison to retrieval results. As a sanity check, we show that our network indeed
generates shape transforms; it does not simply retrieve a training shape from the target
domain. In Figure 4.8, column (c), we show retrieved training shapes from the target domain
that are the closest (based on EMD) to the test input and to our translator output. It is
quite evident that in general, these training shapes are far from being similar to outputs
from our translator, with a couple of exceptions shown in rows 4 and 5. In these rare cases,
it so happens that there are similar shapes in the target training set.
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(a) Baseline AE 1. (b) Baseline AE 2. (c) Our AE

Figure 4.9: Visualizing joint embeddings of table and chair latent codes produced by three
AEs. Top row: red = chair, blue = table, before translation. Bottom: magenta = chair
after translation; blue = original table. Our default AE brings the chairs and tables closer
together in common latent space.

Joint embedding of latent codes. Figure 4.9 visualizes the common latent spaces
constructed by the three AEs by jointly embedding the chair and table latent codes. For
each domain, we standardize every latent dimension by moving the mean to 0 and scaling
the values to a standard deviation of 1.0. We discretize the values in each dimension by
multiplying it by 3 and rounding it to an integer. Finally, we measure distances between all
the latent codes using Hamming distance and embed the codes into 2D space via t-SNE.

We can observe that, compared to the two baselines, our default AE brings the chairs
and tables closer together in the latent space, before the translation, effectively “tangling"
together the distributions of the generated latent codes to better discover their common
features. During translation, the overcomplete codes facilitate an implicit disentanglement
of the preserved and altered features. After chair→table translation, the chair codes are
closer to the tables in all three cases, but our default network clearly produces a better
coverage of the target (table) domain. This makes the translated chair latent codes more
plausible in the table domain, which can explain, in part, a superior performance for the
translation task.
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Figure 4.10: Unpaired shape transforms between armchairs and armless chairs. The first two
rows show results of armrest removal by LOGAN, while the last two rows show insertion. On
the right, we show the mesh editing results guided by the learned point cloud transforms.

Comparing translator settings. In the second ablation study, we fix our autoencoder
as presented in Figure 4.4, but change the translator network configuration by altering the
loss function into two baseline alternatives: WGAN loss + Cycle loss and WGAN loss +
feature preservation (FP) loss. Note that our default network LOGAN has all three losses.
It is quite evident, from the visual results in Figure 4.8, that the feature preservation loss
has significant positive impact on cross-domain translation, while the cycle loss provides
additional regularization for improved results.

Part removal/insertion. Chair-table translations mainly involve transforms between
local shape structures. As another example, we show that LOGAN is able to learn to
remove/add armrests for the chair dataset; see Figure 4.10. The dataset split was obtained
from the chairs in ShapeNet Core by a hand-crafted classifier. It contains 2,138 armchairs
and 3,572 armless chairs, where we used 80% of the data for training and the rest for testing.
The results demonstrate that our network can work effectively on part-level manipulation, as
it learns which parts to alter and which parts to preserve purely based on the observation
of the input shapes from the two domains, without supervised training. In addition, the
insertion/removal of the armrest parts are carried out naturally.

We show in Figure 4.10 (right) that we can use the learned point cloud transforms
to guide mesh editing. We remove/add mesh parts according to the difference between the
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Figure 4.11: Unpaired shape transforms between tall and short tables. Left: increasing
height. Right: decreasing height.

original and transformed point clouds. The mesh parts are retrieved from the ShapeNet part
dataset [152] by Chamfer distance. Details of retrieval and more examples can be found in
the supplementary material.

Transforming global 3D shape attribute. At last, we show that LOGAN is able to
learn to increase/decrease heights of tables, which can be considered as a style for 3D shapes,
as shown in Figure 4.11. To obtain such a suitable dataset, we sort the height-width ratios
of all the tables from ShapeNet Core dataset. The first 3,000 tables are selected as tall
tables, while the last 3,000 as short tables. From each of the two sets, we randomly choose
500 shapes as the test set, and the rest are used for training. The results demonstrate that
LOGAN is able to alter global attributes of 3D shapes.

4.4.2 Unpaired style/content transfer and comparisons

Most deep networks for unpaired cross-domain translation operate on images, aiming for
content-preserving style transfer [5, 6, 80, 96]. We conduct an experiment to compare LO-
GAN with these state-of-the-art networks on a Font dataset we collected. The dataset
consists of 7,466 fonts of English letters. For each letter, we produce a rendered 2562 image
by normalizing the letter to make the longest edge of its bounding box equal to 248. Then
we obtain a point cloud by uniformly sampling 2,048 points over the pixels inside each letter
shape.

In the first test, style transfer , we train the networks to translate between different styles
of various fonts, while keeping the source and target letters the same. In Figures 4.12, we
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(Image)

Input
(point cloud)
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(point cloud)
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CycleGAN UNIT MUNIT

Figure 4.12: Comparisons on content-preserving style transfer, i.e., regularA/H-italicA/H,
thinG/R-thickG/R, and wideM/N-narrowM/N translations, by different methods. First two
rows: regular-to-italic; middle two rows: thin-to-thick; last two rows: wide-to-narrow. From
left to right: input letter images; corresponding input point clouds; output point clouds
from LOGAN; images reconstructed from our results; output images of CycleGAN; outputs
from UNIT [80]; outputs from MUNIT [96]. For wideM/N-narrowM/N we align the letters
by height for better visualization.

show examples including regularA/H-italicA/H, thinG/R-thickG/R, and wideM/N-narrowM/N.
Since most fonts in our collected dataset do not have paired regular and italic types, nor
paired regular and boldface types, we split the dataset ourselves. To split the dataset for
regularA/H-italicA/H, we simply sort the fonts by checking how vertical the letter “I” is for
each font. The first 2,500 fonts with more vertical “I”s are regarded as regularA/H s, while
the last 2,500 as italicA/H s. Similarly, we split the set of all Gs and Rs in the dataset sim-
ply by sorting them based on how many pixels are inside the letter shapes. The first 2,500
letters with more interior pixels are regarded as thickG/Rs, and the last 2,500 as thinG/Rs.
To obtain the dataset for wideM/N-narrowM/N, we sort Ms and Ns by looking at their
width-height ratios. Finally, we randomly selected 500 fonts from each of the above sets to
serve as test set for the specific tasks, while using the rest for training. An ideal translator
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Figure 4.13: Comparisons on style-preserving content transfer, i.e., A-H, G-R, and M-N
translations, by different methods, including ground truth.

Table 4.1: Quantitative comparisons on A-H, G-R, and M-N translations by different un-
paired cross-domain translation networks. Mean squared error (MSE) and intersection over
union (IOU) are measured against ground-truth target letters and averaged over the testing
split of the respective datasets. Better-performing numbers are highlighted in boldface.

A↔H G↔R M↔N
MSE IOU MSE IOU MSE IOU

CycleGAN 0.246 0.385 0.229 0.412 0.266 0.383
UNIT 0.253 0.376 0.264 0.377 0.295 0.348
MUNIT 0.280 0.286 0.358 0.171 0.363 0.292
Ours 0.195 0.490 0.213 0.472 0.207 0.506

would only change the specific style of an input letter while keeping the letter in the same
font.

The second comparison is on style-preserving content transfer , via letter translation
tasks on three subsets: A-H, G-R, and M-N. To obtain the G-R dataset, from the 7,466
pairs of uppercase Gs and Rs, each in the same font, we randomly selected 1,000 to serve as
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Skeleton →  surface

G → R

Chair → table

(b) Baseline AE 1 + our translator network(a) Our AE + our translator network

[ fine-scale             ←   latent code  →             coarse-scale ]

Figure 4.14: Visualizing “disentanglement” in latent code preservation (blue color) and
alteration (orange color) during translation, where each bar represents one dimension of the
latent code. Orange bars: top 64 latent code dimensions with the largest average changes.
Blue bars: dimensions with smallest code changes.

the testing set while using the rest for training. The datasets for A-H and M-N are obtained
in the same way. For these task, we expect an ideal translator to transform samples between
the two domains by changing the letter (content) only, while preserving its style, e.g., font
width, height, thickness, skewness, etc.

We compare LOGAN with three unpaired image translation networks: the original Cy-
cleGAN [5] which translates images directly, as well as UNIT [80] and MUNIT [96], both of
which utilize shared latent spaces. While LOGAN operates on point clouds, the other net-
works all input and output images. We trained each of the four networks for 15 hours for each
of the regularA/H-italicA/H, thinG/R-thickG/R, and wideM/N-narrowM/N translations;
and 27 hours for each of the A-H, G-R, and M-N translations. To help with comparison,
we convert the output point clouds from LOGAN to images: for each point in a given point
cloud, we find all its neighbors within r pixels away, and then fill the convex hull of these
points; we used r = 10 in our tests.

Results for content-preserving style translation are shown in Figures 4.12, while Fig-
ure 4.13 compares results for style-preserving content transfer. More results can be found
in appendix and the supplementary material. We observe that CycleGAN, UNIT, and MU-
NIT are unable to learn transforms between global shape structures, which are necessary
for letter translations and certain style translations.

Overall, our network can adaptively learn which features (content vs. style) to preserve
and which to transfer according to the training domain pairs. We also provide quantitative
comparisons in Table 4.1 for letter translations since we have ground-truth target letters.
These results again demonstrate the superiority of LOGAN.

4.4.3 Implicit disentanglement over latent codes

We examine how our latent space representations may help disentangle preserved vs. al-
tered shape features during cross-domain translation. In Figure 4.14, we plot latent code
dimensions with the largest (top 64 out of 256 dimensions, in orange color) and smallest
changes (bottom 64, in blue color) for three translation tasks: airplane skeleton→ surface
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Table 4.2: Quantitative comparisons between different autoencoder and translator config-
urations, on transformation tasks from P2P-NET. Reported errors are averaged over two
categories per domain pairs (see Figure 4.15), and are measured against ground-truth target
shapes from the P2P-NET dataset. Since P2P-NET did not come with an upsampling layer,
for a fair comparison, all point cloud results are obtained at the same resolution of 2,048
points.

Skeleton ↔ Shape Scan ↔ Shape Profiles ↔ Surface
Chamfer EMD/n Chamfer EMD/n Chamfer EMD/n

PointNET++ autoencoder (AE) + Our translator with all three losses 5.30 0.071 5.30 0.079 9.29 0.099
Our AE (λ1 = 0) + Our translator with all three losses 2.24 0.048 2.42 0.051 3.08 0.061
Our AE (λ1 = 0.1) + Our translator with only WGAN + Cycle losses 14.06 0.098 16.74 0.127 17.06 0.116
Our AE (λ1 = 0.1) + Our translator with only WGAN + FP losses 2.22 0.047 2.53 0.054 3.37 0.064
LOGAN: Our AE (λ1 = 0.1) + Our translator with all three losses 2.11 0.046 2.18 0.048 3.09 0.061
P2P-NET: Supervised method with paired domains 0.44 0.020 0.66 0.060 1.36 0.056

(Section 4.4.4), G→R, and chair→table. Note that the plots reflect the mean magnitude of
code changes in each dimension, over the respective whole test sets.

We can observe that our network automatically learns the right features to preserve
(e.g., more global or coarser-scale features for airplane skeleton→ surface and more local
features for G→R), solely based on the input domain pairs. For the chair→table translation,
coarse-level and fine-level features are both impacted. Compared to PointNET++ encoding
(baseline AE 1), our default autoencoder with overcomplete codes better disentangles parts
of the latent codes that are preserved vs. altered— this is more pronounced for the first two
examples and less so for the chair-table translation.

4.4.4 Comparison with supervised P2P-NET

In Figure 4.15, we show unpaired cross-domain shape transform results obtained by LO-
GAN, on several domain pairs from the recent work P2P-NET [131], where the specific input
shapes are also from their work. We compare these results to P2P-NET, as well as results
from other network configurations as done in Figure 4.8. Note that these shape transforms,
e.g., cross-sectional profiles to shape surfaces, are of a completely different nature compared
to table-chair translations. Yet, our network is able to produce satisfactory results, as shown
in column (b), which are visually comparable to results obtained by P2P-NET, a supervised
method.

Both LOGAN and P2P-NET aim to learn general-purpose cross-domain transforms
between point-set shapes. P2P-NET works on paired domains but without explicit feature
preservation, while LOGAN is trained on unpaired data but enforces a feature preservation
loss in the GAN translator. The results show that LOGAN is able to preserve the right global
features for skeleton/scan-to-shape translations. At the same time, some finer details, e.g.,
the swivel chair legs and the small bump near the back of the fuselage in row 1, can also
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(a) Test  input. (d)  Baseline AE 1. (e) Baseline AE 2. (f) WGAN + Cycle. (g) WGAN + FP.(b) Our result. (h) P2P-NET.(c) Ground-truth.

Figure 4.15: Comparisons between various network configurations, (supervised) P2P-NET,
and ground truth targets, on shape transform examples from P2P-NET: skeleton→shape
(rows 1-2), scan→surface (rows 3-4), and (cross-sectional) profiles→surface (rows 5-6). All
point clouds have 2,048 points.

be recovered. However, the unsupervised LOGAN cannot quite match P2P-NET in this
regard; see the back of the swivel chair.

Since P2P-NET is supervised, ground-truth target shapes are available to allow us to
quantitatively measure the approximation quality of the translation results. As shown in
Table 4.2, our default LOGAN network achieves the best quality, compared to other baseline
alternatives, but still falls short of the supervised P2P-NET.

4.4.5 Comparison with unpaired deformation transfer

The latent VAE-CycleGAN developed by Gao et al. [130] was designed for the specific task
of unpaired deformation transfer on meshes. In this last experiment, we further test the
generality of our shape transformation network, by training it on datasets from [130]. In
Figure 4.16, we compare results obtained by LOGAN and results from [130] as provided by
the authors. The point clouds for training were obtained by uniformly sampling 2,048 points
from the corresponding meshes. Note that the horse→ camel dataset contains a total of 384
shapes in the training set; fit→ fat contains 583 shapes. Since these datasets are significantly
smaller than those from the previous experiments, we adjusted the hyperparameter λ2 to
40 in order to better avoid overfitting, and increase the number of training epochs for
translators to 1,200.
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Figure 4.16: Comparison with unpaired deformation transfer [130], demonstrating that LO-
GAN can also accomplish the task. (a) Input meshes; (b) output meshes by Gao et al. [130];
(c) input point clouds of size 2,048 sampled from (a); (d) output point clouds upsampled
to 8,192 points.

The results show that, qualitatively, LOGAN, which is designed as a general-purpose
cross-domain shape transform network, is also able to learn to preserve pose-related features
and achieve pose-preserving shape transform, like Gao et al. [130]. However, since our current
implementation of the network is limited in training resolution (at 2,048 points), the visual
quality of the generated point clouds does not quite match that of their mesh outputs.

4.5 Discussion and limitation

Shape transform, or shape-to-shape translation, is a basic problem in geometric modeling.
We believe that it is as fundamental to computer graphics as image-to-image translation is to
computer vision. We develop a deep neural network for learning generic cross-domain shape
translations. The key challenge posed is how to ensure that the network can learn shape
transforms between two domains without any paired shapes. Our motivation is that for
most modeling tasks, especially those involving 3D models, it is difficult to find pre-existing
paired data due to a lack of 3D models to begin with. On the other hand, synthesizing
paired 3D data is unrealistic since 3D modeling is generally a non-trivial task; this is the
very reason why we seek learning methods to automate the process.

We regard our work as only making a first step towards generic, unpaired cross-domain
shape transform, and it still has quite a number of limitations. First, due to the inherent
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Figure 4.17: Several failure cases by LOGAN: (a) scattered point clouds; (b-c) unnatural
transform results due to lack of commonalities in the target domain; (d) failed translation
between shapes differing in global scales.

nature of point cloud representations, the output shapes from our network are not necessar-
ily clean and compact. The points can be scattered around the desired locations, especially
when there are thin parts; see Figure 4.17(a) and some results in Figure 4.13.

Second, due to our assumption of shared commonalities between the input domains, if
an input shape in one domain cannot find sufficient commonalities in the other domain,
our network cannot learn a natural translation for it; see Figures 4.17(b-c). In such cases,
the adversarial loss plays a more dominant role. We can observe the impact of this loss in
rows 1-3 of Figure 4.8. These chair→table translation results by LOGAN cannot retain the
squared tops, which may be judged by some as an unnatural transform; the reason is that
most tables in the training set have rectangular tops. Similarly, the result in Figure 4.17(b)
is not a complete failure as the output table did preserve the square top as well as certain
leg features. Simply removing the chair back would result in an unusual table.

Third, performing translations in a common space and measuring the feature preserva-
tion loss entry-by-entry imply that we implicitly assume a “scale-wise alignment” between
the input shapes. That is, the common features to be preserved should be in the same
scales. Figure 4.17 (d) shows a result from LOGAN which was trained to translate between
arrow shapes of very different scales; the result is unnatural due to a lack of that scale-wise
alignment. Last but not least, as a consequence of employing latent space transforms, our
method is unable to output shape correspondences between the source and target shapes
as prior works could.

In future work, we would like to consider other overcomplete, concatenated shape en-
codings where the different representations reflect other, possibly semantic, aspects of the
shapes, beyond their multi-scale features. We would also like to expand and broaden the
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scope of shape transforms to operations such as shape completion, style/content analogy,
and more. Finally, semi-supervision or conditional translations [96] to gain more control on
the transform tasks are also worth investigating.

4.6 Appendix

4.6.1 Details of network architecture

We provide the detailed architectures of the autoencoder, discriminator, and translator
networks in LOGAN in Figure 4.18. Let us denote a set abstraction layer of PointNet++ as
SA(M, r,N, [l1, ..., ld]) where M is the number of local patches, r is the radius of balls that
bound the patches,N is the number of sample points selected in each patch, [l1, ..., ld] are the
widths of fully-connected layers used in local PointNet. A fully connected layer is denoted
as FC (l) where l is its width. A dropout layer is denoted as DROPOUT (p) where p is the
probability that each element is dropped. We use RELU, BN and MAXPOOL to represent
ReLU activation layer, batch normalization layer and max pooling layer, respectively.

Input point cloud 
(2048 x 3 ) 

SA(512, 0.1, 64, [64, 64, 128]) 
512 x 128 FC(128)→BN→RELU→ 

FC(128)→BN→RELU→ 

FC(64)→BN→RELU→MAXPOOL 

SA(256, 0.2, 64, [128, 128, 256]) 
256 x 256 FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(64)→BN→RELU→MAXPOOL 

SA(128, 0.3, 64, [256, 256, 256]) 
128 x 256 FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(64)→BN→RELU→MAXPOOL 

SA(32, 0.4, 64, [256, 256, 256]) 
 32 x 256 FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(64)→BN→RELU→MAXPOOL 

64 

64 

64 

64 

latent code  
(256 ) 

𝑧 

Output point cloud 
(2048 x 3 ) 

concatenate 
FC(256)→RELU→ 

FC(512)→RELU→ 

FC(1024)→RELU→ 

FC(6144) 

Encoder Decoder 

Input latent code  
(256 ) 

FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(256)→BN→RELU→ 

FC(256) 

FC(256)→BN→RELU→DROPOUT(0.1)→ 

FC(256)→BN→RELU→DROPOUT(0.1)→ 

FC(256)→BN→RELU→DROPOUT(0.1)→ 

FC(1) 

Output 
(1) 

Discriminator Translator 

Output latent code  
(256 ) 

Figure 4.18: The architectures of our autoencoder, translator and discriminator.

4.6.2 Visualization of latent space

As a supplement to the visualization of latent spaces in section 4.4, we show in Figure 4.19
the joint embedding of latent sub-vectors constructed by different autoencoders for chair-
table . Same with section 4.4, the embedding is generated by t-SNE with hamming distance
after discretizing the values into integers.
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Figure 4.19: Joint embedding of the latent sub-vectors generated by our autoencoder(c) for
chairs (red) and tables (blue). From top down, we show embedding result for z1, z2, z3, z4.
For comparison, we also provide the embedding result for the corresponding sub-vectors in
the codes generated by the two baseline autoencoders(a,b) described in Section 4.4 of the
paper.

4.6.3 Additional Results

We show more visual results for chair→ table, table→ chair, tallTable→ shortTable, short-
Table → tallTable, G ↔ R, thinG/R ↔ thickG/R in Figure 4.20, Figure 4.21, Figure 4.22,
Figure 4.23, Figure 4.24 and Figure 4.25 respectively.
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Figure 4.20: Results for chair → table. In each group (of 3 shapes), from left to right: input
point cloud; output point cloud (2048 points); higher-resolution output point cloud (8192
points).

Figure 4.21: Results for table → chair. In each group (of 3 shapes), from left to right: input
point cloud; output point cloud (2048 points); higher-resolution output point cloud (8192
points).
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Figure 4.22: Results for tall → short table. In each group (of 3 shapes), from left to right:
input point cloud; output point cloud (2048 points); higher-resolution output point cloud
(8192 points).

Figure 4.23: Results for short → tall table. In each group (of 3 shapes), from left to right:
input point cloud; output point cloud (2048 points); higher-resolution output point cloud
(8192 points).
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Figure 4.24: Results of different methods for G ↔ R.

Figure 4.25: Results of different methods for thinG/R ↔ thickG/R.
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Chapter 5

Conclusions and Future Work

Shape-to-shape transformation is an important problem in computer graphics and geometric
modeling. We believe that it is as fundamental to computer graphics as image-to-image
translation is to computer vision. We regard our works as making the first two steps towards
generic, cross-domain shape transforms. In this chapter, we conclude the thesis with a
summary of the main contributions of our methods for learning shape transforms. Then,
we discuss possible directions for future work.

5.1 Conclusions

We have presented P2P-NET and LOGAN, which are deep neural networks for learning
shape transforms under two different settings. They are general-purpose in that no parts of
the networks are tailor-made to specific transformation tasks. Moreover, we do not change
the network architecture when dealing with different pairs of transformation domains.

P2P-NET is the first deep neural network designed to learn general-purpose transforma-
tions between point-based shape representations. It is a point-to-point displacement network
trained under shape-level supervision to map point sets from one domain to another. The
learned transform is agnostic to the dimensionality of the point sets, as the mapping is
predicted from the feature space of the shape. The point sets can be in 2D or 3D spaces.
As we demonstrated in Figure 3.1, the mapping can also lift 2D cross-sectional profiles to
3D shapes.

It is interesting that the shape transformations learned by P2P-NET are represented by
point displacements that do not exist in the training set. That schema is generic and may
generalize to other application domains as well. Furthermore, the bidirectionality of P2P-
NET is achieved with a novel cross regularization loss to mutually enhance two directional
transforms, which may also apply to other applications.

LOGAN is the first deep neural network designed for general-purpose, unpaired shape-
to-shape translation. For most geometric modeling tasks, it is actually difficult to find pre-
existing paired data. On the other hand, synthesizing paired 3D data is unrealistic since 3D
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modeling is generally a non-trivial task. That is our motivation for developing unsupervised
networks for learning shape-to-shape translation. Without changing the network’s architec-
ture or any of its hyperparameters, LOGAN can perform both content and style transfers
between shapes. That is partially owing to the overcomplete, multi-scale representations it
learns. LOGAN adapts its feature preservation solely based on the two input domains for
training.

There is an implicit assumption in LOGAN that shapes from the two domains should
share some commonalities. In general, these commonalities may be latent; they may reflect
global or local features and represent either content or style. The key is for the network
to learn the right commonalities and keep them during shape translations, in a way that
is adaptive to the input domain pairs and the input shapes. Our network is designed with
several important features to accomplish this: autoencoding shapes from two domains into
a common latent space; the feature preservation loss; and perhaps most importantly, the
use of multi-scale and overcomplete latent codes. It puts forth the interesting concept of
implicit feature disentanglement, enabled by the overcomplete representation, which may
hold potential in other application settings.

5.2 Future work

Our ultimate goal is to have machine learning assist in any transformative design tasks
carried out by a graphics artist/modeler, where there are no ground truth targets, only
a target domain as inspiration. The thesis only makes a first step towards this direction,
laying a foundation for follow-up research.

We would like to consider transitive transformations for future work, where a source
shape reaches a target via a sequence of two networks through an intermediate shape. To
transform a 3D shape of a dog to a cat, one may first change the dog pose to a cat pose,
then transfer the geometric style of cat to the reposed dog. On the other hand, the cat-dog
example also reflects an idea of decoupling the shape structure with geometric style. We are
interested in exploring how the structure prior learned from a set of 3D shapes will help the
network learn shape transformation, especially for the purpose of style or content transfer.

The shape transform learned by P2P-NET, from paired shapes, is represented by point
displacements which do not exist in our training set. We are interested in extending such
learning schema to other application domains. For example, an image-to-image translation
can be represented as a shift-map [153] that shifts the pixels on source image to obtain a
target image. A neural network can generate such shift-map after trained by paired images.

Feature disentanglement is the main challenge we encountered in learning shape trans-
form between unpaired domains. We are interested in exploring more ideas in addressing the
challenge. Attention mechanism would be a good choice as it may allow the network to focus
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on the right shape regions to extract features from. An explicit latent code disentanglement
enforced by a regularization term is another direction we would try.

Finally, we are interested in investigating conditional shape-to-shape transformation for
gaining more control over the transformation tasks. For example, when transforming a chair
into a table, the user may want to ask the target table to have a rectangular top explicitly.
By providing an artist such options to enforce more controls, it will make a more practical
tool for shape modeling.
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