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Abstract 

Writing provides a medium for learners to construct, critique and share understandings 

of concepts, reasoning and judgments. Connecting and representing ideas in an essay 

is an important but challenging skill for novices to develop. Occasions often are limited to 

receive personalized feedback and time is short to practice implementing 

recommendations, particularly in post-secondary education. Writing analytics can help 

address these challenges, providing opportunities to receive on-demand feedback that 

guides iterative revision to writing. This project creates a new form of writing analytic, 

analyzing patterns in topics expressed in an individual student’s essay to generate 

personalized feedback. The analytic is content driven, identifying and describing essay 

features designed to guide effective revisions, focusing on sequencing topics, expanding 

underdeveloped ideas, and making holistic revisions to improve the clarity of the ideas 

expressed. Two experiments tested different reflective prompts based on this analytic, 

which were derived from unsupervised Latent Dirichlet Allocation (LDA) topic modeling. 

The analytic visualizes how topics are distributed across an essay. Experiment 1 tested 

3 types of feedback encouraging revisions to expand underdeveloped ideas. Model 

feedback was evaluated by two human reviewers examining 113 undergraduate student 

essays. The reviewers found feedback prompting sentence-level revisions on 

underdeveloped topics was most helpful, while analytic feedback on minor topics in the 

overall essay were not. This indicates a preference for specific prompts in context. 

Experiment 2 further explored patterns of topic inclusion that could generate 

personalized feedback at the paragraph level. Prompts were designed for an essay’s 

introduction and conclusion paragraphs to highlight main topics in the essay potentially 

overlooked in those paragraphs. Paragraph prompts pointed to revisions to improve 

topic clarity and cohesion. Model feedback was evaluated using 71 undergraduate 

student essays scored by two human evaluators. Model accuracy was strong for all 

types of feedback. This project extends the scope of writing analytics by opening new 

branches of research on using the content covered in an individual student’s essay to 

generate novel forms of feedback on concepts covered, connections made, and 

integration of source materials.  

Keywords:  Writing; Analytics; Topic Model; LDA; Formative Feedback 
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Chapter 1.  
 
Introduction 

Writing is an important skill as well as a useful tool for learning. Writing provides 

means for learners to construct, critique and share their understandings of new concepts 

in ways perhaps unique to this form of expression. Through writing students learn how to 

connect and apply new ideas (Scardamalia & Bereiter, 1987), develop content 

knowledge and communicate in the language and rhetorical style of their domains 

(Herrington, 1985).  

For writing to be an effective tool for learning, students need feedback and 

opportunities to revise drafts in light of feedback (Kellogg & Raulerson, 2007). In post-

secondary education providing useful feedback is often not feasible. Time to read and 

comment on tens to hundreds of essay drafts written on varying topics is rarely available 

to instructors. Providing students sparse feedback, and little time to consider and try to 

apply it likely undermines their motivation to understand how feedback could be used to 

improve the present draft, future writing, and ultimately enrich their content knowledge 

(Frey & Fisher, 2013). While “The best way to improve one’s writing skills is to write, 

receive feedback from an instructor, revise based on the feedback, and then repeat the 

whole process as often as possible” (Burstein, Chodorow, & Leacock, 2003, p. 3), 

educational benefits of the revision cycle are often lost.  

In response to these issues, efforts have increased to develop computer-based 

systems for writing assessment and instruction (Shermis & Burstein, 2003, 2013). 

Computationally generated feedback has the potential to supplement instructors’ 

feedback (Roscoe, Crossley, Snow, Varner, & McNamara, 2014); ideally, it could guide 

instructors to focus more efficiently on significant issues in students’ writing, freeing their 

time to provide more detailed feedback on those issues. However, as writing and its 

instruction are complex tasks, further exploratory research needs to be conducted on at 

least two issues: (1) mapping and understanding dimensions of writing that software can 

address and (2) linking computationally developed feedback to support writers. My 

dissertation contributes to research on automating writing feedback by exploring the 
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potential of content driven analytics to identify and describe for learners specific features 

of essays that could be improved to support productive revisions.  

Early writing support tools were designed to reliably grade essays. Recently 

developed Automated Writing Evaluation (AWE) systems extended this function to 

provide feedback on mechanics and macro-structure of the draft (Dikli, 2006; Graesser & 

McNamara, 2012; Roscoe, Allen, Weston, Crossley, & McNamara, 2014; Weigle, 2013; 

Xi, 2010). The goal of these systems has been to encourage students’ engagement in 

the writing-revising process without significant delays entailed when instructors review 

drafts (Roscoe, Varner, Cai, Weston, Crossley, & McNamara, 2011; Roscoe, Varner, 

Crossley, & McNamara, 2013; Shute, 2008).  

Despite advantages of more rapidly available feedback, several challenges face 

computer-based writing systems (Roscoe et al., 2011; Shute, 2008). Specifically, 

systems must be able to present feedback that is contextualized, informative and 

recommends methods to address weaknesses. A major criticism of AWE systems so far 

developed is their inability to translate the linguistic features identified by underlying 

algorithms into contextualized error identification and feedback learners can use to 

improve their writing (Condon, 2013; Deane, 2013). Low-level mechanical and 

grammatical errors are most often identified as these improve readability indices. 

However, novice writers commonly face larger overarching issues related to content 

inclusion and coherence, which must be addressed before fine-tuning other 

shortcomings (Wingate, 2012). Additionally, low-level feedback in general does little to 

improve overall writing skills (Crossley, Allen, Kyle, & McNamara, 2014; Graham & 

Perin, 2007). A further challenge is that minimal research has been conducted to 

examine the most effective timing, features, and form(s) for presenting automated 

feedback generated by computer systems (Roscoe et al., 2011; Roscoe et al., 2014).  

To advance the capabilities of automated writing feedback, research is needed to 

explore benefits and limitations of different text processing procedures as tools for 

generating and linking feedback to actionable strategies for revising draft essays. Taking 

up this challenge, this dissertation explores how a technique for text classification, used 

to uncover and group topics, can be applied in a novel way to develop personalized 

feedback encouraging reflection on how topics are presented and connected in students 

argumentative essays, derived from multiple sources. Action is supported by suggesting 
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content students can include to improve their writing as well as targeted revision prompts 

on the sequencing of topics to aid clarity and coherence. Previous studies have found 

that students’ research papers can greatly benefit from modest amounts of additional 

guidance and practice at sourcing and integrating information from multiple documents 

(Britt & Aglinskas, 2002; Britt, Rouet, & Perfetti, 1996; Rouet, 2006; Rouet, Britt, Mason, 

& Perfetti, 1996). The research explored in this dissertation can support development of 

these key skills by examining the utility of identifying topics in a student’s writing and 

using this profile as input for generating feedback.  

Specifically, I investigate how an unsupervised topic modeling approach might 

identify shortcomings of content coverage and cohesion of topics in student writing. I 

hypothesize targeting these features of a draft essay takes a step toward contextualizing 

feedback, highlighting connections among topics and how drafts incorporate or omit 

potentially pertinent information. Students can make use of prompts to reflect on how 

content is distributed within a draft. This may bridge the gap between global scores 

indexing writing coherence and feedback that is specific regarding connections among 

topics in an essay. Utilizing essay topics as content-driven feedback ties one purpose of 

writing – writing-to-learn – to the more often addressed research issue of learning-to-

write.  
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Chapter 2.  
 
Review of the Literature 

2.1. Academic Writing Analytics 

A key requirement of good academic writing is the ability to express one’s 

perspective through a well-constructed argument. This rhetorical form is a popular 

educational objective as it encourages students to demonstrate their understanding of 

the material, integrate evidence, and apply critical thinking. Through these activities, 

students are not only learning the skills of writing but also deepening their content 

knowledge. In line with these benefits, many post-secondary institutions are encouraging 

writing-intensive courses across the disciplines to address demands for graduates with 

strong writing skills. This poses a challenge for educators as improving writing requires 

the time to develop personalized, supportive feedback and opportunities for iterative 

improvements that may not be feasible given other course requirements and large 

course enrolment.  

To address this challenge, a recent subfield in learning analytics has emerged to 

provide personalized writing feedback support. Diverging from writing assessment tools, 

writing analytics have come to be defined as “the measurement and analysis of written 

texts for the purpose of understanding writing processes and products in their 

educational contexts, and improving the teaching and learning of writing” (Buckingham 

Shum et al., 2016, p. 481). Analytics developed to support writing blend the larger areas 

of data-processing techniques and writing instruction. Representing work from diverse 

disciplines and traditions, the field is unified in its goal to “move beyond assessment of 

texts divorced from contexts, transitioning instead to a more nuanced investigation of 

how analytics may be effectively deployed in different writing contexts. Writing analytics 

thus aims to employ learning analytics to develop a deeper understanding of writing 

skills” (Buckingham Shum et al., 2016, p. 482).  

In line with the goals of writing analytics, this dissertation focuses on exploring 

how to create context rich analytics to support students’ development of writing skills. A 

key component of this work is using content to generate feedback and present 
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personalized analytics to learners. These areas are emerging as two very important 

considerations in developing learning analytics, especially for writing support. With this in 

mind, the following sections review major approaches to writing analytics research, each 

developed with the aim to improve the expression of meaning and content. Strengths 

and weaknesses of each approach are highlighted as grounding for future research.  

2.2. The Move from Automated Scoring to Writing 
Evaluation  

Early writing feedback systems were developed for Automatic Essay Scoring 

(AES) and are the most common computer based writing tools (Shermis & Burstein, 

2003, 2013; Shermis & Barrera, 2002). Assessment could be done quickly, and was 

shown to assign reliable scores compared to human markers (Bereiter, 2003; Myers, 

2003; Page, 2003). AES helped relieve instructors of some of the burden of grading, but 

it was unable to provide formative feedback on students’ essays, or guide students to 

remedy faults or shortcomings (Dikli, 2006; Page, 2003). To address the challenge of 

providing feedback, Automated Writing Evaluation (AWE) systems were designed as 

“opened” AES systems to show the categories that made up the scoring algorithm and 

scores in these areas (Allen, Jacovina & McNamara, 2015; Crossley, Varner, Roscoe, & 

McNamara, 2013; Grimes & Warschauer, 2010). This extended the utility of AES 

systems to students and teachers as a formative and summative writing aid.  

Many popular writing analytics tools use AES. For example, Criterion (Burstein, 

Chodorow & Leacock, 2004) provides feedback to students as a breakdown of scores on 

several writing criteria – grammar, mechanics and organization – based on the 

evaluation generated by E-rater AES. MyAccess (Elliot, 2003; Elliot & Mikulas, 2004) is a 

writing support system that generates writing prompts for students and scores their 

replies using the AES IntelliMetric (Grimes & Warschauer, 2010). The system breaks a 

holistic score into sub-scores to provide feedback to students and teachers about five 

categories of writing: meaning, content and development, organization, language use, 

mechanics. Students with a low score in one of the categories are directed to the 

MYTutor program, which offers writing instruction in these areas, as well as MyEditor for 

lessons in grammar and writing mechanics. WriteToLearn (Landauer, Lochbaum, & 

Dooley, 2009) has very similar features and recently acquired the University of 

Colorado’s SummaryStreet tool so it can also evaluate student’s summary writing skills. 
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It gives feedback based on the similarity of a summary to key concepts from an assigned 

reading (Franzke, Kintsch, Caccamise, Johnson, & Dooley, 2005). Both features use 

Pearson’s AES system trained to measure semantic similarity of words and passages 

(Foltz & Rosenstein, 2015).  

Automated systems have also been extended to short-answer grading tools 

(Burrows, Gurevych, & Stein, 2014). Systems such as WriteEval (Leeman-Munk, Wiebe, 

& Lester, 2014) use this technology to evaluate student’s short-answers and provide 

personalized feedback, follow-up instructions, and specific assignments to target areas 

needing improvement. Similar to AWE, these systems require a set of reference short-

answers to train the system’s model, but recent research has attempted to use graph-

based techniques to automate discovery of reference answers (Ramachandran, Cheng, 

& Foltz, 2015; Ramachandran & Foltz, 2015). This novel approach removes the need for 

a corpus of pre-processed content to build the model. In the context of teaching physics, 

Dzikovska and colleagues (2014) have used this technique to build a unique adaptive 

feedback system that takes into account the content of students’ short answers when 

forming contextually relevant feedback. This extends the quantity of feedback by building 

on previous tools used for teaching troubleshooting skills (Di Eugenio, Fossati, Haller, 

Yu, & Glass, 2008), logic (Stamper, Barnes, & Croy, 2010), and PHP programming 

language (Weragama & Reye, 2014). 

The systems described thus far represent an approach to generating writing 

feedback based on automated scoring evaluations. They were designed to guide 

students by breaking down assessment scores into writing components that need to be 

improved to increase the overall quality of an essay. While these systems have reported 

high accuracy in assessing essays compared to human evaluations, their ability to 

generate meaningful feedback to guide revision is limited (Condon, 2013; Deane, 2013). 

A key limitation is that students must write on a pre-defined, fixed set of essay topics 

because developing the analytics requires training using a large corpus of expertly 

marked papers. Critics point out the accuracy of this approach declines when applied to 

different genres of writing (Wang & Brown, 2007). Perhaps the most significant criticism 

pertains to the utility of the feedback provided about essay quality (Cheville, 2004, 

Clauser, Kane, & Swanson, 2002; Condon, 2013; Deane, 2013; Ericsson & Haswell, 

2006). As previously mentioned, text similarity and linguistic features are heavily used in 

building complex models to assess quality. This makes it difficult to identify specific 
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aspects of a student’s draft that contribute to a score, greatly reducing opportunity to 

provide a meaningful description of errors present and contextualized guidance. For 

example, the list of potential features used in these systems is expansive, ranging from 

low-level text information like sentence length and word frequencies to more complex 

features, such as referential cohesion. Adding a level of complexity to this, text metrics 

are often weighted depending on other features of the submitted essay with varying 

levels of hierarchy to achieve accurate modeling (Landauer et al., 2007; McNamara et 

al., 2014; Shermis & Burstein, 2003; Tausczik & Pennebaker, 2010). This makes it 

difficult to determine from the metrics and evaluation score what specific errors are in a 

student’s writing and where they occur. This weakness is accentuated for complex 

features such as cohesion that are based on a multitude of weighted features.  

2.3. Writing Feedback in Intelligent Tutoring Systems  

Another area in which automated writing analytics have been developed is 

Intelligent Tutoring Systems (ITS) designed to teach writing. As opposed to AWE 

systems that create models from large samples of student writing, ITS use models that 

map how students learn to write. These maps are used as a framework to instruct and 

give feedback on writing. Students learn by completing a sequence of lessons designed 

to teach specific skills (Neuwirth, 1989). For an ill-defined domain, such as writing, it is 

challenging to model student learning linked to personalized and adaptive instruction. 

Therefore, to provide guidance students need to work within the ITS model, following the 

learning path and writing on the pre-defined topics.   

Writing analytics feedback has been coupled with ITS to provide greater insight 

into the progress students are making as they move through the system. For example, 

Writing-Pal (W-Pal) (McNamara et al., 2012) is an ITS designed for writing strategy 

instruction, game-based practice, and personalized formative feedback for secondary-

school and first-year undergraduate writing skills (McNamara, Crossley & Roscoe, 

2013). Lessons on various phases of writing – generating and organizing ideas; drafting 

an essay; structuring an introduction, body, and conclusion; and revising – are provided 

and include practice in the form of mini-games (McNamara et al., 2013). Alternatively, 

students can submit a piece of writing and have it assessed by the system which then 

uses that information to design a customized sequence of lessons the student should 

complete in the ITS to improve their areas of weakness. This is a novel approach to 
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using an ITS, providing more flexible accessibility based on an evaluation of the 

student’s writing skills. All essays and ITS activity assignments in W-Pal are evaluated 

using Coh-metrix as the underlying natural language processing component plus 

additional metrics of essay cohesiveness (Graesser, McNamara, & Kulikowich, 2011; 

McNamara, Graesser, McCarthy, & Cai, 2014).    

In a similar fashion, writing analytics are also being implemented in ITSs that 

teach a variety of subject matter to evaluate written responses. Students’ responses to 

test questions are evaluated by the system to assess their progress and provide 

personalized feedback on content-based learning. For example, MetaTutor is an ITS 

designed to teach self-regulation skills while students study advance science topics. 

Lintean, Rus, and Azevedo (2011) developed a writing analytic to provide students with 

feedback on their written responses that not only assesses their skill level and prior 

knowledge. It also provides contextualized feedback on their understanding of the 

content and selects new lessons to improve their draft and overall conceptual 

understanding.  

ITSs represent a specific approach to writing instruction that makes use of the 

long history of teaching skills through cognitive modeling. Including writing analytics 

feedback within an ITS works well but benefits are limited to instructional settings using 

ITS to teach or when the system serves as support for learners outside the original 

writing task. Providing writing analytics in ITSs that teach non-writing topics is a novel 

approach, making use of writing to facilitate content learning. This leverages writing as a 

means for learners to express their understanding, connect and apply ideas, as well as 

learn to communicate in the language and rhetorical style of content domains (Kellogg & 

Raulerson, 2007).  

2.4. Feature-Based Writing Analytics  

A crucial component of writing instruction is teaching students different strategies 

used in writing. The systems reviewed thus far focused on assessing overall writing 

quality. However there is a burgeoning area of work in analytics that targets feedback on 

specific writing skills. The next sections outline three growing areas that focus on 

identifying, assessing, and giving supportive feedback on using specific writing 

techniques for (a) argumentative writing, (b) reflective writing, and (c) text cohesion.  
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2.4.1. Argumentative writing  

The argumentative essay is a genre of writing that requires students to 

investigate a topic by collecting and evaluating evidence to justify a position (Newell, 

Beach, Smith & Van Der Heide, 2011). It is a popular essay format in educational 

settings as it promotes learning by engaging students in synthesizing material across a 

body of work (MacArthur, Graham, Fitzgerald, 2008). In so doing, writers often use 

rhetorical moves, “a discoursal or rhetorical unit that performs a coherent communicative 

function in a written or spoken discourse” (Swales, 2004, p.228). Rhetorical moves used 

in argumentation have been studied in linguistics (Myers, 1992), providing a basis for 

investigating distinctive rhetorical features from a computational perspective (Teufel & 

Moens, 2002). Systems like the rhetorical parser, built on the Xerox Incremental Parser 

(XIP), have been trained to detect and label rhetorically salient, key sentences in 

scholarly writing by automatically identifying meta-discourse that conveys the author’s 

rhetorical strategy (Sándor, Kaplan, & Rondeau, 2006). This approach marks sentences 

as representing particular discourse function types, deconstructing an essay into 

fundamental rhetorical components including summary, background, contrast, emphasis, 

etc. Research shows scholarly articles regardless of their discipline have typical 

argument structures representing a set of conventions for argumentative writing that can 

be taught to students (Thonney, 2011; North, 2005; Hyland & Tse, 2004).  The XIP was 

designed using a corpus of scientific articles, which are highly structured and follow 

argumentative patterns (Hyland, 2005; Ravelli & Ellis, 2005; Sándor et al., 2006; Teufel 

& Moens, 2002). This approach has recently been extended to identify these features in 

student writing. Writing analytics based on this approach label and summarize the uses 

of rhetorical moves in students’ writing.  

As an example, XIP Dashboard presents writing analytics based on the 

incremental parser. It assesses the quantity of moves made as a measure of the quality 

of an argumentative essay and provides visualizations as feedback that highlight 

students’ use of different types of rhetorical moves (Simsek, Buckingham Shum, Sandor, 

De Liddo, & Ferguson, 2013; Simsek, Buckingham Shum, De Liddo, Ferguson, & 

Sándor, 2014). Students are encouraged to reflect on their work and gain support for 

revisions where needed. This approach to writing analytics is similar to discourse-centric 

learning analytics (Buckingham Shum et al., 2013; Knight & Littleton, 2015) that use the 
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same techniques to identify linguistic functions of the different parts of written text and 

promote reflection on expression. 

More recently, systems such as AcaWriter have provided open-source analytics 

that can be customized to provide feedback on features of writing appropriate for 

different academic assignments, including crafting an argument (Shibani, Knight, 

Buckingham Shum, 2019). AcaWriter uses a rhetorical parser that identifies sentences 

signalling different rhetorical moves and matches discourse patterns present in analytical 

academic writing. Students are shown which moves were automatically identified in their 

writing and provided with prompts to help them reflect on what they have written. Thus 

far, AcaWriter has been adapted to support essay writing in undergraduate law (Knight, 

Buckingham Shum, Ryan, Sándor, & Wang, 2018) and a pharmacy and engineering unit 

(Shibani, Knight, Buckingham Shum, & Ryan, 2017). AcaWriter’s code has been made 

available so that other universities can tailor it to their unique learning contexts (HETA - 

see http://heta.io/resources/wawa-improving-research-abstracts-intros/ for more details). 

There are also argument-mapping tools (Okada, Buckingham Shum, & 

Sherborne, 2008) available such as Cohere (Buckingham Shum, 2008), Compendium 

(Okada & Buckingham Shum, 2006), and C-Saw (Benetos & Bétrancourt, 2015). They 

visualize argument structure but do not assess qualities of writers’ argumentation. These 

mirroring analytics are designed to support the construction of an argument.  

2.4.2. Reflective writing techniques  

Reflective writing is another rhetorical form in which writing analytics are being 

developed based on the rhetoric of the genre. Rooted in social cognitive theory, 

reflective writing is attracting substantial interest from universities concerned with 

experiential learning, reflective practice, and promoting a holistic conception of the 

learner (Boud, Keogh, & Walker, 2013).  

It is theorized that reflection is educationally beneficial because it helps learners 

incorporate their experiences into an existing framework of knowledge, while taking into 

consideration past life experiences and present observations (Dewey, 1933; Dyment & 

O’Connell, 2011).  Students can enhance their learning by making connections between 

theory and practice (Connor-Greene 2000). The process of reflection in higher education 
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can be facilitated in a number of ways. However, the style of reflective writing is a novel 

genre for many students and is further obscured by seemingly vague compositional 

features and criteria (Dyment & O’Connell, 2011). Providing feedback on this form of 

writing is one key to obtaining its educational benefits but this can be overwhelming for 

instructors. Without guidance, the activity can become merely a mix of journaling and re-

telling, which students see as peripheral to “real” writing and learning activities. The main 

goal of writing analytics about reflective writing is to encourage students to engage in 

rhetorical techniques that promote deep reflection. In reflective writing, assessing the 

“quality of writing” is assessing the “quality of reflection” expressed in writing (Boud, 

Keogh & Walker, 2013; Hatton & Smith, 1995).  

Drawing on the features of the rhetorical parser (XIP), research in this area has 

worked to identify rhetorical moves that represent an author’s engagement in reflective 

writing. This is then used to classify portions of student’s writing that align with strong 

reflective thinking. As an example, based on XIP, a web application called Academic 

Writing Analytics has been developed to enable an essay to be submitted for analysis, 

returning an interactive highlighted text that marks where reflective rhetorical moves 

were used (Buckingham Shum, Sándor, Goldsmith, Wang, Bass & McWilliams, 2016). 

Another approach to providing reflective writing feedback has been developed by 

Ullmann and colleagues (2012) using a rule-based categorizer to classify reflective text. 

Based on theoretical research in reflective writing, they constructed their model to 

include five elements of reflection: description of experience, personal experience, 

critical analysis, taking a perspective, and outcome of reflective writing. These elements 

are used to create a 16-rule model to detect reflective sentences (Ullmann, 2017). 

Gibson and Kitto (2015) propose a different approach. It adapts the fully automated 

detection of the linguistic indicators of academic reflective writing with a model 

identifying “anomalies where students use irony, sarcasm and humour”. Their Anomaly 

Recontextualization Tool has yielded promising preliminary results as judged by student 

feedback. To help in bringing different aspects of reflective writing together, the 

Authentic Assessment Analytics for Reflection (A3R) research projects (Gibson, Kitto & 

Bruza, 2016) have been used at scale to support the development of actionable 

feedback that augments existing pedagogical approaches to evaluate authentic 

reflection assessment (Gibson, et al., 2017). 
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Coming at the question of how to support reflective writing with analytics from a 

different perspective, other researchers base feedback and models on the content of 

student reflections as opposed to the rhetorical structure of the composition. This 

represents a growing area of research making use of the content expressed in writing to 

provide feedback on different features in writing analytics. Using topic modeling 

techniques as opposed to an XIP parser, Chen and colleagues’ (2016) model focuses on 

expressions of and relationships among topics in reflective writing. Using this approach, 

they generated assessments of and feedback on pre-service teachers’ weekly reflective 

journal writing. The analytic they developed and tested tracked content the teacher 

candidates were writing about and encouraged them to incorporate content presented in 

classes and lectures. Other researchers have explored the use of machine learning 

approaches to provide feedback to instructors on their students’ reflective writing. These 

systems detect topics covered in reflective-writing assignments in blended learning 

environments to report on students’ progress (Poon, Li, & Cheng, 2017). This feedback 

is intended to help guide pedagogy as well as support instructors in providing 

individualized feedback to students. 

2.4.3. Text Cohesion  

Another dimension that is key to writing proficiency is how ideas come together in 

an essay. Text cohesion is one way of capturing this aspect of writing composition, and 

analytics are being developed based on cohesion to assess and support this feature in 

student writing. Text cohesion is defined as structures of text “that exist for linking 

something with what has gone before” (p.10, Halliday & Hasan, 1976). Cohesion has a 

long history of being used to describe well-written composition (Carrell, 1982; McCulley, 

1985) dating back to Halliday and Hasen’s 1976 work developing schemes for analyzing 

continuity in student writing at the sentence level. Cohesion has been used to study 

features of university students’ writing quality (Bamberg, 1983; McCulley, 1985; Witte & 

Faigley, 1981), as well as creating systematic ways for teachers to talk about structural 

elements in writing with their students (Fahnestock, 1983; Stotsky, 1983).  

Recently, cohesion has been taken up as a means of providing writing analytics 

feedback. The principle behind this is that cohesion measures how strongly parts of text 

are linked by semantic relationships. Cohesion distinguishes good writing from a random 

sequence of sentences by use of referential pronouns, connective words, 
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demonstratives, and other patterns in word use. Coh-Metrix is an example of a well 

researched automated natural language processing tool that identifies cohesion 

indicators, specifically, word characteristics, sentence features, and discourse 

relationships between ideas in text (McNamara & Graesser, 2012). Coh-Metrix uses 

sentence and paragraph-weighted vectors and latent semantic analysis to quantify text 

cohesion (Crossley et al., 2008). McNamara, Crossley, and McCarthy’s (2009) research 

found “higher scored essays were more likely to contain linguistic features associated 

with text difficulty and sophisticated language” (p. 73). The challenge for research in this 

area is exploring how these metrics can be used to provide actionable feedback to 

learners. McNamara et al. (2010) and Crossley and McNamara (2010) found that 

cohesion markers are not related to humans’ estimates of essay coherence. While the 

underlying factors of cohesion correlate with an essay’s score, they don’t translate well 

to surface features of an essay that can be used for feedback. This has been a 

challenge to writing analytics because the transition from text features to writing 

feedback often lacks content relevancy needed to use the evaluation to inform specific, 

and actionable feedback for a learner.  

2.5. The Need for Content Integration  

The analytics described thus far focus on how changing writing expression can 

improve quality. This is an important feature of writing as expression conveys ideas and 

arguments an author is making. However, these surface level features of expression are 

only one aspect of writing. Writing analytics has yet to explore underlying content 

features that make up these expressions. This is likely due to the complexity of 

generating feedback on essays written in different domains and subject areas. The 

limited research in this area thus far has mostly focused on highlighting the content of 

main topics – showing learners key words or phrases that have been computationally 

extracted to represent the main topics of an essay. Topics are reflected back to learners 

with prompts to encourage reflection, such as whether the identified topics support 

answering the essay question (Vallalón, Kearney, Calvo, & Reimann, 2008), and 

whether the topic is thoroughly developed (Burstein et al., 2018). These approaches 

address individual topics but have yet to address how topics are connected and 

presented in writing.  
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 An innovator in this area has been the writing analytic OpenEssayist developed 

at The Open University, UK (Field, Pulman, Van Labeke, Whitelock, Richardson, 2013; 

Whitelock, Field, Pulman, Richardson, & Van Labeke, 2014; Whitelock, Twiner, 

Richardson, Field, & Pulman, 2015). OpenEssayist works by generating analytics 

summarizing the content of a student’s essay using an underlying text analysis engine 

called EssayAnalyser (Field et al., 2013), capable of processing essays on different 

subjects without the need for training data. With the aid of EssayAnalyser, the system 

generates four forms of feedback visualized through a web interface. First, the most 

prominent words used in the essay are identified with highlights marking their 

appearance throughout the essay. This targets repetition and sophistication of 

expression. Second, the most representative sentences in the essay are computed and 

identified for the learner with prompts encouraging reflection on whether these selections 

express the central ideas of the essay. Third, visualizations of the word count as a pie 

chart and bar chart are shown to indicate how many words are in the introduction, 

discussion and conclusion, as well as the word limit for the assignment. Fourth, the 

essay’s key words and phrases are calculated and visualized as a word-cloud, 

dispersion plot, and node-graph to show their distribution in the essay. The idea is that 

by deconstructing the essay into these features and visualizing them, students can 

reflect on the way they composed their essay, and how ideas are expressed and linked 

in their work.   

Of particular interest is OpenEssayists’ node-based graph referred to as the 

“Rainbow Diagram”, which visualizes connections between sentences in an essay to 

support evaluation and revision (Whitelock et al., 2014; Whitelock et al., 2018). This form 

of feedback addresses an underdeveloped area in writing analytics by encouraging 

reflection on how content is connected and expressed in writing. Each node in the graph 

represents a key sentence and is coloured based on its appearance from first sentence 

to last in the essay, going from violet to red (see Figure 2.1). The lines that are drawn 

between the nodes are edges. Values of cosine similarity between sentences are used 

to weight the corresponding edges in the graph. Pairs of nodes are joined when they 

contain the same word(s). A node that has many links to other nodes means that the 

sentence has more than one word in common. Each link may represent a unique words 

or the same word used repeatedly. The nodes are placed on the graph based on a 

Fruckterman Reingold algorithm that tries to position the node with the most highly 
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connected nodes in the center and the more sparsely connected nodes toward the outer 

edges of the graph (Fruchterman & Reingold, 1991). Every node in the diagram is a 

sentence that has at least two edges which means it shares some lemmatized word(s) in 

common with at least two other sentences. The goal of this visualization is to represent 

the connectedness of content presented in the essay. 

This is a unique approach compared to other writing analytics in that it does not 

base feedback on an assessment of the quality of the essay, nor does it use predefined 

criteria. Rather than targeting feedback to specific areas that need improvement, all 

visualization feedback is shown regardless of the quality of the writing. This differs from 

other systems in that it is “primarily focused on user understanding and self-directed 

learning, rather than on essay improvement, engaging the user on matters of content, 

rather than pointing out failings in grammar, style, and structure” (Whitelock, 2018 p. 

143). The analytic is designed to encourage reflection on a fixed set of features in the 

essay to support self-evaluation.  

The OpenEssay system has the direct advantage of being independent of 

domain content, requiring no training or reference materials. Thus it can be used for a 

range of essays on different subjects with almost instantaneous feedback, fostering 

flexibility and ease of use in a variety of courses (Whitelock et al., 2015). Additionally, 

the analytic visualizations are thought to be effective for differentiating writing-skill levels, 

as they visually reflect qualities of the text submitted (Whitelock et al., 2018).   

While there is much to admire about this innovative approach, there are some 

weaknesses in the type of feedback the system generates. Creating a visualization that 

is easily interpretable and provides meaningful feedback to students has been a 

challenge for this analytic model (Whitelock, Field, Pulman, Richardson & Van Labeke, 

2013; Whitelock, Twinner, Richardson, Field & Pulman, 2015). Initial testing with graph 

visualizations of essay content found that students struggled to comprehend how 

sentences were connected and how these patterns of connections represented essay 

quality. I hypothesize much of the problem resides in the way the visual nodes are 

decontextualized from the essay itself. In the revised Rainbow Diagrams, Whitelock and 

colleagues (2014) attempted to contextualize the feedback by coloring nodes based on 

location of the sentences within the original essay. However, the relationship between 

coloring and essay location can be difficult to follow, especially in high-density graphs. 
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Additionally, it is not clear how patterns of the clustered sentence dots in the graphic 

indicate how to improve the essay. For example, Figure 2.1 from Whitelock and 

colleagues’ work (2014) compares a weak and two strong essays. Once labeled, it 

becomes clear that the tighter clusters of the far right and left essays equates to a 

stronger paper. However, both the prize winning and the high-grade essay have slightly 

different cluster patterns, with dots outside the circle, adding ambiguity to the 

interpretation. Nonetheless, the larger concern is that the analytic provides little to no 

direction about how to revise the essay awarded a low grade. In recent trials with 

students using the visualizations to review their own essays, most participants could see 

how the rainbow diagram provides feedback on the structure of their paper, but were 

unsure how to use it to improve their writing (Foster, 2018). Participants reported that 

they would need guidance to be able to apply the feedback.  

 
Figure 2.1  OpenEssayist Writing Analytic Visualization 

Research with experienced writers who were presented the rainbow diagram 

found values of the graphic were making explicit the connectedness or lack of 

connectedness between portions of the essay, and a means to compare graphs across 

successive drafts to gauge improvements (Whitelock et al., 2014). Participants in the 

research also suggested there could be teaching value in having graphs as a reference 

for what to look for in strong essays and use in consultations with students to improve 

their work. They commented a graph would be more advantageous than a gold standard 

exemplar essay for students as these were often overwhelming for novice writers and at 

times resulted in plagiarized content or format.  
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Overall, a strong finding from research on OpenEssayist suggests graphical 

content representations can be helpful to promote meaningful self-reflective or shared 

discourse for instructors and students. The analysis and visualization of key phrases 

within an essay illustrates how it can be used to evaluate the structure of an essay and 

connections between key ideas, laying the foundation for building feedback models 

based on this approach. Visualizations can be especially helpful as learners can be 

guided to focus on key facets of information presented (Grove et al., 2011). Graphics 

can provide a different view, summarizing important points in ways that are easy to 

understand. Additionally, they can ease comparisons in viewing progress and revision 

over time. 

While this research is pioneering in its use of students’ essays content to create 

visualizations that support revision feedback, there is ample room to expand and explore 

different features of text and ways of structuring feedback. Unsupervised systems such 

as OpenEssayist are advantageous for writing analytics as they can accommodate the 

flexibility inherent in many open writing assignments. Building on this research, there is 

much still to be learned about how to optimize use of these affordances.  

2.6. Advantages and Future Directions for Content Based 
Writing Analytics 

Inclusion of content as part of analytics feedback affords several new 

opportunities. First and foremost is the ability to provide contextualized feedback on 

content covered in an essay and a reflection of how content is distributed within the 

essay. OpenEssayist began to explore these features by highlighting common words 

and using text summarization techniques to identify and visualize the core content 

covered in an essay. Students wanted to make use of these features, so this should be 

explored further by looking to techniques designed to analyze content coverage to 

generate supportive feedback. Additionally, identifying the number of different topics 

assessed in an essay could be a useful analytic for students’ self-reflection on how 

topics are used, their emphasis, and balance. This type of analysis could also reflect 

changes in topics across drafts as well as where connections and links are made and 

reshaped.  
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 A second affordance of identifying content representations in an essay is 

generating analytics that suggest to students not only what was covered in a draft but 

also how content compares to source material researched to develop the essay. Strong 

writing is purposefully selective; therefore, encouraging students to compare topics 

included and excluded creates opportunities to reflect and be critical about the decisions 

they make in researching an essay. Utilizing source material is a new approach as 

previous writing analytics focused exclusively on assessing the text of the essay. 

Additionally, if multiple documents are researched in drafting the essay, there may be 

opportunities to identify connections between concepts across sources that the student 

hadn’t considered or may want to explore further. These approaches extend beyond 

assessing essays per se to support the symbiotic relationship of writing-to-learn and 

learning-to-write.  

A third potential approach to developing content-based analytics draws on 

advantages afforded by generating analytics using the student’s own words, sentences, 

and composition as part of the feedback. In analytics for text coherence or cohesion, 

complex similarity metrics are computed based on a mixture of dimensions of writing, 

producing an overall evaluation of the composition. As previously reviewed, these 

metrics excel at providing human-like assessment scores but their complexity makes it 

difficult to generate specific, actionable, or contextualized feedback to guide learners’ 

revisions or evaluation of content. Alternatively, many approaches used for unsupervised 

content summarization or modeling can be directly linked to the words and expressions 

a student used in a draft essay, which can be included as part of the analytic feedback. 

By re-presenting essay content, these analytics can mitigate some of the challenges of 

interpretability and open interesting opportunities to prompt self-editing, peer-review and 

assessment. This is inline with writing instruction research which suggests students 

learn better from opportunities to engage in contextualized writing feedback to revise 

their work (Kellogg & Raulerson, 2007) 

This dissertation contributes to and extends research on content-related writing 

analytics by exploring bases for providing feedback describing topics included within an 

essay to support writing revision. There is a dearth of research investigating how 

analyses of the relationship between topics can be used to design analytics to support 

and improve the skills of novice writers. My research addresses this gap, by 

investigating using metrics generated from a pre-established NLP technique for naïve 
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topic modeling as a basis for generating analytic feedback for students on their use and 

development of topics included in their essay. The analytic is designed to encourage 

productive revision by guiding writers to consider how topics are presented and 

connected in their writing. The analytic visualizes the way topics are arrayed in a 

student’s draft, highlighting patterns that could indicate suboptimal topic inclusion. I 

hypothesize these patterns could be used to generate valuable feedback to writers. This 

would be advantageous as the naïve topic model could be trained on each student’s 

writing submission, providing personalized feedback on unique topics present in that 

document. This is a different approach to designing writing feedback. Rather than pre-

defining specific dialogue acts and training a model to identify the functional category of 

an utterance, a common design used in writing analytics, I explore whether patterns in 

topic modeling could indicate suboptimal topic expression. Additionally, the feedback 

would be on the topic content of the essay, contributing to the expansion of this area in 

writing analytic research. 

The proposed analytic makes use of naïve topic identification to produce two 

types of visualizations. The first is a representation of the most likely topic of each 

sentence in the essay, visually indicating any topic-isolated sentences. The second is an 

analytic graphic summarizing the relative proportions of each topic present in the essay. 

The feedback provided in the analytic visualization was evaluated in Experiment 1 to 

explore the potential of using naïve topic modeling. A follow-up study, Experiment 2, 

builds on the topic model analytic designed in Experiment 1 by evaluating different 

patterns in topic proportions at the paragraph level. This was used to design feedback 

prompts and test them against human evaluations.  

2.7. Topic Modeling 

Building on the properties of topic modeling, I aimed to design an analytic that 

modeled and identified latent topics in a student’s essay as a first step toward providing 

feedback to improve writing. Topic modeling is a family of computational methods that 

facilitates exploratory analysis of large text collections by extracting common themes 

discussed in the corpus. Latent Dirichlet Allocation (LDA; Blei, Ng, & Jordan, 2003) is a 

probability-based technique that treats each document as a mixture of topics and 

abstracts latent topics made up of clusters of words by identifying patterns of word co-

occurrence in the corpus of documents, which are represented as bags of words. LDA 
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can also be used to infer underlying topics represented in the documents. Each 

identified topic can be understood as a probability distribution over a collection of words. 

Each document is represented as a probability distribution over those topics. See for 

example Figure 2.2, illustrating three latent topics (red, yellow, and green topics) 

extracted from a group of documents. Each topic is composed of groups of words that 

commonly co-occur in the documents. Topics also have a probability distribution over 

the vocabulary of the corpus. For example, the red topic has a high probability for the 

word “Apple” but low for the word “Guitar”, whereas the green topic has the opposite, 

highlighting their different emphases. Individual documents have a probability distribution 

as well, indicating the main topics in that document.  

 
Figure 2.2  Topic Probability Illustration 

There are two additional assumptions important to this model. First, words can 

be part of more than one topic. There is no notion of mutual exclusivity that restricts 

words from being part of different topics at different weights. This allows topic models to 

capture the complexity of written language, such as polysemy (where the same word 

has multiple meanings) or when a word has a co-occurrence relationship with different 

words in different contexts. Second, the generative process described here does not 

make any assumptions about the order of words as they appear in documents. The only 

information relevant to the model is the number of times words appear. This is known as 

the bag-of-words assumption, and is common to many statistical models of language. It 

LDA Topic 
Model 

Algorithm
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assumes that word order does not matter when computing the relationship between 

words. 

These assumptions have important implications when creating language models. 

First, an implication of discarding word order is that it can overlook the semantic 

meaning of words in context. The model can not tell the difference between the same 

words differently arranged, such as “this is interesting” versus “is this interesting” and 

synonyms, such as “good instructor” and “great teacher”. At times some of this meaning 

can be lost when abstracting to overarching topics or themes. This is a limitation to be 

aware of when considering the usability and interpretability of the model. Second, when 

using a bag-of-words approach, the vocabulary requires careful consideration in order to 

manage the size and sparsity of word representations in the corpus vocabulary. Size of 

the vocabulary can impact the model if word use is very sparse. Sparse word 

representations are harder to model, challenged to harness so little information from 

such a large representational space. Reducing words to their stem (e.g. “teach”, from 

“teaching”) using a stemming algorithm can help group similar words together, 

increasing their perceived frequency of occurrence in the document, and reducing the 

total quantity of words in the document representation space. Third, it is also important 

to manage the vocabulary so that the words used to model the topics are meaningful 

and are not overshadowed by words with high frequency but low informational value, 

such as “the”, “of” etc. To aid with this, a list of common words to exclude during 

modeling can be generated (referred to as a stop word list). Many approaches in natural 

language processing have similar limitations, which should factor into consideration 

when using these techniques. Despite these potential drawbacks, topic modeling has 

successfully been used in several applications to explore underlying themes in text 

(Alghamdi & Alfalqi, 2015; Barde & Bainwad, 2017; Jockers, 2014).  

In 2003, Blei and colleagues introduced the Latent Dirichlet Allocation (LDA) 

algorithm. It is one of the most popular approaches used for topic modeling and has 

been applied in a variety of applications including text classification, document 

clustering, and collaborative filtering (Steyvers & Griffiths, 2013). It builds on prior text 

classification approaches, such as unigram models (Nigam, McCallum, Thrun, & Mitchell 

2000), by incorporating the idea that documents can be composed of a mix of topics, 

referred to as mixed-membership. In mixed-membership models, documents are not 

assumed to belong to single topics, but to simultaneously belong to several topics and 
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that topic distributions vary over documents (see for example Airoldi, Blei, Fienberg, & 

Xing, 2008). This is a key component of topic modeling. LDA is based on the idea that 

semantic information can be derived from word co-occurrences, and so it uses words in 

documents to infer the structure of the hidden variables called topics. 

A second feature that was introduced to topic modeling by Blei and colleagues 

(2003) is a Dirichlet prior to the sampling method, giving LDA its name. Before LDA, one 

of the first approaches to topic modeling was probabilistic latent semantic analysis 

(PLSA) proposed by Hofmann (1999; 2001) for document modeling (also known as the 

aspect model). This came from the widely used technique of latent semantic indexing 

(LSI) (Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990). While PLSA 

introduced a probabilistic feature to LSI that extended its utility, the model did not make 

any assumptions about the generation of topics to document weights, making it difficult 

to test the generalizability of the model to new documents (Steyvers & Griffiths, 2013). 

Blei et al. (2003) partially resolved this issue by introducing a Dirichlet prior on the topic 

to document generation. The Dirichlet is essentially a distribution of distributions and 

using it as a prior for the two multinomial distributions in LDA simplifies the problem of 

statistical inference. 

A defining feature of LDA is the assumption that documents are mixtures of 

probabilistic topics. This assumption makes it possible to re-frame the problem to that of 

discovering the set of topics that produced the collection of documents. More 

specifically, defining the generative probabilistic model that produced the observable 

document. LDA uses this approach and treats data (the corpus of documents) as coming 

from a generative probabilistic model that includes latent variables (i.e. topics) (Blei, 

2012). At a conceptual level, the generative process can be thought of as the process 

the model assumes made use of the words and topics to generate the observed 

documents. Topic modeling is essentially trying to “reverse” this procedure to determine 

the model that generated the observed data because it reveals information about the 

latent variable topic. Understanding how the generative model works provides insight 

into how topics are inferred from the observed words and documents and how features 

of the corpus impact topic allocation. The following sections describe the generative 

process as a probabilistic model and the techniques used in this research to infer the 

latent topics.  
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2.7.1. Generative Probabilistic Modeling 

LDA is a generative probabilistic model made up of three layers - documents, 

words and a hidden layer which models latent topics (Griffiths & Steyvers 2002, 2003, 

2004). The total number of topics K must be specified as a parameter. Documents and 

words are linked by the latent variable topics z. The generative process defines a joint 

probability distribution over both the observed and latent variables. Data analysis is 

performed by using the joint distribution to compute the conditional distribution of the 

latent variables given the observed variables. This conditional distribution is also called 

the posterior distribution. LDA relies on inference approximation techniques to calculate 

the posterior probability distribution, described later in further detail. 

The generative process, as describe by Grün & Hornik (2011), is as follows:  

The total number of topics K must be fixed a-priori. In the model, w = w1 ...wN is a 

corpus containing N words, with d = d1 ...dN being the document indices of each 

word and z = z1 ...zN being the hidden topic assignments of each word. Each 

topic k = 1 . . . K is represented by a multinomial φt over the word vocabulary. 

Each document 1…. D is multinomial θd over topics.  

1. For each topic k, from the total of K latent topics:  

Draw a multinomial φk (per-topic word distribution) from a Dirichlet prior(β)  

2. For each document d from the corpus:  

Draw a multinomial θd
 (per-document topic distribution) from a Dirichlet 

prior(α)  

3. For each document in the corpus and word in the document:  

a) Draw a topic zi from the multinomial θd; (p(zi | α))  

b) Get a word wi from the multinomial φz; (conditioned on the topic); 

(p(wi | zi, β))  

There are some interesting dependencies outlined in the generative process. The 

per-document topic distribution determines how much the document d uses topic k, 
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based on the words in the document. Second, the topic-word distribution determines 

how much each topic uses the word, based on its assignments in all documents in the 

corpus. These relationships highlight how the word patterns within the documents relate 

to the modeling parameters. The third and fourth factors are the Dirichlet priors.  

The Dirichlet prior on the topic distributions can be interpreted as forces on the 

topic combinations. The θ’s are fitted with a Dirichlet prior with hyperparameter α. The 

φ’s are fitted with a Dirichlet prior with hyperparameter β. Alpha impacts the document to 

topic distribution and beta impacts the topic to word distribution. A higher α moving the 

topics away from the corners of the simplex, leading to more smoothing (Grün & Hornik, 

2011). Often used in practice, when α < 1, the modes of the Dirichlet distribution are 

located at the corners of the simplex, that results in a bias towards sparsity. This means 

that selections are favoured toward identifying just a few topics. A Dirichlet(β) prior is 

placed on φ as well. The hyperparameter β can be interpreted as the prior observation 

count of the number of times words are sampled from a topic before any word from the 

corpus is observed. This smoothens the word distribution in every topic, with the amount 

of smoothing determined by β. Good choices for the hyperparameters α and β will 

depend on number of topics and vocabulary size. Previous research suggests α =50/K 

and β = 0.01 will work well for many different text collections (Steyvers & Griffiths, 2013).  

Dimension reduction is accomplished when the number of topics is much smaller 

than the number of word types, thus the topics span a low-dimensional subsimplex and 

each document is projected onto the low-dimensional subsimplex. This highlights a 

process similar to principal component analysis, finding a low-dimensional 

representation for the content of a set of documents. 

2.7.2. Inference 

The key problem in topic modeling is posterior inference. This refers to reversing 

the generative process previously described to infer the latent variables (z, θ, and φ) in 

the model given the observed data on the words, documents, and number of topics 

defined. The number of possible topic structures, however, is exponentially large; this 

sum is intractable to compute. As with many modern probabilistic models and Bayesian 

statistics, the posterior probability can not be directly computed because of the marginal 

probability of the observations, which is the probability of seeing the observed corpus 
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under any topic model (For further details on this see Griffiths & Steyvers, 2004). 

Therefore an approximate inference technique is applied. Generally these approaches 

fall into two categories—sampling-based algorithms and variational algorithms. For 

variational algorithms, a common approach is to use maximum likelihood estimation, as 

was used in the original LDA paper published by Blei and colleagues (2003). However, 

more recently, Gibbs sampling has become a commonly used sampling algorithm for 

topic modeling (Griffiths & Steyvers 2004; Grün & Hornik, 2011). Sampling-based 

algorithms attempt to collect samples from the posterior to approximate it with an 

empirical distribution. Every kind of algorithm has its own advantages. The variational 

approach is arguably faster computationally, but the Gibbs sampling approach is in 

principle more accurate (Porteous, Newman, Ihler, Asuncion, Smyth, & Welling, 2008). 

Choosing an approach depends on the efficiency needed and accuracy of the generative 

process. For this research, Gibbs sampling was selected, favouring the potential for 

more accurate results, as the corpus used is small, so the computational time was less 

of a factor. 

2.7.3. Gibbs Sampling 

Gibbs sampling is an algorithm that generates successive sampling of conditional 

distributions of variables, whose distribution over many iterations converge to represent 

a state close to the true distribution (Steyvers & Griffiths, 2013). The strategy used in 

Gibbs sampling for discovering topics differs from other approaches by not explicitly 

representing ϕ or θ as parameters to be estimated, but instead considering the posterior 

distribution over the assignments of words to topics, P(z|w). Then the estimates of ϕ and 

θ are obtained by examining the posterior distribution. Evaluating P(z|w) requires 

computing a probability distribution over a large discrete state space, a problem that has 

been studied in detail in Bayesian statistics. This is accomplished through the use of a 

Markov Monte Carlo chain procedure, which generates samples from the distribution 

with the specified conditional probabilities.  
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Draws from the posterior distribution p(z|w) are obtained by sampling from : 

p(zi = K|w, z−i) ∝ 
n –i,K

(j)
 + β    n –i,K

(di) +α 

n –i,K (.)+ Vβ  n –i,.
(di) +kα

 

Equation 1  Posterior Sampling Distribution 

(see Griffiths and Steyvers 2004; Grün & Hornik, 2011). It starts with z−i, the vector of 

current topic memberships of all words without the ith word wi. The index j indicates that 

wi is equal to the jth term in the vocabulary (V). The n -i,K(j) gives how often the jth term of 

the vocabulary is currently assigned to topic K without the ith word. The dot “.” 

symbolizes summation over the index is performed. The document in the corpus to 

which word wi belongs is di.  

Conceptually, Gibbs Sampling is helping to approximate the distribution of 

p(Z|W;α, β) by creating a chain of conditional probabilities to approximate the true 

values. This is done by starting with randomly assigned values to ϕ and θ and updating it 

by examining individual word-token assignments one at a time, holding all other values 

to be true. The current word-token assignment is removed, and the state of ϕ and θ are 

used to re-assign it to a topic, which then updates ϕ and θ. This is sequentially done to 

create a long chain of draws, i.e.  p(Z(1,1)| z-(1,1)W; α, β), p(Z(1,2)| z-(1,2)W; α, β), p(Z(1,3)| z-

(1,3)W; α, β), …. p(Z(N,K)| z-(N, K)W; α, β). Each word-token’s topic assignment is 

conditioned on the rest of the topic assignments. Each Gibbs sample consists of the set 

of topic assignments to all N word tokens in the corpus by going through all documents 

in a single pass. These first samples (also known as the burn-in period) have to be 

discarded because they are poor estimates, but the successive Gibbs samples start to 

approximate the target distribution. To prevent correlations between samples (Gilks, 

Richardson, & Spiegelhalter, 1996) a number of Gibbs samples are saved at regularly 

spaced intervals and are used to get a representative set of samples from this 

distribution to approximate the true distribution.  

Four factors affect topic assignment for a particular word-token during this 

process. First, how much the document d uses topic k, based on the assignment of 

every other word in the document. Second, how much each topic uses the word, based 

on its assignments in all the other documents in the corpus. These two factors are 
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dynamic and can change with each draw.  The third and fourth factors are the Dirichlet 

priors, alpha and beta. Alpha impacts the document to topic distribution and beta 

impacts the topic to word distribution. In Gibbs sampling, they act as smoothing 

parameters so that even when the number of times the document uses the topic is zero 

in the current state, we can see from the previously outlined formula that the beta weight 

is added, so there is still a chance of selecting this topic. The same applies for the word 

counts in a topic using the Dirichelt prior alpha.  

Therefore, words are assigned to topics depending on how likely the word is for a 

topic and how dominant a topic is in a document. For example, if several tokens of a 

word have been assigned to a topic (across documents), it will increase the probability of 

assigning that word-token to that topic. At the same time, if that topic has been used 

multiple times in that document, the probability that any word from that document will be 

assigned to that topic will also increase. These two factors form the left and the right 

sides of the previously outlined equation, and are multiplied to get the weight for that 

topic. All other topic weights are calculated in the same way. With all the weights 

calculated, a draw is then made to assign that word-token to a topic. Analogous to 

tossing a weighted dice to pick the topic, the topic that has the highest weight is more 

likely to be selected, but there is a chance that any one of the topics could be chosen.   

The sampling algorithm provides direct estimates of the topic for every word, and 

from there, topic-word distributions and topic-document distributions can be calculated. 

This is ideal for this research project as it provides the best fit for the latent variables that 

can explain the observed data (i.e., the words in the documents). These topic allocations 

will become foundational for calculating deviations from topics to produce the different 

writing-analytic flags tested in this research project.  

Using probabilistic topics to represent the content of words and documents has a 

distinct advantage over a purely spatial representation. Each topic is individually 

interpretable using words from the corpus, providing a probability distribution over words 

that form a cluster of correlated terms that can be interpreted, and probabilities are 

comparable. This contrasts alternative approaches to text classification that use arbitrary 

axes of a spatial representation. While spatial representations can be extremely useful in 

many applications, direct interpretation of the factors they represent is challenging (e.g., 

Griffiths & Steyvers, 2004; Rosen-Zvi, Griffiths, Steyvers, & Smyth, 2004; Steyvers, 



28 

Smyth, Rosen-Zvi, & Griffiths, 2004). When language is represented in distributed vector 

spaces, it is generally considered uninterruptable on its own (Montavon, Samek, & 

Müller, 2018) and requires further techniques, such as mapping it to a concept space 

(Schwarzenberg, Raithel & Harbecke, 2019), to make it interpretable.  

2.8. Topic Model Analytic Design 

An important part of this research was determining how the topic model would be 

used to represent topics. Prior research has reported humans find it difficult to decipher 

the meaning of topic modeling output (Chang, Gerrish, Wang, Boyd-Graber & Blei, 

2009). The prevailing trend for describing topic models has been to show a list of the 

highest weighted words for each topic, but out of context it can be difficult to draw 

meaning from these words. Others approaches have been to graph topics as though 

each topic was one object, displaying their proximity in two-dimensional space (Sievert & 

Shirley, 2014; LDAvis, Sievert & Shirley, 2016). This innovative approach faced some 

challenges interpreting the dimensions of the graph and size of the topic nodes. These 

approaches and most of the work in topic modeling have focused on either clustering 

similar texts based on their topic profiles or describing the themes present in a large 

quantity of text using topics as a description of the corpus as a whole. For example, what 

are the themes in all of the works of William Shakespeare (Jockers, 2014) or what is 

being shared on Twitter (Zhao, Jiang, Weng, He, Lim, Yan & Li, 2011). The ability to 

cluster similar texts has been used by automated recommender systems analyzing the 

topic profile of documents to provide recommendations of similar documents (Sriurai, 

Meesad, Haruechaiyasak, 2009; Wang & Blei, 2011). This is becoming more common in 

social media platforms that curate feeds for the user based on articles read, liked or 

topics identified as an interest (Bhadury, 2017). From a user perspective, the challenge 

has been to find a way to describe topics and present them in meaningful ways, in order 

to conceptualize and make use of this latent topic variable. 

A reason many are drawn to topic modeling in various areas of application is the 

affordances of the naïve modeling. It does not require pre-defined classification schemes 

and large quantities of pre-annotated data to build a model (Blei, 2012). In fact, the 

model can be updated, learning from new data added to it. The ability to draw out 

underlying themes and use the language of the source texts to describe topics makes 

this a powerful tool. It is also unique in its ability to classify and group text based on 
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latent topics. Most approaches require categories to be pre-defined, limiting the scope to 

only those categories (Landauer, McNamara, Dennis, & Kintsch, 2013). The power of 

inferring the topics from the text has been seen in recent applications of topic modeling 

to aid in discovering themes for qualitative research (Jockers, 2014; Nikolenko, Koltcov, 

Koltsova, 2017). 

Building on the advantages of topic modeling, I aimed to design an analytic that 

would facilitate modeling and present the latent topics in a student’s writing in a way that 

would provide feedback to improve writing. This would be advantageous as the naïve 

model could be trained on each student’s essay, providing personalized feedback on the 

unique topics present in that document. This would be a different approach to provide 

writing feedback. Rather than pre-defining specific dialogue acts to identify the functional 

category of an utterance, a common design for generating writing analytic feedback, I 

could explore whether patterns in topic modeling could indicate suboptimal topic 

expression. Additionally, the feedback would be on the topic content of the essay, 

contributing to the expansion of this area in writing analytic research. 

Similar to how a latent topics structure is used to characterize content of a 

document, I thought a similar approach could provide a new lens for writers to examine 

and critically evaluate their own work by focusing on the topics present in their writing. I 

hypothesized that the way topics were clustered together and sequentially presented in 

text could provide insight into optimal and less optimal writing. If certain patterns could 

be identified as suboptimal topic presentation, this could be used to provide targeted 

feedback for learners. Identifying patterns in topic presentation would be advantageous 

as these patterns, linked to feedback, could be generalizable to different essays 

containing different topics. To do this, I needed to determine: (1) a procedure for 

generating the specific topic metrics needed, (2) a design for communicating the topic 

assignments, and (3) a way to identify the patterns I hypothesized would provide 

informative feedback. 

Topic Metrics. Different approaches could be selected for modeling students’ 

essays to obtain their topic structure (see Barde & Bainward, 2017 for recent review; 

Alghamedi & Alfalqui, 2015). I decided on an approach based on the goal of generating 

as much specific, personalized feedback to students as possible while optimizing the 

potential utility of a naïve modelling system. LDA topic modeling with Gibbs sampling 
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was selected as its design assumes all topics are present in differing proportions in the 

document, and these proportions are modeled (Blei, 2012). It also uses the vocabulary 

of the document to describe the topics, an advantage for interpretability over other vector 

space techniques (Steyvers & Griffiths, 2013). The related technique of probabilistic LSA 

(PLSA) was considered, as it is similar to LDA and could create a “concept space” from 

the terms and document vectors. PLSA can show how related a given set of documents 

are to one another in the concept space by comparing the vectors, typically with cosine 

similarity (Brade, & Bainwad, 2017). However, LDA is thought to perform better than 

PLSA with short texts (Song, Ye, Du, Huang & Bie, 2014). LDA has previously been 

used with short texts and student writing, so it seemed the most appropriate technique 

for this research (Alghamedi & Alfalqui, 2015; Chen, Yu, Zhang, & Yu, 2016; 

Southavilay, Yacef, Reimann, & Calbo, 2013). LDA is considered an optimal method for 

topic modeling widely used in a variety of applications. Testing with some of the newer 

network-model adaptations to topic modeling could be an area of future research if 

shown to be feasible with smaller datasets (see for example Gerlach, Peixoto, & 

Altmann, 2018). Additionally, the emerging research into enhancing topic modeling with 

word embedding approaches could show promise to enhance topic modeling methods 

(see for example WELDA, Bunk & Krestel, 2018). Word embeddings lack human 

interpretability, which is where the probabilistic view of topic models may help and 

facilitate interpretation, an area for future exploration.  

Once LDA was selected as the method, it became important to decide how to 

operationalize the corpus for modeling. One option was to generate a large topic model 

from a large quantity and variety of essays that could then be used to classify individual 

papers. I decided against that approach as I wanted to take advantage of personalizing 

the topic model to each individual student’s essay without the need for large sample data 

for training. This would allow the analytic to be used in courses where students can 

select their essay topic and supporting sources. To incorporate this feature, I opted for a 

design that creates a topic model from each essay individually.  

Each essay was treated as a corpus of small “documents”, composed of the 

sentences of the essay. Terminal punctuation marks were used to classify sentences as 

units of analysis, using patterns of shared word occurrences in the sentence and across 

the set of sentences in the essay to model the topic structure of the essay. The total 

number of topics modeled for each essay varied to best fit that essay. This afforded the 
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opportunity to model and compute the topic metrics needed. Topic probabilities for each 

sentence in the context of the essay could then be calculated and saved according to 

sentence ID, paragraph ID and essay ID. This ID system was designed to capture and 

preserve the sequential presentation of the original essay since the topic modeling 

procedure alone does not preserve word order, sentence sequencing, and paragraph 

breaks. Sentences were conceptualized as a communicative unit that made up the 

topics of the essay. Students’ paragraphs were used as an indication of their decision to 

group topics together. These metrics were used as part of the metrics for topic use 

patterns and the way topics were presented to students in the visualization.  

Topic Model Analytic Visualization Design. Keeping in mind previous research 

on limitations of interpreting topic models, the goal of the visualization was to show the 

topics present in the essay and identify topic patterns hypothesized to contribute to topic 

clarity. Because of the probabilistic nature of topic modeling, each sentence is given a 

probability value for every topic, with probabilities totalling to 1. I chose to select the 

most probable topic for each sentence as the topic descriptor for that sentence. Topic 

modeling packages can automatically rank the most probable topic, but to avoid any 

potential issues with a tied value, arithmetic precision at multiple decimal places was 

preserved during modeling.  

For the visualization design, I chose not to attempt to describe the topics using 

highly probable words for that topic, and instead identified topics by number with an 

assigned colour. I wanted a display that would draw attention to dominant topic of each 

sentence and how this unfolded across sentences in the essay. This shifts focus to the 

prose rather than abstracted words the model assigned to represent a latent topic, which 

can be problematic for human interpretation (Chang, Gerrish, Wang, Boyd-Graber, & 

Blei, 2009). I created a visualization that was a simple augmented view of the original 

essay with the colour of each topic superimposed over the sentence dominated by that 

topic (see Figure 2.3, an essay excerpt showing topic colouring). I wanted it to look as 

though the analytic system used a set of colourful crayons to highlight each sentence 

based on the topic the model assigned. This has the distinct advantage of combining the 

topic presentation and the temporal ordering of the sentences within the context of the 

essay. Students can read their paper under this new lens with feedback embedded into 

the context of the paper. The feedback would be generated from the patterns of topic 

development hypothesized to indicate suboptimal topic expression. Students would not 
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only see the feedback, but also insight into why they received the feedback, by looking 

at the topic assignments of the surrounding sentences. The design aligns with Mayer’s 

principles for multimedia learning (Mayer, 2002), used to convey the topic themes in a 

simple layout for evaluating the utility of topic distribution feedback as prompts for writing 

revision. Based on the results of this research, future work will explore optimal means for 

topic visualization. 

 
Figure 2.3  Example Topic Visualization 

Topic Use Patterns. There is potential to identify many different patterns within 

the framework I designed for representing the topics used in an essay. The challenge is 

identifying a pattern that provides meaningful feedback and is generalizable enough to 

be found across a variety of topic models generated for different essays. For this 

research project, I focused on patterns that would show differences in topic 

presentations. In Experiment 1, I focus on three patterns I hypothesized would indicate 

an underdeveloped topic was present that could be elaborated to improve the essay. 

The first pattern is a paragraph that contains one sentence on a solitary topic. The 

second pattern is a set of different solitary topic sentences in a paragraph. The third 

analytic is the relative total proportions of each topic in the essay, highlighting the minor 

topic. I hypothesized that focusing on topics with the least representation, grouping of 

topics at the paragraph-level and across the essay would identify potentially 

underdeveloped topics, providing helpful feedback to revise the essay. Building on the 

results of Experiment 1, in Experiment 2 I examine the difference between topics 
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presented in the body paragraphs of an essay and those in the introduction and 

concluding paragraphs. The focus of the first analytic is to identify main topics in the 

body of the essay that were omitted in the introduction or conclusion paragraphs. The 

second analytic identifies any single paragraph that includes sentences representing all 

main topics in an essay. This could identify a paragraph that introduced too many ideas 

with suboptimal treatment of any one topic.   

Research Questions: 

 Experiment 1: Evaluation of the Topic Visualization 

1. Using topic modeling, does the analytic visualization showing sentence-

level topic identification provide useful feedback on potentially under 

developed topics in the paragraph?  

2. Are visualizations of topically unique sentences or sequential groups of 

topically unique sentences in a paragraph more appropriate feedback to 

visualize under-developed topics? 

3. Does the visualization of the relative topic proportions of the overall essay 

provide useful feedback on underdeveloped topics?  

4. Is there a relationship between the number of topic-isolated sentences in 

paragraphs and the grade students received on the essay? 

 

Experiment 2: Evaluating Topic Model Based Paragraph Prompts 

1. How accurate is feedback identifying introductory paragraphs that 

overlook one or more main topic(s) presented in the body of an essay?  

2. How accurate is feedback identifying conclusion paragraphs that overlook 

one or more dominant topic(s) presented in the body of an essay?  

3. How accurate is feedback identifying body paragraphs that contain the 

majority of the topics presented in the essay?  
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Chapter 3.  
 
Method 

An analytic was designed based on topic modeling metrics to investigate whether 

patterns in topic representation could provide helpful feedback to a learner on their use 

and patterning of topics in an essay by applying a previously established NLP technique 

for naïve topic classification. A first experiment was a crucial step in evaluating the 

potential of these topic metrics and the analytic visualization. Based on the experience of 

working with the topic model visualization, a second experiment used a subset of the 

original data to examine new forms of feedback. 

3.1. Topic Modeling  

LDA topic modeling (Blei, Ng, & Jordan, 2003) was selected as it affords a 

probability-based technique that treats each document as a mixture of topics and 

abstracts coherent topics by identifying patterns of word co-occurrence in a mixed 

membership model. Given a set of documents, LDA can infer underlying topics 

represented in the corpus. Additionally, interpretation is optimized as each topic is 

identified as a probability distribution over a collection of words and each document as a 

probability distribution over those topics.  

Topic modeling was applied using the LDA algorithm and Gibbs Sampling 

procedure included in the R package topicmodels (Grün & Hornik, 2011). Gibbs 

sampling was set to return results of the analysis with the highest posterior probability. 

Following the burn-in period, 2000 iterations were performed, taking every 500th iteration 

for further use. This was done to avoid correlations between samples. Five random 

integers were provided in a seed list for the different starting points for independent runs 

(this also ensures reproducibility).  

An important step in generating topic models is setting a parameter, K, defining 

the number of topics to identify, representing meaningful and useful topics (Law & Jain, 

2003). A large K can result in overly specific or redundant topics whereas a small K can 

fail to differentiate smaller topics causing the identified topics to be too broad. K is 
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usually tuned manually by repeatedly modeling topics using estimated values of K, then 

choosing a K-value yielding reasonable results based on prior knowledge in the task 

domain. I used the manual method informed by perplexity values computed across a 

wide range of k, as well as algorithmic approaches for estimating the optimal k value 

using the LDAtuning package available in R (Murzintcev, 2016). Perplexity is a 

commonly used measurement in information theory to evaluate how well a statistical 

model describes a dataset, with lower perplexity denoting a better probability model. The 

statistic is meaningless on its own but can be helpful when comparing different models. I 

used it to aid in determining an optimal K value by computing perplexity for a range of K 

and plotted the change in perplexity for the different number of topics. This was reviewed 

to determine the approximate point where perplexity decrease starts to diminish when 

increasing the number of topics (see Figure 3.1 for sample plot of perplexity to topic). 

Perplexity will always favor a larger number of topics as this provides more options for 

fit, but a larger number of topics can be more difficult to interpret. The challenge is 

finding a balance, choosing the lowest number of topics while also reducing perplexity. 

To help inform this decision, I also used three algorithms from the LDAtuning package 

(Cao Juan et al., 2009; Arun et al., 2010; Deveaud et al., 2014), which have been show 

to be helpful in selecting an optimal number of topics. The algorithms review a range of 

topics to aid in making an optimal selection (see Figure 3.2 for sample LDAtuning 

graph).  Based on the results from both of these techniques a K-value was selected. In 

cases where the metrics did not indicate a clear topic, the closest 2 or 3 K-values were 

computed and manually reviewed, reading the high probability words for each topic, to 

choose the final value of K. This was repeated for each essay to choose a favorable K 

value. The final K values in the corpus ranged from 3 to 8, with an average of 5.4. A 

dataset with all final topic allocations is included in Appendix D. 
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Figure 3.1  Graphic of Changes in Perplexity for Increasing Number of Topics 

 

 
Figure 3.2  LDATuning Algorithm output 

An individual topic model was generated for each essay using sentences from 

the essay as the corpus for model generation. This provides the opportunity to test 

whether the analytic generated from topic modeling can be used on a variety of essay 
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subjects. It also affords assessment of topic development at the sentence, paragraph, 

and essay levels.  

3.2. Data Preparation 

The corpus of writing used for this study was essays written for a graded 

assignment in an undergraduate course in educational psychology at a Canadian 

university. Students were free to choose their own essay topic related to the course 

content and were instructed to create an argumentative paper supported by evidence. 

They were told to use at least 5 of 118 short scientific papers provided by the instructor 

as their source for elements in their argument. Essay length was to be between 1,500-

2,000 words not including references. The instructor’s description of the writing 

assignment and marking rubric are included in Appendices A and B respectively.  

After the essay was completed and grades were returned to the students, 

students were invited to participate in the research project following a short presentation 

made during lecture and associated tutorial groups. Participation was voluntary and 

there was no incentive provided. Of the 193 students registered in the course, 118 

consented to participate but 5 were excluded due to incomplete data. The final sample 

was 113 essays.  

All essays were anonymized and converted to UTF-8 text format preserving only 

essay content and paragraph breaks. Text preparation applied regular expression codes 

to replace in-text citations with a code marking a reference was present. Reference 

codes were excluded during topic modeling. For modeling purposes texts were cleaned 

to remove numbers, punctuation, unusual characters, and exclusion of a stopword list 

(included in Appendix C). Words were un-capitalized and stemmed using the package 

“tm” (Feinerer & Hornick, 2018) to increase the chance of having similar words and verb 

tenses collapsed into one form when generating the term frequency by document matrix 

and reducing sparsity.  

3.2.1. Participants 

Experiment 1 used the full 113 essay corpus. Students ranged from 17 to 47 

(M=21.5) years of age. Years of education while being taught in a primarily English 
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institution ranged from none to 23 (M=13.8) years. Essays varied in length from 719 to 

2,069 words (M=1,619), and adjusted grades ranged from 28% to 100% (M=81%). 

Experiment 2 used a subset of 71 essays to test three additional topic patterns 

for generating writing revision feedback. An initial 42 essays were reviewed to develop 

the hypothesized topic patterns parameters before testing on the 71 essay data-set. It 

was decided that the best approach would be to test the pattern on unseen essays as 

the previously reviewed essays helped to inform the hypothesized patterns. The 71 

essays were used to test the accuracy of the topic pattern flags developed for 

experiment 2. The subset had similar demographics to the larger corpus. Essays 

averaged 1,630 words in length, students’ ages varied from 17 to 45 years, (M=21.2), 

and years of education primarily in English ranged from 0 to 21 years (M=13.9).  

3.3. Experiment 1: Topic-Based Analytic Visualization 

3.3.1. Research Design 

The focus of this exploratory research was to evaluate the potential utility of 

using a naïve topic model based visualization as feedback to learners to encourage 

reflection on the development of topics used in their writing. Experiment 1 explored the 

use of topic modeling metrics as a basis for generating feedback to learners on the 

topics included in their essay. To visualize topics for learners, sentences in a student’s 

essay were colour-coded by the topic with the highest probability associated with that 

sentence. Each colour corresponds to one topic in the essay, so one could view the 

entire essay as a colour-coded map of how they presented topics in their paper and the 

relative emphasis of each topic in a paragraph. The objective was to see if patterns in 

the topically colour-coded visualization could provide feedback on suboptimal topic 

development. Included within this visualization are three indicators of topic distribution 

patterns that are hypothesized to point to underdeveloped topics. To evaluate research 

questions 1 and 2, sentence-level topic colouring was used to identify when there was 

only one sentence in a paragraph on a topic. To compare different patterns, a single 

topic-isolated sentence was marked with a red arrow flag and a group of 2 or more 

sentences was marked with an amber arrow flag, as shown on the right side of Figure 

3.3. Red arrows were generated by concatenating all sentences with the same 

paragraph ID, counting all sentences by topic category, and marking Sentence ID if topic 
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value sum =1 and Sentence ID +/-1 ≠ total value sum =1. Amber flags were generated 

by concatenating all sentences with the same paragraph ID, counting all sentences by 

topic category, and marking Sentence ID if topic value sum =1 and Sentence ID +/-1 = 

total value sum =1. The red and the amber flags were mutually exclusive indicators in 

the essay. 

 
Figure 3.3  Sample Topic Visualization 

The second visualization is an analytic summarizing the relative proportion of 

each topic present in the essay, shown on the left in Figure 3.3. The proportions are 

represented in a pie chart, with percentages for each topic present in the essay. The 

percentages were calculated based on the total number of sentences assigned to a 

topic, divided by the total number of sentences in the essay. It was hypothesized that the 

relative proportions of the topics might indicate if a topic was underdeveloped in the 

essay. A topic ranging from 1% to 10% of the essay’s total sentences was operationally 

defined as a small topic. This range was selected based on the fact that the average 

number of topics in the sample was 5, and if these were perfectly evenly distributed, 

each topic would be 20% of the essay. An evenly distributed essay would be very 

unlikely but it provides a guideline for suggesting 10% or lower would be substantially 

below the average, providing a starting point for examining minor topics. Essays, which 

the topic model visualization identified as containing minor topics, were evaluated, 

reviewing the sentences that represented the small topic(s).  
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3.3.2. Evaluating Visualization Feedback 

To address the research questions on the utility of the feedback provided from a 

visualization of the topics in a student’s essay, two graduate students scored the 

appropriateness of the feedback provided in the visualization. The two graduate students 

were not teaching assistants for the course but were familiar with the course content. 

They were selected as reviewers because they would not be influenced by prior 

experience grading these papers for the course. Additionally, as experienced writers in 

their graduate programs who had worked with students on their writing, they would be 

capable of recognizing feedback that would be beneficial to novice student writers.  

The graduate raters were instructed to read each essay and rate the feedback 

provided in the visualization. They reviewed the colour-coded essay and evaluated the 

paragraphs, looking at the topic colour coding and rating whether the red or amber 

arrowed sentences provided useful feedback indicating a topically isolated sentence(s) 

that might be further developed in the paragraph. Each sentence was evaluated based 

on reviewing it in the context of the paragraph. Evaluation scores were provided on a 

yes/no binary scale.  Reviewers were instructed to score the feedback based on whether 

they judged it would be helpful to the learner. The goal of feedback was described as 

aiding the learner to identify sentences about a topic that was underdeveloped, 

disconnected or isolated in the paragraph, and could be revised to improve clarity of the 

essay. Consensus was reached between the two reviewers for all sentences in each 

essay.  

An evaluation sheet was created for this task in which each sentence in an essay 

was assigned a row with multiple columns provided for reviewer’s scoring. The first two 

columns for a sentence recorded whether the analytic identified a red or amber topic 

pattern. The next column indicated whether the reviewer agreed or disagreed with the 

feedback provided, coded as binary yes/no (1,0). If the reviewer disagreed with the 

feedback, space was provided to describe the disagreement. Reviewers could also mark 

if they read a sentence that stood out in the paragraph as an isolated topic but was not 

identified by the model. In this way, reviewers could mark their agreement or 

disagreement with paragraphs that contained no sentence-level markers. This data 

addressed research questions 1 and 2. The presentation, phrasing and structure of the 

feedback itself as authors perceive it will be explored in future research.    
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The second evaluation provided by the graduate raters was for the pie chart 

graphic that described the relative percentages of topics distributed in the overall essay. 

This addressed research question 3, exploring the potential utility of providing feedback 

on the minor topics in the overall essay as potentially underdeveloped. The raters 

evaluated this feedback after reading the entire essay and generating evaluations for 

research questions 1 and 2.  

The graduate raters reviewed the minor topic indicated by the graphic and the 

sentences assigned to that topic by the model. They scored whether this was useful 

feedback on a binary scale. This evaluation was limited only to cases that contained a 

minor topic, reviewing the minor topic identified. For the raters to provide an evaluation 

of the essays where the model had not identified a minor topic would have required them 

to evaluate all of the topic proportions in the essay as a whole, which was determined to 

be a far more extensive coding analysis and beyond the scope of this research question. 

Therefore, raters reviewed only the 48 essays that were identified by the analytic as 

containing a minor topic. If the analysis of this analytic was strongly aligned with the 

human evaluations, future analyses could be done to validate the negative cases.  

3.3.3. Relationship between Analytic Feedback and Essay Grade 

To evaluate research question 4, the relationship between the number of 

sentences flagged by the analytic and essay grade was tested. All teaching assistants 

for the course used the same essay-marking rubric and provided scores on the rubric in 

addition to the overall grade on the essay. Essays were scored out of a total of 30 marks 

composed of 6 categories: writing mechanics (5 marks), macro structure (5 marks), 

thesis statement (5 marks), argument coherence (7 marks), counter arguments (3 

marks), and evidence and theory use (5 marks) (marking rubric included in Appendix B). 

Unfortunately, there was some miscommunication with two of the four teaching 

assistants and marks under the sub-categories of thesis, argument coherence, counter 

arguments and evidence were collapsed into a category called “argumentation” 

comprised of a total of 20 marks. This resulted in some teaching assistants allowing 

argument coherence to be worth a total of 7 marks instead of 5 and counter arguments 3 

marks instead of 5, still totaling 20 marks for the four components. Therefore the score 

out of 20 marks was used as this equalized differences between the marking rubrics. To 

better align the marking rubric with evaluations of the writing content, the component of 
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the grade for “writing mechanics” was removed. The description provided in the marking 

rubric for this category was that the essay was of appropriate word length, correct use of 

grammar and spelling, APA reference formatting, appropriate headings, and good quality 

expression (i.e. bias-free language). As these are not features captured by the analytic, 

this portion of the mark was excluded. The total number of red flag and amber flag 

sentences were correlated with the refined essay grade, reported as a percentage. 

3.4. Experiment 2 

3.4.1. Research Design 

Building on the analytic model designed for experiment 1, experiment 2 tested 

new patterns in topic presentation hypothesized to provide valuable feedback on 

students’ writing. While reviewing essays in experiment 1, it was observed students 

struggled to develop introduction and conclusion paragraphs in their essays. They were 

not tailored to the content of the essay. Additionally, some paragraphs lacked topic 

clarity, not because of an underdeveloped topic, but the opposite – too many topics were 

developed in the same paragraph, overwhelming the reader. These two issues seemed 

important to address in writing feedback. Paragraphs with these characteristics were 

identified in the dataset. This inspection led to framing an additional experiment to test a 

different pattern for generating feedback about underdeveloped introduction/conclusion 

paragraphs or overly dense main body paragraphs. 

In the corpus of 113 essays, 42 were used to explore the pattern and 71 to test 

feedback. In the 42 evaluated essays, it seemed as though the introduction or 

conclusion paragraph would benefit from including more information presented in a body 

paragraph in 20 cases. Body paragraphs noted as topically dense seemed to have 2 or 

more sentences on every main topic of the essay except topics occupying less than 

8.5% of the essay (using data from the overall topic proportion analytic designed in 

Experiment 1). These observations informed specification of topic patterns used to 

generate feedback evaluated on the 71 test-set of essays.  
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3.4.2. Evaluating Feedback  

The goal was to examine the accuracy of feedback based on: a) introductory 

paragraphs that overlook one or more dominant topic(s) presented in the body of an 

essay, b) conclusion paragraphs that neglect one or more dominant topic(s) in the 

essay, and c) body paragraphs that contain the majority of topics introduced in the entire 

essay.  Minor topics were operationalized as those smaller than 8.5% of the total essay. 

This value was set based on a threshold that fit the prior test cases. An introduction or 

conclusion flag was produced if either paragraph excluded at least one topic represented 

in more than 8.5% of its essay. This was considered to operationally define omitting one 

or more main topic(s) in an introduction or conclusion paragraph. Body paragraph flags 

were produced when a paragraph included 4 or more topics in multiple sentences, 

excluding minor topics.  

For introduction and conclusion flags, the raters reviewed the topics presented in 

the body paragraphs of the essay to determine if the topic(s) identified by the model was 

excluded from introduction or conclusion paragraphs and the essay would benefit from 

having it included. Paragraph flags were reviewed in the context of the essay to judge 

whether the inclusion of so many topics detracted from clarity or coherence of the 

paragraph. Each type of error was evaluated on a binary scale (present or not) by raters. 

Model statistics were evaluated for each flag type comparing model and human 

evaluations.  
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Chapter 4.  
 
Results 

This research examined the utility of different patterns in topic development, 

derived from naïve topic modeling, to generate feedback.  

4.1. Experiment 1 Results 

Research questions 1 and 2 concern the utility of the feedback the analytic 

provided about potentially underdeveloped topics in students’ writing. Two patterns 

signaled by red and amber flags represented singleton or sequential topic-unique 

sentences in a paragraph. To test these types of feedback flags, the model output was 

evaluated by human raters.  

4.1.1. Red and Amber Flag Evaluations 

 The model feedback was evaluated on a traditional binary scale for whether 

flags associated with a sentence(s) were appropriate in the context of the paragraph. 

Red flagged and amber flagged sentences were evaluated separately as their topic 

patterns were mutually exclusive. Research question 2 explored the difference between 

the two flags.  

A confusion matrix was created to compare model and human evaluations. From 

the confusion matrix, model accuracy, kappa, F1, and the Matthews correlation 

coefficient (MCC) were computed to evaluate alignment for each sentence in the corpus 

of essays. In any given essay, one would expect there to be a small number of 

sentences flagged for review when compared to all sentences in the essay. The MCC 

accommodates a disproportionately large number of true negatives (Baldi, Brunak, 

Chauvin, Andersen, Nielsen, 2000; Boughorbel, Jarray, & El-Anbari, 2017).  

A total of 809 red flags were found in the 113 essay corpus with a range of 2 to 

16 (M=7.2) flags in a single essay. A total of 766 sentences were identified as amber 

flags with a range of 0 to 20 (M=6.8). The confusion matrices (Table 4.1) describe full 
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results comparing model generated flags to human raters judgments about the 

appropriateness of flags across all essay in the corpus composed of 7,065 sentences. 

Essays ranged from 27 to 92 (M=62.5) sentences in length.  

Table 4.1 Red and Amber Flag Confusion Matrix Results 

Amber Flag   
Human evaluation:  
Flag is appropriate 

Human evaluation: 
 No Flag is appropriate 

  
Model Predicted:  
Flag 746 16 

  
Model Predicted:  
No Flag 20 6283 

    
Red Flag   

Human evaluation:  
Flag is appropriate 

Human evaluation: 
 No Flag is appropriate 

  
Model Predicted:  
Flag 781 74 

  
Model Predicted:  
No Flag 28 6182 

 

Amber flag model accuracy compared to human evaluation was 0.99; 

kappa=0.97, F1=0.98, and MCC=0.97. There was strong alignment of the model and 

human judgments. Among cases where the model and human evaluation disagreed, 

there was a close balance between false positive and false negatives indicating the 

model is neither too strict nor too lenient.  

Red flag model accuracy compared to human evaluation was 0.99; kappa=.93; 

F1=0.94, and MCC=0.93. These results also indicate strong alignment of the model to 

human assessments. In the case of red flags, there were more cases of false positives 

than false negatives.  

In exploring the false positive cases, the majority were due to anaphoric 

referencing in a sentence if there are not enough other words that co-occur in the 

adjacent sentences. Sentences with anaphora were misclassified as an isolated 

sentence referencing a different topic when in fact it was related to a prior sentence. The 

model was not able to detect this as it was difficult for the topic model to classify the 

sentence to topic appropriately. Additionally, phrasing such as “the study” also was 

problematic because it referred to a previously described experiment where the 

researchers’ names were used to describe their work. 
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A second issue occurred when an author’s style included using short questions. 

The analytic model was designed to identify terminal punctuation, which included 

question marks, so these questions became short sentences. Questions were at times 

flagged as isolated topics in the paragraph if there was not a clear connection between 

the words used in the question and adjacent topically relevant sentences. For example, 

the model misclassified “Why is this important?” because there was no content in the 

sentence to mark the topic that it referenced. In more isolated cases, the model 

misclassified sentences that provided a definition of a term if the term was not used in 

that paragraph. A human reader could infer these implicit connections but infrequent co-

occurrences in the essay led the model to misclassify such sentences as a topic outlier.   

Finally, in a few rare cases, the model misclassified a sentence because a 

superordinate class was used to describe a previously referenced list. For example, one 

student named a list of several countries, then used the phrase “all over the world” in a 

sentence to connect these statements. The model struggled to identify this connection. 

Similarly, conceptually equivalent phrasing such as “there are no jobs in this field” and 

“unemployment is high” caused a misclassification when there was not enough 

descriptive vocabulary surrounding such phrases to identify an appropriate classification.  

The raters found false negative cases were not easily explained from reading the 

colour-coded context of the paragraphs of the essay. After further investigation it 

appears as though many of these sentences were short and concise expressions. This 

could have contributed to misclassification but the sample was too small to draw 

dependable inferences. Further investigation in other corpora will be needed to better 

understand this aspect of the model feedback.  

Most interesting was the assessment of cases evaluated by raters as true 

positives. Reviewing these cases led to some noteworthy observations. Six categories of 

topic isolated sentences emerged, described in Table 4.2. This information provides 

some insight into what the model is able to identify and could be used in future research 

to design student feedback. 

 In comparing the red and amber flag feedback (research question 2), both were 

considered useful and seemed to address underdeveloped topics in the essay. Because 

amber flags referred to multiple sentences on different topics, it did seem as though 



47 

these sentences would benefit from further explanation or expansion. Red flags could 

also benefit from further development, but if it was the sole red flag in the paragraph 

there was also the potential to revise the paragraph, removing the sentence and 

relocating it to a paragraph that addresses that topic further. This could potentially refine 

feedback but would need to be tested further in a larger dataset. 

Table 4.2 Description of Sentences Flagged as an Underdeveloped Topic 

New Terminology A sentence that introduced a new concept or terminology without at 
least one subsequent sentence in the paragraph that elaborated on or 
explained this idea. Students were attempting to use the new language 
they were learning in their course readings but were not making clear 
connections between the term and what they wrote about in their essay 
or did not define the term. 

Overly Broad Generalization 
or Statement 

A sentence that makes a broad, non-specific statement or 
generalization; the topic scope of which was much wider than the 
context of the essay. The connection between the broad statement and 
the specifics in the paragraph were not clear and it read as out of place 
in the context of the essay. While not technically incorrect, it was found 
that these statements detracted from the coherence and writing quality 
of the essay and so encouraging student to re-consider their use 
seemed like appropriate feedback. The student may choose to revise 
by providing a transition statement between the broad and specific.  

Anecdote or Personal 
Example 

A sentence that included an example from a student’s prior experience, 
previous courses, or an anecdote that was intended to support an 
argument being made but in the context of the paragraph seemed off 
topic. In this case, what the student was referring to seemed off topic or 
distantly related in the context of the paragraph.  

Reference to a Concept, 
Finding, Study or Research 
Method without Explaining 
its Relevance or Connection 
in the Paragraph 

A sentence that introduces a study or type of experiment without 
defining it (if it was the first reference to it in the essay), or explaining 
how it connects (i.e. provides an example of, supports, refutes, justifies) 
with the topics of the paragraph. A common occurrence in this writing 
assignment as students were required to include evidence to support 
their point and make counter-points for their argument. The student 
could identify the evidence but didn’t articulate how it fit with the 
argument they were making. This was particularly important for this 
assignment as students were required to use a pre-defined pool of 
resources and learning to justify how their evidence fit their claim.  

Isolated Point or Argument A sentence that introduces a point or argument that is unique to the 
paragraph, without subsequent sentences to expand on or explain how 
it is connected with the rest of the paragraph. It seemed as though this 
might be an attempt at transitioning between topics or introducing what 
the student thought was a related idea, or rebuttal but to the reader it 
seemed as though it needed further elaboration.  

Unclear Phrase A sentence that was unclear to the reader and so it appeared off-topic 
and out of context for the paragraph. These were rare but at some 
points it was unclear what the student was expressing in a sentence, 
even after accounting for any discernable typing or grammatical errors. 
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4.1.2. Essay-Level Topic Analytic: 

To address research question 3, exploring topic proportions at the essay level, 

human raters evaluated the model feedback indicating there was one or more 

underdeveloped topic(s) in the essay. The raters reviewed the minor topic(s) highlighted 

in this analytic and judged whether the feedback was useful or not. In the sample of 113 

essays, 48 produced this feedback and were reviewed. Consensus was reached 

between both raters, agreeing that the model provided useful feedback in 20 of the 48 

cases. The remaining 28 cases were evaluated as not useful feedback. It was found that 

reviewing the minor topic sentences out of the context of the essay was not particularly 

helpful. It was often difficult to understand how they related to the rest of the essay and 

contained too little information to clearly identify the topic they addressed. The largest 

issue the raters reported was that it was not clear from reviewing these topics what 

revisions to make or how to implement these revisions relative to the other topics in the 

essay.  

4.1.3. Correlation Between Red and Amber Flags and Essay Grade 

To explore whether there was a relationship between the number of flagged 

sentences and essay grade, research question 4, a series of correlations were 

computed. Essay grade was reduced to components of marks related to writing content 

as opposed to writing mechanics. The revised grade as a percentage was then 

correlated with number of sentence-level flags.  

Descriptive statistics on the revised essay grade indicated grades were not 

normally distributed, n= 113, M= 0.81, SD= 0.15, Skew= -1.12, Kurtosis= 1.47 and the 

Kolmogorov-Smirnov Test of Normality was statistically detectable. As can been seen 

from the high mean, students received high marks on the essay assignment with very 

few receiving low grades, with the negative skew indicating a small number of values in 

the tail of the distribution. There was a ceiling effect with this metric, indicating its 

limitations in evaluating essay quality. Potential outliers were explored by reviewing the 

cases ±3 standard deviations from the mean. One case was identified as a potential 

outlier, with an atypically low score. There was no indication there was anything 

anomalous about this paper other than a very low score, so the case was retained in the 

sample. 
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To address the negative skew, reflection (subtracting assigned scores from 

100%) was followed by applying a log 10 transformation on the Essay Grade 

percentages. This improved skew and kurtosis, resulting in M=.07, SD=.05, Skew=.77, 

Kurtosis=.39.  

The total number of flags per essay was normally distributed across the 113 

essays. The Kolmogorov-Smirnov Test of Normality was not statistically detectable, 

skew was 0.35, Kurtosis was -0.25 with a mean of 13.94 flags per essay, SD= 6.75, and 

a range of 2 to 32 flagged sentences per essay. Red flags are topic-isolated sentences 

in a paragraph, whereas amber flags are a series of sequentially joined sentences that 

are separate topics in the paragraph. Therefore, they are mutually exclusive error flags 

in the essay and they were combined to create a total number of flagged sentences per 

essay. The Pearson correlation between the adjusted grade and total number of error 

flags was not statistically detectable (r= 0.16, p= 0.09) nor was the Pearson correlation 

between the log transformation of the adjusted grade and total number of error flags (r= 

0.15, p= 0.12). The correlations were also tested with one low-grade removed as a 

potential outlier but this did not change the outcome of the correlation results.  

4.2. Experiment 2 

Experiment 2 tested the accuracy of feedback on introduction and conclusion 

paragraphs and body paragraphs in a subset of the essay corpus.  

4.2.1. Introduction Flags: 

 Introduction flags were generated in 46 of 71 essays. The confusion matrix for 

model agreement is reported in Table 4.3. Model accuracy compared to human ratings 

was 0.89; kappa= 0.73, F1= 0.92. Model alignment was strong. The raters identified 

several essays in which students drafted overly broad introductions with little lead into a 

specific thesis statement, and other introduction or conclusion paragraphs that excluded 

main ideas present in body paragraphs of the essay. Through the topic based colour-

coded sentences, the topic that was identified as overlooked in the introduction was 

easy to review.  
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Table 4.3 Introduction Flag Model Evaluation Statistics 

Introduction Flag   
Human evaluation: 
Flag 

Human evaluation: 
 No Flag 

  Model Predicted: Flag 46 8 

  
Model Predicted: No 
Flag 0 17 

 

4.2.2. Conclusion Flags:  

Conclusion flags were present in 49 of 71 essays. The confusion matrix for 

model agreement is reported in Table 4.4. Model accuracy was 0.92; kappa= 0.79, F1= 

0.94. Model alignment to human scores was strong. The raters observed conclusion 

paragraphs often were short and would benefit from revision to better represent the 

variety of content in the essay as an approach to building toward a conclusion that 

incorporated these points. Similar to the introduction flags, this feedback was designed 

to suggest specific topics that students could consider including that made up a large 

part of the body of the essay.  

Table 4.4 Conclusion Flag Model Statistics 

Conclusion Flag 	 
Human evaluation: 
Flag 

Human evaluation: 
 No Flag 

	 Model	Predicted:	Flag 49 6 

	 
Model	Predicted:	No	
Flag 0 16 

 

4.2.3. Paragraph Flags: 

Paragraph flags were reviewed in the context of the essay to see if the inclusion 

of so many topics detracted from the clarity or coherence of the paragraph. Each type of 

error was evaluated on a binary scale (present or not) by the two graduate raters. A 

confusion matrix was created for each flag type comparing model and human evaluation, 

reported in Table 4.5. These flags were based on a total of 450 body paragraphs in the 

corpus of 71 essays. Model accuracy was 0.92, kappa= 0.68, and F1= 0.72 were 

computed to evaluate the correctness of the different flags compared to human 

evaluation. These are strong model alignments, but kappa was only moderate because it 

takes into account the base rate of flags to no flags in the population. In this case there 
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were far fewer positive cases and, in this set, there were a larger number of false 

negative, particularly in comparison to the true positive cases.  

Table 4.5 Paragraph Flag Model Statistics 

Paragraph Flag   
Human evaluation: 
Flag 

Human evaluation: 
 No Flag 

  Model Predicted: Flag 44 9 

  
Model Predicted: No 
Flag 25 372 
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Chapter 5.  
 
Discussion 

The analytic approach developed in this work was designed to encourage 

productive revision by guiding writers to consider how topics in their essay are 

distributed and connected. A visualization of these features highlights patterns that could 

indicate suboptimal topic inclusion. Prompts invite students to consider standards for 

judging topic distribution and revise their work to improve writing quality, a challenge for 

novice writers (Hayes, 2004; 2012). In Experiment 1, I explored patterns in topic 

development to investigate how human evaluators judged the feedback generated to 

identify suboptimal topic presentation. The results provided some interesting insights into 

how topic metrics might be used to generate writing feedback.  

First, results of Experiment 1 shows that the way topics are grouped and 

presented in the context of an essay is important for interpretability of the feedback. 

Feedback based on two different approaches to grouping topics was compared, with (a) 

paragraph prompts referencing patterns of topic inclusion specific to each paragraph, 

and (b) essay-level visualizations comparing topic proportions of the overall essay. The 

goal of both analytics was to draw attention to minor topics that may need further 

elaboration. Interestingly, judges rated paragraph-level feedback as far more beneficial 

than the analytic based on the overall proportions of topics in the essay. While the 

visualizations of the essay-level topic distributions presented as pie charts were judged 

easy to read, the raters found it difficult to interpret and understand how it could be used 

to improve the writing. This contributed to poor evaluations of the feedback for most of 

the essays reviewed. 

A possible reason that essay-level feedback was not judged as beneficial was 

that it did not take into account how the topics were presented in the paragraphs of the 

essay. To explain how this might be important, consider an example of an essay, 

illustrated in Figure 5.1. It has 5 topics labeled A through E, with topics D and E 

introduced at later points in the essay. Only a small number of sentences cover topic E, 

making up 8% of the total essay. 
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Figure 5.1  Example Essay 

 

At 8%, it would appear topic E is minor resulting in a prompt for the student to review this 

topic and see if it is well explained and connected in the essay. However at the 

paragraph-level, it appears topic E is well represented relative to the other topics in that 

paragraph because of the multiple sentences covering this topic (as seen in the 

highlighted example). Therefore no paragraph prompt would be generated. This 

example of conflicting feedback points to a potential weakness in the design of the 

essay-level feedback prompts. If topic E was well explained and integrated within the 

paragraphs, the essay-level analytic could not differentiate this from a case where topic 

E was sparsely distributed, under-developed, and could benefit from revision. While 

differentiating these two cases is complex, coordinating paragraph and essay-level 

metrics may provide a better way to capture these nuances in writing. A multi-level 

approach is likely to generate a richer description of how students are utilizing topics in 

their writing, worthy of further research.  

The paragraph-level feedback generated in this study advances research by 

presenting a model capable of drilling down to areas where connections between topics 

may not be clearly presented. This addresses the challenge of providing specific 

feedback that could be applied to revise an essay. Paragraph-level prompts encourage 
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students to reflect on their decisions to group concepts within a paragraph and whether 

that grouping best represents their ideas. 

To further explore paragraph-level flags, the red and amber flags were designed 

to compare feedback that highlighted a single sentence (red flags) versus groups of 

sequential sentences (amber flags) presenting unique topics. I hypothesized one of 

these patterns would be more effective than the other for generating feedback. 

Surprisingly, both were rated as providing useful feedback. This could be because 

novice writers are still learning how to master integrating ideas in their writing and can 

benefit from prompts highlighting these areas in their work (Britt & Aglinskas, 2002; Britt, 

Rouet, & Perfetti, 1996; Rouet, 2006; MacArthur, Graham, & Fitzgerald, 2006; Rouet, 

Britt, Mason, & Perfetti, 1996).  

To make revisions, it will be important to consider whether students have the 

skills to use the feedback, and whether the tool provides enough support for learners 

who are still developing their skills. A potential avenue to increase tailored support is to 

provide students with examples of rhetorical cues that may help them better express 

their ideas. The sentences flagged by the topic analytic covered a variety of rhetorical 

functions, as demonstrated in Table 4.2 (p. 47). Drawing on the growing number of 

writing analytics designed to improve rhetorical expression (see Strobel, Ailhaud, 

Benetos, Devitt, Kruse, Proske, & Rapp, 2019, for recent review), sample sentence 

structures could be provided to guide revision. If the connections in a content area were 

weak or poorly formed, revisions could be supported with guidance to improve rhetorical, 

architectural or structural features of the writing as well. This would advance analytics 

research by exploring new ways to connect content and composition feedback for 

personalized writing support. Over time, students’ revision selections could be used to 

train a probabilistic model to identify the most likely type of feedback that would be 

helpful for different patterns in topic expression. Depending on the complexity of the 

model, characteristics of the feedback, and genre, this could range from a course-level 

study using several sections of a class, to a larger scale project offering this tool 

university wide. Benefits of this research would be to create actionable feedback for 

learners about both the topics that need further revision and how they might structure 

these revisions. Designing support for employing writing feedback will be an important 

next step to advance the research in writing analytics.  
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Finally, analysis revealed the relationship between topic metrics and essay 

scores was not statistically detectable. Essay grade was a poor metric for evaluating 

writing features targeted by this analytic because teaching assistants predominantly 

graded based on the accuracy of content rather than how the student developed the 

topics covered in the essay. Only a small portion of the grade was allocated to quality of 

expression. The small range of values obscured differences. Furthermore, because the 

study used second-hand data, there was no opportunity to investigate whether students’ 

scores might improve if provided with analytics about topics. I conjecture the analytics 

explored here might encourage students to extend content, potentially improving grade 

and understanding by revising and explaining connections among topics in the essay. 

This builds on prior findings with OpenEssayist reporting a positive correlation between 

grade and number of times the student engaged with the analytic showing key 

words/phrases in the essay (Whitelock, Twiner, Richardson, Field & Pulman, 2014). It is 

not clear how students might employ revisions when presented with topic development 

feedback. These questions are a focus for future research. 

Building on the results of Experiment 1, Experiment 2 addressed the question of 

how patterns of topic distributions in students’ writing could be used to generate 

feedback to guide revision. Essay introduction and conclusion paragraphs were targeted 

as it was thought providing a comparison between topics presented in the body of the 

essay and these key paragraphs might stimulate productive revisions about 

foreshadowing or revisiting main topics, respectively. Body paragraphs that were overly 

complex, introducing multiple topics, were also identified as a target for analytics to 

guide revisions to improve topic clarity.  

Evaluators rated introduction and conclusion flags as useful revision feedback. 

These results suggest identifying topics writers omitted from these paragraphs could 

provide helpful guidance to reflect on whether adding information about omitted topics 

might improve the composition. An important question is whether cuing students about 

topics excluded will be enough guidance for revisions. The raters were able to make 

these inferences when reviewing the topic-colour coded essays, but that could be due to 

their advanced writing experience. As a scaffold to support revision, this feedback may 

need to be customized with instructional guidance about how to craft an introduction and 

conclusion. As expertise grows and fewer flags are presented, scaffolding can be 

withdrawn.   
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Feedback flags identifying body paragraphs with complex topic inclusion were 

not as well rated as other forms of feedback and were not as common an error as 

originally hypothesized. It was thought this would have been a recurrent issue even in 

this limited sample of essays. While the model accuracy was high, indicating it had good 

discrimination, the kappa statistic was lower because it takes into account the small 

base rate of occurrence in the sample. Model statistics were still considered strong, but 

were lower than other types of feedback flags tested.  

Previous approaches to generating feedback on complex paragraph have used 

crude metrics such as sentence length and number of sentences to identify paragraphs 

needing revision (Strobel et al., 2019). The analytics developed here are a step toward a 

more nuanced measure. At this point it is unclear whether complex paragraph feedback 

is relatively useless because conditions triggering it are genuinely rare or just uncommon 

in this corpus. Further testing with a larger sample will be needed to evaluate whether 

this analytic about topic distributions can generate useful feedback.  

5.1. Challenges  

Computationally, a challenge has been applying topic modeling in small samples 

because it draws on co-occurrences of words in a corpus. A small corpus limits word co-

occurrence patterns producing a sparse word to document matrix. To address this, 

stemming was applied to slightly magnify opportunities for word co-occurrence based on 

root-words. For example, “learned” and “learning” were stemmed to “learn.” To address 

this issue in larger data sets, algorithms have been applied to select a subset of words to 

be use to represent the corpus in computations (e.g. term frequency, inverse document 

frequency thresholds). However, there is a risk to using algorithmic approaches with 

smaller datasets as it could unduly bias the data, reducing the variability so that it is no 

longer as representative of the original text (Jockers, 2014).  

To reduce sparsity in the matrix, I propose a different approach that could be 

tested in future studies challenged by short texts. To reduce the vocabulary without 

potentially excluding meaningful words, I propose tokenizing synonymous words so that 

they appear as the same value when calculating word co-occurrences, thereby 

increasing the density of the word matrix. For example, “good” and “great”, or “teacher” 

and “instructor” are normally treated as separate in marking co-occurrences. Tokenizing 
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synonymous words to be equivalent would reduce the dimensionality of the matrix and 

decrease sparseness of co-occurrences. While not directly used with essays, prior 

research of students’ short text responses to a prompt has used synonymy to aggregate 

similar responses, and subsequently topic model the replies to gain insight into the text 

of responses from students who had successfully completed the course (Yeomans & 

Reich, 2017). At the essay level, tokenizing could be done as a pre-topic modeling step 

by adding a layer of analysis, applying a part-of-speech tagger and tokenizing synonymy 

with the aid of WordNet, word to vector approaches, or other NLP applications. Further 

research might explore this proposal.  

A related challenge was essays that contained short sentences and anaphoric 

referencing. This issue has not been a consideration for most topic modeling 

applications as modeling is predominantly used with large quantities of text to identify 

overarching themes (Alghamdi & Alfalqi, 2015; Barde & Bainwad, 2017; Jockers, 2014). 

However, this research uses smaller texts, providing far less context for modeling. Short 

sentences and anaphoric referencing further reduces the context available, possibly 

increasing the chance of topic misclassification resulting in poor feedback. It would be 

worth exploring whether applying one of the computational techniques for coreference 

resolution (Mitkov, 2013) could improve topic classification by providing referential 

context at the sentence level. Related research has used anaphoric resolution to 

improve LSA-based text summarization techniques, which draw on similar approaches 

for topic identification as LDA, indicating this could be a useful approach (Steinberger, 

Kabadjov, Poesio & Sanchez-Graillet, 2005) 

Another possible solution would be to perform the modeling after combining 

sentences to prevent modeling individual short sentences. While this may address the 

issue of providing context for sentences, it may be problematic because there is no clear 

conceptual rationale for grouping sentences. It would also limit the capability of the 

analytic to provide specific feedback at the sentence level. In this study, I chose 

individual sentences because they are a convention in writing for expressing an idea. 

Providing feedback at this level gives the writer opportunity to reflect on how each 

sentence topically relates to other sentences in the paragraph. Approaches that grouped 

sentences together for modeling would not have afforded this level of granularity in the 

feedback. At this point, there is not an ideal solution to this challenge, but it is worth 
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highlighting as an issue to consider when modeling short texts and question for future 

research.  

A second challenge is determining the number of topics to model (Blei, 2012). 

Automating the identification of an ideal number of topics will be an important step to 

scale this technique. In this dissertation, multiple topic-estimation metrics were examined 

to select the number of topics for a given essay. However, using multiple metrics can be 

time consuming and does not guarantee an optimal selection. Future research could 

explore using metrics included in this dissertation and other approaches to create 

guidelines for topic selection when short texts are modeled. One idea is developing a 

scale to suggest an optimal range of topics using document length. This would reduce 

the number of iterations and computational time required when using topic-estimation 

techniques. Additionally, researching shorter texts could reveal which topic-estimation 

metrics are most useful for this type of work and parameters to evaluate model fit. This 

would be beneficial for NLP research using short texts like student reflections (Chen et 

al., 2016) and online discussions (Atapattu, Falkner, & Tarmazdi, 2016; Tran & 

Ostendorf, 2016; Zarra, Chiheb, Faizi, & El Afia, 2018). 

 Inviting students to provide input to guide topic selection could mitigate the 

challenge of topic identification. Students might be asked to nominate and rate topics, 

perhaps using guided prompts. These could be used to refine the topic model. For 

example, students might highlight key topic sentences or terms to reflect their 

classification of topics in their essay. Students’ input could be used to weight topics and 

visualize their relations to other topics in a draft. For example, Interactive Topic Modeling 

(Hu, Boyd-Graber, Satinoff, & Smith, 2014) was developed to identify topics in very large 

text corpuses, too long for an individual to read (e.g., 2 years worth of congressional 

discourse on immigration). The tool provides suggestions of topics for users to evaluate, 

and those ratings are used to interactively revise the model retaining topics the user 

identified as helpful. While this approach has not been applied to smaller data sets, it 

could serve as a potential framework for incorporating user supervision of topic 

selection. For instance, if a student drafted an essay comparing teaching techniques for 

gifted learners and learners with autism, the topic model might allocate “learners,” 

“gifted” and “autism” to a single topic because of the co-occurrence with the word 

“learners.” The student may not agree with this topic grouping and could request topic 

re-assignment so that the feedback is more meaningful to their writing context. Different 
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student-driven supervision techniques could be explored to see if it can improve the 

quality of the feedback provided. As Blei (2012), a founding designer of topic modeling, 

suggests, the best way to evaluate the topic is whether it is informative in the context in 

which it is being used.  

Overall, a limitation of the method developed in this dissertation may be that the 

analytic design was intended to support novice writers learning to compose an 

expository essay. More advanced compositions that use complex analogies and diverse 

vocabulary may not contain sufficient word co-occurrences the algorithm needs to 

correctly identify topics, resulting in inappropriate feedback. Similarly, skilled writers may 

not benefit from this form of feedback as they may include complex topic transitions and 

comparisons that this system is unable to support.  

Furthermore, since the data were fitted to essays within just one course where 

requirements for form and length were shared, generalization of the analytic method to 

other writing assignments can be questioned. Each essay was topic modelled 

separately, with the goal of fitting that particular essay the best. Therefore, the analytics 

tested in this research are generalizable across essays of similar style, but this has yet 

to be tested in more diverse samples.  

5.2. Feedback Design 

The aim of this dissertation was to examine whether patterns in topic metrics 

could signal potential suboptimal topic expression to aid writing revision. Future research 

is needed to explore how feedback should be designed: specifically, how to describe 

topics in a way that support the analytic feedback prompts to encourage productive 

revisions. Developing a design that can support students’ understanding and application 

of the feedback provided will be important areas for future investigation.  

To mitigate unnecessary extraneous cognitive load in designing analytics, it will 

be important to consider which features optimize benefits for learning. The graduate 

raters in this study found the analytic visualizing the topic colour-coded sentences 

helpfully described topic allocations because it contextualized the feedback and afforded 

insight into why prompts were generated. This could be a valuable component of a 
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future design as transparency in the process behind automated feedback can support 

users’ trust in the analytic (Wise & Vytasek, 2017).  

It may be beneficial to customize the topic visualization to support the type of 

revision the different feedback flags promote, rather than a single view that incorporates 

all topic feedback. For example, introduction and conclusion flags invite reviewing the 

entire essay to assess whether all topics were covered. A visualization of all topics could 

be helpful in this task because students are reviewing the topics they covered in their 

essay to evaluate the introduction and conclusion. In this case, comparing topics could 

be helpful and not a distraction, so the essay colour-coding may be appropriate. In 

contrast, when showing body paragraph flags, displaying the full essay topic coding 

could be overwhelming and detract from focused revisions.  

To address the visualization of topics, one option would be to mark just the 

flagged sentence(s) in the paragraph rather than showing all topic allocations. To 

visually indicate why the model identified a new topic was introduced and a revision 

prompt was generated, word(s) in the flagged sentence(s) could be underlined. If the 

student requests further details, the full colour coding of the paragraph could appear. 

This could aid focused revisions on ideas expressed in that paragraph without the added 

complexity of viewing all topics in the essay. 

The feedback design should emphasize students’ agency to make decisions 

about revisions. It will be important for students to see this analytics tool as a way to help 

them sharpen their view of their essay rather than an external evaluation of their work. 

When a system is presented as a tool for evaluation, it can undermine agency and 

motivation, prompting compliance to the feedback provided (Wise & Vytasek, 2017). The 

goal is to position this tool as lens for students to use to explore and evaluate their 

essay. This lens highlights how the words used in the essay are clustered to reflect the 

topics covered. Students retain governance about how to revise. The visualization 

design should support the purpose of the analytic, to help students build their evaluative 

judgements about their own writing. 
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5.3. Future Directions 

This research opens possibilities of new work exploring features of topics 

distributed throughout an essay as grounds for developing feedback about writing. An 

advantage of topic modeling is that it is not tuned to a specific writing prompt, thus 

broadening the possibilities for use in diverse courses covering various content.  As this 

was initial exploratory research, it will be important in future work to test this feedback 

with students to gain insight into its usability for writing support. Writing at different skill 

levels could require customized feedback. In addition, the design of the model prompts 

and support features should be further researched. The visual display, feedback 

features, timing, and affordances for scaffolding support will be important considerations 

in the design.  

More broadly, there is potential to extend this work to provide support connecting 

the research phase to the writing phase in undergraduate assignments.  Topic modeling 

has previously been used in the development of recommender systems to suggest 

related texts (Sriurai, Meesad, & Haruechaiyasak, 2009; Wang & Blei, 2011). This might 

be combined with the techniques described in this dissertation to generate feedback 

about the topics introduced in information sources relative to topics included in a draft 

essay. Suggestions might be made about topics omitted or new connections to topics in 

a draft. This offers varied possibilities for generating feedback. For example, noting 

biases in sampling topics from sources could inform students about balance of 

coverage. Comparing the distribution of topics in a draft to topic distributions in sources 

could supply comparisons for judging clarity of development or opportunities for 

contrasts. New topics prominent in sources and related to the essay might be 

recommended as potential extensions to a draft, introducing the learner to related 

content.   

Analytics reflecting processes and the product of writing afford new opportunities 

to help students with planning and research phases of composition. It may be possible to 

develop analytics that are customized to students’ goals for writing, tapping into their 

motivation. Students can be guided to reflect on how their planning and processes for 

writing meet their goals, enhancing their metacognitive awareness, with opportunities for 

future improvement (Winne, 2018). Additionally, from a research perspective, data on 

the process of writing could offer new opportunities to examine the models and theories 
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of writing expertise development (e.g. Alamargot & Chanquoy, 2001; Torrance, 2007) 

and the impact of instructional strategies (e.g. Graham & Perin, 2007; Rogers & 

Graham, 2008).  
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Appendix A.   
 
Writing Assignment Instructions Provided to 
Students 

Essay on Teaching and Learning 

Format  

This paper should consist of 1500 to 2000 words of text, not including the reference 

section. Place a word count for your paper on the first page of the submission.  In 

fairness to all students if you go over the word length the TM will have to stop reading at 

the maximum allowed length. Use the style and format described in the Publication 

Manual of the American Psychological Association.  

Use a 12-point font (Times-Roman or similar serif font preferred).  

The reference section should have the heading "References."  

The Task  

Write your paper on a specific issue or topic within the theme of teaching and learning. 

Educational psychology articles have been collected that address a range of issues 

explored in the course. You can find them at Essay Resources. Use 5 to 7 of the articles 

to develop a single, very focused thesis (keep in mind this is a short paper!). Support 

your thesis with arguments and evidence from the articles. 

Use only references from the list of 118 sources. Although this restriction can be limiting 

to students who are more experienced and skilled in writing term papers, keep in mind 

that this course is designed as a lower division undergraduate course. This assignment 

may be the first university term paper for many students enrolled in the course. Novice 

essay writers often spend a great deal of time on library research and trying understand 

highly technical primary sources, and they spend insufficient time on editing and 

refining their writing. By eliminating library research in this assignment, students can 

spend more time developing their writing and argumentation skills. When using a 

secondary source, such as one of the Science Daily articles, you are not expected to go 
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to the original research. The Science Daily articles can be cited as evidence, and it is 

not necessary to give a detailed summary of the method used in the primary research. 

You may cite the course textbook. If you do, it will not be counted as one of your 

references but should be cited in-text and in the reference section as a regular source.  

You are expected to construct and articulate arguments that support your thesis in an 

intellectually rigorous and scholarly manner. Your claims should be specific and employ 

warrants that link evidence to the claims. Your grade will be determined by the quality 

of your arguments, including the supporting evidence and ideas you cite from the 

provided articles.  

. 
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Appendix B.   
 
Marking Rubric for Writing Assignment  

Writing Mechanics 

 

Macrostructure  

 

•Length 1,500-2,000 words, not including references 

•Correct use of grammar and spelling  

•Correct use of APA format (in-text citations, quotations, 

and references section) 

•Good quality of expression (concise, clear, precise and 

bias-free use of language)  

•Appropriate use of headings (headings used 

meaningfully, signalling specific ideas  presented (e.g., 

“Learning by Doing”) rather than general headings such 

as “Introduction,” “Thesis Statement” or "Body" )       

/5  

 

•Introduction  

•Thesis argument  

•Arguments  

•Counterarguments  

•Conclusion  

•References 

     

                                    /5 

Argumentation  

Thesis argument is clearly identifiable, contestable, 

original, and specific 

 /5 

 

 

 

 

 

Arguments coherently connect the thesis to evidence and 

are reasonable/ logical 

 /7 
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Counterarguments are addressed and rebuffed 

 /3 

 

 

Evidence and theory are used effectively and 

meaningfully 

 /5 

 

 

Total:   /30 

       

          

/30 
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Appendix C.   
 
Stop Word List 

< StopwordList.csv >  

Description:  

The accompanying spreadsheet provides the list of words used for stopword exclusion 

during text pre-processing. 

 

Filename:  

StopwordList.csv 
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Appendix D.   
 
List of Essay Topic Allocations 

< Topic_allocations.xlsx >  

Description:  

The accompanying spreadsheet provides the number of topics selected for analyzing 

each anonymized essay in the dataset.  

 

Filename:  

Topic_allocations.xlsx 

 


