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Abstract

Cancer refers to a group of diseases characterized by an uncontrolled proliferation of cells
with underlying genetic mutations that can be arranged in solid masses forming tumors.
The visual examination of morphological features in histopathological sections of a primary
tumour, including appearance, spatial arrangement of cells as well as tissue architecture,
forms the basis of diagnosis and prognostic for cancers. Currently, cancer diagnosis relies
on a qualitative or semi-quantitative assessment of physical or digitized whole slide tissue
images, which can be prone to subjectivity and relatively low agreement among experts.

In this Thesis, after a thorough examination of the literature on studies that proposed deep
learning models to analyze digital pathology images, we introduce novel automatic quan-
titative and prediction models that can potentially assist pathologists in the diagnosis of
cancers. First, we introduce machine learning-based models in which we encode higher-order
shape priors within multiple cost functions to quantify morphological features from digitized
histopathology images. Specifically, we propose the first deep fully convolutional networks
that integrate classification, segmentation, topological and geometrical priors combined with
an uncertainty guided multi-loss function to analyze glandular structures in colon adeno-
carcinomas. Second, we present prediction models that automate experts’ cancer diagnosis
procedure by evaluating the predictive relevance of clinically-derived features, learned fea-
tures as well as a structured prediction model that mimics experts’ multi-magnification
visual analysis of whole slide images. Finally, we present two strategies to improve the per-
formance of learning-based prediction models by introducing automatic ways to identify
abnormal tissue areas within multi-gigapixel whole slide images and reduce sensitivity to
staining variability across datasets. The Thesis concludes with a discussion of the limitations
of the proposed models and important directions for future research.

Keywords: histopathology, computer-aided diagnosis, machine learning, deep learning,
medical image analysis, computer vision
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Chapter 1

Introduction

1.1 Brief Summary and Context

Histopathology images are microscopy images of tissue biopsies that provide a compre-
hensive view of diseases as their acquisition generally preserves the underlying tissue ar-
chitecture. Currently, manual diagnosis from histopathology images is the most prevalent
approach to diagnosing a considerable number of diseases including almost all types of can-
cer. However, it mainly relies on a subjective visual quantification of specific morphometric
features, which is a tedious and time-consuming task that often leads to a relatively limited
reproducibility among experts.

Access to digitized histopathology images, or whole slide images (WSI), enabled the
development of computational systems aiming at reducing manual intervention and au-
tomating parts of pathologists workflow. While the additional structure in histopathology
images provides a wealth of information, it also presents a new set of challenges from an
automated image analysis perspective. A thorough overview of the field of digital pathology
is provided in Chapter 2 and detailed motivation for each contribution presented in this
Thesis is provided in each respective chapter.

At a high-level, this Thesis presents computerized models for histopathology image
analysis that address different challenges related to the automatic analysis of whole slide
images in the context of cancer characterization and diagnosis. Specifically, the main goals
of this Thesis are:

• Automatically identifying and extracting relevant morphological features from WSIs.

• Efficiently processing and leveraging the multi-magnification nature of WSIs.

• Advancing the state-of-the-art of learning-based models for tissue cancer prediction.

The models presented in this Thesis have been applied to different tissue analysis tasks,
tissue types and datasets. While the clinical applications differed, the works presented in
the chapters of this Thesis have the common goal of facilitating cancer diagnosis from
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histopathology whole slide images by either automatically identifying diseases or enabling
the identification of well-established cancer biomarkers to reduce subjectivity and improve
reproducibility in diagnostics.

In the different chapters of the Thesis, we discuss the rational behind the design of the
proposed models in the context of each histopathology image analysis task addressed by
each model. We also elaborate on the relevance of each task in a clinical context as well as
the challenges facing pathologists and automatic systems designed for these analysis tasks.

1.2 Thesis Contributions

In this Thesis, we start by reviewing the state-of-the-art on deep learning models applied
to histopathology images (Chapter 2). Then, we present deep learning models to analyze
glandular structures in colon adenocarcinomas (Chapter 3). We first introduce multi-loss
objective functions to train fully convolutional segmentation and classification networks.
With these multi-loss functions, we first explore the relationship between cancer types (be-
nign vs malignant) and segmentations in the characterization of colon glands using a fully
convolutional neural network. Then, we introduce regularization terms or priors (i.e., con-
tainment, exclusion and smoothness) to enforce learning morphologically (topologically and
geometrically) plausible segmentations. Finally, we investigate how the weighting of the dif-
ferent terms in a multi-loss objective function influence the performance of the model and
explore ways to leverage uncertainty to find an optimal weighting strategy.

In the second part of this Thesis, we present automatic prediction models for subtyping
ovarian carcinomas (Chapter 4). We first explore whether clinically-derived features (i.e.,
features defined and used by pathologists to diagnose and treat ovarian cancer patients)
are sufficient in discriminating five subtypes of ovarian cancers. Then, we present an un-
supervised feature learning strategy to automatically identify multi-magnification features
discriminative of the different subtypes. Finally, we introduce a structured prediction model
that leverages latent representations to identify salient areas within multi-magnification
histopathology images.

The final part of this Thesis presents two models that aim at improving the performance
of learning-based prediction models (Chapter 5). The first model describes an automatic
deep learning-based solution that aims at overcoming some of the shortcomings related to
patch-based representations of whole slide images. Specifically, we present a recurrent atten-
tion model that automatically identifies where and at what scale to look for abnormalities
on a whole slide image when predicting the presence of cancer. The second model focuses on
alleviating stain-related tissue inconsistencies in automatic systems for histopathology im-
age analysis by proposing a stain transfer technique that aims at transferring stains across
domains while preserving tissue structures and class-specific properties. In the next section
we present a brief summary of each research contribution.
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1.2.1 Deep Learning Models in Digital Pathology

Applications of deep learning to histopathology image analysis now offer opportunities for
better quantitative modeling of disease appearance and hence possibly improved predic-
tion of disease aggressiveness and patient outcome. However digitized histopathology tissue
slides are unique in a variety of ways and come with their own set of computational chal-
lenges. In Chapter 2, we summarize the different challenges facing computational systems
for digital pathology and provide a review of state-of-the-art works that developed deep
learning solutions for the predictive modeling of histopathology images from a detection,
segmentation, tissue classification and stain normalization perspective. We then discuss the
challenges facing the validation and integration of such deep learning-based computational
systems in a clinical workflow and reflect on future opportunities for histopathology derived
image measurements and better predictive modeling. This chapter is in preparation for a
submission as a survey paper.

• Aïcha BenTaieb and Ghassan Hamarneh. Deep learning models in digital pathology.
Under preparation

1.2.2 Multi-Loss Convolutional Networks for Gland Analysis

Generally, existing automatic methods for analyzing tumours from histopathology slides
treat image segmentation and classification as two independent tasks. While segmentation
is often done without the knowledge of the tumour type, classification usually relies on
features extracted from segmented images. In Chapter 3, section 3.2, we propose a novel
multi-objective learning method that optimizes a single unified deep fully convolutional
neural network with two distinct loss functions. We illustrate our reasoning on the task
of colon adenocarcinomas diagnosis and show how glands’ classification can facilitate their
segmentation by adding class-specific spatial priors. We also show how the classification of
colon glands also benefits from this joint learning framework.

Chapter 3, section 3.2, is adapted from our 2016 paper published in the International
Symposium on Biomedical Imaging (ISBI) where it was accepted as an oral presentation
delivered during the Deep Learning in Medical Imaging session.

• Aïcha BenTaieb, Jeremy Kawahara, and Ghassan Hamarneh. Multi-loss convolutional
networks for gland analysis in microscopy. In International Symposium on Biomedical
Imaging (ISBI), pages 642–645. IEEE, 2016

1.2.3 Topology-Aware Fully Convolutional Networks for Gland Segmen-
tation

The recent success of deep learning techniques in classification and object detection tasks
has been leveraged for segmentation tasks. However, a weakness of these deep segmentation
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models is their limited ability to encode high-level shape priors, such as smoothness and
preservation of complex interactions between object regions, which can result in implausible
segmentations. In Chapter 3, section 3.3, we introduce the first deep network trained to
encode geometric and topological priors of containment and detachment by formulating a
novel loss function with higher-order constraints.

We employ the proposed loss function to train topology-aware fully convolutional net-
works and segment histology glands from a dataset of 165 images on which we demonstrate
the advantage of our novel loss terms and show how our topology-aware architecture out-
performs competing methods in both pixel accuracy and object Dice.

Chapter 3, section 3.3, is adapted from our 2016 paper published in the International
Conference on Medical Image Computing and Computer Assisted Interventions (MICCAI).

• Aïcha BenTaieb and Ghassan Hamarneh. Topology aware fully convolutional networks
for histology gland segmentation. In Lecture Notes in Computer Science, Medical Im-
age Computing and Computer-Assisted Intervention (MICCAI), volume 9900, pages
460–468. Springer, 2016

1.2.4 Uncertainty-Driven Multi-Loss Fully Convolutional Networks

Different works have shown that the combination of multiple loss functions is beneficial
when training deep neural networks for a variety of prediction tasks. Generally, such multi-
loss approaches are implemented via an objective function written as a linear combination of
loss terms, where each term encodes a different desired inference criterion. The importance
of the different terms is often set using empirically tuned hyper-parameters. In Chapter 3,
section 3.4, we analyze the importance of the relative weighting between the different terms
of a multi-loss function and propose to leverage the model’s uncertainty with respect to
each loss as an automatically learned weighting parameter. We consider the application of
colon gland analysis from histopathology images for which we proposed various multi-loss
functions in Chapter 4 sections 3.2 and 3.3. We show improvements in classification and
segmentation accuracy when using the proposed uncertainty-driven multi-loss function.

Chapter 3, section 3.4, is adapted from our 2017 paper published in the International
Conference on Medical Image Computing and Computer Assisted Interventions, workshop
on large scale annotation of biomedical data and expert label synthesis (MICCAI LABELS).

• Aïcha BenTaieb and Ghassan Hamarneh. Uncertainty driven multi-loss fully convo-
lutional networks for histopathology. In Lecture Notes in Computer Science, Med-
ical Image Computing and Computer-Assisted Intervention, Large-Scale Annotation
of Biomedical Data and Expert Label Synthesis Workshop (MICCAI-LABELS), pages
155–163. Springer, 2017
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1.2.5 Clinically-Inspired Automatic Classification of Ovarian Carcinomas

In Chapter 4, we present automatic prediction models for identifying ovarian carcinomas.
It has been shown that ovarian carcinoma subtypes are distinct pathological entities with
differing prognostic and therapeutic implications. Histotyping by pathologists has good re-
producibility, but occasional cases are challenging and require immunohistochemistry and
sub-specialty consultation. Motivated by the need for more accurate and reproducible di-
agnoses and to facilitate pathologists’ workflow, we propose an automatic framework for
ovarian carcinoma classification. In section 4.2, we present an automatic framework in-
spired by pathologists’ workflow. We analyze imaged tissues at two magnification levels
and extract clinically-inspired color, texture, and segmentation-based shape descriptors us-
ing advanced image-processing methods. We propose a carefully designed machine learning
technique composed of four modules: a dissimilarity matrix, dimensionality reduction, fea-
ture selection and a support vector machine classifier to separate the five ovarian carcinoma
subtypes using the extracted features. We evaluate the proposed system on a cohort of 80
patients and discuss the limitations of the clinically-derived features proposed in this study.

Our results from this first study on automated ovarian cancers diagnosis highlight the
difficulty of ovarian carcinoma subtyping, which originate from the intrinsic class-imbalance
observed among subtypes, and suggest that the automatic analysis of ovarian carcinoma
subtypes could be valuable to pathologist’s diagnostic procedure by providing a second
opinion.

Chapter 4, section 4.2, is adapted from our 2017 paper published in the Journal of
Pathology Informatics (JPI).

• Aicha BenTaieb, Masoud S Nosrati, Hector Li-Chang, David Huntsman, and Ghassan
Hamarneh. Clinically-inspired automatic classification of ovarian carcinoma subtypes.
Journal of Pathology Informatics, 7(1):28, 2016

1.2.6 Unsupervised Sparse Multiresolution Tissue Representation

To assist pathologists in the diagnosis of subtypes of ovarian cancers, we evaluate the utility
of unsupervised feature learning in discovering discriminative tissue biomarkers. In Chap-
ter 4, section 4.3, we extend our study on automatically subtyping ovarian carcinomas by
introducing the first unsupervised feature learning framework composed of a sparse tissue
representation and a discriminative feature encoding scheme. We evaluate the proposed
feature learning strategy on the same clinical dataset as the one used in section 4.1 and
compare the performance of clinically-derived features (as well as other feature learning
strategies) with the proposed features in terms of classification accuracy.

Chapter 4, section 4.3, is adapted from our 2015 paper published in the International
Conference on Medical Image Computing and Computer Assisted Interventions (MICCAI).
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• Aïcha BenTaieb, Hector Li-Chang, David Huntsman, and Ghassan Hamarneh. Auto-
matic diagnosis of ovarian carcinomas via sparse multiresolution tissue representation.
In Lecture Notes in Computer Science, Medical Image Computing and Computer-
Assisted Intervention (MICCAI), volume 9349, pages 629–636. Springer, 2015

1.2.7 Structured Latent Model for Ovarian Carcinoma Subtyping

In Chapter 4, section 4.4, we investigate strategies to incorporate context within predic-
tion models for automatic ovarian carcinomas subtyping. Specifically, we present a novel
clinically-inspired contextual model in which a whole slide image is modelled using a collec-
tion of tissue patches extracted at multiple magnifications. The locations of salient, discrim-
inative tissue regions are treated as latent variables allowing the model to explicitly ignore
portions of the large tissue section that are unimportant for classification. These latent
variables are considered in a structured formulation to model the contextual information
represented from the multi-magnification analysis of tissues. A novel, structured latent sup-
port vector machine formulation is defined and used to combine information from multiple
magnifications while simultaneously operating within the latent variable framework.

In this study, we extended the cohort of patients used in our previous study presented
in sections 4.2 and 4.3 to evaluate the proposed structured latent variable prediction model
when used along with clinically-derived features (introduced in section 4.2), learned features
(introduced in section 4.3) and a supervised feature learning technique that we introduce
and describe in this section.

Chapter 4, section 4.4, is adapted from our 2017 paper published in the Journal of
Medical Image Analysis.

• Aïcha BenTaieb, Hector Li-Chang, David Huntsman, and Ghassan Hamarneh. A
structured latent model for ovarian carcinoma subtyping from histopathology slides.
Medical image analysis (MedIA), 39:194–205, 2017

1.2.8 Predicting Cancer with a Recurrent Visual Attention Model

In Chapter 5, we introduce novel strategies that aim at addressing the unique challenges
of designing prediction models for cancer diagnosis from histopathology images. Section 5.2
presents the first recurrent visual attention model for histopathology image analysis that
addresses some of the limitations related to the fixed scale analysis used in the model we
introduced in Chapter 4, section 4.4.

Automatically recognizing cancers from multi-gigapixel whole slide histopathology im-
ages is one of the challenges facing machine and deep learning-based solutions for digital
pathology. Currently, most automatic systems for histopathology are not scalable to large
images and hence require a patch-based representation; a sub-optimal solution as it results
not only in additional large computational costs but also, and more importantly, in the loss
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of contextual information. We present a novel attention-based model for predicting cancer
from histopathology whole slide images. The proposed model is capable of attending to
the most discriminative regions of an image by adaptively selecting a limited sequence of
locations and only processing the selected areas of tissues. We demonstrate the utility of
the proposed model on the slide-based prediction of macro and micro metastases in sentinel
lymph nodes of breast cancer patients. We achieve competitive results with state-of-the-art
convolutional networks while automatically identifying discriminative areas of tissues.

Chapter 5, section 5.2 is adapted from our 2018 paper published in the International
Conference on Medical Image Computing and Computer Assisted Interventions (MICCAI)
where it has been accepted as an oral presentation.

• Aïcha BenTaieb and Ghassan Hamarneh. Predicting cancer with a recurrent visual
attention model for histopathology images. In Lecture Notes in Computer Science,
Medical Image Computing and Computer-Assisted Intervention (MICCAI). Springer,
2018

1.2.9 Adversarial Stain Transfer for Histopathology Image Analysis

In Chapter 5, section 5.3, we focus on the problem of stain inconsistencies within and among
histopathology images. It is generally recognized that color information is central to the
automatic and visual analysis of histopathology tissue slides. In practice, pathologists rely
on color, which reflects the presence of specific tissue components, to establish a diagnosis.
Similarly, automatic histopathology image analysis algorithms rely on color or intensity
measures to extract tissue features. With the increasing access to digitized histopathology
images, color variation and its implications have become a critical issue. These variations
are the result of not only a variety of factors involved in the preparation of tissue slides but
also in the digitization process itself. Consequently, different strategies have been proposed
to alleviate stain-related tissue inconsistencies in automatic image analysis systems. Such
techniques generally rely on collecting color statistics to perform color matching across
images.

In section 5.3, we propose a novel approach for stain normalization that we refer to
as stain transfer. We design the first discriminative image analysis model equipped with a
stain normalization component that transfers stains across datasets. Our model comprises a
generative network that learns dataset-specific staining properties and image-specific color
transformations as well as a task-specific network (e.g., classifier or segmentation network).
The model is trained end-to-end using a multi-objective loss function that aims at pre-
serving structures and class information within the stain transfer operations. We evaluate
the proposed approach in the context of automatic histopathology image analysis on three
datasets and two different analysis tasks: tissue segmentation and classification. The pro-
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posed method achieves superior results in terms of accuracy and quality of normalized
images compared to a variety of state-of-the-art stain normalization strategies.

Chapter 5, section 5.3, is adapted from our 2018 paper published in Transactions on
Medical Imaging.

• Aïcha Bentaieb and Ghassan Hamarneh. Adversarial stain transfer for histopathology
image analysis. Transactions on Medical Imaging (TMI), 37(3):792–802, 2018

1.2.10 Other Contributions

Other publications completed during my doctoral studies have been omitted to maintain a
clear focus in this Thesis. These works are listed below in chronological order:

• Jeremy Kawahara, Aïcha BenTaieb, and Ghassan Hamarneh. Deep features to classify
skin lesions. In International Symposium on Biomedical Imaging (ISBI), pages 1397–
1400. IEEE, 2016

• Saeid Asgari Taghanaki, Aïcha BenTaieb, Anmol Sharma, S. Kevin Zhou, Yefeng
Zheng, Bogdan Georgescu, Puneet Sharma, Sasa Grbic, Zhoubing Xu, Dorin Co-
maniciu, and Ghassan Hamarneh. Select, attend, and transfer: Light, learnable skip
connections. Technical Report arXiv:1703.04559, 2018

• Saeedeh Afshari, Aïcha BenTaieb, and Ghassan Hamarneh. Automatic localization of
normal active organs in 3D PET scans. Computerized Medical Imaging and Graphics
(CMIG), special issue on Machine Learning in Medical Imaging, 2018

• Hanene Ben Yeder, Aïcha BenTaieb, Majid Shokoufi, Amir Zahiremami, Farid Gol-
naraghi, and Ghassan Hamarneh. Deep learning based image reconstruction for diffuse
optical tomography. In Lecture Notes in Computer Science, Medical Image Comput-
ing and Computer-Assisted Intervention, Machine Learning for Medical Image Recon-
struction Workshop (MICCAI-MLMIR). Springer, 2018

• Saeedeh Afshari, Aïcha BenTaieb, Zahra Mirikharaji, and Ghassan Hamarneh. Weakly
supervised fully convolutional network for pet lesion segmentation. In SPIE Medical
Imaging, 2019

1.3 Summary of Contributions and Thesis Outline

The different works presented in this Thesis contribute to the field of histopathology image
analysis, medical image analysis, machine learning and computer-aided diagnosis. Through-
out the chapters of this Thesis we introduced:

• The first study that evaluates the mutual benefit of a joint classification and segmen-
tation model.
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• The first work that equips fully convolutional neural networks with higher-order shape
and topological priors.

• A complete evaluation of the interactions between different regularization terms within
multi-loss objective functions and an uncertainty-driven method to find optimal weight-
ing configurations.

• The first automatic system for ovarian carcinomas characterization.

• An evaluation of different feature learning strategies for identifying and discriminating
ovarian carcinomas subtypes.

• The design of a structured latent support vector machine classification model that
integrates information from multiple magnification levels within whole slide images to
identify salient tissue areas predictive of abnormalities.

• The first visual attention model that efficiently processes high-dimensional whole slide
images by automatically extracting salient tissue areas at different scales.

• The first discriminative model equipped with a stain transfer network to normalize
stains across whole slide images.

Along with the different publications resulting from the works described in this Thesis,
we also released open-source code for each proposed model to facilitate reproducibility and
advancement in the field of histopathology image analysis. These codes are available at the
following URLs:

• The Caffe implementation of the topology-aware fully convolutional network presented
in section 3.3 is available at: http://www.sfu.ca/~abentaie/topo_fcn/topo_fcn.

html. A tensorflow version is also available on the same project page.

• The Tensorflow implementation of the uncertainty-driven multi-loss networks pre-
sented in section 3.4 is available at: http://www.sfu.ca/~abentaie/UNC/UNC.html

• The Matlab implementation for the latent structured SVM model presented in sec-
tion 4.4 is available at: http://www.sfu.ca/~abentaie/LSVM_CTXT/LSVM_CTXT.html

• The Torch implementation of the stain-transfer network presented in section 5.3 is
available at: http://www.sfu.ca/~abentaie/stain_tf/stain_tf.html

• The Tensorflow implementation for the recurrent attention network presented in sec-
tion 5.2 is available at: http://www.sfu.ca/~abentaie/ATTN/ATTN.html

• We also released the first public web-based API to facilitate the potential clinical or
experimental use of our automatic models for ovarian carcinomas diagnosis. The web

9

http://www.sfu.ca/~abentaie/topo_fcn/topo_fcn.html
http://www.sfu.ca/~abentaie/topo_fcn/topo_fcn.html
http://www.sfu.ca/~abentaie/UNC/UNC.html
http://www.sfu.ca/~abentaie/LSVM_CTXT/LSVM_CTXT.html
http://www.sfu.ca/~abentaie/stain_tf/stain_tf.html
http://www.sfu.ca/~abentaie/ATTN/ATTN.html


Biomarkers 
Segmentation

Tissue  
Classification 

Domain  
Knowledge

Morphological Features  
Design and Extraction

Unsupervised Feature Learning

Ovarian Cancer Subtypes 
Characterization

Breast Lymph Node Metastases  
Identification

Colon Cancer Diagnosis
Colon Gland Analysis

Nuclei Density

Ovarian Cancer Subtypes  
Morphological Features Analysis

Cell/Nuclei Analysis

Multi-Loss  
Models

Uncertainty-Driven 
Loss

Data  
Harmonization

Model 
Regularization

WSI 
Representation

Shape Priors
Topology Priors
Geometry Priors

Attention  
Mechanism

Context  
Representation

Stain Transfer

Figure 1.1: Visualization of automatic cancer diagnosis as addressed in the different Chapters
of this Thesis. The diagram summarizes all contributions of the Thesis and their relationship
towards the goal of automating cancer diagnosis.

API along with code and dataset used in the classification model for ovarian cancer
subtypes (presented in section 4.2) is available at: http://mia-www.cs.sfu.ca/

Due to different considerations such as the time at which public datasets were made
available, the different image analysis tasks considered and most importantly to test the
applicability of our models to different tissue types and dataset centers, the work in this
Thesis was tested on several datasets listed in table 1.1 along with a high-level summary
of each contribution presented in the different sections of this Thesis. We also relate the
different contributions of this Thesis in figure 1.1.

While the works presented in this Thesis are all pre-clinical and necessitate further
validation before practical clinical applicability, it is our hope that the contributions made
will be valuable to the design of the future generation of digital pathology systems.
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Section Site Dataset N Tasks Contributions
3.2 Colon GlaS [206] 85 Gland segmentation

Cancer classification
Multi-loss classification
and segmentation CNN

3.3 Colon GlaS [206] 165 Gland segmentation Topology-aware FCN
3.4 Colon GlaS [206] 165 Gland segmentation

Cancer classification
Uncertainty-driven
multi-loss CNN

4.2 Ovary OCS [44] 80 OCS classification Automatic feature
extraction for OCS

4.3 Ovary OCS [44] 80 OCS classification Unsupervised feature
learning for OCS

4.4 Ovary OCS-Ext. 133 OCS classification Context-aware LSVM
5.2 Breast Camelyon16 [33] 400 Metastatic lymph

nodes identification
Regularized recurrent
attention model

5.3 Breast
Colon
Ovary

ICPR2014 [193]
GlaS [206]
OCS-ext.

11
135
165

Mitosis analysis,
Gland segmentation,
OCS classification

Dataset harmonization
with regularized stain
transfer network

Table 1.1: Summary of datasets used and contributions presented in the Thesis.N represents
the total number of whole slide images per dataset. “OCS” refers to ovarian carcinoma
subtypes, “OCS-Ext.” corresponds to the extended version (with additional whole slide
images) of the original OCS dataset, “LSVM” refers to the latent structured SVM model.
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Chapter 2

Deep Learning Models in Digital
Pathology

2.1 Introduction

Histology is the microscopic inspection of plant or animal tissue. It is a critical component
in diagnostic medicine and a tool for studying the pathogenesis and biology of processes
such as cancer, cell duplication or embryogenesis.

The clinical management of many systemic diseases, including cancer, is informed by
histopathological evaluation of biopsy tissues, wherein thin sections of a biopsy are processed
to visualize tissue and cell morphologies for signs of disease. Digital pathology incorporates
the acquisition, management, sharing and interpretation of pathology information; including
slides and data, in a digital environment. Digital slides are created when glass slides are
captured, with a scanning device, to provide a high-resolution digital image that can be
viewed on a computer screen or mobile device. Over the past few years, researchers have
been starting to apply the tools of deep learning to scanned digital slides (i.e., histopathology
images or whole slide images) in order to perform tasks such as primary clinical diagnosis,
secondary consultation, clinical outcome and analysis of abnormalities in tissues.

This Chapter of the Thesis gives a brief outline of the unique opportunities and chal-
lenges for deep learning applications in digital pathology then summarizes the purpose,
scope and layout of this report.

2.1.1 Digital Pathology and Deep Learning: Challenges and Opportuni-
ties

Over the last decade, the advent and subsequent proliferation of whole slide digital scanners
has resulted in a substantial amount of clinical and research interest in digital pathology;
the process of digitization of tissue slides. Diagnosis from histopathology slides has many
advantages: 1) fast acquisition (5-10 min diagnosis), 2) not as costly as other tests such
as molecular profiling, 3) can be performed in real time or during surgery for guiding
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surgeons with frozen tissue sections, for instance, and 4) essential for diagnosis, oncology
and personalized treatment.

At the moment, a major limitation of the digital pathology slide is the unassisted hu-
man interpretation currently used for analysis. To promote consistency and objective inter-
observer agreement, most pathologists are trained to follow simple algorithmic decision
rules that sufficiently stratify patients into reproducible groups based on tumor type and
aggressiveness. For example, in the most common group of brain tumors known as diffuse
gliomas, the pathologist first begins by examining nuclear morphology to decipher a cell
of origin (e.g., astrocytoma vs. oligodendroglioma). Once this first decision is established,
the pathologist next assigns a degree of malignancy based on the presence of mitotic activ-
ity, tumor necrosis, and vascular proliferation [78]. Even with these simplified algorithms
that focus on binary and sufficiently different features, inter-observer discordance still per-
sist, even among sub-specialists [220]. This diagnostic uncertainty has promoted liberal and
widespread use of costly molecular testing to differentiate between seemingly histologically
indistinguishable lesions. Similarly, in efforts to maintain diagnostic objectivity, other po-
tential prognostic and therapeutic morphologic biomarkers, such as foci of tumor-infiltrating
lymphocytes and fibrotic tumor reaction, are often omitted. Indeed, even in the molecu-
lar era, the unassisted physician still largely relies on simple decision tree approaches that
utilize only a small fraction of available molecular or genomics knowledge. This simplified
approach to analyze histopathology is thus not fully leveraging the complex morphological
information present for optimal patient treatment and outcome.

Interobserver agreement low scores encourage the introduction of computer-aided di-
agnostic (CAD) systems that can alleviate the need for human based decision rules and
introduce more robust and accessible quantification systems. Specifically, deep neural net-
works have become the state-of-the-art machine learning-based approach for most computer
vision and medical image analysis tasks [141]. However, adopting deep models for digital
pathology applications faces several challenges. Most of these challenges are related to the
multi-magnification, high dimensional (i.e., millions of pixels) nature of histopathology slides
and their acquisition.

2.1.2 Purpose and Scope of this Survey

In this Chapter, we identified and reviewed 85 published works that form the state-of-the-art
in terms of image analysis and deep learning methods tailored primarily for digital pathology
images. Specifically, we discuss how while early attempts at detection and segmentation of
tissue biomarkers in digital pathology images were rooted in traditional computer vision
methods, there has been an evolution in the approaches in order to address the specific
challenges associated with image analysis and classification of whole slide pathology images.
Additionally, we discuss how the state-of-the-art deep neural networks are designed for high
dimensional multi-magnification histopathology images as well as emerging research areas
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that are not always related to automating clinical tasks but a byproduct of computerized
systems. We conclude this Chapter with a discussion of some of the regulatory and technical
hurdles that need to be overcome prior to the wide-spread dissemination and adoption of
deep learning-based solutions in clinical practice.

The remainder of this Chapter is organized as follows: First, we briefly introduce the
unique steps of the acquisition procedure of digital pathology slides. Then we review the
different existing applications of deep learning models for digital pathology image analysis.
We continue by giving a detailed overview of state-of-the-art deep learning methods from the
datasets and architectures used to the validation strategies employed. Finally, we conclude
with a summary and discussion and provide a table 2.2 categorizing the different works
reviewed in this Chapter.

2.2 Image Acquisition in Digital Pathology

Whole slide images (WSI) are digital images derived from biological specimens. Utilizing
high-throughput, automated digital pathology scanners, it is possible to digitize an entire
glass-mounted tissue slide observed under bright-field or fluorescent conditions, at a magni-
fication comparable to a microscope. A major advantage of the digitization of tissue slides is
that it facilitates sharing microscopy images between remote locations (i.e., telepathology)
but also enables the integration of automated image analysis tools into pathology workflows
and assist experts in the interpretation and quantification of biomarker expression within
tissue sections [156].

While digitizing pathology slides offers many advantages, the digitization procedure
comes with important challenges that can hinder the visual analysis and computer-aided di-
agnosis of WSI. This Chapter describes the step-by-step process of digitizing glass-mounted
tissue slides and the challenges derived from this procedure. Figure 2.1 summarizes these
steps.

2.2.1 Tissue Preparation

The process of preparing tissue slides for digital pathology analysis begins with a physician
requesting a histology confirmation after assessing a patient with a physical exam and/or
radiology and laboratory results. The clinical histology process starts by collecting enough
good-quality tissue for a diagnosis. There are several approaches for tissue collection, in-
cluding fine-needle aspiration, needle biopsy, excision biopsy or excision of a lesion in its
entirety. Each of these collection techniques can alter the visual analysis of tissues and influ-
ence the final diagnosis accuracy. In fact, larger biopsies preserve more cellular context and
allow the pathologist to examine multiple slides from different areas of the sampled tissue.
Hence, the diagnosis is generally more reliable and accurate when determined from tissues
collected with entire lesion excision as opposed to fine-needle aspiration. The sensitivity
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(a) Tissue Biopsy Collection (b) Tissue Cassettes Preparation (c) Fixation & Paraffin Embedding

(d) Sectioning (e) Staining (f) Digitization

Figure 2.1: Steps involved in the preparation of digital pathology images. Images are ob-
tained from McCann et al. [156] ©2015 IEEE.

and specificity of computerized systems to the collection method are not clearly defined yet
but one can assume that larger biopsy specimens would allow for a better diagnosis as they
would result in more information (more images) but also more preserved context. After
biopsy, a pathologist analyses the tissue at a macroscopic scale, measuring it and trimming
it to fit into a tissue cassette container of size 10× 10× 3 mm for the subsequent steps.

At this stage tissues are transparent, soft and thick and will undergo series of steps
allowing for their microscopy visual assessment. First, the collected tissue is immersed into
a fixative solution that is used to stop cells from breaking down and tissues to be altered
by microorganisms growth. After fixation, most tissues are embedded in a hardening ma-
terial (i.e., paraffin waxes) to facilitate their sectioning (i.e., cutting) using a microtome.
Certain tissues will require quick analysis and are frozen and sectioned in a cryostat (a
microtome inside a freezer). Fixation and sectioning are critical steps in the preparation of
histopathology slides as they prevent autolysis (i.e., cellular self-destruction by enzymes),
allow the tissue to be kept close to its living state without loss of arrangement, and minimize
changes in shape or volume often caused by subsequent steps.

Once fixed and sectioned, tissue slices are still nearly invisible under a microscope as
biological tissues are transparent. Therefore, another important step in the tissue prepa-
ration is tissue staining, which is the process of using dyes (generally chemical agents or
antibody agents in the case of immunohistochemical staining) that have affinity for cer-
tain cell and extra-cellular components in order to create contrast. The chemical properties
of these dyes produce the visual appearance that is seen under the microscope. In both
diagnostic and research histopathology, the gold standard tissue sections are stained with
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hematoxylin and eosin (H&E) where the cell nuclei are stained in blue by the hematoxylin
which stains nucleic acids while cell cytoplasm is stained in pink/red by the eosin which
stains proteins [47]. Finally, after staining, a coverslip (i.e., small glass sheet) is placed over
the tissue mounted on the glass slide. This step creates an even thickness for viewing the
tissue under a microscope and prevents the microscope lens from touching the tissue.

While some parts of the tissue preparation procedure can be automated in certain pathol-
ogy centers (e.g., tissue fixation and sectioning can be done automatically with specific
laboratory workstations), tissue handling involves manual intervention and introduces rec-
ognizable and well-documented artefacts in the case of paraffin fixed and H&E stained tissue
sections but less identifiable artefacts for other dyes. On average, tissue preparation takes
9 to 12 hours [141]. After preparation, tissues can be digitized.

2.2.2 Tissue Slide Digitization

Whole slide scanners are optical microscopes under robotic and computer control. These mi-
croscopes are mounted with highly specialized cameras containing advanced optical sensors
that offer spatial resolutions of approximately 0.23-0.25 µ/pixel using the 40x microscope
objective [22]. The essential components of a whole slide scanner, generally include the
following: 1) a microscope with lens objectives, 2) light source (bright field and/or fluores-
cent), 3) robotics to load and move tissue slides around, 4) one or more digital cameras
for capturing images, 5) a computer, and 6) software to manipulate, manage, and view the
digitized slides.

Most whole slide scanners use a tiling or a line-scanning system to produce a WSI. Tiling
consists of acquiring multiple individual high-resolution images as tiles while line-scanning
creates linear scans of tissue areas. Both systems require stitching and smoothing the tiles
or line scans together to create a single digital image of the histologic section.

An important distinction between digital pathology and light microscopy resides in
the concepts of magnification and resolution. In digital pathology, these concepts must be
considered in the context of how images are acquired and displayed. In fact, magnification
in light microscopy is determined by multiplying the power of the objective (4x, 10x, 20x or
40x) by the power of the eyepiece (generally 10x). This concept is not applicable in whole
slide imaging as images are viewed on variably sized screens that can further amplify or
shrink the original magnification. Hence, in digital pathology, for a whole slide image, the
resolution is defined by the objective used to scan the slide (usually referred to as the WSI
magnification) and the imaging sensor and is measured in micrometers per pixel.

Once digitized, histopathology tissue sections are stored as WSIs which are digital files
with varying sizes. The size of the file depends on the scanning objective and tissue size but
commonly ranges from 200 MB to 10GB [230]. In the context of health-care facilities, WSI
files are significantly larger than digital image files routinely used in other clinical specialties
such as radiology [84]. Therefore, compression-decompression methods, both lossy (e.g.,
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JPEG2000) and loss-less (e.g., TIFF) types, are employed to store WSI. Currently, there is
no standard file format for digital pathology images [230], although many vendors use the
SVS format which stores a WSI as a multi-layered pyramid of thousands of image files with
conserved filed of view and tile size spanning multiple folders. The pyramid representation
enable the optimized real-time viewing of a WSI across multiple resolutions. Although,
the JPEG2000 compressed format is being used by some vendors there is an interest in
migrating to the DICOM format as used in digital radiography [230].

2.2.3 Artefacts

In pathology, artefacts are the result of the alteration of a tissue from its living state but
in digital pathology, artefacts also include alterations of the rendered tissue image.

The preparation of tissue slides and their digitization inevitably results in artefacts of
various types that can compromise the image analysis and diagnosis. In fact, tissue appear-
ance can be altered by the fixation, the specimen orientation in the block, the sectioning
and the staining or immunolabelling steps which heavily dependent on human skills or,
if automated, on human monitoring, machine maintenance and solution preparation [176].
Differences in protocols between pathology labs can greatly alter the appearance of even
biologically similar tissue samples. Moreover, the digitization step can also introduce addi-
tional artefacts. In fact, depending on the digital scanner, the quality and resolution of the
digitized tissue slide can vary significantly.

A challenge in digital pathology is in identifying these artefacts and not confusing them
with normal tissue components or pathological changes. In practice, pathologists learn to
spot artefacts and depending on the extent of the damage on tissues, some sections often
have to be manually discarded. Automatic systems can easily be sensitive to image and
tissue artefacts which can cause the automatic image analysis systems to fail. For this
reason, different pre-processing methods are generally used and most automatic systems
have to account for inter and intra-slide variability. While designing automatic WSI analysis
systems that are robust to common artefacts observed in digital pathology is still an open
problem, feature learning via deep learning models enabled great progress in this direction.
We discuss this further in the next Chapter.

2.3 Deep Learning Applications in Digital Pathology

Recent applications of deep learning models in various fields resulted in redefining the state-
of-the-art results achieved by earlier machine learning techniques. In digital pathology, deep
neural networks, when appropriately trained, have proven capable of yielding diagnostic
interpretations with accuracy similar to clinical experts [33].

Prior to the success of deep learning models, traditional machine learning models already
proved to be useful in digital pathology. In fact, unlike the simplified algorithms pathologists
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are trained to use, machine learning models enable learning more complex decision functions.
However, these conventional machine learning techniques usually do not directly deal with
raw data but heavily rely on the data representations (i.e., hand-crafted features such as
color, texture or shape), which require considerable domain expertise and sophisticated
engineering. Many works have been proposed with hand-designed features that are often
task specific, thus, do not generalize well across tissues and sites. Deep learning models,
by leveraging unsupervised or supervised feature learning, do not need heavy specialized
applications, hence their quick success in digital pathology. In this Chapter, we discuss the
different applications of deep learning models for a variety of clinical and non-clinical tasks
in digital pathology.

2.3.1 Computer-Aided Diagnosis: Automating Clinical Tasks

A number of image analysis tasks in digital pathology involve the quantification and high-
light of morphological features (e.g., cell or mitotic count, nuclei grading, epithelial glands
morphology). These tasks invariably require the identification (i.e., localization) of histologic
primitives (e.g., cell, nuclei, mitosis, epithelium, cellular membranes, etc.). The presence,
extent, size and shape or other morphological appearance of these structures are indicators
of the presence or severity of disease. For instance, the size of epithelial glands in prostate
cancer tend to reduce with higher Gleason patterns. Another motivation for detecting and
segmenting histologic primitives arises from the need for counting of objects, generally cells
or nuclei. An example application is the Bloom Richardson grading system which is the most
commonly used system for diagnosing invasive breast cancers and comprises three main com-
ponents: tubule formation, nuclear pleomorphism, and mitotic count. Mitotic count, which
refers to the number of dividing cells (i.e., mitoses) visible in H&E tissue slides, is widely
acknowledged as a good predictor of tumor aggressiveness. In practice, pathologists define
mitotic count as the number of mitotic nuclei identified visually in a fixed number of high
power fields (HPFs, 400x magnification). Most of these tasks are time-consuming for the
human-eye and can be highly sensitive to the level of expertise as well as the subjectivity
of pathologists.

The majority of deep learning models proposed for digital pathology use supervised
learning in an attempt to automate the different parts of clinical experts’ visual analysis
tasks. Identifying histologic primitives is one area of applications for deep learning models.
Another area is in the predictive modelling of outcome (i.e., cancer detection and classifica-
tion, survival analysis) from WSIs which is the ultimate goal of the visual analysis of tissue
slides. Both of these areas of application are motivated by the need for faster, more reliable
and objective diagnostics and improved patients outcome.
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2.3.2 Non-Clinical Tasks

Another category of applications that leverage deep learning models is the result of computer-
aided diagnosis itself. In fact, automatic systems generally require handling dataset-related
challenges that are not necessarily critical to pathologists and are not directly involved in
clinical tasks. Among such challenges, data harmonization, specifically stain normalization
is an important factor that was shown critical in the development of computerized systems.
While pathologists are less sensitive to tissue variability induced by staining inconsisten-
cies, automatic systems often fail at generalizing to unseen datasets acquired with different
staining protocols and can be highly sensitive to staining variations across tissue slides. Re-
cently, deep models were proposed for staining normalization but also domain adaptation
to handle such challenges.

Another application concerns the generation of synthetic images via means of digital
staining (transferring stains across images), virtual staining (automatically staining un-
stained tissues) or generative modelling (creating new images with realistic textures and
stains). There are different applications for these techniques that we discuss in the remain-
der of this report. One direct application of generative learning is data augmentation as a
way to overcome the scarcity of available annotated datasets.

Finally, a recent and important application of deep models to digital pathology concerns
the design of interpretable computational systems. Interpretability is generally a desirable
property for most computer-aided diagnostic systems as it facilitates clinical integration.
However, existing systems are not generally optimized or designed for promoting inter-
pretability of their outputs and underlying decision rules. Recently, there have been more
attempts at designing interpretable deep models.

2.4 Deep Learning for Analyzing Digital Pathology Images

A wide variety of deep learning models have been proposed for analyzing digitized tissue
slides. Given the unique characteristics of WSIs many approaches present ways to process
these high dimensional images and leverage their special multi-magnification nature. In this
Chapter, we discuss strategies to handle data scarcity and class imbalance. Then, we present
the most commonly employed neural network architectures and describe the variety of deep
learning systems, training strategies and validation procedures that have been proposed for
use on WSIs.

2.4.1 Digital Slide Representation and Datasets

Table 2.1 shows the different public datasets used in the studies we surveyed as well as
their corresponding size. In the works we reviewed the datasets used covered a range of
approximately 6 to 600 WSIs. While these are relatively small dataset sizes compared to
what is usually necessary for training deep learning models (e.g., thousands or millions of
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Dataset Task #Images
TMA Thyroid [8] Outcome prediction 28
ISBI2012-EM [4] Neuron segmentation 30
AMIDA2013 [224] Mitosis detection 33
ICPR 2012 [60] Mitosis detection 50
ICPR 2014 [60] Mitosis detection 50
Arganda et al. [17] Neuron boundary segmentation 60
Cellavision [3] Cell segmentation 100
GlaS [206] Colon gland segmentation 160
Her2 [178] Her-2 Scoring 172
Camelyon16 [33] Metastasis detection 299
TUPAC [9] Tumor detection 300
Enjoypath [5] Multiple 318
BACH [6] Tissue subtypes classification 400
Camelyon17 [33] Metastasis detection 400
PCam [7] Metastasis detection 327,680
TCIA [2] Multiple M
TCGA [1] Multiple M

Table 2.1: Public datasets for image analysis tasks in digital pathology sorted in ascending
number of images. “M” indicates cases where multiple datasets are available.

images), a unique particularity of WSIs is their very large dimensions. As describe in section
2.2.2, WSIs contain millions of pixels which can be leveraged efficiently to increase dataset
sizes. Hence, all the works we surveyed in table 2.2 used a variant of patch-based techniques
to augment the dataset size and train deep learning models. For instance, for the task
of detecting nuclei in tissue slides, the datasets created from sampled patches centered at
annotated nuclei can contain thousands of positive instances from only dozens of available
annotated WSIs. Figure 2.2 shows the sizes in terms of WSIs and their total corresponding
annotated patches of the datasets used in different studies grouped per publication year.

In practice, representing WSIs with patches is unavoidable. In fact, with current state-
of-the-art computing resources, it is impossible to process a WSI in its entirety without
extensively down-sampling the image which would result in loosing most of the discrimina-
tive details and morphological features of the underlying tissues.

Although patch-based representations are unavoidable, they do come with important
shortcomings. First, patch-based representations imply the loss of global context captured
within the multi-magnification levels of the tissue slide. In fact, tissues’ structural orga-
nization is generally characterized by the different arrangements of cells and can only be
observed at the lowest magnification levels (e.g., 20x or 10x) or with very large scale patches.
Different works attempt to encode context when training deep models by using a pyramid
representation in which input patches are extracted at different magnification levels (often
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20x and 40x) and processed with multi-scale [16] or cascaded [34] deep network architec-
tures.

The second problem often faced when using patch-based representations is class im-
balance. In fact, most applications involve datasets with very limited annotated positive
samples. For instance, in the task of mitotic detection, only a few nuclei are generally la-
belled as mitotic, and the ratio of mitotic to non-mitotic nuclei can be up to 1 to 1000 which
can arguable be defined as a highly imbalanced dataset. Class imbalance problems can be
addressed by designing different patch sampling strategies that maximize the ratio of posi-
tives to negatives. One common approach is to densely sample positive patches and perform
additional data augmentation with affine and elastic deformations on positive patches only.
More sophisticated approaches involve crowdsourcing [16] annotations, employing boosting
techniques [60] or relying on active learning [243].

For some tasks such as cancer classification, it can be difficult to collect patch level
annotations. In fact, most available dataset for cancer diagnosis are labelled at the slide-level
only (i.e., an entire WSI is labelled as cancerous or not but the area of cancer is unknown).
In these cases, it can be difficult to identify positive from negative patches. Most works treat
patches as independent instances and extrapolate the slide-level label to all sampled patches
from a given WSI. While this approach can be efficient, it is fundamentally flawed and results
in high false positive patch predictions. A more accurate approach involves formulating
classification and segmentation tasks with slide-level annotations only as weakly labelled
problems and using machine learning frameworks such as multiple instance learning [121]
to train the deep learning models. Other strategies involve designing different aggregation
techniques to infer a slide-level prediction from all processed patches at inference time. In
this case, a trained model is applied on densely sampled patches from a test WSI in a sliding
window fashion and a slide-level prediction score map is obtained. The most successful
aggregation strategies involve training secondary machine learning models (e.g., random
forest) [33] as classifiers on hand-crafted features (e.g., detected tumor size) extracted from
the prediction score map obtained from the patch-level deep model.

Finally, a commonly used strategy for overcoming small dataset sizes (despite the large
number of patches that can be extracted from a WSI) is to rely on pre-trained deep learning
models. In such case, models are first trained on very large datasets from other domains (e.g.,
natural scene images) and fine-tuned on the smaller available digital pathology datasets.
For instance, it has been shown that convolutional neural network (CNN) architectures
trained on natural scene images can generalize relatively well (even without fine-tuning) to
a variety of digital pathology tasks [33, 55, 153, 226, 175].

2.4.2 Deep Learning Architectures

The majority of deep learning models used in digital pathology are of type feed forward or
recurrent neural networks. Neural networks are commonly associated with acyclic graphi-
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Figure 2.2: Number of studies found per year categorized based on the type of task they
address (left) and the average size of the dataset they use (right). The number of instances
(#instances) correspond to the average number of annotated instances available.

cal models that describe a composition of many different functions f approximating some
unknown function f∗. The goal of a neural network is to define a mapping f(X, θ) of an
input X and learn the parameters θ that result in the best function approximation.

2.4.2.1 Convolutional Neural Networks

In digital pathology, CNNs are the most commonly used type of feed forward neural net-
works. A CNN is a composition of a sequence of L layers (i.e., functions) that maps an
input image X to an output vector Y (e.g., a scalar or output vector) such that:

Y = f(X; θ1, θ2, . . . , θL) (2.1)

= fL(aL−1; θL) ◦ fL−1(aL−2; θL−1) ◦ . . . ◦ f2(a1; θ2) ◦ f1(X; θ1) (2.2)

where θ = {θ1, θ2, . . . , θL} are the trainable parameters (weights and biases) at different
layers, {a1,a2, . . . ,aL} represent the intermediate outputs at each layer that form the net-
works’ features or internal activations. Conventionally, the successive layers of a CNN model
are defined to perform one of the following operations: i) 2D or 3D convolutions with train-
able filter banks, ii) spatial pooling (e.g., average or max pooling), iii) non-linear activations
(e.g., rectified linear units, hyperbolic tangent, sigmoid). Generally, the final layer of a CNN
is represented as a fully connected or dense layer that maps the penultimate output activa-
tions to a distribution over categories P (Y |X; θ) through a softmax function.
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Among the works we surveyed in table 2.2, the majority used CNN architectures with
relatively shallow architectures (i.e., 2 to 8 layers) when it comes to tasks related to the
analysis of histologic primitives (e.g., nuclei and cell localization, cell classification). For
instance, many works [88, 106, 175, 153] adopted LeNet [140] and AlexNet [136] architec-
tures with minor modifications to the penultimate layer output size. Both of these networks
are relatively shallow, consisting of two and five convolutional layers, respectively and em-
ployed convolutional kernels with large receptive fields in early layers and smaller kernels
closer to the output. The main distinction of the AlexNet architecture is the use of recti-
fied linear units instead of the hyperbolic tangent as activation function. In contrast, most
prediction models we surveyed (e.g., cancer prediction and grading) rely on deeper net-
work architectures (i.e., 8 to 150 layers) [27, 144, 30, 226]. Generally, these architectures
are adapted from the VGG-16 [203], Inception [215] and ResNet [108] models which are all
built on small fixed-size kernels in each layer. These CNN architectures introduced novel
building blocks that were shown to improve training efficiency and reduce the total amount
of trainable parameters. Specifically, the Inception model consists of inception blocks where
instead of having a single convolution layer applied to a given input, the model uses multiple
parallel operations (i.e., convolutions with varying kernel sizes and pooling) applied to the
same input. This strategy was shown to act as a multi-level feature extraction scheme. In
the ResNet architecture, residual blocks are introduced in order to train very deep models
(i.e., 150 layers) effectively. Instead of learning a function, ResNet blocks only learn the
residual and are preconditioned towards learning mappings that are close to the identity
function. Finally, other works that did not use the above mentioned state-of-the-art ar-
chitectures [68, 142, 70, 245] designed custom CNN models where the building blocks are
typically convolutions with varying kernel sizes depending on the dataset and task, max
pooling layers, rectified linear units as activations and fully connected layers that act as
final classifier. An example of a common custom architecture is the multi-scale CNN used
for mitosis [16] and cell [213] detection. Multi-scale architectures were proposed to incor-
porate larger context when using patch-based representations of WSIs. A multi-scale CNN
is composed of multiple parallel trainable CNN architectures where each network includes
a filter bank layer, non-linearity functions and pooling operations and is trained on similar
size patches extracted at increasing input image scales. The output predictions obtained
for all patches are aggregated using an additional fully connected layer or using a simple
geometric average over all prediction scores to predict a single categorical output.

Another application of CNNs in digital pathology is as pixel-level classifiers in segmen-
tation tasks. To predict a class label for each pixel in an input image, a common approach is
to use a variant of a CNN named fully convolutional network (FCN) [145]. The particularity
of FCNs is that they can receive inputs of arbitrary size and produce correspondingly-sized
outputs by removing all fully connected layers and introducing upsampling layers to supple-
ment the usual contracting CNN network composed of stacked convolution, non-linearities

23



and pooling (or downsampling) layers. There are different variants of FCN architectures
but the most popular model used in digital pathology is the UNet [191] which uses VGG-16
as a contracting network and combines it with its symmetric counterpart where all pooling
layers are replaced by upsampling operations to increase the resolution of the output and
form a u-shaped architecture. Skip connections are used to propagate information across
the network and facilitate training.

Whether they are used for classification, detection or segmentation, the parameters θ
of feed forward neural networks (i.e., CNNs and their variants) are generally trained in
a supervised setting by optimizing a cost function. Given a set of N annotated training
instances {(X(i), Y (i))}, the parameters θ can be estimated by solving the following opti-
mization problem:

min
θ

N∑
i=1
L(P (Y (i)|X(i); θ), Y (i)) +R(θ), (2.3)

where L is a defined cost function and R is a regularization term over the trainable pa-
rameters θ. In most cases, weight decay is used as regularization and the cost function is
defined as the cross-entropy loss between the training data and the model’s predictions:

L = − log
[
P (Y (i)|X(i); θ)

]
. (2.4)

Common variants of the cross entropy loss in digital pathology involve adding a weighting
coefficient to handle class imbalance [232, 191, 207] or introducing additional auxiliary
terms [55] in the loss defined in eq.(2.4).

Most deep models are optimized following eq.(2.3) in an end-to-end fashion using stochas-
tic gradient descent. In order to compute the gradients of the cost function (eq.(2.4)) with
respect to the network’s parameters, the backpropagation algorithm is used to allow the
information from the cost function to flow backward in a recursive fashion.

2.4.2.2 Recurrent Neural Networks

Another category of neural networks often used in digital pathology are the recurrent neural
networks (RNNs) which are generally used to model sequential data where the input and
output (as in feed forward neural networks) can be of varying length. In its simplest form,
the particularity of an RNN is in the capacity to maintain a latent or hidden state h at a
given time t that is the output of a non-linear mapping from its input Xt and given the
previous state ht−1:

ht = f(ht−1,Xt; θ), (2.5)

where θ are the trainable parameters and f is the non-linear mapping function that is
repeatedly applied to all input elements of the sequence X. For classification, one or more
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fully connected layers are typically added followed by a softmax to map the sequence to a
posterior over the classes.

The training procedure for a RNN is similar to the one described above in eq.(2.3))
with the difference being that the total cost function for a given sequence X paired with a
sequence Y is simply the sum of the costs over all time steps (i.e., backpropagation through
time).

Different variants of RNNs have been proposed. In digital pathology, the most commonly
used recurrent models are gated RNNs and long short term memory (LSTM) networks
that use additional gates (i.e., trainable non linear functions) to accumulate and forget
information over a long duration of time. LSTMs, as opposed to gated RNN, incorporate
gated self loops that are conditioned on the current state and context. These self loops
are primarily introduced to facilitate training by modelling long-term dependencies and
avoiding the gradients to vanish through the successive time steps.

In the works we reviewed, RNNs and LSTMs have been primarily used for segmentation
tasks. In these applications, 2D WSIs are modelled as a sequence of patches and depen-
dencies between local patches are modelled using the recurrent architectures. In order to
model dependencies in both axis of the image (i.e., rows and columns), most works use
2D versions of the recurrent networks. For instance, Xie et al. [234] proposed a 2D spatial
RNN to segment muscle perimysium in digital pathology images where each input image
is partitioned into non overlapping patches. In order to process an input image, the image
patches are sorted in an acyclic sequence. Sub-hidden states are introduced and defined as
a weighted combination of inputs from the 4-connected adjacent patches (left, right, top
and bottom) within rows and columns of a grid representing the organization of all patches
in the image. Similarly, 2D LSTMs can be used [13] to capture contextual information by
processing WSIs as a 2D sequence of non-overlapping neighbouring patches. The input to
the 2D LSTM model is represented as a sequence of two multi-dimensional vectors (e.g.,
feature vectors obtained with a CNN). Each 2D LSTM unit is pair-wise connected to its
4-connected neighbors and is composed of twice the number of gates as exist in 1D LSTM
units (i.e., input, output, forget and cell memory gate) to process inputs from neighbouring
patches along the columns and rows of the original WSI.

Generally, recurrent models are integrated within CNN models to obtain feature repre-
sentations of the input images and do not operate directly on raw input images. In digital
pathology, most existing recurrent networks are trained with backpropagation and opti-
mized with the cross entropy loss.

2.4.2.3 Unsupervised Models

A few works used unsupervised models to process digital pathology images. From the works
we reviewed, the majority used auto encoders (or a variant) and generative adversarial
networks in an unsupervised setting.
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Auto encoders (AEs) are feed forward neural networks that are formed of fully connected
or convolutional layers with non linear functions used to compute each layer’s activations.
Most existing architectures follow the same design choices as the ones used in CNNs. Gen-
erally, AEs are composed of a contracting path that reduces the dimensionality of the input
to a coarse latent representation and that is followed by an upsampling path that recovers
the input. Thus, AEs are trained to reconstruct an input X on the output layer X̂ through
one or multiple hidden layers h. As AEs are used to reconstruct inputs, they are generally
trained with the mean squared error which penalizes the reconstructed input X̂ for being
dissimilar from the input X. A sparse autoencoder (SAE) is simply an AE whose training
criterion involves a sparsity penalty on the latent representation h, in addition to the re-
construction error. Stacked Sparse auto encoders (SSAE) are formed by stacking multiple
auto encoder layers on top of each other and forming deeper networks.

In digital pathology, SSAE were used to obtain feature representations while leverag-
ing datasets in an unsupervised setting (i.e., without requiring annotations). This feature
learning strategy was shown successful on a variety of applications such as cancer identifi-
cation [71, 168] and nuclei detection [237].

Recently, another variant of AEs named variational auto encoders (VAE) was employed
to generate grayscale histopathology images [218]. VAEs are probabilistic models used as
generative models which aim at learning a probability distribution over a given training
dataset. To do so, VAEs are trained to maximize the variational lower bound on the log-
likelihood of the data. These models are in essence different from general AEs but they
do follow the same architectural design with a contracting path (the encoder) and upsam-
pling path (the decoder). So far, there have been only rare applications of VAEs to digital
pathology images.

Another form of generative models that was shown useful in digital pathology are the
generative adversarial networks (GAN) [97]. The goal is to learn a generator distribution
PG(X) that matches the real data distribution Pd(X). GANs consist of optimizing a mini-
max game between a generator G and discriminator network D. Both of these networks are
generally designed as CNNs. G generates samples from the generator distribution PG(X) by
transforming a noise variable z ∼ Pn(z) into a sample G(z). D aims at distinguishing sam-
ples from the true data distribution Pd(X) from generated samples G(z). The optimization
involves finding the parameters of both networks G and D using the following expression:

min
G

max
D

V (D,G) = Ex∼Pd [ logD(X)] + Ez∼Pn [ log(1−D(G(z)))] (2.6)

Different variants of GANs have been used in digital pathology for tasks such as data
augmentation, data harmonization, domain adaptation and staining normalization [199,
116, 29, 165]. We discuss these works further in section 2.4.5.1.
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2.4.3 Detection and Analysis of Histologic Primitives

As mentioned previously, a critical prerequisite in the diagnosis of tissue sections is the
analysis of histologic primitives such as cells, nuclei, lymphocytes, mitotic figures, etc. The
detection of these important tissue components provides support for various quantitative
analysis tasks including cell and nuclei morphology, such as size, shape, and texture which
are biomarkers of abnormalities.

There exist many challenges in the detection of histologic primitives in digital pathol-
ogy. First, as mentioned in section 2.2.3, the appearance of tissue slides can exhibit back-
ground clutter introduced during image acquisition but there exist also significant variations
on nuclei and cell sizes, shapes and intracellular intensity heterogeneity. Finally, cells and
nuclei are often clustered into clumps and may overlap partially with one another. Chal-
lenges related to anatomical variations and artefacts make the task of detecting cell and
nuclei particularly suited for deep learning models that can potentially learn robust fea-
ture representations. In this section we describe different deep learning models proposed
for the detection of histologic primitives and specifically present supervised techniques with
classification, regression and segmentation deep neural networks as well as unsupervised
techniques that leverage deep auto encoders.

2.4.3.1 Classification Models

Many detection problems (i.e., nuclei, cell, mitosis detection) can be formulated as a pixel
or patch-wise classification task and characterized by the appearance of objects to be de-
tected. A common strategy for nuclei or cell detection is to train a CNN classifier as a pixel
classifier [127, 143, 173, 241] where the network is trained in a supervised setting using
patches centered around the object of interest. The trained CNN model is often a two-class
classifier and can be applied in a sliding window fashion on WSIs to detect all histologic
components of interest and output a probability map, where each pixel value indicates the
probability of one pixel being at the center of an object. Therefore, the target objects can
be located, in principle, by seeking local maximum in the generated probability map. This
is generally followed by non-maxima suppression to improve the detection results. The ad-
vantage of using a deep learning model in this case is mainly in leveraging the learned
feature representation that, if the training set allows, can be robust to variations such as
rotation, staining appearance, etc. This approach is evidently more accurate than previous
state-of-the-art hand-crafted features even when using relatively small architectures such as
shown by a variety of works that adopted LeNet-5 [140] the 5-layer CNN model [189, 229]
or proposed 3-layer CNN classifiers to detect cells and nuclei [127, 128].

One important limitation of such pixel-wise classification approach lies in their high
computational costs. In practice, sliding window CNNs do not scale well to the million pixel
WSIs. To overcome this problem, different strategies have been explored. Wang et al. [229]
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proposed to reduce redundant computations of neighbouring patches by introducing k-
sparse convolution kernels, pooling and fully connected layers that are created by inserting
zero rows and columns into the original kernels to enlarge the kernel size hence enabling
the network to be trained with larger input tiles. The model is trained on 40× 40 patches
and tested on 551 × 551 tiles, hence speeding up the total computation time at test time.
In an extension to this work [229], the authors also showed how distributed GPU systems
could speed up the total training time [226]. Xu et al. showed the applicability of k-sparse
kernels to cell detection on lung cancer images [241]. Giusti et al. [94] achieved a three order
magnitude speedup compared to standard sliding window by performing convolutions with
larger strides.

Another strategy proposed to improve CNN classifiers for detection tasks consists of
utilizing domain knowledge about the object to be detected and leveraging the properties
of the H&E staining. In fact, when detecting nuclei or mitotic figures, many works [228,
190, 189, 128] observed that leveraging the hematoxylin channel which highlights nuclei in
blue/dark purple would give a good estimate of the potential nuclei centers and hence can be
leveraged to generate relevant candidate proposals to use along with the CNN for training.
Often the hematoxylin image is filtered out by computing the laplacian of Gaussian (LoG)
which allows to detect blob like structures then patches are extracted at those areas of
detected nuclei to form candidate proposals [189]. The LoG filter response can also be used
to improve color decomposition when separating the hematoxylin and eosin channels [128]
which was shown to improve nuclei detection. Chen et al. [54] proposed to use a FCN to
first quickly retrieve mitosis candidates and output a score map indicating the probability of
mitosis candidates. The FCN is followed by a CNN classifier in a cascaded fashion where the
CNN receives the retrieved candidates for further classification into mitotic vs non mitotic
nuclei. Both networks share convolutional layers and only the last fully connected layers
differ resulting in two different outputs. The model is trained with a softmax classification
loss and an L2 regularization term. Along the line of works proposing candidate proposals
to use prior to detection; Akram et al. [14] propose a two-branch CNN where one branch
regresses on bounding box coordinates and the second predicts a classification score de-
scribing how likely the detected box is to include a cell. The generated candidate proposals
are then used for training further training a cell classification CNN.

Pixel-wise classification can be easily extended to multi-class organ detection using a
softmax loss when training the CNN model. Such multi-class CNN can still be trained
with randomly sampled patches and applied on densely sampled patches at test time. A
similar strategy was used by Cirecan et al. [60] to win the ICPR 2012 mitosis detection
challenge where the task was to identify nuclei in mitotic phase within WSIs. While mitosis
are normally rare and well-separated, they are very hard to differentiate from non-mitotic
nuclei and the ratio of mitotic to non-mitotic nuclei is generally very low in a tissue slide.
Hence, training datasets composed of randomly sampled patches generally suffer from high

28



class imbalance. To overcome this problem, different techniques have been proposed. First,
the most straightforward approach consists of sampling balanced datasets and using data
augmentation strategies to augment the dataset for positive cases by replication as well as
additional forms of augmentation based on affine transforms [153]. Another approach is to
leverage non-expert annotated datasets and learn from crowds. Albarquouni et al. [16] pro-
posed AggNet, a CNN model for mitosis detection that can directly handle data aggregation
in the learning process such that image annotation from non-experts can be leveraged dur-
ing training. Specifically, AggNet consists of multi-scale CNNs that are first trained with
expert annotations and tested on data. The output after this first round of training is sent to
crowdsourcers for relabeling the mistaken annotated images. Then, the networks are refined
using the collected annotations and used to generate new ground truth labels.

Finally, another category of works leverages unsupervised learning. Xu et al. [237] pro-
posed a SSAE for nuclei detection in breast cancer images. Their model is first trained in an
unsupervised setting with a reconstruction loss and a sparsity constraint. Then, a softmax
layer is added as penultimate layer and the model is fine-tuned to classify nuclei patches
from non-nuclei patches. At inference, a sliding window method is employed to detect all
nuclei within the new tissue slides. Song et al. [211] proposed a hybrid deep auto-encoder to
extract high level features from input patches and created probability maps that capture the
different shape of nuclei using a Gaussian filtering of image patches centered on cells. The
auto encoder is trained to reconstruct the input RGB image as well as the corresponding
generated probability map. The predicted detected center points of nuclei are obtained by
applying the deep auto encoder to unseen patches and using a second model, here a CNN or
SSAE, to perform cell classification on the resulting predicted centers. In an extension [210]
to this first work, the classification CNN and the SSAE were coupled to create a model that
first detects then classifies cells in WSIs. The coupling is done by adding two branches to
the auto encoder: one classifies the detected cells and the other predicts probability maps.

2.4.3.2 Regression Models

Regression models for cell and nuclei detection were proposed to efficiently locate the cen-
troid of objects. In fact, while CNN classification models produce relatively good results on
detection tasks, they do not consider the topological domain on which the output detection
resides. In regression analysis, given an input and output pair, the task is to estimate a
function that represents the relationship between both variables where the output does not
only depend on the input but also on a topological domain (e.g. spatial domain, time).

Most works that address the detection of histology primitives with a regression model
define a training output as a proximity score map, which indicates the proximity with respect
to the centroid of the object of interest. Generally, the proximity score map is defined as a
function resulting in high peak values in the vicinity of the center of the object. For instance,

29



Chen et al. [57] defined the proximity score map as:

s(l) =

 0 x 6∈ M

e−
||l−c||2

2σ2 x ∈M
(2.7)

where l is the position of a pixel in the input patch with respect to the closest centroid c
of the object of interest (i.e., mitotic nuclei),M corresponds to a ground truth segmented
mask composed of annotated objects and σ is a hyperparameter controlling the variance.

The model is trained with a per-pixel regression loss that minimizes the L2 norm between
the predicted proximity score map and s(l). In the deep regression CNN model, an FCN
architecture is proposed with an upsampling layer that is used to predict a proximity score
map of similar size as the ground truth map s(l). Xie et al. [233] proposed a similar regression
CNN for detecting cells in breast, cervex and neuroendocrine tumor tissues but used a
weighted L2 loss formulated such that higher penalties are applied for errors on predicted
pixels that are closer to the centroid of the cells.

Sirinukunwattana et al. [207, 208] introduced a new CNN layer designed for spatially
constrained regression to detect epithelial tumor nuclei in breast and colon cancer datasets.
The CNN predicts probability values that are topologically constrained such that high values
are concentrated in the vicinity of the center of nuclei. In the spatially constrained CNN
architecture, the two penultimate layers are defined to impose these spatial constraints.
Specifically, the second to last layer outputs a parameter vector θ(x) while the final layer
outputs a probability map ŷ with highest values at the pixels that are strong candidates for
being the centers of tumor nuclei such that:

ŷj ∝


(

1
1+ 1

2 ||zj−ẑ0
m||2

)
hm if ∀m 6= m′ ||zj − ẑ0

m||2≤ ||zj − ẑ0
m′ ||2

0 otherwise
(2.8)

where z0
m represents the coordinates of the center of the mth annotated nucleus within a

given patch, ẑ0
m is the mth estimated nuclei center and hm ∈ [0, 1] is the height of the

output probability mask and is a trainable parameter defined as the output of the layer
before last. The model is trained with a weighted cross entropy loss that penalizes wrong
predictions compared to a pre-computed ground truth regression mask. Finally, to detect the
center of nuclei on large test image, the sliding window strategy with overlapping windows
is used and the predicted probability of being the center of a nucleus is generated for
each of the extracted patches using eq.(2.8). These results are then aggregated to form a
probability map where for each pixel location the probability values from all overlapping
patches containing the given pixel are averaged. The final detection is obtained from the
local maxima found in the probability map. This spatially constrained regression CNN was
improved in the work of Kashif et al. [122] where the authors utilized a set of handcrafted
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features (i.e., color features after color decomposition to isolate hematoxylin channel and
texture features based on the scattering transform [152]) as additional inputs to the network
and empirically showed sharper prediction results with lower false negative nuclei detection.

To constrain the regression model, Xie et al. [232] proposed a CNN-based approach for
nuclei localization that mainly consists of two steps. First, patches extracted from a WSI
are assigned a set of voting offset vectors that correspond to a preset number of voting
positions, and a corresponding voting confidence score used to weight each vote. Then, the
weighted votes are collected for all extracted patches and a final voting density map is
computed for the input WSI. The final nuclei positions are identified by the local maxima
of the density map.

Generally, detecting cells and nuclei is a first step towards counting or extracting quan-
titative measures such as nuclei size or total count of cellular structures in a WSI. Another
direction for cell/nuclei analysis is to directly predict the desired measurement. Xie et
al. [231] proposed to bypass cell detection and directly estimate the total count of cells in
histopathology images using a density estimation approach. Specifically, the cell counting
problem is cast as a supervised learning problem that tries to learn a mapping from an
input image patch to a density map which is a function over pixels in the image that is
used to get an estimate of the number of cells in the image after integration. To learn this
mapping, the authors proposed a fully convolutional regression network that is trained to
regress ground truth density maps from the corresponding input image patches. The model
is trained using the mean square error between the predicted heat map and the target den-
sity map. At inference, given an input image patch, the model predicts a density map. Two
FCN architectures inspired by the VGG-Net architecture adapted with different receptive
fields were tested. The authors observed that using larger receptive fields worked best when
cells were organized as clumps (where multiple cells overlap) and hence covered larger image
patches.

2.4.3.3 Segmentation Models

Another approach for automating the analysis of histologic primitives is through analyzing
the shape and morphology of cells, nuclei, glands or other tissue components. To do so,
detection only is not sufficient and a pixel-level delineation of these components is better
suited. However, segmentation in digital pathology is often challenging given the high resolu-
tion nature of WSI and deep learning models tend to be computationally inefficient on such
large images. Most existing deep segmentation models are supervised models that leverage
fully convolutional architectures trained with a per-pixel cross entropy loss. In fact, during
the 2015 MICCAI Gland Segmentation Challenge [206], the top-5 teams used FCN archi-
tectures with different pre and post processing strategies. The challenge winning model [55]
was a FCN model with auxiliary layers trained to simultaneously predict a gland boundary
mask and a gland mask. Using the auxiliary loss functions as a form of regularization helped
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training a segmentation model that would converges to more plausible segmentation results
in which gland boundaries are not clustered. Such additional domain specific knowledge is
often critical when training deep models in digital pathology, especially given the scarcity
of the dataset available. We discuss the most representative variants of FCNs in digital
pathology below.

Song et al. [213, 212] proposed a multi-scale CNN architecture to segment cervical cy-
toplasm and nuclei. The WSI is partitioned into patches extracted at multiple scales and
a CNN is trained for each scale to classify the central pixel of each patch as nuclei, cy-
toplasm or background. Feature maps from different scales are then concatenated and a
final segmentation mask is obtained using a graph partitioning technique on the extracted
features. At inference, the trained multi-scale CNN is applied in a sliding window fashion.
Bel et al. [73] also showed the advantage of using a multi-scale CNN model trained with
patches extracted at two magnification levels (i.e., 20x and 40x) over a FCN for segment-
ing nine classes of renal structures. Janowczyk et al. [118] proposed a resolution adaptive
deep hierarchical learning framework which uses multiple deep learning networks, with
the same architecture, to significantly reduce computation time for fully segmenting high-
magnification digital pathology images. Raza et al. [183] also used multiple resolution input
patches to train a FCN for segmenting cells in fluorescence images but in contrast to other
works, their proposed network uses intermediate layers in the network architecture to en-
force better localization and context. The proposed network consists of multiple convolution
followed by tanh activation, pooling and upsampling layers. Features from different layers
are concatenated to enforce information flow from lower layers of the network to deeper
layers. Auxiliary losses are added at different intermediate layers to penalize segmentation
errors at cell borders.

Another challenge in segmenting nuclei and cells in WSI is the potential overlap between
neighbouring structures which can alter the cell/nuclei shape and boundaries appearance. In
order to preserve shapes many works rely on imposing higher order penalties when training
segmentation models. While FCNs are generally trained with per-pixel cross entropy loss
functions that do not necessarily encode specific shape priors, their output probability
maps have been shown useful as unary terms in energy based segmentation models. Xing et
al. [235] used such strategy to segment tumor nuclei from overlapping clumps and showed
that the probability maps obtained from a trained FCN model formed a robust initialization
step for a level set model.

As for detection, segmentation can also be bypassed to directly predict the desired
quantification of histologic primitives. For instance, Veta et al. [223] proposed to avoid
the nuclei segmentation step and directly predict the nuclear area which is predictive of
outcome for breast cancer patients. Towards this goal, the authors train a CNN model that
is applied locally at each given nucleus location, and can measure the area of individual
nuclei. Instead of predicting the nuclear area directly with a regression model, a 10-layer
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CNN classification model (8 alternating convolutional and max pooling layers followed by
2 fully connected layers) is used to predict the bin of the area histogram to which a nucleus
belongs (each histogram bin represents one class in the classification problem). The number
of histogram bins defines the fidelity of the nuclei area measurement. The advantage of
this over training a regression model is that it enables seamless extension to a combined
nuclei detection and area measurement model. The output of the classification model is a
vector with probabilities associated with each class (area histogram bin). The area of each
nucleus is reconstructed as the weighted average of the histogram bin centroids with the
output probabilities used as weigths. This approach takes into account the confidence of the
class prediction and results in a continuous output for the area measurements. In order to
train a model that can perform combined nuclei detection and classification, an additional
”background” class is introduced in the classification task. This class accounts for patches
that are not centered at nuclei locations. The classifier is then applied to every pixel location
in a test image. In the predicted probability map, local minima below a certain threshold
will correspond to nuclei centroids.

2.4.4 Large Tissue Analysis and Prediction Models

Often, the purpose of many tasks in digital pathology, such as counting mitoses, quantify-
ing tumour infiltrating immune cells, analyzing the shape of glandular structures of specific
tissue entities aim to ultimately predict patient outcome. Therefore, an interesting question
is whether these intermediate proxies for outcome could be bypassed and the novel deep
learning techniques could be used to directly learn diagnostically relevant features in mi-
croscopy images of the tumour, without prior identification of the known tissue entities, e.g.,
mitoses, nuclear shape, infiltrating immune cells. Different works attempted to train deep
learning models using patient outcome as the endpoint to see if such model could reveal
known prognostic morphologies, but also has the potential to identify previously unknown
prognostic features [30]. We review some of these works in the following section.

2.4.4.1 Deep Classification and Segmentation Models for Diagnosis

Given a WSI, automatic cancer diagnosis is generally formulated as assigning a class label
to an entire tissue slide (i.e., WSI classification) or identifying abnormal areas of tissues
(i.e., WSI segmentation). The majority of existing deep models proposed for predicting the
presence of cancer from WSIs use CNNs and FCNs.

There are three main challenges in designing CNN models for cancer prediction from
WSIs. All of these challenges arise from the high dimensionality of tissue slides and the lim-
ited available annotations for training and validating supervised models. As mentioned in
section 2.4.1, patch-based representations are unavoidable but come with different shortcom-
ings. In this section, we discuss the different strategies proposed for i) training supervised
patch-based prediction models using fine-level annotations (i.e., delineations of abnormal
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tissue areas in a WSI), ii) training weakly supervised patch-based prediction models using
only slide-level annotations (i.e., benign vs malignant WSI), iii) encoding the topology of
tissues by leveraging the multi-magnification nature of WSIs.

2.4.4.2 Fully Supervised Models

In fully supervised settings, cancer prediction models can be trained on finely annotated
datasets in which one (or several) expert(s) highlighted abnormal areas (e.g., cancerous
tissue) within a WSI. In fact, in most applications, only a small portion of the imaged
tissue caries morphological and structural patterns indicative of abnormalities. Delineating
such areas can be very complex and time consuming as it involves visually identifying
abnormal patterns at different magnification levels.

Different works proposed CNN classifiers trained on patches extracted from annotated
WSIs to predict the presence of cancer or cancer subtypes. In most works, a fixed mag-
nification level is selected (generally 20x or 40x) and patches are sampled from the set of
annotated training WSIs. Sampling strategies in cases where pixel-level annotations are
available, involve constructing training mini-batches by randomly selecting samples from
points inside and outside the annotated area but within the tissue (i.e., discarding back-
ground). For each mini-batch the number of samples per class is generally determined with
uniform probabilities [33, 30, 178, 70] and the patch size is often large enough to include
structural information (e.g., 224 × 224). This strategy can work poorly and result in very
imbalanced mini-batches in cases where only a fraction of the tissue contains abnormality.
This can be the case, for instance, for breast cancer metastasis detection in sentinel lymph
nodes where often, only a minuscule fraction of the slide contains cancer and most of the
slide is covered by lymphocytes. Also, certain normal regions which look more similar to
cancer are typically underrepresented in the training data and patch-based CNN models are
generally not capable of correctly identifying these areas as normal. To address this problem,
Litjens et al. [142] used a boosting approach to sample training mini-batch patches. This
consists of using the initial prediction score maps obtained for the training dataset to sample
new patches for both cancerous and non-cancerous classes while increasing the likelihood
of sampling patches that were originally incorrectly classified by the model. This process
results in additional training data which contains more difficult samples. Subsequently, the
model is re-trained using the new sampled patches.

Once the patch-level classification model is trained, it can be used in a sliding window
fashion to classify all patches in an unseen WSI and obtain a prediction score map high-
lighting areas predicted as cancerous. To obtain a slide-level prediction for the entire WSI
from the predicted score map, different aggregation techniques have been proposed [144].
Some works simply use the maximum value in the predicted probability score map as
the slide-level prediction [236, 144]. One strategy that was shown successful on different
datasets [95, 178, 33, 98, 30] consists of leveraging domain knowledge to extract additional
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hand-crafted features from the predicted score map and train a subsequent classifier to pre-
dict a slide-level label. Wang et al. [226] adopted this strategy to win the Cameleyon [33]
challenge on identifying metastatic breast cancer from lymph node WSIs. Specifically, 28
geometrical and morphological features were extracted from each predicted score map, in-
cluding the percentage of tumor region over the whole tissue region, the area ratio between
tumor region and the minimum surrounding convex region, the average prediction values,
and the longest axis of the tumor region. A random forest classifier is then trained to
discriminate WSIs with metastases from the ones without using the hand-crafted features.

2.4.4.3 Weakly Supervised Models

Weakly supervised models leverage patch-based representation to classify WSIs while only
using slide-level annotations during training. Among the works we surveyed, there exist
different strategies for training a prediction CNN model using slide-level labels, we present
them below.

One commonly used strategy consists of extrapolating the labels from the slide-level to
all patches sampled from a given WSI, train a patch-level classifier then use max-voting or
pooling to infer the slide-level class. This strategy can be used for patch-level segmentation
with FCNs [179] as well as WSI classification [33]. Depending on the complexity of the
task and the disparity among patches, this strategy can produce relatively good results.
More sophisticated approaches adopt the multiple instance learning framework [121, 110].
For instance, Hou et al. [110] aggregate the prediction of a patch-based CNN model using
an Expectation-Maximization (EM) based decision fusion model to automatically locate
discriminative patches. In the authors’ formulation, a WSI X(i) is represented as a bag
(using the MIL terminology) of instances (i.e., patches) (x(i)

1 ,x(i)
2 , . . . ,x(i)

P ) where P is the
total number of instances per bag. Ground truth labels are only available at the bag level.
Hidden binary variables H(i) are introduced to model whether an instance of a bag is
discriminative or not. Each instance is associated with a hidden variable such that h(i)

p

represents the hidden variable associated with patch p. Assuming all bags and instances are
independent, the decision fusion model is defined as follows:

P (X, H) =
N∏
i=1

P∏
j=1

(
P (x(i)

j |h
(i)
j )
)
P (H(i)), (2.9)

where N is the total number of training WSIs. The likelihood of the data P (X) is maximized
using the EM algorithm and the instance that maximizes P (h(i)

j |X(i)) is defined as the
discriminative instance for the positive bag. Discriminative instances are selected to continue
training the CNN prediction model.

Nazeri et al. [169] proposed a two-Stage CNN for classifying breast cancer WSIs. A
first CNN, called patch-wise network is trained on patches and outputs spatially smaller
feature maps. A second CNN network (named image-wise network) which performs on top
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of the patch-wise network, receives stacks of feature maps as input and generates slide-level
prediction scores. In this cascaded configuration, the second network learns relationships
between neighbouring patches represented by their feature maps. The patch-level labels
are unknown yet the patch-wise network is trained using the CE loss based on the label
of the corresponding WSI. Once trained, the last fully connected layer of the patch-wise
network are discarded and only the feature maps obtained from the last convolutional layer
are used. The image-wise network is trained on the feature representations obtained from
non-overlapping patches using the CE loss again.

Other works proposed to use domain knowledge to identify discriminative patches with-
out requiring patch-level annotations. For instance, Ertosun et al. [83] observed that the
grading of gliomas is highly correlated with nuclei morphology, hence, tissue areas with
abundant nuclei distribution should be more reflective of the slide-level glioma grade. Based
on this observation, the authors trained a CNN model on patches extracted after automatic
nuclei detection and showed improved performance against randomly sampled patches.

2.4.4.4 Encoding Structural Information

Capturing high-level contextual information with patch-based representations is generally
difficult as it involves handling larger input image sizes, which does not work well when
training deep models. In order to capture context, different works attempt to encode struc-
tured relations between neighbouring patches.

One strategy to encode larger context is to employ larger input patches when training
the deep prediction models. This strategy was explored by Bejnordi et al. [34] witch stacked
multiple CNN models trained sequentially with input patches of increasing size in order
to learn fine-gained (cellular) information and global interdependence of tissue structures.
The authors leveraged the FCN architecture to train the model with patches of increasing
size. Specifically, a first CNN model is trained to classify patches of size 224 × 224. After
convergence, this first model is freezed and converted into a FCN architecture by removing
the last fully connected layers. A second network is then stacked on top of the FCN and is
similarly trained to classify patches. The input to the second network are the feature maps
output of the first FCN. In this cascaded architecture, the second model is trained with
input patches with larger size.

Other strategies to encode larger context involve using LSTM units. Agarwalla et al. [13]
combined the different feature representations obtained from a patch-level CNN using a 2D
LSTM network to encode neighbouring relationships between patches. A 2D-grid of features
is generated by packing feature vectors for neighbouring patches in the WSI then four 2D
LSTMs running diagonally are used to capture the context information by treating WSIs
as a two-dimensional sequence of patches. Finally, tumour predictions across all the spatial
dimensions are averaged together to get the final slide-level class label. Similarly, Kong et
al. [131] combined CNNs and 2D LSTMs to encode structure between neighboring patches
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for classifying metastatic tissue slides. The spatial dependencies between patches are ex-
plicitly modelled via an additional custom loss function which penalizes the CNN from
predicting diverging probability scores for neighbouring patches in a 4-connected neigh-
bourhood.

Finally, Wang et al. [227] attempt to encode structural information related to the con-
tours of microinvasive cervix carcinoma regions in WSIs. Explicitly formulating domain
knowledge related to membranes organization is difficult, especially when such information
needs to be encoded within a deep learning model. Wang et al. [227] trained a segmentation
FCN model to segment basale membranes of cervix carcinoma tissues. In order to augment
the FCN with additional information related to the organization and structure of the mem-
branes’ contours, the authors leverage adversarial training and include a GAN model in
which the generator is replaced by the FCN segmentation model and the discriminator
learns to identify ground truth membrane contours from predicted segmentation contours.

2.4.4.5 Survival Prediction Models and Multimodal Applications

Survival analysis is the task of predicting the time duration until an event occurs, which, in
digital pathology, corresponds to the death of a patient. In survival datasets, each patient
(i) is labelled with a pair (t(i), δ(i)) corresponding to an observation time and a censored
status. A censored patient (i.e., patient for which the event is not observed) is characterized
by an indicator variable δ(i) = 0 while an uncensored patient (i.e., patient for which the
event occurred during the study) is characterized by δ(i) = 1. The observation time t(i) can
be either a survival time S(i) or a censored time C(i) determined by the status indicator
variable δ(i). The most popular survival model is Cox proportional hazard model [66] which
is built on the assumption that a patient’s survival risk is a linear combination of covariates
(e.g., structured data such as patients’ sex, smoking years, age). However, linear models are
not the best suited to model interactions in real-world datasets. This motivated research
that leveraged the non-linear deep learning models as survival predictors. We present some
of the recent works below.

One way to leverage deep learning models in survival prediction tasks is to employ CNN
features to discover new imaging biomarkers. For instance, Yao et al. [245] trained a CNN
model to identify cancer from non-cancer cells in tissue patches and used the features from
the last convolutional layer of the CNN to extract quantitative descriptors such as textures
and geometric properties (e.g., cell area, perimeter, circularity). The extracted features are
used to discover imaging biomarkers that correlate with patient survival outcomes using the
multivariate cox proportional Hazard model. The authors showed that imaging biomarkers
from subtype cell information can better describe tumor morphology and provide more
accurate prediction than other techniques relying od molecular profiles. Similarly, Bychkov
et al. [49] showed that CNN-derived features extracted from segmented images of epithelium,
non-epithelium, and unsegmented tissue micro-array cores correlated well with five-year
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survival. Bauer et al. [27] showed that a CNN model could be used to classify nuclei in
different tissue types (i.e., prostate cancer and renal cell cancer) and that the combination
of tissue types during training could increase the overall survival analysis. Zhu et al. [255]
showed that the integration of CNN-based features with genomic features into a Cox survival
prediction model revealed complementary information on tumor characteristics between
pathology images and genetic data.

Other methods employ CNNs to directly predict the survival risk factor. Zhu et al. [254]
developed the first deep CNN for survival analysis (DeepConvSurv) with pathological im-
ages. The model is trained on patches extracted from tissue areas delineated by experts to
regress the survival time for each patch.

L = −
∑
i∈U

(
βTa(i) − log

∑
j∈ω(i)

eβ
T a(j)

)
, (2.10)

where βTa(i) is the risk associate with the input image with β corresponding to the weights
of the final fully connected layer and a(i) are its input activations. U and ω(i) represent the
set of right-censored patients (i.e., cases for which the event did not occur at the time of
the study) and the set of patients for which the event occurs after t(i).

The authors extended this model to predict survival outcomes for an entire WSI (i.e., a
collection of patches) [256]. In this extension, multiple patches are extracted from a given
patient’s WSI and clustered based on their phenotype with a k-means clustering approach.
Then, clusters are selected based on a their patch-level survival prediction performance
using the Cox regression model for predicting survival. The selected clusters are then used
to train the DeepConvSurv model described above. All cluster-level survival predictions are
then aggregated to obtain a final survival prediction score for an entire WSI.

In practice, patient diagnostic is generally based upon the integration of different sources
of information (e.g., omics, radiology, patient history). Consequently, it may be beneficial
to integrate these different sources of information into the automatic prediction systems
as well. Recent works have attempted to design survival prediction models that integrate
both genomic biomarkers and digital pathology images. Yao et al. [246] used a survival
CNN model trained on such multi-modal inputs to predict time-to-event outcomes. Their
framework showed superior results to the pathologists’ decision rules for predicting the
overall survival of patients diagnosed with glioma. Given the current trend in personalized
medicine, such multi-modal approaches are becoming more and more critical.

2.4.5 Non-Clinical Tasks

In this section we present categories of work that do not directly attempt to automate
clinical tasks but rather focus on facilitating computer-aided diagnosis by improving the
quality of input images and datasets to facilitate training or introduce ways to design more
interpretable deep learning models.
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2.4.5.1 Stain Normalization, Computational Staining and Augmentation

Stain normalization has always been a critical step in the training of machine learning
models. In fact, in contrast to pathologists, most existing machine and deep learning models
are sensitive to variations in the staining appearance of tissue slides.

Deep learning models were applied in various ways to normalize stains across datasets.
Janowczyk et al. [116] proposed to use features learned with a SAE to normalize stains in
different images to a template image. This process was applied by clustering the pixels in a
sparse auto-encoded feature space so that respective tissue partitions could be aligned using
their respective color distributions. By using individual tissue partitions, this approach is
able to more sensitively modify the color space as compared to a global method where
all pixels are considered concurrently. GANs have also been employed to normalize stains.
Zanjani et al. [247] trained a conditional GAN to generate a colorized H&E image in its
CIEL*a*b* space using as input the image lightness channel and a set of structured latent
variables drawn randomly from a prior distribution. Finally, Cho et al. [59] defined the
problem of stain normalization in the context of domain adaptation and combined it with a
prediction task within a GAN framework. The GAN loss described in eq.(2.6) is combined
with two additional regularization terms that aim at preventing the degradation of a task-
specific network on synthetic images and enforce similar features between synthetic and
original images in order to facilitate the task of the generative model.

Conditional GANs were also used in the context of digital staining where the task is to
generate images artificially stained with different staining agents. Burlingame et al. [48] used
a GAN to convert H&E images to immunofluorescence. Bayramoglu et al. [29] employed a
similar conditional GAN to virtually stain unstained hyperspectral specimens.

Finally, GANs have also been employed as data augmentation tools to generate synthetic
images. Senaras et al. [199] and Moeskops et al. [165] used a GAN to generate synthetic
images and showed that using the synthetized images to augment training datasets increased
the performance of prediction and detection models when compared to other standard
augmentation strategies.

2.4.5.2 Interpretability

One recurring critique made against deep learning and machine learning models is their
lack of interpretability. Generally, interpretable models in digital pathology are ones for
which the output is jutifiable. Deep learning models do not a priori fit in this category
and are commonly seen as black-box computational tools. Introducing novel ways to gain
insight into the decision making process of deep learning models has become an active area
of research in digital pathology.

Cruz-Roa et al. [71] proposed to interpret the predictions of a CNN used to identify
cancer in WSIs. Their strategy for interpretability consists of including an interpretable
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layer that highlights the visual patterns contributing to discriminate between cancerous and
normal tissues patterns, working akin to a digital staining which spotlights image regions
important for diagnostic decisions. This is achieved by multiplying the feature maps of the
trained CNN model by the final layer’s softmax classifier weights. All weighted feature maps
are combined into an integrated feature map and a sigmoid function is applied at each pixel
of the resulting map. The map is used to highlight areas of the image that were scored as
highly discriminative of cancer. While this approach gives a relatively good insight into the
trained models’ predictions, it does not really capture the intermediate layers’ contributions
to the final outcome.

Korbar et al. [132] proposed a visualization approach to identify discriminative features
for colorectal polyps in WSI. In their work, the FCN nature of ResNets is leveraged to
directly correlate features with salient areas at each layer. Specifically, the authors used
a gradient-based approach to identify discriminative features learned at each intermedi-
ate layer of the trained ResNet model. Gradients reflect the change of each intermediate
layer function with respect to the input. Hence, visualizing the resulting gradient maps
can provide relevant insight on the features distribution per class. However, gradients have
generally high variance at intermediate layers and they can be influenced by all different
output classes. The authors used a variant of gradient based visualization technique name
the class activation map which looks at the change in the penultimate layer’s activations
after a single backpropagation pass. A class activation map for a particular class indicates
the discriminative image regions used by the CNN to identify that class. The utility of this
approach in identifying areas of the input image that justify the most the models’ predic-
tion was tested by comparing the obtained class activation maps with expert annotations.
The method showed promising results and relatively good estimates of decisive regions and
features for different types of polyps were obtained.

These techniques are a first step toward gaining more insight on the training and output
predictions obtained from deep learning models. At a clinical level, interpretability offers
a potential avenue for introducing deep learning models into clinical workflows, hence, we
can expect future works to continue pursuing this area of research.

2.4.6 Validation Strategies

A wide variety of metrics have been used to validate the different deep learning models.
In the works we reviewed, accuracy, F1 score, precision, recall and area under ROC curve
(AUC) were used in majority to evaluate detection and prediction models. Depending on
the application, the performance can be reported at the patch or slide-level. Dice scores and
FROC are generally used for evaluating segmentation models and measuring the overlap
between the predicted segmentation mask and the ground truth annotation. Veta et al. [223]
used the Bland-Altman method to evaluate the agreement between two sets of measurements
(i.e., predicted vs measured nuclei area). For generative models used in stain normalization
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tasks, there was no common metric used among the works we surveyed. In fact, some works
chose to evaluate the color constancy of the stain normalized images and used the normalized
median intensity, others focused on perception-based metrics and reported the accuracy of
experts attempting to differentiate synthetic from real images after stain normalization.

To evaluate the performance of prediction models, a few works attempted to compare
the performance of the proposed deep learning models with experts on similar test sets.
Different metrics have been used to compare humans to machines. For instance, agreement
between experts and automatic systems is ideally quantified using the Kappa score. Another
approach involves comparing the AUC of an automatic system to the average sensitivity
and specificity of different experts. While this is not a completely fair comparison, it gives a
relatively good estimate of how far are current systems from becoming part of pathologists’
workflow.

With the increase of available public datasets and the emergence of many challenges and
competitions, the use of cross-validation techniques to evaluate machine learning systems
has reduced. In fact, most released datasets as part of competitions are split into training,
validation and test sets and these splits are generally kept fixed to facilitate comparison
between the competing methods. This strategy, however, does not allow models to be tested
on different training sets.

There exist different types of annotations used in the datasets surveyed in this report.
Most datasets were annotated by one (or more) pathologist at the slide or patch level and
only a few public datasets provide annotations confirmed by immunohistochemistry, genet-
ics or patient’s outcome. Annotations obtained from experts can be imperfect, especially in
tasks such as segmentation of cancer areas where human subjectivity is unavoidable. Also,
appropriate use and interpretation of annotations collected from multiple experts remains
an open challenge. The gold standard in digital pathology is generally seen as the survival
outcome of the patient or their molecular profiling. However, a model that predicts cancer
from patient’s survival unavoidably makes strong assumptions regarding the causal rela-
tionship between the patient’s observational data (i.e., a digital pathology slide) and their
outcome. Verifying the statistical prevalence of such relationship is impossible.

With the increasing number of large dataset collections made publicly available, we can
expect evaluation metrics and validation strategies to become more and more standardized.

2.5 Summary and Discussion

Since the adoption of the digital slide for clinical diagnosis there has been a gradual evo-
lution over the years aimed at reducing manual intervention and automating pathologists’
workflow. In the initial phase of digital pathology, traditional computer vision methodolo-
gies were used for tissue detection, segmentation, morphometry, and a plethora of other
tissue analysis tasks. The main challenges for designing accurate systems are the variability
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in staining of tissue slides, slide preparation and artefacts resulting from the digitization
process.

One particularity of the WSI is its high dimensionality which allowed for early ap-
plications of deep learning models with patch-based representations as it provided large
enough training sets obtained by sampling patches from the large tissue slide. The stud-
ies presented in this survey report the state-of-the-art performance on most WSI analysis
tasks (i.e., analysis of histology primitives and outcome prediction) and are all based on (or
leverage) patch-based deep learning models. These models have enabled accurate prediction
models as well as techniques for identifying and extracting discriminative information from
complex tissue images.

While computational imaging with deep learning models can clearly play a role in bet-
ter quantitative characterization of disease and precision medicine, there still remain a
number of substantial technical and computational challenges that need to be overcome
before computer assisted image analysis of digital pathology can become part of the rou-
tine clinical diagnosis. Although some of the existing deep learning models were designed
to overcome challenges related to the WSI size (e.g., patch-based strategies, efficient sam-
pling techniques, faster operations via improved hardware or sparser models), processing
the multi-magnification tissue slide without loss of context or structural information re-
mains unsolved. In fact, most of the models employed in the current works are not designed
for large input sizes. There is also a need for more standardized and clinically relevant
validation protocols as currently none of the existing works were tested on real clinical
cohorts. On a similar note, designing automatic cancer diagnosis systems is still an open
problem that arises from the lack of available annotated datasets as there is generally no
clear clinical consensus on subtyping cancers. Ultimately, the clinical applicability of any
deep learning-based prediction system will unavoidably result from a collaborative effort be-
tween pathologists and computational scientists in order to clearly identify relevant clinical
problems and accurately interpret the available annotations.

Aside from improving the performance and interpretability of existing systems, there are
many novel directions that could be explored. With the availability of larger datasets such
as the TCGA [1] and TCIA [2] data sharing portals, models that can leverage a fusion of
modalities (e.g., genomics, histopathology, radiology) for better predictive modelling could
be an application area for deep learning. There are also exciting opportunities in lever-
aging deep models to improve the digital slide acquisition procedure with learning-based
approaches for signal reconstruction [186] but also flagging systems that can identify altered
digital slides (due to staining, fixation or any other artefact caused by the image acquisi-
tion) and alleviate the need for manual interventions during the digitization process. On the
technical side, the emergence of new datasets such as PCam [7] which is the first dataset
for digital pathology that includes more than 300,000 images of size 32 × 32, brings new
opportunities for developing and evaluating customized deep network architectures that are
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inspired by the challenges proper to tissue images. For instance, one active area of research
in this direction is the design of rotation invariant CNN models. Finally, advances in deep
learning-based computerized systems for pathology may result in the emergence of new sub-
fields in digital pathology. For instance, novel models have been designed for correlating or
combining genetic and histologic data where gene mutations are predicted directly from
whole slide images [197]. This new field of molecular pathology aims at proposing a sys-
tematic investigation of genotype and phenotype relationships on the basis of deep learning
models as well as new supervised learning paradigm for molecular targets, independent of
pathologist-supplied labels of the histology. Another emerging sub-field involves the com-
bination of radiology and pathology as a unified diagnostic information specialty. In fact,
along with pathology, radiology is the only diagnostic information specialty and progress
made with the emergence of deep learning models for digital radiology is resulting in at-
tempts to diagnose cancers directly from radiology images to potentially bypass the need
for tissue biopsies. However, this is mainly a consequence of the lack of automation and
objectivity in pathology which is being overcome with the introduction of digital pathology
solutions. There are now new research directions involving the combination of radiology and
pathology to merge information from both organ and cellular level [119]. Advances in imag-
ing, with real-time alternatives to biopsies (e.g., frozen sections or optical endomicroscopy),
as well as in computational systems for both radiology and pathology are promising avenues
for improved and personalized patient diagnosis.

To conclude, by all indications, the digitization of tissue glass slides and the large adop-
tion of deep learning models as computation models is showing significant potential for a
transformation of the field of digital pathology from qualitative to quantitative.
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Table 2.2: Deep learning models for digital pathology applications. The nomenclature used in this table is as follows. PP: pre-processing,
Augm.: augmentation, Annot.: annotations, CONV: convolution layer, MP: max pooling, ReLU: rectified linear units, FC: fully connected
layer, BN: batch normalization, UP: upsampling, ELU: exponential linear unit, LRN: local response normalization, lReLU: leaky ReLU,
DO: dropout, ADV: adversarial loss, ConfMat: confusion matrix, P:precision, R: recall, TPV: true predictive value, PPV: positive
predictive value, CS: confidence score, MSE: mean square error, SP: specificity, SN:stain normalization, Segm.: segmentation, Classif.:
classification, Adapt.: adaptation. Dataset acronyms are consistent with the ones defined in table 2.1. Values separated by “/” correspond
to different datasets used in the corresponding study.

Method Site Stain Mag. Task #WSI #Annot. Public Data Input Size PP Augm. Model #Layers Ops Cost Performance

[60] Breast H&E 40x Mitosis detection 50 300 ICPR2012 101× 101 – Rotations,
Mirroring,
Flip

CNN 13 CONV,
ReLU,
MP, FC

CE P=0.88,
R=0.70,
F1=0.78

[153] Breast H&E 40x Mitosis detection 50 300 ICPR2012 72× 72 – Rotations LeNet-5 7 CONV,
Tanh,
MP, FC

CE F1=0.66

[228] Breast H&E 400x Mitosis detection 50 300 ICPR2012 80× 80 – Rotations,
Mirroring

CNN 3 CONV,
ReLU,
MP, FC

CE F1=0.73

[54] Breast H&E 40x Mitosis detection 50 300 ICPR2014 94× 94 – – FCN 16 CE F1=0.79
[16] Breast H&E 40x Mitosis detection 23 – AMIDA2013 33× 33 – Rotation,

Mirror-
ing,Crowd

CNN 5 CONV,
ReLU,
MP, FC

CE AUC=0.86,
F1=0.61

[190] Breast H&E 40x Mitosis detection 174 AMIDA 64× 64 – – CNN 5 CONV,
ReLU,
MP, FC,
BN

CE F1=0.56

[189] Breast H&E 20x Tubule detection 174 7513 – 64× 64 – – CNN 5 CONV,
ReLU,
MP, FC

CE F1=0.59,
P=0.72,
R=0.56

[127] Brain
Breast

H&E 40x Nuclei detection 29 13766 – 51× 51 SN – CNN 3 CONV,
ReLU,
MP, FC

CE P=0.69,
R=0.74,
F1=0.72

[237] Breast H&E – Nuclei detection 535 3500 – 34× 34 – – SSAE 2 FC CE AP=78.83
[128] Brain

Breast
H&E – Nuclei detection 29 13766 – 51× 51 – – VGG 3 CONV,

ReLU,
MP, FC,
DO

CE F1=0.84,
R=0.81,
P=0.88

[14] Blood
Brain
Bone
Marrow

Fluo 40x Cell detection 184 – Fluo-HeLa 53× 53 – – FCN 7 CONV,
ReLU,
MP, FC

CE IOU=0.72
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Method Site Stain Mag. Task #WSI #PatchesPublic Data Input Size PP Augm. Model #Layers Ops Cost Performance

[229] Lung H&E – Cell detection 300 – – 40× 40 – – LeNet-5 7 Sparse-
CONV,
ReLU,
MP, FC

CE F1=0.82

[143] Lung Neu-
rons

H&E 40x Cell detection 16/24 150 – 31× 31 – Rotations CNN 5 CONV,
ReLU,
MP, FC

CE F1=0.90/0.92

[173] Lung H&E – Cell detection 215 83245 NLST 20× 20 – – CNN 7 CONV,
ReLU,
MP, FC

CE F1=0.79

[241] Lung H&E 40x Cell detection 215 83245 NLST 20× 20 – – LeNet-5 5 CONV,
ReLU,
MP, FC

CE F1=0.79

[242] Lung H&E 40x Cell detection 215 83245 – 20× 20 – – AE 2 FC CE F1=0.83
[211] Bone Mar-

row
H&E – Cell detection 52 5248 – 29× 29 CD – AE 8 FC CE P=0.92,

R=0.97,
F1=0.94

[210] Bone Mar-
row

H&E – Cell detection 52 5248 – 29× 29 CD – AE 2 FC CE P=0.92,
R=0.97,
F1=0.95

[88] Hep2 IF – Cell classification 83 13596 ICPR2014 78× 78 – Rotation AlexNet 7 CONV,
ReLU,
MP, FC,
DO

CE mACC=0.88

[106] Hep2 IF – Cell classif. 83 10000 ICPR2014 78× 78 – Affine CNN 5 CONV,
ReLU,
MP, FC

CE ACC=0.96

[251] Blood H&E 40x LKC classif. 18 1080 ISBI2012-EM 11× 11 – None CNN 4 CONV,
MP, FC

CE ACC=0.93

[162] MTC EM 20Kx MTC classif. 403 403 ICPR2012 400× 400 – Rotations LeNet-5 7 CONV,
Tanh,
SPM,
FC

CE CS=100

[153] Breast H&E 40x Mitotic grade 5 226 AMIDA2013 72× 72 – None CNN 10 CONV,
ReLU,
MP, FC

CE F1=0.66

[94] Neuron EM – Neuron segm. 30 – ISBI2012-EM 95× 95 – – CNN 10 CONV,
ReLU,
MP, FC

CE Inference
time(s)=15.05

[233] Breast H&E 40x Cell detection 32 – TCGA 49× 49 – – CNN 8 CONV,
ReLU,
MP, FC

WCE P=0.91,
R=0.91,
F1=0.91

[232] Neurones Ki-67 20x Nuclei detection 44 – – 39× 39 – – CNN 8 CONV,
ReLU,
MP, FC,
DO

WL2+L1 P=0.85,
R=0.79,
F1=0.81
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[207] Colon
Breast

H&E 20x Nuclei detection 30 ICPR2014 27× 27 L*ab conver-
sion

Rotation
Morroring

CNN 6 CONV,
ReLU,
MP, FC

WCE P=0.71/0.73,
R=0.85/0.78,
F1=0.77/0.75

[208] Colon H&E 20x Nuclei detection 100 20K CRCHistoNuclei 27× 27 CD Affine CNN 8 CONV,
ReLU,
MP, FC

WCE P=0.75,
R=0.83,
F1=0.79

[122] – H&E – Nuclei detection 15 – – 27× 27 – – CNN 8 CONV,
ReLU,
MP, FC

CE P=0.77,
R=0.72,
F1=0.75

[231] Blood
Retina

H&E – Cell counting 2 7000 – 100× 100 – Synthetic IF
images

FCN 7 CONV,
ReLU,
MP, FC

L2 True/Estimated
count=705/696

[57] Breast H&E 400x Mitosis detection 50 300 – 2K×2K – – DeepLab 16 CONV,
ReLU,
MP, FC

CE F1=0.79

[223] Breast H&E 40x Nuclei area 39 4264 – 96× 96 – – CNN 10 CONV,
ReLU,
MP, FC

CE Bland-Altman
Bias=-2.98

[213] Cervex H&E 40x Cell segm. 50 8590 – 32× 32 YUV color
conversion

Multi-scale CNN 5 CONV,
Tanh,
MP, FC

CE DICE=0.95

[118] Breast H&E 40x Nuclei segm. 137 12K – 32× 32 – Multi-scale,
Boosting

AlexNet 6 CONV,
ReLU,
MP, FC,
DO

CE F1=0.82,
TPV=0.81,
PPV=0.88

[212] Cervex H&E – Cell segm. 8 20-60 ISBI2015-CELL 32× 32 YUV color
conversion

Rotations CNN 3 CONV,
ReLU,
MP, FC

CE DICE=0.89

[235] Brain
Breast

H&E – Nuclei segm. 30/35 600K – 55× 55 YUV color
conversion

Rotations CNN 6 CONV,
ReLU,
MP, FC

CE F1=0.77/0.78

[73] Kidney H&E 20x Kidney structures
segm.

15 3518 – 100× 100 Elastic U-Net 22 CONV,
ReLU,
MP, FC

CE ConfMat.

[206] Colon H&E 40x Gland segm. 165 – GLaS – SNlization Elastic FCN 16 CONV,
ReLU,
MP, UP

CE DICE=0.78,
Haus-
dorff=160.3,
F1=0.72

[55] Colon H&E 40x Gland segm. 165 – GLaS 480× 480 – Affine & elas-
tic

FCN 8 CONV,
ReLU,
MP, UP

Multi-
loss

DICE=0.78,
Haus-
dorff=160.3,
F1=0.72
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[183] Pancreas IF 40x Cell segm. – 11K – 252× 252 Gaussian
noise lens
distortion
flip and
rotate

ResNet 50 Residual
blocks

WCE DICE=0.8, Ob-
jectDICE=0.84,
Haus-
dorff=27.5,
F1=0.72

[71] Skin H&E 10x Basal Cell Carci-
noma detection

1417 – BCC 8× 8 YUV conver-
sion

– SSAE CONV,
ReLU,AP,FC

MSE ACC=0.91

[68] Breast H&E 40x Ivasive Duc-
tal Carcinoma
detection

162 – – 100× 100 – Bootstrap CNN 3 CONV,
ReLU,
MP

CE ACC=0.84

[142] Prostate
Breast

H&E – Cancer detection 254/271 – – 128× 128 – – CNN 6 CONV,
ReLU,
MP

CE AUC=0.99/0.88

[70] Breast H&E 40x Cancer detection 584 – TCGA 101× 101 – – CNN 3 CONV,
ReLU,
MP

CE DICE=0.76

[33] Breast H&E 40x-
20x

Metastasis dec-
tion

399 – Camelyon17 296× 296 – Affine Inception Inception
blocks

CE AUC=0.99

[95] Breast H&E – Metastasis detec-
tion

399 – Camelyon17 296× 296 – Affine Inception Inception
blocks

CE AUC=0.99

[131] Breast H&E 40x Metastasis detec-
tion

399 – Camelyon17 256× 256 – Affine ResNet 101 Residual
blocks

WCE FROC=0.75

[27] Prostate
Kidneys

H&E – Nuclei classif. 8/6 – – – – Rotation Resnet 50 Residual
blocks

CE F1=0.99

[175] Hep2 IF – Cell classif. 28 1457 ICPR2012 224× 224 – – AlexNet 8 CONV,
ReLU,
MP, FC

CE ACC=0.77

[178] Breast IHC 40x Image scoring 172 – Her2 – – AlexNet
Incep-
tion

8/16 CONV,
ReLU,
UP

CE Agreement
Points=382.5

[245] Lung H&E – Cell classif. 257 – TCIA-NLST 40× 40 – – FCN 3 CONV,
ReLU,
MP

CE Kaplan-Meier
curves

[236] Epithelium IHC
H&E

20x Tissue classif. 157/27 – Released 80× 80 – – FCN 5 CONV,
ReLU,
MP

CE ACC=100

[144] Breast H&E 40x Tumor detection
and segm.

270 – Camelyon16 299× 299 – – Inception 16 CONV,
ReLU,
MP

CE FROC

[169] Breast H&E – Tissue classif. 400 – ICIAR18 512× 512 – Rotations CNN 15/6 CONV,
ReLU,
MP

CE AUC=0.98

[83] Brain H&E 20x Malignant
gliomas grad-
ing

22 7066 TCGA 256× 256 – – CNN 6/12 CONV,
ReLU,
MP

CE ConfMat

[168] Brain Kid-
ney

H&E 40x Morphometric
signatures classif.

2500/
1400

– TCGA-KIRC 100× 100 – Rotation, flip SAE 2 FC MSE+L2 ConfMat
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[30] Breast H&E 20x Cancer classif. 646 – – 224× 224 – Affine VGG 16 CONV,
ReLU,
MP,UP

WCE AUC=0.92

[226] Breast H&E 40x Metastatic cancer
detection and
classif.

400 – Camelyon16 256× 256 – Rotations,
flips, crops

GoogleNet27 CONV,
ReLU,
MP, BN

CE AUC=0.93

[98] lung H&E 20X Cancer grading 64 65K MICCAI-CPM17 224× 224 – – ResNet 32 Residual
blocks

CE ACC=0.81

[185] Prostate H&E 40x Gleason grading 270 – TCGA GDC 256× 256 – – CNN
LSTM

– LSTM
units

CE Hazard=206

[110] Brain lung H&E – Lung cancer clas-
sif.

1064 1.1M TCGA-NSCLC 500× 500 CD Rotation,
mirror, color
jitter

CNN 8 CONV,
ReLU,
MP,
LRN,
DO

CE mAP=0.85

[243] Breast H&E Lymph node
segm.

85 – GLaS – – – FCN 50 Residual
blocks

CE Hausdorff=96.9,
DICE=0.86,
F1=0.86

[13] Breast H&E 40x Cancer segm. 270 12M Camelyon16 224× 224 Background
removal

– CNN-
LSTM

10 LSTM
units

CE F1=0.83,
R=0.83,
P=0.81

[227] Cervix H&E 40x Membrane segm. 200 – – 500× 500 – Rotations
flips

VGG 21 CONV,
ReLU,
MP, UP

ADV F1=0.62,
P=0.61,
R=0.64

[179] Colon H&E 20x Tumor segm. 50 50K – 256× 256 – – CNN 10 CONV,
ELU,
MP, FC

CE F1=0.90,
P=0.88,
R=0.92

[121] Colon H&E – Cancer segm. 930 – – 64× 64 – – VGG 16 CONV,
ReLU,
MP, UP

MIL CE F1=0.83

[49] Colon H&E – Survival 180 – – 585× 585 – – CNN 9 CONV,
ReLU,
MP, FC

CE+L2 Hazard=2.08,
CI=0.95,
AUC=0.66

[27] Prostate
Kidneys

H&E – Nuclei classif. 6/8 826/1278 – 78× 78 Grayscale
conversion

Affine ResNet 34 Residual
blocks

CE F1=0.82/0.99

[256] Lung
Brain

H&E 20x Survival 1104
485
255

67K
70K
60K

NLST/TCIA 512× 512 Background
removal

– CNN 6 CONV,
ReLU,
MP, FC

Cox
regr.

C-
index=0.7/0.63/0.60

[254] Lung H&E – Survival 450 – NLST 339× 339 – – CNN 6 CONV,
ReLU,
MP, FC

Cox
regr.

C-index=0.63

[246] Lung
Brain

H&E
Omics

– Survival 106/126 – NLST 1024 ×
1024

– – CNN 7 CONV,
ReLU,
MP, FC

Cox
regr.

C-
index=0.63/0.64

[164] Brain H&E
Omics

20x Survival 769 – TCGA 256× 256 SN Mirror, Color
jitter

VGG 19 CONV,
ReLU,
MP, LN,
FC

Cox
regr.

C-index=0.75

48



Method Site Stain Mag. Task #WSI #PatchesPublic Data Input Size PP Augm. Model #Layers Ops Cost Performance

[196] Breast H&E 20x Computational
staining

5455 – TCGA 100× 100 Background
removal

Boosting,
color jitter

CNN-
AE

18 CONV,
ReLU,
MP, FC

MSE+CE AUC=0.95

[116] Breast
Colon

H&E 40x SN 25 200 – 1000 ×
1000

– – SSAE – FC MSE DICE=0.76

[247] Breast
Liver

H&E – SN 125 625 – 299× 299 – – InfoGAN – – ADV+R NMI=0.036

[138] Breast H&E – Data augm. 238 – AMIDA2013 24× 24 CD – CNN 6 CONV,
lReLU,
MP, FC

CE Qualitative

[165] Breast H&E – Domain adapt. 73 1552 TUPAC 63× 63 – Color jitter CNN 6 CONV,
ReLU,
MP, BN,
FC

Multi-
loss
CE

F1=0.62

[199] Breast IHC 40x Data synthesis 32 – – 512× 512 – Color jitter,
rotations,
flips

cGAN – CONV,
lReLU,
MP, FC

ADV Experts Fooled
ACC=0.47

[29] Lung None 40x Digital staining – 2838 – 64× 64 PCA – cGAN – CONV,
lReLU,
MP, FC

ADV SSIM=0.39,
MSE=2.44

[59] Breast H&E 40x Stain transfer 400 180K Camelyon16 – Grayscale
conversion

– cGAN 39 CONV
MP
FC UP
ReLU

ADV+R AUC=0.91,
P=0.84,
R=0.85,
SP=0.84

[48] Pancreas H&E-
IF

10x-
20x

Digital staining – 20K – 256× 256 Registration Color jitter,
rotations,
flips

cGAN – CONV,
ReLU,
MP, UP,
FC

ADV+R DICE=0.9,
PSNR=31.5,
SSIM=0.9

[198] Lung H&E – Stain transfer 5 – – 192× 192 – – CNN – CONV,
ReLU,
MP, FC

MSE Qualitative

[218] Bone mar-
row

H&E – Data synthesis 16 – Enjoypath 28× 28 Grayscale
conversion

– VAE – FC Lower
bound
on log-
likelihood

NATS=1398.3

[132] Colon H&E – Feature visualiza-
tion

176 – – 224× 224 – – ResNet 152 Residual
blocks

CE IOU=0.55
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Chapter 3

Quantifying Morphological
Features from Histopathology
Images

3.1 Introduction

As described in previous chapters, pathologists’ analysis of cancers often involves a si-
multaneous identification of morphometric features and classification, which relies on the
interpretation of the visual appearance of tissues. For instance, the analysis of histology
glands has proven to be a reliable bio-marker during the diagnosis of tumours developed in
the glandular structures of epithelial tissues such as colon, breast or prostate carcinomas.

In this Chapter, we describe automatic models used to facilitate the analysis of glands
in colon adenocarcinoma. Glands’ morphology (i.e., architectural appearance) is a key cri-
terion for epithelial colon cancer grading. However, pathologists diagnosis of colon cancers
relies on the manual segmentation of glands; a tedious process often leading to poor cancer
grading reproducibility. In fact, the differentiation grades of cancer constitute a challenge
in obtaining good quality and consistent gland segmentations which accentuates the need
for automatic systems to analyze glands in tissue images [206].

The works presented in this Chapter focus on the interplay between cancer type (e.g.,
malignant vs benign, cancer grades) and glandular shapes to analyze colon adenocarcino-
mas. We propose ways to encode higher-order shape priors in deep learning models for
automatically characterizing glandular structures and identify the presence or absence of
malignant cancer in tissues. Finally, we study the relationship between different priors in
multi-objective loss functions.
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3.2 Multi-Loss Functions for Gland Segmentation in Colon
Adenocarcinoma

Generally, existing automatic methods for analyzing tumours from histopathology slides
treat image segmentation and classification as two independent tasks. While segmentation
is often done without the knowledge of the tumour type, classification usually relies on
features extracted from pre-segmented images. For example, a large number of works [101,
209] focused on designing robust segmentation techniques for gland segmentation. Most
of these works rely solely on combining pixel-level data with class-oblivious appearance
priors to detect specific constituents of the tissue (e.g. glandular lumen, cellular nuclei, and
stroma). However, as recently demonstrated by Sirinukunwattana et al. [209], most of these
existing gland segmentation techniques fail when applied to different tumour grades as the
tissue structure’s shape regularity assumption no longer holds for pathological cases. The
recent success of machine learning techniques, which tightly integrate feature learning and
classification in a single framework, has allowed for bypassing the pre-segmentation and
feature design steps, i.e., the learned discriminatory features are derived directly from the
input image. A key example is the use of convolutional neural networks that have been
successful in the pattern recognition task of classifying mitotic cells, and have also been
extended to segmentation being modelled as a pixel-level classification task [60, 191]. To
the best of our knowledge, none of these deep learning-based models attempts to integrate
classification priors in the segmentation in an end-to-end framework.

While it is generally accepted that features based on segmentation are critical for classi-
fication, the inverse, i.e., classification can benefit the segmentation, is much less explored.
A given tissue class imparts an expected class-specific tissue appearance beneficial for guid-
ing the segmentation. This dilemma: classification requires segmentation-based features
but accurate segmentation requires knowledge of the class to-be-segmented, justifies a joint
segmentation-classification approach. In contrast to existing works, we propose a joint deep
learning model where the segmentation and detection of morphometric features are cou-
pled with tissue classification. We make the assumption that there exist certain candidate
segmentation regions that benefit the classification of the underlying tissue and, in reverse,
the knowledge of the tumour type allows a finer automatic tuning of a class-dependent
segmentation by reducing the segmentation search space.

We present an end-to-end framework based on a deep fully convolutional network for
colon adenocarcinoma segmentation and classification. Given an input tissue slide, our sys-
tem predicts a tumour type (benign vs malignant) and provides a segmentation of the
relevant glandular structures. In this Chapter, we show how the joint learning of a segmen-
tation and classification can be modeled effectively in a unified framework using a novel
deep learning architecture and a multi-loss objective function.
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Figure 3.1: Multi-loss network architecture. x is an input image tile, P (y|x) correspond to
the output of the classification network which corresponds to a classification score for each
tissue class and P (S|x) is the output of the segmentation network which corresponds to a
probabilistic segmentation mask.

3.2.1 Method

Figure 3.1 presents the overall architecture of our network with a classification and a seg-
mentation component organized symmetrically. The classification component, composed of
layers of convolution and sub-sampling, identifies the tumour type. Then, the segmentation
component performs the reverse operations with layers of deconvolution and upsampling
to produce pixel-wise labelling of the identified glands. We define cross-network spatial
activation maps to integrate the classification feature maps into the segmentation.

Given an input RGB image tile x, our goal is to simultaneously predict a class label
ŷ ∈ {0, 1}2 ([1, 0] for benign, [0, 1] for malignant) and a 2-channel segmentation mask
Ŝ where each channel corresponds to a label map for gland and background. We use a
multi-loss objective function to train the network and optimize both segmentation and
classification in an end-to-end (i.e., across the whole network) fashion. Below, we describe
the detailed configurations of the proposed network and its components.

3.2.1.1 Classification Component

To effectively train our full network, reduce training time and avoid vanishing gradients as
observed in very deep neural networks, we pre-train the classification component. Given an
input tile x and a ground truth class label y, the classification model outputs a normalized
score vectorQ(x) ∈ {0, 1}2. The classification’s objective is to minimize the error Lc between
ground truth y and predicted score Q(x) using the logistic loss:
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Lc(x, y) = −y log (Q(x)) (3.1)

Q(x) = exp (zyc (x))∑L
l=1 exp (zlc(x))

for y ∈ {0, 1}, (3.2)

where zyc is the classification component’s output activation for label y.

3.2.1.2 Cross-Network Feature Maps

We exploit the pre-trained classification component to extract class-specific spatial maps
(i.e., locations of discriminatory regions) and inject these cues to the segmentation compo-
nent. The stacked layers of convolution and sub-sampling learned by the classifier preserve
the spatial configuration of glands’ locations. However, the layers’ activation maps may
contain mixed activations from all class labels in the image, so we need to identify which
activations are relevant for the given image.

To this end, we define class-specific spatial priors which correspond to the averaged
output activation maps from all pooling layers of the classification component. We combine
these pooling layers such that they include only information relevant to the class of the
input image. More concretely, given an input image tile x, the pre-trained classifier outputs
a normalized score vector Q(x) = P (y|x). Our goal is to rank pixels in x based on their
contribution to the final score Q(x). As shown by Simonyan et al. [202], determining the
importance of each pixel of the input image x on the output classification score Q(x)
corresponds to computing the class-score derivative with respect to the image.

We extract class-specific spatial priors, f lk for a given class l from a given pooling layer k
of the classifier component by computing the derivative of the class score Q(x) with respect
to the activation value zlk of pooling layer k:

f lk = ∂Q(x)
∂zlk(x)

, (3.3)

This operation can be performed using back-propagation from the final class score layer to
each pooling layer. Intuitively, computing the derivative operation in eq.(3.3) amounts to
measuring the contribution of the activations, in each pooling layer, to the final class score.

We use this class-specific spatial information as a prior to the segmentation component
by upsampling and average pooling all activation maps {f l1, . . . , f lk, . . . , f lK} obtained from
the last three pooling layers of the classifier component (see figure 3.1). In the remaining of
this section, we refer to the final spatial prior as f .
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3.2.1.3 Segmentation Component

The segmentation component takes as input two elements: i) the feature representation of
the input color image x resulting from the concatenation of the three last pooling layers
of the classifier, and ii) the class-specific spatial prior f for the given input image. This
component predicts a 2-channel label map P (S|x) = {Pg(x), Pb(x)} of sizeW ×H for gland
and background classes where Pg, Pb ∈ R2.

The provided ground truth segmentation (background vs. gland) does not directly en-
code the specific appearance characterizing the glands, i.e., colon glands comprise a central
area corresponding to the lumen surrounded by epithelial cells. However, we loosely incorpo-
rate this gland appearance prior using the class-specific spatial priors f . We hypothesize that
the class-specific activation maps will enable us to encode glands’ appearance by showing
stronger network activations for pixels located at the center of all detected glands. Thus, we
weight the ground truth segmentation S using the upsampled and normalized class-specific
activations f and define the following loss function:

Ls(x,S, f) = −
Ω∑
j=1

(Sj × fj) log(Pg(xj))) + ((1− Sj)× fj) log(Pb(xj)), (3.4)

where Ω is the total number of pixels in the input image; Pb(xj) and Pg(xj) correspond
to probabilities of a pixel belonging to the background b, or to the lumen g of a gland
respectively.

3.2.1.4 Joint Training and Prediction

After pre-training the classification layers and extracting the cross-network activation maps
using back-propagation, we fine-tune the full network including the segmentation layers. We
use a weighted multi-loss objective function which jointly optimizes eq.(3.1) for classification
and eq.(3.4) for segmentation, as follows:

L(x, y,S) = λLc(x, y) + (1− λ)Ls(x,S, f), (3.5)

where λ is a user-specified coefficient used to weight the relative importance of each loss in
the multi-objective function.

At test time, we compute the class-specific spatial activation maps and obtain segmenta-
tion maps identifying malignant and benign glands. The final predicted segmentation mask
Ŝ is obtained by identifying the maximum score for each pixel out of the 2-channel scoring
map P (S|x):

Ŝj = arg max {Pg(xj), Pb(xj)} ∀j ∈ Ω. (3.6)
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3.2.2 Experiments

3.2.2.1 Dataset

We evaluate our method on the available subset of the Warwick-QU dataset [209] which
consists of 37 benign and 48 malignant H&E stained colon adenocarcinomas. Each slide
was scanned at 20x microscope magnification and annotated by an expert pathologist who
graded the tumour type and hand-marked the ground truth segmentation. Each slide con-
tained approximately 500 × 700 pixels. We extract non-overlapping image crops of size
250× 250 from each slide. We split the full dataset into train, validation and test sets using
the ratios of 70, 10, and 20%.

3.2.2.2 Implementation

Images and their corresponding tumour label and segmentation were used to train the
network. To include a sufficient amount of variability in the training set samples and gain
robustness during training, we augmented the training set using a series of spatial (affine
and elastic) transformations and colour perturbations. We also randomly cropped all input
images to 224× 224 to fit our GPU memory constraints. The network was implemented in
Caffe library [120] and trained with stochastic gradient descent with momentum as solver
and using a batch size of 1. Accordingly, we set the momentum to 0.99 in order to consider
a large number of training samples at each gradient update. We set λ in eq.(3.5) to 0.5. The
network converged after approximately 20,000 iterations of the solver and training took 5
days on our single 4 GB-memory GPU.

3.2.2.3 Evaluation

We evaluate the contribution of our multi-loss network on 1) the tumour classification ac-
curacy and on 2) the segmentation accuracy for malignant and benign glands at both: 2a)
the pixel-level, i.e., pixel label classification and 2b) the object-level via the Dice similarity
coefficient (DSC). For a fair comparison, we use as baseline convolution-based networks
recently proposed for image classification (AlexNet [136]) and biomedical image segmenta-
tion (UNet [191]). We also evaluate the performance of each of our network’s components
individually as classifier or segmentation network only. For these experiments, we train the
network using the classification or the segmentation loss individually for each task. In all
our experiments, each network’s parameters were tuned on the validation set and table 3.1
reports the best performance achieved after convergence.

3.2.2.4 Results

Our results confirm the advantage of jointly learning classification and segmentation tasks.
We show better performance (up to 6% increase in accuracy and 6 to 20% increase in
segmentation) when using the proposed multi-loss implementation for both classification and
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Networks Class
ACC (%)

Pixel
ACC (%)

Benign
DSC

Malignant
DSC

AlexNet [136] 83.0 – – –
Multi-Loss-Class 83.0 – – –
UNet [191] – 78.0 0.62 0.55
Multi-Loss-Seg – 86.8 0.70 0.56
Multi-Loss-Joint 89.0 92.0 0.90 0.76

Table 3.1: Segmentation and classification performance. Multi-Loss-Seg and Multi-Loss-
Class correspond to our model segmentation and classification component only wherease
Multi-Loss-Joint refers to the proposed joint learning model.

segmentation tasks. We also note that when the classification and segmentation component
are used individually, we obtain competitive results with baseline networks proposed for
image classification and segmentation. We observe a clear gain in DSC accuracy when
segmenting malignant glands, which are often harder to segment due to their complex
shapes [209]. We believe that the supervision added by the class-specific spatial activation
maps allows us to encode glands shape priors that contribute to the segmentation.

Figure 3.2 presents qualitative results of the segmentation outputs generated for benign
and malignant glands. We also show the class-specific spatial priors generated from the
trained classifier component to highlight that these priors are focused on the spatial location
of the detected glands. This interesting property allow us to reduce the search space of
candidate segmentations for a given image by reducing variations of input distributions and
detecting relevant objects.

3.2.3 Conclusion

In this section, we proposed a multi-loss convolutional network for joint classification and
segmentation of colon adenocarcinoma glands. By including class-specific spatial priors, we
were able to train more effectively our segmentation network and restrict the set of can-
didate segmentations based on their discriminative ability. We showed how classification
and segmentation can be learned simultaneously and resulted in improved performance for
both tasks. We believe our system can benefit different histopathology image analysis tasks
involving tumour diagnosis and morphometric features identification. To train our system,
we rely on strongly annotated datasets provided with class labels and binary segmenta-
tion which limits the applicability of our work to weakly-labeled datasets but raises new
challenges for future works.
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Input GT CP Output

Figure 3.2: Qualitative segmentation results. The two first rows correspond to benign cases
while the two bottom rows are cases of malignant adenocarcinoma. Images from left to right
correspond to the input H&E image, the ground truth segmentation mask, the predicted
class-specific spatial prior and the predicted output segmentation mask.

3.3 Encoding Higher Order Priors for Colon Adenocarci-
noma Gland Segmentation

Object segmentation, assigning semantic labels to pixels within an object, is a fundamental
problem in medical image analysis and as mentioned in previous sections, it is often the
precursor to morphological quantification, necessary for computer-aided diagnosis. Repro-
ducible classification or grading of adenocarcinomas benefits from accurate segmentation of
epithelial glands from histology images [82, 112]. Despite great advances in histology gland
segmentation, many challenges remain. The complexity of glandular objects’ appearance,
which correlates with the degree of cancer differentiation (e.g. high grade tumours present
degenerated glands), and the high variability in histology image acquisition (i.e., micro-
scope, lighting, and staining) accounts for two of the major challenges in histopathology
gland segmentation [209].

Generally, state-of-the-art segmentation techniques benefit from incorporating prior
knowledge about the target structures into the segmentation formulation [74, 171]. Re-
cent gland segmentation methods, e.g., [101, 209], are no exception as they do encode gland
geometrical priors into their formulation, namely that glands are smooth tubular structures,
composed of a central area (lumen) surrounded by epithelial cells forming a nuclear bound-
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(e) Hierarchical Representation

U

E

T

(b) Malignant(a) Benign (c) FCN (d) Proposed

Containment
Exclusion

T 0 1 0 1 0 1 0 1

E 0 0 1 1 0 0 1 1

U 0 0 0 0 1 1 1 1

V(yp) 0 1 1 0 0 0 1 0

(f) Topological Validity  

Figure 3.3: Multi-region gland representation. Example delineations of (a) benign and
(b) malignant colon adenocarcinoma glands. Example of segmentation output of (c) FCN
trained without topological priors and of (d) FCN trained with a topology-aware loss. Topo-
logical violations are indicated with red arrows. (e) The topological relationships between
the multi-region gland components. (f) Topological validity indicator V (Sp) for each pos-
sible labelling S of a pixel p. Blue regions in (a,b) represent the inside glandular lumen as
well as goblet cells if present (denoted U in (e,f)). Green regions delineate the Epithelial
boundary around the gland (E in (e,f)). The background (purple) indicate stromal nuclei
(T in (e,f)).

ary around the lumen (examples in figure 3.3-(a,b)). However, a limitation of these works is
that they rely on hand-crafted features (often pixel-level color and texture cues) to detect
each glandular component, which can be susceptible to biological and staining variation.
To counteract these problems, existing works commonly resort to ad-hoc post-processing
methods for false negative removal and object delineation.

The recent success of deep convolutional networks (CNN) for object recognition and clas-
sification tasks has been leveraged for segmentation, or pixel-level classification, through the
introduction of fully convolutional networks (FCN) [145], in which all fully-connected layers
of a standard classification CNN are converted into convolutional layers. FCNs have been
proven capable of learning high-level complex hierarchies of descriptive and discriminative
features useful for per-pixel predictions [145, 170, 191]. Models inspired by FCN archi-
tectures were successfully applied and adapted to various biomedical image segmentation
applications [191].

Despite their success, FCN-based segmentations suffer from relying on a pixel-level
prediction that is not designed to account for higher-order properties, such as boundary
smoothness and the topological label interactions of multi-part objects (as in the lumen and
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epithelium of glands). Moreover, FCNs tend to produce low-resolution segmentations due
to the subsampling resulting from stacked layers of convolutions and pooling. To overcome
FCN’s limitations, different strategies have been explored to preserve object boundaries.
One approach consists of adding trainable upsampling layers using deconvolution opera-
tions [145, 170]. While these layers are useful in reconstructing the input image size from
coarser outputs, they only partially recover object boundaries. Other approaches attach a
dense conditional random field (CRF) to the FCN, either as a post-processing step [58] or
jointly trained with the FCN [252], in order to increase the sharpness of the output. How-
ever, both approaches require extra computational costs for optimizing the CRF and only
specific graphical models can be integrated into the FCN learning pipeline. To the best of
our knowledge, none of the existing works incorporates topology priors in the learning of
FCNs.

In this section, we propose to encode smoothness of, and topological constraints be-
tween, segmented regions of spatially-recurring, multi-part objects (e.g. several glands, each
with lumen and epithelium) into the learning of FCNs. Our aim is to train a deep network
that produces topologically plausible, high-resolution segmentation output. Our strategy
is to design a loss function with specific penalty terms that encode the desired boundary
smoothness priors and hierarchical relationships between regions labels. In our specific ap-
plication, the multi-region relations correspond to containment and exclusion properties
observed between the smooth lumen and epithelial gland boundaries (figure 3.3-c,d,e).

Our proposed loss exploits the elegant graph formulation of hierarchical label relation-
ships used in the context of image classification [76], and the popular energy-based multi-
region labelling framework introduced by Delong and Boykov [74]. In contrast to these
previous works, our formulation is specifically designed for object segmentation and pixel-
level interactions in an end-to-end trainable deep network. Further, our formulation does not
require post-hoc processing or additional heavy, test-time computational costs associated
with the previously explored CRF optimization based approaches. Extensive experiments
on the publicly available Warwick-QU dataset of histology colon glands and on different
FCN architectures and training strategies (e.g. combining FCNs with CRFs) demonstrate
the advantage of our method in learning more regularized deep networks.

3.3.1 Method

Our goal is to incorporate topological priors: containment and exclusion, and geometrical
prior: boundary smoothness, into the learning of deep fully convolutional networks. In the
context of histology glands, there is a containment relation between lumen and epithelial
boundary and an exclusion relation between stroma and all other regions (figure 3.3-(e)).
We also know that a smooth epithelial boundary separates the lumen from the stroma
(figure 3.3-(a,b)).
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We train an FCN from a set of images and their corresponding ground truth seg-
mentations, {(x(n),S(n));n = 1, 2, . . . , N}. We drop the superscript (n) when referring
to any image x or segmentation S. The FCN’s prediction of S is denoted S∗. A (crisp)
segmentation of a color image x ∈ RH×W×3 assigns the p-th pixel xp ∈ x a vector
Sp = (S1

p , S
2
p , ..., S

L
p ) ∈ {0, 1}L, where Srp indicates whether pixel xp belongs to region

r, and L is the number of region labels.

3.3.1.1 FCN’s Per-Pixel Loss

Training an FCN for segmentation amounts to finding the network’s parameters θ that
solves the following optimization:

θ∗ = arg min
θ

N∑
n=1
L(x(n); θ), (3.7)

L(x; θ) = ∑
p∈Ω

L∑
r=1
−Srp logP (Srp = 1|xp; θ), P (Srp = 1|xp; θ) = exp(ar(xp))

L∑
k=1

exp(ak(xp)
(3.8)

where Ω is the pixel space, L is the multinomial cross-entropy loss, and P are the class
probabilities output of the softmax function of the FCN, which is based on ar(xp), the output
activation for region r and pixel p. L measures the compatibility between the predictions
P (Srp = 1) and the corresponding ground truth Srp for each pixel xp in the training dataset.

3.3.1.2 Multi-Region Interactions

We now modify eq.(3.7) and eq.(3.8), by introducing additional hierarchical relations be-
tween region labels and adding a regularization term, and performing the following mini-
mization of the new topology-aware loss:

θ∗ = arg min
θ

N∑
n=1

λ1LT (x(n); θ) + λ2LS(x(n); θ); (3.9)

where LT and LS refer, in order, to the pixel-level loss functions that encode the topologi-
cal relations between labels and the smoothness constraints. We elaborate on the design of
each term of the proposed loss below. Note that α1 and α2 are user-defined weights used to
balance the contribution of each prior. We discuss the impact of these terms in the subsec-
tion 3.3.2.

3.3.1.3 Hierarchical Label Relations

The goal here is to define LT such that the network is trained, not only to penalize in-
correct label assignment per pixel, but also to penalize incorrect label hierarchy. In gland
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segmentation, for example, the fact that region U (lumen) should be contained in region
E (epithelium), not only requires P (SUp = 1) to be high at a lumen pixel p but so should
P (SEp = 1) and P (STp = 0). In other words, the joint probability P (STp = 0, SUp = 1, SEp = 1)
should be high. Given L labels or tissue classes, there are 2L possible assignments per pixel
(figure 3.3-f). Some of these assignments would be plausible, as they respect the label hier-
archy imparted by the containment and exclusion priors, while others would not. Inspired
by the strategy used in [76], which introduces a generic CRF-based approach for image
classification with structured label relations, we define the following unary loss:

P̃ (Sp|xp; θ) = 1
Z

L∏
r=1

exp (ar(xp)× Srp)× V (yp), ∀Sp ∈ {0, 1}L Z =
∑
Sp

P̃ (Sp|xp; θ); (3.10)

where P is the normalized joint probability for the label vector Sp, Z is the partition func-
tion, ar(xp) is the FCN’s output prediction for region label r and V (Sp) ∈ {0, 1} is a validity
indicator function returning 1 if a given label vector Sp corresponds to a topologically-valid
assignment, and zero otherwise (see figure 3.3-(f)). The probability of a region r is computed
by marginalizing all other region labels: P (Srp = 1|xp; θ) = ∑

Sp:Srp=1
P (Sp|xp; θ).

Combined with a softmax loss, the hierarchical probabilities P (Srp |xp; θ) form our first
penalty term LT . Note that if all regions are mutually exclusive, P (Srp = 1|xp; θ) is equivalent
to the softmax probability defined in eq.(3.8).

3.3.1.4 Pairwise Penalties

The goal here is to define LS such that the network is trained to produce segmentations
with smooth boundaries. We encode this geometrical property via a binary pairwise label
interaction softmax loss:

LS(x; θ) =
∑
p∈Ω

L∑
r=1

∑
q∈Np

Bp,q × Srp
∣∣P (Srp |xp; θ)− P (Srq |xq; θ)

∣∣ ;Bp,q =
{

1 if Srp = Srq
0 else

(3.11)

where N p corresponds to the 4-connected neighborhood of pixel p. LS trains the network to output
regularized pairs of softmax label probabilities of neighbouring pixels p and q (i.e., having similar
predicted probabilities) when ground truth pixel pairs belong to the same tissue label (Bp,q = 1). At
the same time, LS trains the network to allow discontinuities across tissue boundaries (Bp,q = 0).

3.3.1.5 Optimization and Inference

The proposed loss is optimized using stochastic gradient descent. To infer the output predictions S∗

(e.g. a probability score for each region and each pixel), a simple forward pass through the trained
network is required. Probabilities are computed following the label relations defined in (4). The final
binary output segmentation S∗ corresponds to the region with maximum probability per pixel.
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3.3.2 Experiments

The implementation of our proposed model was realized as a new loss layer in Caffe deep learning
library [120] and can be used on top of any fully convolutional model given multi-region relations.
Given the large input image size (500 × 500), we used a mini-batch size of 1 with a momentum of
0.99. The learning rate was tuned for each model on a validation set during training. We used the
totality of the publicly available Warwick-QU colon adenocarcinoma dataset released as part of the
GlaS Challenge [205], which consists of 85 training and 80 test images. In all experiments, we used 70
images for training, 15 for validation and 80 for test. We kept the training and test splits provided by
the challenge organizers. We used a series of elastic (warping) and affine transformations (rotation,
scaling, color shifts) to augment the training dataset by a factor of ∼ 150. All models were trained
on a NVIDIA 12 GB GPU and training time ranged between 2 hours for relatively small models
(∼6 layers) and 36 hours for deeper models. Test times were ∼1 s/image for all models.

To test the advantage of adding topological priors in the learning of FCN, we compared the
performance of four network architectures that implement different sampling strategies for border
sharpening and with increasing number of layers, trained with vs. without including our multi-region
priors LT and LS : i) Alexnet-FCN and ii) FCN-8s (with a stride of 8) [145] use a simple bilinear
interpolation for upsampling; iii) U-Net [191] includes bridge-like layers between coarser layers’
outputs and finer layers; whereas iv) DN [170] uses deconvolution layers as upsampling strategy.

We used two evaluation metrics: 1) pixel-level accuracy and 2) object-level Dice similarity coef-
ficient (figure 3.4). Our results show that, for the same optimizer and the same network complexity,
using our proposed loss yields an average improvement of 9 to 15% in correctly labelling pixels and
3 to 5% in delineating glands.

We tested the robustness of our results to the hyper-parameters in eq.(3.9). We used a
validation set to tune these hyper-parameters and found that regardless of the model’s architecture
using equally weighted penalty terms generally gave us best results. We observed a minimal change
in pixel accuracy and object Dice (less than 1e−4) when varying the difference between λ1 and λ2

by ±20%.
We also compared our method with the winner of the GlaS Challenge [205], CuMedVision2,

which also used a FCN-based model with a special upsampling strategy. Note that winners’ model
architecture was not released and only the number of pooling layers were reported [205]. For fair
comparison we report results with FCN-8s that has similar number of pooling layers. Using our
topology-aware loss with FCN-8s architecture, we outperformed the reported results of CuMedVi-
sion2 by 18% for F1 score, 3% for object Dice but CuMedVision2 surpassed our approach by 12%
in terms of Hausforff distance.

To compare applying the proposed loss penalties vs. graphical models, we test the per-
formance of FCN-32s (with a stride of 32) trained with LT + LS with: a) the original FCN-32s
model that optimizes per-pixel loss (L), and with two methods that refine FCN’s segmentation by
incorporating a probabilistic graphical model optimization: b) DeepLab [58], which uses a special
fully-connected CRF, where the pairwise terms depend on pixels positions and color intensities as
a post-processing step, and c) CFR-RNN [252], where the same CRF model is jointly trained with
the FCN. In DeepLab and CRF-RNN, the CRF energy function is optimized using iterations of the
mean field approximation.

As shown in table 3.2, using our additional smoothness and topology priors in the training
of FCN-32s, our model achieves 13 to 38% higher object Dice compared to the original FCN-32s,

62



Figure 3.4: Advantage of the proposed loss: “Original” refers to the cross-entropy loss L.
“+Smoothness” refers to using the proposed penalty term LS and “+Topology” refers to
adding our topology prior LT . The asterisk (*) corresponds to statistically significant differ-
ences from the original models obtained using a Wilcoxon matched-pairs signed rank sum
test at p<0.05.

DeepLab or CRF-RNN. It is also worth pointing out that our proposed method does not incur any
additional computational cost during inference, contrarily to DeepLab and CRF-RNN.

It is worth noting that DeepLab and CRF-RNN degrade the performance of the original FCN-32s
model. This initially surprising result may be explained by the fact that the special CRF model used
in DeepLab and CRF-RNN includes image (color)-based pairwise terms in their energy functions,
which are sensitive to stain variations among glands and between stroma and glands.

Finally, we observe that adding our topology priors result in an increase in Dice by 10% over
FCN-32s (0.70 to 0.80) despite a smaller decrease of 4% in pixel accuracy (0.80 to 0.76). This
implies that the additional priors are critical for the detection of individual glands, particularly due
to how the topology prior encodes relevant object-level (i.e., beyond pixel-level) information during
training. Qualitative results are presented in figure 3.5. Adding topology penalties generally resulted
in smoother boundaries and individually segmented glands. However, it did not fully compensate for
the loss of fine-grained details resulting from upsampling the probabilities in some very challenging
cases where glands’ boundaries are extremely thin.

Method Pixel Accuracy Object Dice Inference
FCN-32s [145] 0.80 ± 0.12 0.70 ± 0.17 28.62s
DeepLab [58] 0.78 ± 0.12 0.69 ± 0.19 38.02s
CRF-RNN [252] 0.73 ± 0.19 0.42 ± 0.12 32.50s
FCN+Smoothness 0.86 ± 0.07 0.78 ± 0.11 28.62s
FCN+Smoothness+Topology 0.76 ± 0.09 0.80 ± 0.12 28.63s

Table 3.2: Penalty terms vs. graphical models. +Smoothness refers to adding LS in the
FCN-32s training. +Smoothness+Topology refers to LT + LS .

63



Input Ground Truth FCN-32s DeepLab CRF-RNN +Smoothness +Smoothness
+Topology

Figure 3.5: Qualitative comparisons. Note the smoother boundaries and individually de-
tected glands produced by our method (last two columns). Red arrows highlight challenging
cases that were not successfully segmented.

3.3.3 Conclusion

We hypothesized that the inclusion of prior knowledge in the training of deep fully convolutional
networks for the segmentation of histology glands can result in more accurate segmentations. To test
our hypothesis, we presented a novel loss function inspired by energy-based models for multi-region
labelling and adapted for deep networks. Our findings show that our approach yields significantly
more accurate and plausible segmentations while being more computationally efficient at test-time.
We plan to further investigate the effect of equipping deep learning models with relevant prior knowl-
edge for training more regularized networks on different medical segmentation applications.

3.4 Combining Multi-loss Functions with Uncertainty Based
Weighting Coefficients

Although deep learning models have shown remarkable results on a variety of prediction tasks, recent
works applied to medical image analysis have demonstrated improved performance by incorporating
additional domain-specific information [141]. In fact, medical image analysis datasets are typically
not large enough for learning robust features, however, there exist a variety of expert knowledge
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that can be leveraged to guide the underlying learning model. Such knowledge or cues are generally
considered as a set of auxiliary losses that serve to improve or guide the learning of a primary task
(e.g. image classification or segmentation). Specifically, these cues are incorporated in the training of
deep convolutional networks using a multi-loss objective function combining a variety of objectives
learned from a shared image representation. The combination of multiple loss functions can be
interpreted as a form of regularization as it constrains search space for possible candidate solutions
for the primary task.

Different types of cues can be combined in a multi-loss objective function to improve the gen-
eralization of deep networks. Multi-loss functions have been proposed for a variety of medical ap-
plications: colon histology images, skin dermoscopy images or chest X-Ray images. Chen et al. [56]
proposed a multi-loss learning framework for gland segmentation from histology images in which
features from different layers of a deep fully convolutional network were combined through auxiliary
loss functions and added to a per-pixel classification loss. In section 3.2, we proposed a two-loss
objective function combining gland classification (malignant vs benign) and segmentation (gland
delineation) and showed that both tasks were mutually beneficial [41]. Then, in section 3.3, we pro-
posed a multi-loss objective function for gland segmentation that equips a fully convolutional network
with topological and geometrical constraints [37] that encourage learning topologically plausible and
smooth segmentations. Kawahara et al. [124] used auxiliary losses to train a multi-scale convolu-
tional network to classify skin lesions. More recently, adversarial loss functions were also proposed as
additional forms of supervision. Dai et al. [72] leveraged an adversarial loss to guide the segmentation
of organs from chest X-Ray images. While these previous works confirm the utility of training deep
networks with a multi-loss objective function, they do not clearly explain how to set the contribution
of each loss.

Most existing works use an empirical approach to combine different losses. Generally, all losses
are simply summed with equal contribution or manually tuned hyper-parameters are used to control
the trade-off among all terms. In this work, we investigate the importance of an appropriate choice of
weighting between each loss and propose a way to automate it. Specifically, we utilize concepts from
Bayesian deep learning [125, 87] and introduce an uncertainty based multi-loss objective function. In
the proposed multi-loss, the importance of each term is learned based on the model’s uncertainty with
respect to each loss. Uncertainty was leveraged in many medical image analysis applications (e.g.
segmentation [195], registration [155]). However, to the best of our knowledge, uncertainty was only
explored for the task of image registration in the context of deep learning models for medical images.
Yang et al. [244] proposed a CNN model for image registration and showed how uncertainty helps
highlighting misaligned regions. Previous works did not consider automating or using uncertainty
for guiding the training of multi-loss objective functions designed for medical image analysis.

We illustrate our approach on the task of colon gland analysis leveraging the multi-loss objective
functions proposed in our previous works [41, 37], discussed in section 3.2 and 3.3. We extend these
previous works by re-defining the proposed loss functions with an uncertainty driven weighting.
We linearly combine classification, segmentation, topology and geometry losses weighted by the
model’s uncertainty for each of these terms. In the proposed uncertainty driven multi-loss, the
uncertainty captures how much variance there is in the model’s predictions. This variance or noise
in the predictions varies for each term and thus reflects the uncertainty inherent to the classification,
segmentation, topology or geometry loss.
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Figure 3.6: Multi-loss network architecture. We use an encoder-decoder architecture with
skip connections [20]. x is an input image. f θc (x) are the activations from the last convolution
layer of the encoder and are used to predict class labels (i.e., malignant vs benign tissue).
f θs (x) are per-pixel activations from the last convolutional layer of the decoder that are
used to predict segmentations. The building blocks of the network are layers of convolution
(Conv.), ReLU activation functions and batch normalization (BN). Dashed lines represent
skip connections.

Our contributions in this section can be summarized as follows: i) we show how uncertainty can
be used to guide the optimization of multi-loss deep networks in an end-to-end trainable framework;
ii) we combine a series of objectives that have been shown successful for gland analysis and adapt
them to encode uncertainty driven weighting; iii) we analyze the influence of different trade-offs
controlling the importance of each loss in a multi-loss objective function and draw some conclusions
on the adaptability of neural networks.

3.4.1 Method

Our goal is to learn how to combine multiple terms relevant to gland image analysis into a single
objective function. For instance, gland classification and gland segmentation can both benefit from a
joint learning framework and information about the geometry and topology of glands can facilitate
learning plausible segmentations. Note that we refer to gland’s geometry and topology in terms of
smooth boundaries as well as containment and exclusion properties between different parts of objects
(the lumen is generally contained within a thick epithelial border and surrounded by stroma cells
that exclude both the lumen and the border, see figure 3.8 for an example of gland segmentation).

We train a fully convolutional network parameterized by θ, from a set of training images x and
their corresponding ground truth segmentation masks S along with their tissue class label binary
vector C represented by {(x(n),S(n), C(n));n = 1, 2, . . . , N}. We drop (n) when referring to a single
image x, class label C or segmentation mask S. We note K the total number of image class labels
(e.g. K=2 for malignant or benign tissue images of colon adenocarcinomas) and L the total number
of region labels in the segmentation mask (e.g., L = 3 for lumen, epithelial border and stroma).
The network’s architecture is shown in figure 3.6. To predict class labels C, we use the network’s
activations fθc (x) from the last layer of the encoder as they correspond to a coarser representation
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of x. To obtain a crisp segmentation of a color image x, we use the activations fθs (x) from the last
layer of the decoder and we assign a vector Sp = (S1

p , S
2
p , ..., S

L
p ) ∈ {0, 1}L to the p-th pixel xp in

x, where Srp indicates whether pixel xp belongs to region r, and L is the number of region labels.
We assume region labels r are not always mutually exclusive such that containment properties (e.g.
glands’ lumen is contained within the epithelial border) are valid label assignments.

3.4.1.1 Multi-Loss Networks

A multi-loss objective function is defined as follows:

Ltotal(x; θ) =
T∑
i=1

λiLi(x; θ) (3.12)

where θ represents the network’s parameters learned by minimizing Ltotal; T is the total number of
loss functions Li to minimize with respect to the network’s parameters, and λi is a scalar coefficient
controlling the importance of each loss, generally found via grid-search or set equally for all terms.

In the context of gland analysis, we define a multi-loss objective function that encodes classifi-
cation, segmentation as well as gland’s topology and geometry. We learn the relative weights of each
term in the objective using a measure of uncertainty that reflects the amount of noise or variance in
the model’s predictions for each term. Using uncertainty to weight each term results in reducing the
influence of uncertain terms on the total loss and hence on the model’s parameters update. Formally,
we write the total objective function as follows:

Ltotal(x; θ, σc, σs, σt, σg) = Lc(x; θ, σc) + Ls(x; θ, σs) + Lt(x; θ, σt) + Lg(x; θ, σg) (3.13)

where Lc,Ls,Lt,Lg are the classification, segmentation, topology and geometry loss functions and
σc, σs, σt, σg are learned scalar values representing the uncertainty for each loss (or amount of vari-
ance in the prediction).

3.4.1.2 Uncertainty Guided Classification

Similarly to Gal et al. [87], we define the classification loss Lc with uncertainty as:

Lc(x; θ, σc) =
K∑
k=1

−Ck logP (Ck = 1|x, θ, σc), P (Ck = 1|x, θ, σc) =
exp( 1

σ2
c
fθck(x))

K∑
k′=1

exp( 1
σ2
c
fθck′ (x))

(3.14)

where K is the total number of classes, P (Ck|x, θ, σc) corresponds to the softmax function over the
network’s activations fθc (x) weighted by the classification prediction’s uncertainty coefficient σc. Note
how higher values of σc reduce the magnitude of activations fθc (x) over all classes (which corresponds
to encouraging uniform probabilities P (Ck|x, θ, σc)) and thus reflect more uncertain predictions (i.e.,
high activation values will be weighted lower when σc; the uncertainty, is high).
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Assuming 1
σ2
c

∑
k

exp
(

1
σ2
c
fθck(x)

)
≈
(∑

k

exp(fθck(x))
) 1
σ2
c [125], we can re-write the uncertainty-

guided classification loss as follows:

Lc(x; θ, σc) =
K∑
k=1
−Ck log (exp( 1

σ2
c

fθck(x))) + log
K∑
k′=1

exp( 1
σ2
c

fθck′ (x)) (3.15)

≈ 1
σ2
c

K∑
k=1
−Ck logP (Ck = 1|x; θ) + log σ2

c . (3.16)

Note how large scale values of σ2
c corresponding to high uncertainty will reduce the contribution

of the classification loss. The second term in eq.(3.16) avoids σ2
c from becoming infinity and thus

avoids the loss from becoming zero. We extend the above softmax with uncertainty cross-entropy
classification loss to the segmentation loss and segmentation regularization terms.

3.4.1.3 Uncertainty Guided Segmentation

We learn pixel-wise predictions using a combination of a sigmoid cross entropy loss Ls with two higher
order penalty terms (proposed in section 3.3): a topology loss Lt enforcing a hierarchy between labels
and a pairwise loss Lg enforcing smooth segmentations.

Ls(x; θ, σs) = 1
σ2
s

∑
p∈Ω

L∑
r=1

−Srp logP (Srp = 1|xp, θ) + log σ2
s (3.17)

where L represents the number of regions in the segmentation mask, Ω is the set of pixels in a
given image x, P (Srp = 1|xp, θ, σs) is the output of the sigmoid function applied to the segmentation
activations fθs (xp) and σ2

s represents the model’s uncertainty for Ls.
The topology loss defined in section 3.3 was originally formulated as a modified softmax cross

entropy loss in which the probabilities are defined to encode containment and exclusion as a hierarchy
between labels. Per-pixel hierarchical probabilities are defined to penalize topologically incorrect
label assignments such that their probability is set to zero. Formally, the hierarchical probabilities
used to compute Lt are defined as follows:

Pt(Srp |xp; θ) = 1
Z
V (Sp)

L∏
r=1

exp (fθsr (xp)× S
r
p), Z =

L∑
r=1

P̃t(Srp |xp; θ) (3.18)

where Z is a normalizing factor, P̃t(Srp |xp; θ) is the un-normalized probability and V (Sp) is a binary
indicator function that identifies topologically valid label assignments (V (Sp) = 1) from invalid ones
(V (Sp) = 0). Using these probabilities defined in section 3.3 and applying the same simplification
as in eq.(3.16), Lt is formulated as the following uncertainty guided cross entropy loss where σ2

t is
the uncertainty:

Lt(x; θ, σt) = 1
σ2
t

∑
p∈Ω

L∑
r=1

−Srp logPt(Srp = 1|xp, θ) + log σ2
t . (3.19)

It is worth noting that the fundamental assumption behind the sigmoid cross entropy loss Ls
is that all segmentation labels are mutually independent whereas in the defined topology loss Lt
inclusion and exclusion relations between the segmentation labels are set as hard constraints (i.e.,
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Figure 3.7: Trade-off between different loss functions and influence on the network’s gener-
alization. The learning rate was kept fixed to 1e-2 in all experiments. Graphs represent the
classification and segmentation accuracy on the Warwick-QU test set.

enforcing containment and exclusion properties). Thus, the combination of Ls and Lt results in a
soft constraint over the topology properties (as opposed to the hard constraint originally proposed
in section 3.3).

Finally, to include uncertainty in the geometry loss, we re-define the original loss proposed
in section 3.3 such that it is weighted with an uncertainty coefficient σg. The geometry loss Lg
favours smooth segmentations by minimizing the ratio of log probabilities between neighbouring
pixels sharing the same labels in the ground truth segmentation.

Lg(x; θ, σg) = 1
σ2
g

∑
p∈Ω

L∑
r=1

∑
q∈Np

Srp

∣∣∣∣log
Pt(Srp |xp; θ)
Pt(Srq |xq; θ)

∣∣∣∣Bp,q + log σ2
g (3.20)

where N p corresponds to the 4-connected neighborhood of pixel p. Lg trains the network to output
regularized pairs of log-sigmoid label probabilities for neighbouring pixels p and q when the binary
indicator variable Bp,q = 1 (i.e., when p and q share the same label in the ground truth segmen-
tation). σ2

g is the uncertainty for loss Lg. Note that in this formulation, we minimize the difference
between log-probabilities so the assumption utilized in eq.(3.16) still holds.

3.4.1.4 Implementation Details

We implement the model using Tensorflow [10]. We train a fully convolutional architecture as describe
in figure 3.6 using the proposed multi-loss function described in eq.(3.13) optimized with stochastic
gradient descent. All uncertainty parameters σi are learned along with the model’s parameters θ. In
practice, we trained the network to predict log σ2

i for numerical stability [87].
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Loss Weights Classification Pixel Object Hausdorff
Lc Ls Lt Lg Accuracy Accuracy Dice Distance

Lc 1 0 0 0 0.87 – – –
Ls 0 1 0 0 – 0.79 0.81 8.2
Lt 0 0 1 0 – 0.75 0.77 8.6
Ls + Lt + Lg 0 1 1 1 – 0.83 0.84 7.3
Lc + Ls 0.5 0.5 0 0 0.90 0.79 0.80 8.4
Lc + Ls + Lt 0.33 0.33 0.33 0 0.94 0.78 0.80 8.4
Lc + Ls + Lt + Lg 0.25 0.25 0.25 0.25 0.91 0.81 0.83 7.6
Lc + Ls + Lt + Lg 0.1 0.6 0.22 0.08 0.95 0.86 0.85 7.1
Lc + Ls trained 0.95 0.78 0.80 8.4
Lc + Ls + Lt with 0.94 0.79 0.81 8.2
Lc + Ls + Lt + Lg uncertainty 0.95 0.85 0.87 7.0

Table 3.3: Performance of different loss functions combined with manually tuned loss weights
and uncertainty-guided weights. Results are reported on the Warwick-QU original test set.

3.4.2 Experiments and Discussion

We used the publicly available Warwick-QU colon adenocarcinoma dataset [206], which consists of
85 training (37 benign and 48 malignant) and 80 test images (37 benign and 43 malignant). In this
dataset, each tissue image is composed of multiple glands and is labelled as benign or malignant
and provided with a corresponding segmentation mask delineating each gland’s lumen and epithelial
border (see figure 3.8). In all experiments, we used 70 images for training, 15 for validation and 80
for test. We extracted patches of size 250x250 pixels and used a series of elastic and affine transforms
to augment the training dataset by a factor of ∼ 100. We used (image-level) classification accuracy
to evaluate the model’s capacity to correctly predict benign vs malignant tissue images. To evaluate
the predicted segmentation masks, we used three different metrics: pixel accuracy to evaluate the
accuracy in predicting a pixel as either background, lumen or epithelial border; object Dice and
Hausdorff Distance to evaluate the capacity of the model to correctly identify individual glands in
an image. Object Dice and Hausdorff distance are particularly useful in evaluating the accuracy of
the predicted segmentations at objects borders.

3.4.2.1 Multi-loss vs Single Loss

We first tested if the combination of different loss functions without uncertainty guidance influences
the classification and segmentation accuracy. We used Ltotal = λLc+(1−λ)Ls and explored different
values for λ ∈ [0, 1]. Figure 3.7 shows the classification as well as the per-pixel accuracy on the
Warwick-QU original test set of 80 images for different values of λ. Overall, we observed that learning
with multiple losses improved both segmentation and classification performance. In fact, we observed
up to 3% (i.e., λ = {0.5, 0.6, 0.7}) increase in classification accuracy when using a combination
of Lc and Ls compared to using Lc only (i.e., λ = 1). Similarly, for segmentation, we observed
the performance improved up to 6% (i.e., λ = 0.3) in pixel accuracy when combining both losses
compared to using Ls only (i.e., λ = 0). A similar result is shown in table 3.3 when comparing Lc
vs Lc + Ls with equal weights.
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Figure 3.8: Examples of predicted segmentations. Colors on the segmentation masks rep-
resent gland’s central area or lumen (purple), the epithelial border surrounding the lumen
(yellow) and the stroma or background (black).

3.4.2.2 Penalty Terms Trade-off

We also tested the trade-off between the topology and geometry soft constraints when combined
with the segmentation loss. We used different weighting coefficients λ and trained the network with
Ltotal = Ls+λLt+(1−λ)Lg. We only varied the importance of the soft constraints. It is interesting
to note that there is a wide range of weighting coefficients for which the network produces similar
(or almost identical) results. In fact, we observed a minimal change (≤ 1e − 2) when varying the
importance of each term by ± 20% around λ = 0.5, which reflects the flexibility of deep networks
to adapt to different regularization terms. We also observed that generally sigmoid cross entropy
loss Ls was more stable than Lt or Lg-only and outperformed these other losses when each of them
was used alone (see table 3.3, Ls only vs Lt only). However, for certain weighting configurations for
each penalty term, we observed improved performance (up to 5%, see figure 3.7) in terms of pixel
accuracy and object Dice (e.g. λ = 0.1 vs. λ = 0.5).

3.4.2.3 Uncertainty Driven Trade-off

To evaluate the utility of using uncertainty to guide the trade-off between the different loss functions,
we tested different combinations of losses with uncertainty to form the total multi-loss function.
Table 3.3 shows the performance of each tested loss configuration in terms of class accuracy, pixel
accuracy, object Dice and Hausdorff distance. Overall, adding uncertainty to weigh each loss achieves
competing results with other strategies (e.g. equally weighted losses) and can even outperform the
best set of weights we could find using a finer grid search (in terms of classification accuracy, object
Dice and Hausdorff Distance, see table 3.3). Note that finding the best set of weights shown in
table 3.3 involved training more than 30 networks with different weights for each loss whereas using
the proposed uncertainty driven weights only involved training a single network. Examples of the
segmentation predictions obtained using the proposed method (eq.(3.13)) are shown in figure 3.8.
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3.4.3 Conclusion

In this section, we showed that the combination of different loss terms with appropriate weighting
improves model generalization in the context of deep neural networks. We proposed to use uncer-
tainty as a way to combine multiple loss functions that were shown useful for the analysis of glands
in colon adenocarcinoma and we observed that this strategy helps improve classification and segmen-
tation performance and can thus bypass the need for extensive grid-search over different weighting
configurations. A potential extension to this work could be to introduce per-instance uncertainty (as
opposed to per-loss) which may be useful in situations where images or labels are noisy.
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Chapter 4

Encoding Domain Knowledge in
Prediction Models for Ovarian
Carcinoma Subtyping

4.1 Introduction
As described in Chapter 2, clinical diagnosis of cancer is derived from the microscopic analysis of
tissue sections, either from biopsies or resection specimens, that are mounted on glass slides, stained
with hematoxylin and eosin (H&E) [139], and examined using light microscopy at different micro-
scope magnifications [129]. However, diagnosis from histopathology images can be easily impaired by
technical factors (e.g. lighting, staining variability, operator acquisition procedure) and by pathol-
ogists’ experience. Non-expert pathologists often end up performing additional costly tests (e.g.
immunohistochemistry) or asking for second opinions. The variability among tissues coupled with
the limited knowledge of certain rare types of cancer generally translates into a moderate agreement
among pathologists [154] and high mortality rates among patients [19]. The nature of the diagnostic
procedure implies an inherent element of interpretation and hence subjectivity, and major errors
can occur in pathology that have the potential of being undetected without appropriate safeguards
(such as automatic review of new malignant diagnoses). The rate of major errors in histopathology
has been estimated to be in the range of 1.5 to 5% [86].

Introducing systems capable of automatically classifying types of cancers from whole slide
histopathology images would be valuable in many aspects. First, an automatic system provides com-
putational abilities enabling rapid screening and learning from large scale multi-resolution images
(i.e., too large/detailed for a human observer to examine thoroughly). Second, such an automated
system may act as a second reader while mimicking expert pathologists. Finally, it can benefit the
diagnostic procedure by minimizing the inter-observer variability among pathologists while adding
robustness to the diagnosis.

In this Chapter, we present models to automatically identify and characterize cancer from multi-
magnification whole slide images. We focus on the diagnosis of ovarian carcinoma subtypes (cancers
derived from epithelial cells) which, to date, represent the fifth most common cancer types worldwide
with the poorest outcomes among women [177].

Automating the characterization and identification of ovarian carcinomas subtypes has become
critical since clinical differences have been identified between the different histologic subtypes. In
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Figure 4.1: Ovarian carcinoma subtypes at different microscope magnifications. HGSC: High
Grade Serous Carcinoma, LGSC: Low Grade Serous Carcinoma, EN: Endometrioid carci-
noma, CC: Clear cell Carcinoma and MC: Mucinous Carcinoma. Each carcinoma subtype
is shown at 4x (first row), 20x (second row) and 40x (last row) microscope zoom. Green
and yellow boxes represent the spatial locations at which each patch from different magni-
fications was extracted.

fact, recent advances in epithelial ovarian cancer diagnosis have shown that morphologic subtypes
of ovarian carcinomas are associated with distinct pathologic and molecular characteristics. This
resulted in the introduction of a new grading system for ovarian carcinomas diagnosis [157, 214]. The
World Health Organization recommends characterizing ovarian carcinomas as five distinct tumour
types: high-grade serous (HGSC), endometrioid (EN), clear cell (CC), mucinous (MC) and low-grade
serous (LGSC). Examples of these subtypes are shown in figure 4.1.

At present, targeted therapies are being introduced for each subtype and successful treatments
are highly correlated with the accurate classification of these subtypes [158]. These tumors not only
differ at the molecular level but in many other aspects such as their response to treatment and
aggressiveness [93]. Until very recently, all ovarian carcinomas were treated homogeneously, with
surgery and/or common chemotherapy regimens depending on the disease stage, with disappointing
results in many cases. Clinical differences between histologic subtypes of ovarian cancer have long
been recognized, but it is only recently that pathologists have been able to define carcinomas in a
way that correlates well with clinical and molecular differences [177, 182].

Despite recent advances in the understanding of these histotypes, patients suffering from ovarian
carcinomas still have poor prognostic rates. The success of cell-type-specific chemotherapy regimens
and personalized treatments is contingent on a reliable and accurate subtyping or characterization
of these cell-types from tissue sections. Moreover, in a recent study [91] involving 114 patients and
three expert pathologists, it was found that pathologists disagree on ovarian cancer cell-type classi-
fication on average 13% of the time, with a maximum disagreement on MC (21.4%) and EN (10%)
cases. In practice, pathologists often end up scanning large amount of tissues for a diagnosis. When
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multiple tissue sections are not available, molecular features are required (e.g., p53 staining). Finally,
challenging cases often require additional resource-intensive tests (e.g., immunohistochemistry) or
asking for expert pathologists’ opinion before agreeing on a diagnosis. Consequently, there is cur-
rently a need for faster, more robust, and reproducible systems that would complement and assist
pathologists during the diagnosis of ovarian carcinomas [109].

In this Chapter, we first automate the extraction of clinically-derived features using advanced
imaging tools and evaluate their ability to discriminate the different subtypes of ovarian cancers.
Then, we present ways to leverage the limited set of large multi-magnification images and attempt
to discover discriminative features in a unsupervised feature learning framework. Finally, we focus
on improving the performance of machine learning systems by integrating more context within the
classification model using inspiration from pathologists’ visual-cognitive analysis of histopathology
slides during ovarian cancers diagnosis.

4.2 Evaluating the Relevance of Clinically-Derived Features
There exist different works that designed or trained models to learn features discriminative of cancer
or specific cancer types. For instance, Doyle et al. [81] used textural and nuclear features for analyzing
breast cancer histopathology images. They showed the importance of texture in classifying low and
high grades of breast cancer. Similarly, Al Kadi [15] showed the importance of the combination
of statistical and model-based textural features for meningioma tissues classification. Other works
focused on segmentation-based features in order to describe the cytology and morphology of tissue
components. Monaco et al. [166] proposed to extract statistics on glandular shapes from segmented
images of prostate histology sections. They showed the effectiveness of these features in classifying
benign vs. malignant tumours. More recently, some works focused on learning features from pixel
intensities to extract specific visual patterns. Caceido et al. [69] used a bag of words framework to
detect biological structures from basal cell carcinoma. The goal was to detect this skin carcinoma
type from tissue sections. We reviewed the state-of-the-art deep learning-based systems for cancer
characterization in Chapter 2 and that are different excellent reviews [102, 221] that summarize image
and machine learning-based solutions for automating cancer diagnosis. Despite their effectiveness in
detecting cancerous from non-cancerous tissues none of the existing works addressed the automatic
identification of ovarian carcinoma subtypes.

In this section, we demonstrate the usefulness of automatic image analysis and machine learn-
ing for discriminating ovarian carcinoma subtypes, by employing carefully chosen image processing
techniques to extract clinically-inspired features. We describe our proposed automatic ovarian carci-
noma classifier as a “translation” of pathologists’ diagnostic procedure into a computer vision system
that selects discriminative image features to perform an automatic diagnosis. An overview of the
proposed model is shown in figure 4.2. The framework includes four modules: image pre-processing,
image segmentation, feature extraction, and machine learning-based classification.
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Figure 4.2: Overview of the proposed automatic ovarian carcinoma subtype classification
pipeline.

4.2.1 Material and Methods
4.2.1.1 Study Cases

A total of 80 representative slides from resection samples were used. The dataset, which is composed
of 29 HGSC, 21 CC, 11 EN, 10 MC, and 9 LGSC images, was obtained 1 from a previously published
trans-Canadian study on ovarian cancer classification [129]. Each of the 80 H&E slides was provided
with a review diagnosis and labeled by expert pathologists [129]. The diagnoses from that study
were derived according to the 2003 World Health Organization criteria with the following exceptions:
nuclear atypia and mitotic count were used to further classify serous carcinoma into high grade and
low grade. Mucinous cell type was characterized based on the presence of intracytoplasmic mucin in
cells. The presence of glandular differentiation was accepted as part of high grades serous carcinomas
and was not sufficient to the diagnosis of endometrioid tumors which were characterized based on
squamous differentiation.

4.2.1.2 Image Pre-Processing and Segmentation

Each image is a single core of ovarian biopsy tissue. Tissue slides were digitized at multiple microscope
magnifications with 100 to 500 millions of pixels per image and an average of 300±50 million pixels.
To process and reduce the large amount of information embedded in these multi-resolution digitized
histopathology slides, every image was automatically analyzed from 120 patches at two different
microscope resolutions and different spatial locations.

Figure 4.3 schematizes the random patch extraction from a whole slide image. We randomly
extracted a set of 20 rectangular non-overlapping 500 × 500 patches at 10x magnification and 100
patches of similar size at 40x magnification. Regions where the majority of pixels lie outside of tissues
(i.e., background pixels) were not selected. Background pixels, which appear white, were detected

1The dataset is available at http://mia-www.cs.sfu.ca/download/
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Figure 4.3: (a) Tissue samples of the five main recognized ovarian carcinoma types. HGSC:
High Grade Serous Carcinoma; EN: Endometrioid; MC: Mucinous; CC: Clear Cell and
LGSC: Low Grade Serous Carcinoma. (b) Low-resolution (20x) patch extraction represented
with blue boxes. 20 non-overlapping patches were extracted automatically from each whole
slide image. (c) High-resolution (40x) patch extraction represented with green boxes. 100
patches were extracted from each low-resolution patch.

using a threshold on pixels intensities. This procedure was automatically performed and did not
require any user interaction.

Images were normalized with respect to staining variations using a state-of-the-art staining
normalization technique [148]. Image segmentation using the graph cuts method [45] was then per-
formed to detect epithelial nuclei and cellular structures. A sample segmentation result is shown in
Figure 4.4-(a). While there exists more advanced techniques for nuclei segmentation, we chose to
mimic pathologist’s rough estimation of nuclei density which generally relies on a visual assessment
of the amount of stain observed in the tissue slide.

4.2.1.3 Image Features Extraction

A core component of the automatic ovarian carcinoma classifier is the feature extraction. Based
on discussions with pathologists describing their workflow and diagnostic procedure, we resorted to
using the following features extracted at two different magnifications. Low magnification features
(20x) were designed to describe the architectural organization of the tissue via quantification of color,
texture and shape characteristics, while higher magnification features (40x) quantify the cytology
and morphology of nuclei and cytoplasmic structures. Table 4.1 summarizes the set of features used
in the automatic ovarian carcinoma classifier.
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Figure 4.4: Segmentation of nuclei and cellular structures. (a) Segmentation output. The
image is partitioned into clusters of similar color to detect the principal tissue components.
We create a mask of each tissue component: nuclei (blue), cytoplasm (green), stroma (yellow)
and background (white). (b) Nuclei shape analysis using ellipse (green) fitting. The ellipse
shape approximates each nucleus radius, elongation and area.

4.2.1.4 Low Magnification Features (20x)

Low magnification features comprise color and texture features calculated from the 20x patches.
Color appearance reflects the nucleic acids and proteins prevalence in each image, and are computed
as the mean, the standard deviation, the 5th and 95th percentile of each color channel (red, green
and blue) as well as the ratio of red over blue channels.

Color distribution ranges are often similar for some subtypes such as EN and HGSC, which
have similar nuclei abundance and are prone to misclassification. To capture color differences more
efficiently, we introduce a color dissimilarity feature quantified in an unsupervised manner. After pre-
processing all images, we cluster the dataset based on all images color histograms using k-means.
The number of clusters is set to 5 after cross validation. Then, we define a distance measure between
the color distributions of each image in the dataset and the centroids of each cluster.

dij = 1− exp (−α||bi − cj ||), (4.1)
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where bi is the color histogram of image i, cj is the histogram corresponding to the centroid of the
jth cluster, and ||.|| is the L2 distance between two color histograms. Here, α is a coefficient for
normalizing the sensitivity of our dissimilarity measure that was empirically set to 0.5.

Statistical texture features are used to capture the organization of cells and structural patterns
observed in the tissue (e.g., organized, disorganized, homogeneous, grainy, striped, or checkered).
Using image processing techniques, we extract two types of texture features: a multispectral color-
texture and a Gabor filter-based feature.

The multispectral color-texture approach has been shown to increase the performance of classi-
fication applications [201] on different computer vision applications. It consists of computing several
co-occurrence matrices which capture the number of color pairs between adjacent pixels. We com-
puted a co-occurrence matrix on each isolated labeled region of interest from the segmented images:
nuclei, cytoplasm and stroma and their respective pairs. This resulted in six matrices: nuclei, cyto-
plasm, stroma and the pairwise combinations of these three structures. These matrices were then
used to compute texture statistics corresponding to the four first Haralick features [107] which de-
scribe the average spatial relationship observed between tissue structures (nuclei, cytoplasm, stroma
and their respective pairs). To complement our texture analysis, we use the Gabor filtering-based
approach that showed succesfull results in histopathology [102]. Gabor filter banks [62] decompose an
image based on its texture for classification purposes. Multi-channel Gabor filters (i.e., red, green and
blue), mimics the human visual system. Here, the aim is to measure the response of each image to a
particular filter described with a specific frequency and orientation. In our implementation, we used
38 filters. Each filter gave a different response when applied to the image. We used these responses
to compute statistical texture measures corresponding to Tamura’s texture features [217, 114] that
were designed to discriminate between different textures more accurately.

4.2.1.5 High Magnification Features (40x)

At higher magnification, we used the segmented images to compute a set of features describing the
morphology and cytology of cells and nuclei in the tissue. The median nuclear density and nuclei to
cytoplasm ratio (NCR) was quantified on each segmented image by counting the number of automat-
ically detected nuclei and cytoplasmic structures after image segmentation. We also characterized
the nuclear shape by fitting an ellipse to each segmented nuclei and computing the ellipse major and
minor axis lengths, eccentricity and area (Figure 4.4-(b)).

To quantify the cytology, we studied the glandular organization and shape of cells. Cells in
tumors organize in circular or elliptic configurations and cluster into groups of similar shape and
size defining a gland (figure 4-a). These glands are organized in a similar fashion with three main
components: a central “empty” region (lumen), a cytoplasm and a nucleus. We detected glands by
automatically looking for lumen regions surrounded by nuclei (figure 4.5). The convex hull [96] of
the detected gland was used to extract statistical measures describing the gland’s area, circularity
( 4π∗lumen area
lumen perimeter) and thickness between the lumen and its surrounding nuclei. We also quantified

the nuclei abundance around each gland by counting the number of detected nuclei.
Furthemore, we quantified the hierarchical vs non-hierarchical organization of neighboring glands

within a patch. For this purpose, we constructed a network whose nodes correspond to centroids of
lumen regions and whose edges connect neighboring centroids (figure 4.5-(b)). In the constructed
network, we grouped nodes into connected components representing neighboring glands. We then
computed the shape similarity (e.g. gland size and eccentricity) across glands from the same con-
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Figure 4: Glands analysis.
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Figure 4.5: Gland analysis. (a) Glandular patterns characteristic of each cell-type. (b) Au-
tomatic gland detection on images from tissue slides and features extracted from glands.
The glandular network representing neighboring glands is formed by nodes (blue X) corre-
sponding to detected glands and edges linking neighboring glands (yellow lines).

nected component and neighboring connected components. We define three measurements to describe
the shape similarity between connected components:

- The average number of elements in each connected component, which reflects glands proximity.

- Shape similarity s1 which captures the difference between a connected component and all
components in terms of circularity and thickness defined to quantify each single gland as
formulated in eq.(4.2).

- Size similarity s2 which measures the average lumen area difference between a connected
component and all components as formulated in eq.(4.3).

s1(i) = 1
K

K∑
j=1

LSVi − LSVj (4.2)

s2(i) = 1
K

K∑
j=1
||Ai −Aj ||2, (4.3)

where LSVi and LSVj are the feature vectors quantifying shape measurement (glands circularity
and thickness) on the ith and jth connected components. Ai is the average area of lumens in the
connected component i. K is the total number of connected components per image.

4.2.1.6 Image Classification

The final feature vector for each image, computed based on the aforementioned descriptions, was of
179 dimensions (forming the feature space as summarized in table 4.1). These features were used in
a machine learning framework to train a classification model. This model was carefully designed to
overcome the specific difficulties (high intra-class and low inter-class variance) observed in ovarian
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Magnification Feature Type Size Biological Appearance
Low
(20x)

Color 14 Nuclei density
Texture 138 Organized/ disorganized patterns

High
(40x)

Morphology 5 Nuclei size, appearance
Cytology 22 Glands organization/hierarchy

Table 4.1: Summary of the clinically-derived features used to characterize ovarian carci-
nomas subtypes. Image-based features are extracted at two main magnifications and their
correspondence to clinical features is defined in the last column.

carcinoma classification. In fact, the classification model relies on four specific modules: dissimilarity
matrix, feature selection, dimensionality reduction and a linear SVM classifier. Each of these modules
favors better discrimination between each carcinoma subtype. We opted for a linear classification
method with a linear SVM classifier and dimensionality reduction technique as these techniques
have generally fast computation times and most importantly, reduce the risk of overfitting to our
relatively small dataset.

We introduce a dissimilarity matrix that allows us to separate classes in the feature space more
effectively. This dissimilarity is defined as the distance between each pair of patients’ feature vector.
The dissimilarity coefficient for each patient is computed based on the minimum sum distance as
follows:

D(Xm,Xn) =
∑
i

min
j
d(xmi , xnj ) +

∑
j

min
i
d(xmj , xni ), (4.4)

where Xm,Xn are two subjects represented by patches from their WSI. xmi , xnj are the ith and jth

patches described by their feature vector, for subjects m and n respectively. The dissimilarity matrix
is of size N ×N where N is the total number of subjects. This dissimilarity matrix represents the
final feature representation of our training set.

The performance of the classifier intrinsically depends on the separability of each subtype/class
in this feature space. On top of the dissimilarity matrix, we apply linear discriminant dimensionality
reduction [100] that integrates Fisher score for feature selection and linear discriminant analysis for
dimensionality reduction.

The final module of the classification model is a linear classifier based on a trained multi-class
support vector machine (SVM) [65]. To test the classifier on an unseen image, all 179 features were
extracted from the new image and classified using the trained classification model which outputs a
predicted carcinoma for the given novel image.

4.2.1.7 Implementation Details

Each whole slide image was pre-processed using the VIPS library2 to extract patches at different
magnifications, using the built-in function dzsave to create image pyramids from a whole slide image.
Image segmentation and feature extraction were implemented in Python 2.7 using the following
functions from the OpenCV v3.0 library: calcHist to extract the color features, cvGrayscaleMat

2http://www.vips.ecs.soton.ac.uk/index.php?title=Libvips
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updated to compute the multispectral color-texture gray-level coocurrence matrix, getGaborKernel
and filter2D to compute the Gabor filter responses and the function cvconnectedComponents
to quantify the glandular organization of tissues. All modules of our classification pipeline were
developed using scikit-learn and the sklearn.svm.LinearSVC package to train our multiclass linear
SVM. All code was tested on a CPU Core 2 Duo E8400 @ 3.00 GHz machine.To facilitate direct
comparison we release our data as well as a web API3 where histopathology images of ovarian
carcinomas can be uploaded and automatically classified.

4.2.2 Results and Discussion
4.2.2.1 Multi-Class Classification Accuracy

We carried out a leave-one-patient-out cross validation to test the sensitivity of our method to the
training data used. While iterating over all 80 patients slides, we randomly removed five patients
(one from each class) from the dataset and used them as a test set. At each round, the training
set corresponds to the 75 remaining patients. Also, to test the sensitivity of the method to different
tissue patches, we repeated these tests five times using five different sets of automatically randomly
sampled patches from each tissue slide. Table 4.2 reports the mean and standard deviation values of
the accuracy, sensitivity, specificity and precision of our classifier. At test time, given a new tissue
sample, the automatic ovarian carcinoma classifier was able to predict a carcinoma subtype with an
average accuracy of 95.0%. As shown in table 4.2, each of the classifier’s modules played a critical
role in the final classification accuracy. We observed a significant improvement in the classification
accuracy as we added each of the modules: dissimilarity matrix, feature selection and dimensionality
reduction (from 72.5% to 95.0%) which is not surprising given the relatively small dataset size used
in this experimental study.

All features with ... Accuracy(%) Specificity Sensitivity Precision

— 72.5±1.5 0.65 0.62 0.70
Dissimilarity matrix 78.5±1.5 0.70 0.68 0.72
Feature selection 88.5±1.5 0.79 0.85 0.87
Dimensionality reduction 95.0 ±1.5 0.92 0.90 0.96

Table 4.2: Ovarian carcinomas subtypes automatic classification performance.

Using cross-validation not only allow us to estimate how well our model generalizes to new test
sets, it also shows the sensitivity of the model to different training sets. In fact, when using an
iterated 3-fold cross validation on our dataset of 80 patients, we observed a variance of 2.0% across
iterations. This reported variance implies that our model is relatively robust to training set changes.
While these results are helpful to understand the characteristics of the model, they are still limited
to the study cases used in this work and can not be be interpreted as conclusive clinical validations.

In order to validate the statistical significance of our results, we compare our results with a
pure chance predictor. A random predictor has an average classification accuracy of 20% on our

3http://mia-www.cs.sfu.ca/
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HGSC 100.0 0.00 0.00 0.00 0.00

CC 0.00 100.0 0.00 0.00 0.00

EN 0.00 0.00 90.0 0.00 33.4

MC 0.00 0.00 0.00 100.0 0.00

LGSC 0.00 0.00 10.0 0.00 66.7

HGSC CC EN MC LGSC

(b)

Figure 4.6: Confusion matrix after leave-one-out cross validation. Each column of the matrix
represents the predicted class, while each row represents the ground truth class.

5-class dataset. We test whether our classifier’s output predictions are statistically different from a
random predictor using a paired Fisher exact test in which the null hypothesis assumes there is no
non-random association between the classifier and a random predictor. We reject this null hypothesis
with a p-value of 5e−24, confirming that the classifier’s predictions are significantly different from
the result of a pure chance predictor.

4.2.2.2 Class Confusion

We show the (asymmetric) confusion matrix (figure 4.6) to better visualize which carcinoma classes
(subtypes) are confused with one another by the classifier. We observed that the automatic classifier’s
confusion is on par with pathologists’ confusion [177] for complex serous carcinoma cases with LGSC
and EN being the most misclassified cases.

To test the model’s robustness to class imbalance during training, we repeatedly performed a
series of leave-one-out cross-validations. We used a test set of five patients (1 per class) and gradually
increased the imbalance between the classes in the training data. Each experiment involved randomly
selecting the training and test set from the total dataset. The distribution of classes in the training set
was chosen to create imbalance ratios of 1:1 (balanced), 1:2, 1:3 and 1:7 between the most and least
represented classes. We performed 1000 repetitions of each experiment and obtained an average
multi-class classification accuracy of 70.0%, 66.9%, 66.7% and 66.8% for training set imbalance
ratios of 1:1, 1:2, 1:3 and 1:7, respectively. While we expect the class imbalance to affect the average
multiclass accuracy (the classification drops by 3.1% when training on imbalanced datasets), this
effect did not increase with the increase of imbalance between classes.

Figure 4.7 shows samples of the misclassified subjects from the multi-class experiment. We can
observe the highly diverse phenotypic variability in each class, which is to be expected since the
dataset presents high variability of staining, tissue morphology and screening conditions that adds
to the complexity of the task.
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HGSC CC MC EN LGSC

HGSC CC MC LGSC EN

Figure 4.7: Examples of automatically predicted subtypes. Ground truth subtypes are shown
on top of all cases while predicted subtypes are at the bottom. Note the distinctive color
of HGSC resulting from the abundance of nuclei in this subtype, as well as the particular
glandular patterns observed in MC carcinomas that contrast with the disorganized patterns
observed in CC and HGSC. We also can see a high range of color, tissue and staining
variability in the shown misclassified samples.

4.2.2.3 Uncertainty of Prediction

We trained 20 (5× 4) binary classifiers for each subtype pairs (HGSC vs. CC; HGSC vs. EN; HGSC
vs. MC; etc.) in order to quantify how well the proposed features discriminate between subtypes. In
this case the training set was composed of half of the subjects of both classes involved and the other
remaining half comprised the test set. We report the accuracy for each binary classifier in table 4.3.
In addition, we report a measure of prediction uncertainty [111] in table 4.4.

Accuracy (%) HGSC CC EN MC LGSC
LGSC 95.0 90.0 55.0 55.0
MC 85.0 70.0 56.0
EN 75.0 68.0
CC 100.0

HGSC

Table 4.3: Binary classification accuracy. Note how the least accurately discriminated classes
are the pairs (LGSC, EN), (LGSC, MC) and (EN, MC).

Classes HGSC CC EN MC LGSC
Uncertainty (%) 12.0 2.0 18.0 13.0 28.0

Table 4.4: Per-class uncertainty using the trained multi-class classification model.

The pairwise classification accuracy results (ranging from 100% for HGSC vs CC to 55% for
LGSC vs MC and EN) highlight the complexity of ovarian carcinoma diagnosis as well as the
limitations of the clinically-derived features. In fact, due to the high imbalance between HGSC
and most of the other subtypes, binary classifiers tend to overfit to the most represented class.
As observed in Table 4.3, HGSC cases, which are the most frequent among patients (comprising
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36.25% of our 5-class data) yet generally clinically misdiagnosed, can be successfully identified from
all other subtypes (average of 88% accuracy for HGSC vs. others and no confusion with other
subtypes. However, MC and LGSC are more often misclassified by the SVM classifier (average of
66.5% accuracy for MC vs. others and 73.75% for LGSC vs. others). These results also show that
the set of features used in this study seem to be relevant for HGSC, EN and CC carcinoma (which
are usually characterized by the abundance of nuclei, cellular structures grouped to form glandular
shapes) but might not be sufficient to discriminate MC, and LGSC carcinomas.

4.2.3 Conclusion

In this study, we examined the performance of an automatic classification system in predicting
ovarian carcinoma subtypes on a clinically-derived dataset of 80 patients. This work represents the
first attempt at automating ovarian carcinoma subtypes classification from histopathology images.
The automatic classifier was designed based on the combination of expert knowledge on ovarian
carcinomas and state-of-the-art computer-vision techniques for histopathology image analysis, elim-
inating the subjectivity that usually affects the diagnostic procedure. The proposed automatic system
achieved an average accuracy of 95.0% on the multi-class classification of ovarian cancer subtypes.
The proposed pipeline is fully automatic with a quasi instantaneous test phase (≤ 1 second on an
Intel CPU, E8400 @ 3.00GHz machine).

The results reported in this study are promising but are so far only pre-clinical. Further inves-
tigations should be made on larger cohorts of patients and using independent test sets in order to
make any conclusive comments about the suitability of such automatic systems in clinical practice.

It should be pointed out that the proposed automatic prediction approach has different draw-
backs. As highlighted in the results, the automatic systems’ performance can be negatively affected
by heterogeneous processing and staining, severe or atypical cases and digitization occlusions. More-
over, as this work is a first attempt to evaluate the performance of an automatic system for ovarian
carcinoma diagnosis, further investigations must be performed on larger cohorts with an independent
test set to fully evaluate the potential of such systems in real practice.

Although robustness toward the heterogeneous appearance of tissue slides can potentially be
achieved by training the system on larger datasets or adding user supervision during the patch ex-
traction, handling the class-imbalance intrinsic to ovarian carcinoma diagnosis as well might require
the design of more elaborate class-specific features or exploring more advanced automatic feature
learning (e.g., auto-encoders) and machine learning models (e.g., deep learning). Also, while explo-
ration of more advanced automatic feature learning may improve the classification accuracy and is
an important future work, it may also result in a less intuitive automatic pipeline (not biologically or
clinically-inspired) and raises the question of whether such well-performing “black-box” techniques
will be trusted and useful to pathologists. All of these directions will be the focus of the next sections
of this Chapter.

4.3 Discriminating Ovarian Cancer Subtypes with Unsuper-
vised Feature Learning

There is a vast literature on classification and grading of cancer from histopathology images [75, 103].
One widely used approach consists of designing a set of features, usually based on texture (e.g. SIFT,
Gabor filters) or segmentation [167, 51]. More recent studies have applied unsupervised feature
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learning techniques to classify cancerous from non-cancerous regions of tissues [105, 52]. For cancer
subtyping from a tissue section (i.e., classification of cancer subtypes), the task has been shown to be
more challenging [238]. Xu et al. [238] proposed to classify subtypes of colon cancer using multiple
instance learning. This weakly-supervised framework uses hand-designed features and annotated
data to first classify a tissue section as cancerous (or not). Then, a patch-based clustering is applied
on cancerous tissue slides to identify different subtypes of colon cancer at different spatial locations.
In ovarian carcinomas subtypes diagnosis, this clustering framework is not fully suitable. In fact,
different regions of a given subtype tissue do not correspond to a different type but to different grades
of the same subtype, which increases the intra-class variablity. Thus, ovarian carcinomas subtypes
diagnosis is a whole slide image multi-class classification problem rather than a patch level clustering
problem.

In this section, we follow up on the previous section where we raised the question of whether
it is possible to automate the analysis of ovarian carcinomas subtypes despite the limited existing
pathogenetic understanding of the disease, the high variability among patients and within tissues
(in terms of staining and grades) and the low agreement between pathologists. After identifying
the limitation of clinically-derived features, we now explore ways to automatically learn a set of
discriminative features for all ovarian carcinoma subtypes. To this end we make the following contri-
butions in this section: (i) we design an unsupervised feature learning technique based on a hybrid
model combining a sparse multi-magnification representation of tissue sections with a discriminative
feature encoding scheme; (ii) we demonstrate that our technique achieves a better performance on
subtyping ovarian carcinomas than state-of-the-art unsupervised feature learning methods proposed
in histopathology image classification; (iii) we show that our unified framework captures more com-
plex and discriminative patterns of textures and shapes that are more suitable for a multi-class
subtyping of tissues. Ultimately, we validate the proposed approach on real clinical data and show
that our pipeline provides marked improvements over existing techniques.

4.3.1 Method

At a high level, our approach proceeds as follows. We represent a tissue slide X with a set of unlabeled
multi-magnification patches [x1,x2, . . . ,xP ] extracted at different spatial locations. For each patch
xi we learn a new sparse image representation using a multi-layer deconvolution network (DN) [248].
This representation is then used to encode a high-dimensional set of discriminative features ψ(xi) via
Fisher Vector Encoding (FVE) [53]. Finally, using a linear SVM, we predict a carcinoma subtype
yi ∈ Y where Y = {HGSC,CC,EN,MC,LGSC} for each multi-magnification patch of a tissue
section. To infer a final carcinoma for the whole slide X, we aggregate the classifiers’ prediction
probabilities, P (yi|ψ(xi)), for all patches. Details of all methodological components of the proposed
approach are presented next.

4.3.1.1 Feature Learning

Our goal is to find a new image representation more suitable for classifying ovarian carcinoma
subtypes. This representation can then be used to extract robust local image descriptors. This is
specifically challenging for histopathology images as the appearance of the tissue widely differs at
different locations and among patients. To overcome these challenges, we adopt an unsupervised
feature learning approach which was shown to produce robust features in the presence of wide
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technical and biological variations [51]. Using a deconvolution network, we learn a set of filters that
allow us to reconstruct the original image from convolutions with feature maps (figure 4.8-a). A
feature map can be considered as an activation map with values corresponding to filters’ responses.
These filters and feature maps are estimated using a unified optimization technique based on the
convolutional decomposition of an image under a sparsity constraint. Feature maps are inferred in
a hierarchical fashion (figure 4.8-b) by stacking layers of sparse convolutions to form a multi-layer
deconvolution network.

More concretely, a single layer in the network decomposes an RGB patch xi into a linear sum
of K1 latent feature maps zik,1 convolved with filters fk,1 where k = [1, . . . ,K1]. This decomposition
of the image relies on optimizing the following energy function with respect to z and f :

E(xi) = λ||
K1∑
k=1

zik,1 ~ fk,1 − xi||22−||zik,1||1, (4.5)

where the first term is the reconstruction error and the second term encourages sparsity in the latent
feature maps. λ controls the balance between the contributions of the reconstruction and sparsity.
The sign ~ corresponds to the convolution operation. For a N × M image and filters fk of size
H × H, the resulting feature maps are of size (N + H − 1) × (M + H − 1). To better capture
multi-magnification patterns, we use a set of filters with adaptive sizes.

In practice, the first layer filters of a deconvolution network, fk,1 (learned from minimizing E over
all training set), are Gabor-like filters and represent low-level visual information from the image.
To capture more complex patterns, we learn a hierarchy of filters by stacking multiple layers of
deconvolutions. The hierarchy is formed by treating the feature maps of layer l− 1 as input to layer
l. Each of these layers attempts to directly minimize the reconstruction error of the input patch
while learning sparse feature maps. During learning, we use the entire set of patches to seek for
latent feature maps for each image and learned filters. At layer l, we minimize the following energy
function:

El(x) = λ

P∑
i=1

Kl−1∑
j=1

∣∣∣∣∣∣ Kl∑
k=1

(zik,l ~ fk,l)− zij,l−1

∣∣∣∣∣∣2
2

+
P∑
i=1

Kl∑
k=1
||zik,l||1 (4.6)

where P is the total number of patches, Kl−1 and Kl are the total number of feature maps at
layer l − 1 and l respectively, zk,l are the inferred feature maps at layer l, and fk,l are the learned
filters. Feature maps zij,l−1 are inferred at layer l− 1. A max-pooling operation is applied on feature
maps between layers. The energy function El(x; z, f) is biconvex with respect to z and f , thus, the
optimization is solved using an iterative procedure [248]. At inference, we set the optimal feature
maps z given a set of filters f and input images x. This corresponds to solving a convex energy
function with a sparsity constraint. This step is optimized via stochastic gradient descent [248].

Each patch is now represented with a hierarchical set of feature maps. We densely construct
local image descriptors by splitting each feature map into overlapping quadrants of fixed size and
pooling over the absolute value of activations in each quadrant. This pooling procedure adds trans-
lation invariance to the local descriptors [248]. We obtain a final set of local descriptors φ(xi) by
concatenation of the pooled activations from each feature map (figure 4.8-c).
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Figure 4.8: Representation of a 2-layer DN. Feature maps Z, convolved with learned low and
mid-level filters fk,1 and fk,2, form a sparse representation of an image.K refer to the number
of feature maps per layer (and varies between successive layers). Gray arrows represent
feature maps concatenations. Red, green and blue arrows represent the first layer 3-channel
convolutions used to reconstruct the RGB input image. The purple arrow determines the
connectivity between the feature maps at successive layers. In our implementation, we use
a 3-layer network.

4.3.1.2 Fisher Vector Encoding

Next, we encode features from the local descriptors φ(xi). We use Fisher vector encoding to define
a mapping or “encoding”of the descriptors φ into a higher dimensional feature space. Here, our
assumption is that higher dimensional features facilitate class-separation and enable us to use simple
linear classifiers.

To do this, we first learn a codebook of Gaussian Mixture Models (GMM) from the total set
of local descriptors φ. Each Gaussian models the probability P (φ|θ), where θ = (µg, σg, πg : g =
1, . . . , G) correspond to the parameters representing the mean, covariance and prior probabilities of
the Gaussian distribution. The GMM can be thought of as a soft dictionary of words in a bag-of-
words scheme. To encode features from dense local descriptors, we used Fisher vector encoding to
compute the average first and second order differences between descriptors and GMM centers. For
each GMM g and descriptor d ∈ φ, we compute the following vectors:

Gµ,g = 1
D√πg

D∑
k=1

γd(g) (d− µg)
σg

, (4.7)

Gσ,g = 1
D
√

2πg

D∑
k=1

γd(g)
[

(d− µg)2

σ2
g

− 1
]
, (4.8)

γd(g) = πgN (d;µg, σg)∑G
i=1 πiN (d;µi, σi)

, (4.9)
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Sparse Coding

DN-Layer 2 DN-Layer 3

DN-Layer 1

Figure 4.9: Filters learned using sparse coding and the proposed multi-layer deconvolution
network (DN). Note how filters obtained with DN are more diverse at higher layers and
span different orientations more uniformly.

D is the total number of local descriptors per patch and d represents one local descriptor for patch xi.
γd(g) is a weight for the gth Gaussian distribution. We note ψ(xi) = [Gµ,1, . . . ,Gµ,G,Gσ,1, . . . ,Gσ,G]
the final feature vector for a given patch in each training image. The dimensionality of the feature
vector is 2×D ×G where G is the codebook size (number of Gaussians).

4.3.1.3 Classification:

Given the final feature representation for each patch in all training images, we train a linear multiclass
SVM classifier. When used with high-dimensional feature vectors, linear SVM is more suitable than
other non-linear classifiers (e.g., Random Forests or Kernel SVM) as it has faster training time
and is less likely to overfit to the data. To predict a carcinoma subtype for a novel tissue slide X,
we extract the local descriptors φ for all patches xi of this new tissue. Then, we encode features
ψ via Fisher vector encoding and classify these features using the trained SVM. The classifier’s
output probabilities P (yi|ψ(xi)) are aggregated using the geometric mean to infer a final tissue
label P (yi|X).

4.3.2 Experiments and Discussion

We evaluated our approach on a dataset composed of 80 patients (29 HGSC, 21 CC, 11 EN, 10 MC
and 9 LGSC). Each tissue was labeled by two expert pathologists [129]. We extracted 50 patches at
20x and 40x magnification for every whole slide image. Using these colour patches, we trained a 3-
layer deconvolution network with filter sizes 7×7 for 20x patches and 10×10 for 40x patches, at each
layer. In all our experiments, the SVM classifier was trained on 40 patients (selected randomly) and
tested on the rest. We compared the different components of our method to existing approaches used
in histopathology image classification. All parameters inherent to each technique were determined
via cross-validation on the training set. Table 4.5 reports our results for the following experiments.
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Features
Type

Encoding
Type

Pooling
Type

Dictionary
Size

Accuracy
(Patches)

Accuracy
(Tissues)

mAUC
(Tissues)

SIFT BoW – 1024 32.5%±0.8 37.5%±0.6 –
SIFT BoW SPM 512 57.5%±0.5 61.5%±0.8 –
SIFT FVE SPM 64 66.7%±0.5 68.5%±0.5 0.67
SC BoW – 1024 57.5%±0.4 59.5%±0.5 –
SC BoW SPM 1024 68.0±2.0 71.5%±1.5 0.71
DN-1 BoW – 256 35.0%±0.1 37.5%±0.8 –
DN-2 BoW – 256 42.8±0.2 45.5%±0.8 –
DN-3 BoW – 1024 48.0±0.8 51.5%±0.9 –
DN(1-2) FVE SPM 64 67.9±1.5 69.5%±1.2 –
DN(2-3) FVE SPM 64 83.7±1.2 85.0%±0.9 –
DN(1-3) FVE SPM 128 89.4%±1.7 91.0%±1.0 0.86

Table 4.5: Performance of different methods on the classification of ovarian carcinoma sub-
types. We report the average accuracy of prediction on patches and tissue sections. Experi-
ments were repeated 3 times on shuffled training and test sets of 40 patients each. The best
dictionary size is shown for each experiment. mAUC corresponds to the mean AUC and is
shown using one-against-all. DN represents feature maps obtained with the deconvolution
network with different layers configurations.

4.3.2.1 Sparse Tissue Representation

We tested the discriminative ability of our features. A sparse representation was obtained from the
feature maps of a multi-layer DN from which we densely constructed local descriptors. These de-
scriptors were then vector-quantized using a bag-of-words representation [50] and used to classify
each patch. We used the traditional SIFT local descriptors and Sparse Coding (SC) [52] as baseline
methods. We extracted 16× 16 multi-magnification samples from each image patch on a grid with a
step size of 8 pixels to generate dense SIFT descriptors and SC dictionary. The same bag-of-words
quantization was applied on top of both descriptors. We observe in Table 4.5 that our representa-
tion allows for better discrimination between ovarian carcinoma subtypes even when used with a
simple quantization technique (i.e., bag-of-words). Additionally, we observed that higher layers of
the deconvolution network result in more discriminative and complex features (figure 4.9).

4.3.2.2 Feature Encoding

We also tested the performance of Fisher vector encoding compared to the traditional bag-of-words
with a Spatial Pyramid Matching (SPM) pooling technique [51]. Table 4.5 shows the significant gain
achieved using Fisher vector encoding instead of bag-of-words encodings. Using a relatively small
number of GMMs, Fisher vector encoding results in an accuracy of 92.1% while even larger number of
visual words (e.g., 1024) did not result in similar performance when using the bag-of-words encoding
strategy.
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4.3.2.3 Classification

We report the final multi-class accuracy after using the geometric mean to aggregate the classifiers’
patch probabilities and predict a tissue label from multi-magnification patches. We note how this
fairly simple aggregation technique results in performance gains in all experiments. We also report
the mean Area Under ROC Curve (AUC) after one-against-all classification to better estimate
differences between methods.

4.3.3 Conclusion

In this section, we proposed a method to learn robust features by capturing complex tissue patterns
for ovarian carcinoma subtypes. The unsupervised nature of the proposed feature learning framework
enabled us to discover discriminative patterns from limited data. This approach proved more suitable
for the classification of ovarian carcinomas and outperformed existing unsupervised feature learning
strategies. In the next section, we test the suitability of the proposed strategy on larger cohorts
and focus on combining learned hybrid feature representations with latent classification models to
automatically discover discriminative areas on whole slide images.

4.4 Encoding Context in Prediction Models
In this section, we focus on understanding and modeling pathologists’ visual analysis of ovarian
carcinoma whole slide images. During diagnosis, pathologists scan tissue biopsies under a microscope
seeking relevant abnormalities to diagnose each ovarian carcinoma subtype. These abnormalities
appear at multiple magnifications. In fact, at lower magnifications, tissues organization resulting from
cell proliferation leads to specific architectural patterns that are recognized as malignant and suggest
a given cancer subtype while at high magnification, cellular appearances confirm the histologic
subtype, and, nuclear shape and size are often seen as indicators of the risk of cancer progression.
Thus, a clinical diagnosis or subtyping of ovarian carcinomas is the outcome of a visual-cognitive
combination of these magnification-specific cues extracted from tissues. This diagnostic strategy
arises from the arrangement of cancerous tissues.

In fact, ovarian carcinomas are the result of an abnormal growth of epithelial cells. Epithelial
tissues are formed by an ensemble of similar cells whose core is a nuclei and a cytoplasm enclosed in
a membrane. Figure 4.10 presents examples of clinico-pathologic features observed on each ovarian
carcinoma subtype at different levels of magnification. First, at 40x and 20x, an abnormally high
proliferation of nuclei is observed (figure 4.10-a,b). This cellular growth further causes characteristic
glandular organization and a solid appearance to the tissue that can be visualized under 10x and
4x magnification (figure 4.10-c,d). Analysis of tissues at an isolated magnification can rarely lead
to an effective characterization of the tumour type. In the case of HGSC and LGSC (figure 4.10),
the highest magnification is ambiguous as it shows similar nuclei grade and proliferation for both
carcinoma subtypes. At the other end of the spectrum, the lowest magnification shows how these
nuclei formed cells that organize into glands with specific patterns distinctive of each tumour subtype
(e.g., micropapillary in the case of HGSC vs. [macro]papillary for LGSC). At 40x, EN, CC and MC
show subtle variations with a few to many mitotic figures and a lack of nuclear atypia. However, at
20x, papillary patterns with little cell stratification are often observed in CC tissues while in MC
tissues cells appear disorganized and form irregular glands with prominent foldings [214]. Finally, EN
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Figure 4.10: Whole slide images of ovarian carcinoma subtypes. HGSC: High Grade Serous
Carcinoma, LGSC: Low Grade Serous Carcinoma, EN: Endometrioid carcinoma, MC: Mu-
cinous Carcinoma, CC: Clear cell Carcinoma. Columns from left to right correspond to the
appearance of tissues at a selected region on the WSI (green box) for decreasing magnifica-
tion levels.

cases can also contain CC cells which complicates the diagnosis of EN carcinomas. The distinction
of EN from CC is generally based on the nuclear features of CC cells observed in EN tissues and
the architectural features of CC carcinomas. While pathologists implicitly combine the contextual
information gathered from multiple magnification levels, building a model that can correctly encode
such structure is not straightforward.

Moreover, designing such automatic system is also challenged by the diversity and large intra-
class variability observed between ovarian carcinomas. Besides, WSIs represent a computational
hurdle as they contain large amount of information but may be composed of only a small number of
important regions, while the remaining parts are irrelevant for classification. In practice, pathologists
can easily spot these irrelevant regions (e.g fibrous tissue or apoptotic cells common to many types
of cancers) and discard them during their analysis. However, building a computational model that
can correctly identify and categorize these regions of interest without the need for extra manual
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Figure 4.11: Contextual representation of a tissue slide. We use patches extracted at different
magnifications and representing different fields of view to detect salient (green box) regions
of interest in the tissue. These discriminative regions are used to infer a class label for the
WSI while non-discriminative regions (red box) are discarded.

annotation is challenging. Arguably, such a model must reason about which combination of spatial
regions, and at what magnification levels, diagnostically relevant evidences occur.

In this section, we present a novel contextual model for ovarian carcinoma subtypes classifica-
tion. We use the term context to describe the aforementioned multi-magnification appearance of the
biologic construction of ovarian tumour tissues. Our model uses a structured latent variable frame-
work to localize discriminative regions within tissue sections. The proposed contextual encoding is
implemented via a pyramidal organization of regions (i.e., tiled regions at highest magnifications
come from different spatial locations of a region at lower magnification) and matched to training
patches of the same subtype (figure 4.11). Our method belongs to the category of weakly-supervised
machine-learning approaches and does not require extra annotations of salient regions on WSIs. The
image of an unseen tissue sample is represented as a composition of related training images and a
carcinoma subtype is determined by the composition that best predicts the given test image.

The main contributions of the work presented in this section are in the theoretical development
and formulation of a novel learning algorithm that mimics the reasoning of expert pathologists
and pathologists for the analysis of multi-magnification histopathology slides, and the design of an
effective feature learning strategy for which we present a complete validation with comparisons to
multiple baseline works as well as trained pathologists. Finally, discriminative regions are highlighted
to the user on the whole slide image, which is useful for the user’s confirmation and comprehension
of how the automatic method arrived at its decision.
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4.4.1 Related Works

Generally, automatic histopathology image classification approaches follow the archetype of feature
extraction followed by classification using a trained classifier [102, 221, 115]. Typically, existing
works either attempt to design new features [174, 25, 80, 134] that are related to the specific his-
tology task and adopt well-established classifiers (e.g., SVM [134, 44], Boosting [80]) or, focus on
the classifier-design [77, 174, 25, 250] while using standard features (e.g., color [77], texture [225],
segmentation [250]). Color-based features combined with Haralick texture features have shown to
be successful in predicting breast [250], prostate [77], ovarian [44] and lung [225] cancer from non-
cancerous tissues. More elaborate features have been designed for specific applications [192]. For
example, Petushi et al. [174] found the amount of nuclei with dispersed chromatin to be a relevant
marker for differentiating grades of breast cancer.

While appropriate for individual tasks, feature design typically requires a large amount of labeled
data and these human-engineered features are often unable to capture the complex visual variations
found in histopathology images [104, 181]. More recently, feature learning methods have shown to
be successful in classifying cancerous from non-cancerous tissues [52], mitotic cells [204] as well as
ovarian carcinoma subtypes (as shown in section 4.3). These methods overcome the limitations of
human-engineered features by automatically identifying patterns (or features) that collectively form
a compact and meaningful representation of the data, with no need for expert input or labeled
examples. Also, we showed in the previous section that learned features can capture complex visual
patterns with cell-like shapes and nuclei structures that are biologically relevant for tissue analysis.

Inspired by pathologists that employ a multi-magnification approach to analyze tissue slides [137,
187]; a few works in automatic histopathology classification have focused on designing [25, 80] or
learning [188] magnification-specific features. The proposed methods mimic the clinical diagnosis
by analyzing tissues from the lowest magnification levels in terms of texture and color appearance,
and use the higher magnification levels to collect more detailed information such as nuclei and cell
abundance.

Fewer works focused on the classifier design. Doyle et al. [80] make use of a boosted Bayesian
classifier operating on patches from multiple magnifications, to automatically detect prostate cancer
regions and their Gleason grades. A boosting classifier was also adopted by Basavanhally et al. [25]
in order to classify low and high grades of breast cancer from quantitative features extracted at
different scales (i.e different image sizes). Other works have used a patch-based representation where
patches were discriminative regions of interest gathered from annotated data [133, 239, 240]. Given
labeled samples of cancerous and non-cancerous regions in tissue sections, Xu et al. [239, 240] show
the importance of localizing discriminative regions to learn a weakly-supervised classifier. They train
a multiple instance learning model based on a patch representation of the WSI to classify cancerous
regions then further cluster them into different subtypes of colon cancer.

To the best of our knowledge, existing classifiers proposed for the detection of salient regions of
interest in WSI, either require extra-annotated data (e.g., segmentations [80, 23], labeled regions of
interest [18]), specific multi-magnification features [25], or do not handle the structural relationship
between different magnification levels [239, 240, 23]. In contrast, we propose a unified framework
that handles the structural and latent information embedded in large-scale histopathology images.
Our method does not require extra supervision, considers multiple magnifications and scales, and
generalizes to different feature types. We apply our method to ovarian carcinomas diagnosis and
achieve superior classification accuracy compared to competing methods. Figure 4.12 depicts an
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overview of our WSI analysis pipeline. The following sections describe the details of our pipeline,
our implementation and its validation.
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Figure 4.12: Proposed pipeline for ovarian carcinomas subtypes classification. (a) First,
for each WSI we construct a multi-magnification pyramid. (b) Second, we use K-means
dictionary learning to learn feature representations for each multi-magnification patch as
described in section 3.3. (c) Finally, we train the context-aware LSVM framework (section
3) to identify salient regions within the WSI and infer a class label for the whole tissue
slide. The trained model is applied to unseen tissue slides and outputs a carcinoma subtype
as well as a saliency map that serves as estimated evidence for the predicted class label.
Colors in the saliency map represent salient regions detected by the proposed classifier (red
being the most discriminative region).

4.4.2 Method

Our goal in this paper is to develop a novel weakly supervised learning framework for ovarian
carcinomas subtype classification, i.e., only WSI labels, indicating the presence (not the location) of
a particular ovarian carcinoma within the imaged tissue, are provided. The model should produce
accurate classification of tissue images as well as regions of interest within each WSI that captures
the discriminative essence of the tumour subtype.
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Notation Definition
X Set of WSI composed of one tissue slide per patient.
N Total number of WSI (equals the number of patients in our case) in the set X .
ν Set of binary latent variables (indicators of which patches are discriminative).
y Ground truth class label for a given WSI.
n Indexing variable over the set of WSI, refers to the nth WSI or patient.
x Patch from a given WSI.
P Total number of patches extracted from a WSI.
p Indexing variable, refers to the pth patch.
M Total number of magnifications.
m Indexing variable, refers to the mth magnification level.
V Constant describing the total number of patches selected at a given magnification.
w Classifier’s parameters, learned using eq.(4.13).

φ(X , y, ν) Joint feature vector describing the relation among X , y and ν.
ψ(x) Feature vector representation of the input patch x.

fθ(X, y) Scoring function that sets the latent variables ν given the model’s parameters w.
y∗ Predicted class label.
D Learned dictionary of K-means centroids.
d Local descriptors extracted from WSI patches to learn the K-means dictionary D.

wd, hd Width and height of dth local descriptor.
Wp, Hp Width and height of pth patch x.
|K| Number of elements in the dictionary D.

Table 4.6: Summary of most used notations as they appear in the method subsection 4.4.2.

Motivated by pathologists’ diagnostic procedure, our method is based on the assumption that
only a few salient regions of interest (ROIs) exist within the large WSI and that these regions contain
discriminative features in, at least, one magnification level. We seek for these regions of interest at
different spatial locations, fields of view (scale) and magnifications of the tissue slide. By introducing
latent variables in our proposed method, salient ROIs are detected within the WSI. Furthermore,
each ROI is analyzed at multiple magnifications through the use of a structured formulation on the
latent variables. We now provide the details of the proposed learning framework referred to as the
context-aware classification model.

4.4.2.1 Notation

To facilitate the reader’s comprehension, we summarized the most frequently used notations specific
to this section in table 4.6. We are given a set X of N WSI corresponding to N different patients (or
training instances, as each WSI corresponds to a single patient) and their corresponding class labels
y ∈ Y = {0, 1, 2, 3, 4} referring, respectively, to each carcinoma: HGSC, LGSC, EN, MC and CC. We
assume a data instance is an observed 2D color image or WSI from a single patient and is composed
of a set of patches extracted at different spatial locations. Each instance is also associated with
latent variables ν that capture some unobserved information about the data. Here, this information
corresponds to a subset of salient and discriminative patches or ROI.
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For each instance X, patches are extracted at multiple magnifications of an optical microscope
built up as pyramids of image series collected from different locations (emulating panning, see fig-
ure 4.11). Concretely, the histopathology image data of a patient n is represented by X(n) which
is composed of [x1

1,x1
2, . . . ,x2

1,x2
2, . . . ,x

j
i , . . . ,xMP ](n), sorted from lowest to highest magnification

patches where M is the highest magnification (figure 4.11). Here, xji refers to the ith patch ex-
tracted at magnification j. P is the total number of patches extracted from a WSI and M is the
highest magnification level. Patches are represented using a feature vector ψ(xji ). Latent variables
ν = [ν1

1 , ν
1
2 , . . . , ν

2
1 , ν

2
2 , . . . , ν

j
i , . . . , ν

M
P ](n) are associated with each patch from a WSI such that

νji ∈ {0, 1} is a binary variable indicating whether patch xji is selected (i.e., discriminative) or not.
In the next sections, we describe the different components of the proposed context-aware classifica-
tion model. Note that the method is not bound to a specific feature representation ψ and although
we present in subsection 4.4.2.3 an example of feature learning strategy computationally effective
for large scale image analysis, we tested our proposed context-aware classification model on different
state-of-the-art feature representations (section 4.4.3).

4.4.2.2 Context-Aware Structured Latent SVM Classifier

a) Scoring Function: Finding Salient Regions

Each WSI X(n) is to be classified with a carcinoma subtype y. We formulate the learning model,
with parameters w, for scoring a tissue slide X(n) with a label y using a linear scoring function
denoted by wTφ(X(n), y, ν).

During training, we learn the set of weights w which parameterize the scoring function and
the latent variables ν identifying the ROI. The weights w per class label y are defined such that
w = [w1

(y), . . . , w
M
(y)] for patches of all M magnifications. Specifically, we learn a set of weights

for each class and each magnification level which allows us to identify discriminative features from
multiple magnification levels. In the scoring function, φ(X(n), y, ν) is a potential function that allows
for different components of w to be active for different class labels (e.g., we learn a linear model for
each class y) given the limited set of discriminative ROIs. Thus, the scoring function measures the
compatibility of a class label y with the WSI X(n) given latent variables ν.

We consider a low-magnification patch xmp as discriminative (i.e νmp = 1), if at least one of its
respective higher magnification patches contains discriminative information, and is thus selected.
This condition induces a hierarchy structure between latent variables at different magnification
levels. Also, we assume that only a subset of spatial locations is considered as discriminative over the
whole tissue. Therefore, the following constraints are imposed on the selection of binary variables:
∀m1 < m2 ∈ M,νm1 ≤ νm2 and ∀m ∈ M,

∑P
p=1 ν

m
p , V . V is a user-defined variable that

corresponds to the number of patches to select at a given magnification.
Formally, given ψ(xmp ), the visual feature representation of the pth patch extracted at magnifi-

cation m for patient X(n); the scoring function for patient X(n) is defined as follows:

wTφ(X(n), y, ν) =
M∑
m=1

P∑
p=1

[
wm(y)

Tψ(xmp )
]
νmp (4.10)

Note how we have multi-magnification scores (e.g., wm(y)
Tψ(xmp )) and the sum of lower magnification

scores appears to reflect the information gathered from their respective higher magnification patches
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through the constraints defined on binary operators νmp .

b) Learning Formulation

We find the set of patches νMp and their corresponding lower magnification representation (M being
the highest magnification) that maximizes the prediction score for a given patient X(n). Intuitively,
by maximizing the prediction score, we seek the latent variables (thus the spatial regions in the
WSI) that allow the model to predict a class label that agrees with the expert-provided carcinoma
subtype. This maximization step can be related to pathologist’s diagnostic approach during which
they scan the WSI seeking relevant cues (salient regions) that are compatible or agrees the most
with their predicted diagnostic. The function fw(X(n), y), sets the latent variables ν by optimizing
the following equation:

fw(X(n), y) = max
ν

wTφ(X(n), y, ν) ∀y ∈ Y. (4.11)

Formally, we score the set of multi-magnification patches X(n) of each patient according to
the model’s parameters w using eq.(4.11) where the scoring function wTφ(X(n), y, ν) is defined in
eq.(4.10). To infer the latent variable ν∗ = arg max

ν
wTφ(X(n), y, ν), as there is a dependency between

latent variables at different magnifications, latent variables for each magnification need to be inferred
sequentially. Considering that νji is binary for any patch i at magnification j, we first infer latent
variables at the highest magnificationM such that νMi = 1 for the V patches xMi with maximal score
wMψ(xMi ). Then, for all lower magnification patches containing the highest magnification patches
selected previously by νMi , we infer the latent variables νmi = 1 where m < M for the top V patches
at magnification m with maximal score.

Once the latent variables are estimated, we infer the class label ŷ that maximizes the score of
prediction, given the model’s parameter w:

ŷ = arg max
y

fw(X(n), y) (4.12)

c) Training Objective Function

During training, we learn the model parameters w that maximize the classifier’s score of predic-
tion given the ground truth labels. Given N training instances X, we use the standard multiclass
latent SVM (LSVM) objective function [85] to optimize the weight parameters in eq.(4.13). In our
optimization, we use a zero-one loss ∆ to penalize wrongly predicted labels ŷ given the ground
truth label y(n). A coefficient α is used as an additional cost on the model for misclassifying the
least represented classes during training. This coefficient is particularly useful in the case of highly
imbalanced datasets such as ovarian carcinomas subtypes. α is defined as a vector corresponding to
the prevalence of each class in the training set and is used to bias the model towards to the minority
class.

Lw = min
w

1
2 ||w||

2+C
N∑
n=1

max
ŷ∈Y

fw(X(n), ŷ) + α∆(y(n), ŷ)− C
N∑
n=1

fw(X(n), y(n)), (4.13)
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Algorithm 1: Training the Context-Aware LSVM Model
Input: : Labeled training instances and hyper-parameters X , y, V, C

T : number of training iterations, X(n): nth WSI ∈ X
Output: Optimal set of parameters w and latent variables ν

1 Initialize w1 (wi: value of w at iteration i);
2 for t← 1 to T do
3 for n← 1 to |X | do
4 for x ∈ X(n) = [x1

1,x1
2, . . . ,x2

1,x2
2, . . . ,x

j
i , . . . ,xMP ](n) do

5 Compute magnification-specific scores using eq.(4.10);
6 Set the latent variables ν using eq.(4.11);
7 Infer the predicted class labels y given current w and ν via eq.(4.12);

8 Compute the loss function using predicted labels and eq.(4.13) ;
9 Compute the gradient of the loss function as in eq.(4.14);

10 Compute [wt+1, w
∗
t , gap] using [79], alg.1;

11 if gap ≤ ε or t == T then
12 return w∗t ;

where C is the usual LSVM slack tradeoff constant.
Equation (4.13) is a non-convex optimization problem. However, the learning problem becomes

convex once latent variables ν are fixed for positive instances. Therefore, we train the model using
an iterative algorithm that alternates between inferring ν on positive instances and optimizing
parameters w. To solve eq.(4.13), we use the non-convex regularized bundle optimization (NRBM)
introduced by Do et al. [79]. This iterative optimization method is an extension of the popular
cutting plane technique to non-convex functions. Briefly, at each iteration, this method finds a new
linear cutting plane using the sub-gradient of the objective function. The sub-gradient of eq.(4.13)
corresponds to the following linear equation:

∂Lw
∂w

= w + C

N

(
φ(X(n), y∗, ν∗)− φ(X(n), ŷ, ν̂)

)
(4.14)

where ν̂ = arg max
ν

wTφ(X(n), ŷ, ν) is the latent variable inferred for the predicted label ŷ. Each
cutting plane is then added to a piecewise quadratic approximation of the objective function, thus
leading to an increasingly accurate approximation. The different steps to train the proposed classi-
fication model are described in algorithm 1.

c) Applying the Trained Classifier to Unseen Tissue Images

Given the model’s parameters w learned using eq.(4.13); we perform the inference on test images.
This inference will score all given (WSI, class label) pairs and provide a discriminative set of latent
ROIs for the unseen test WSI. We label a newWSI X with class label y∗ using the following equation:

(y∗, ν∗) = arg max
y,ν

wTφ(X, y, ν). (4.15)
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Note that the inference, which involves the enumeration over possible values for y and ν, is
feasible since the set of possible class labels (five) and discrete latent variables (hundreds) is limited.

4.4.2.3 Feature Representation

a) Dictionary Learning

We adopt a feature learning strategy to find a feature representation ψ for each patch from a WSI.
We use K-means clustering in a bag-of-words framework to learn an over-complete dictionary (the
size of the dictionary is greater than the dimensionality of the input images) of visual words that
can best reconstruct an input image.

We first randomly collect local RGB image descriptors d ∈ Rwd×hd×3 from our set of whole
slide images. These local descriptors form the input to our K-means based feature learning strategy.
To reduce the chances of obtaining highly correlated visual words when learning the dictionary,
we use ZCA whitening [135] to re-scale the input local descriptors and remove the correlation. This
operation reduces the redundancies in the data by removing the covariance between local descriptors
and normalizing the variance while keeping the re-scaled data as close as possible to the original
data.

After whitening the input, we use K-means clustering to find a set K = {c1, c2, . . . , c[K|} of
centroids. These centroids form our dictionary D ∈ Rwd×hd×3×K of “visual words”. We use a com-
mon heuristic to initialize the K-means algorithm, which consists of randomly initialize the centroids
from a normal distribution then normalize them to unit length [63].

b) Feature Encoding

The learned centroids are used to map any RGB input data d to a code vector that minimizes the
reconstruction error. This code vector is a parsimonious and simpler representation than the original
data that ends up being more suitable for classification tasks.

We use a non-linear mapping function fk(d) for every centroid, as a soft-quantization method
to map each input d to a |K|-dimensional code vector. fk(d) selects the set of visual words ck with
highest activation. For a given input d, fk(d) is defined as follows:

fk(d) = max{0, µ(z)− zk} (4.16)
zk = ||d− ck||22, (4.17)

where µ(z) is the mean of elements in cluster z. For any given local descriptor d, the mapping
function f returns a feature vector of size equal to the number of centroids by introducing a form
of competition between different centroids. By applying the mapping function f to many local
descriptors of an image, we obtain a feature representation of the entire image. More specifically, we
densely apply the function f to all local descriptors d of size wd × hd and obtain a |K|-dimensional
feature representation at every location i, j of a local descriptor. We will refer to wd × hd as the
receptive field of the feature encoding step. The distance separating two consecutive local descriptors
on the image is usually referred to as stride s. After applying the mapping function f over all local
descriptors, we obtain a feature representation ψ for a patch x of size Wp ×Hp × 3 from a WSI. ψ
is of size (Wp−wd

s + 1)× (Hp−hds + 1)×K.
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Once the new image representation ψ computed for all image descriptors d, we use max pool-
ing [63] to reduce the final features dimensionality before classification. Pooling induces translation
invariance by aggregating feature responses from a small spatial region of the input image. We use
max-pooling over square sub-regions of the new image representation. Specifically, we split ψ into
four equal-sized quadrants and compute the max over all local descriptors’ feature representation
in each quadrant then aggregate all quadrants’ feature vectors using average pooling. We obtain a
final pooled feature vector of length |K|.

4.4.2.4 Implementation Details

To create the dictionary of visual words D, we sample visual words from each training set of multi-
magnification patches. In order to build an over-complete dictionary, we ensure that the number of
local descriptors extracted is reasonably large. In practice, training a K-means dictionary requires a
larger number of input local descriptors than is necessary for other algorithms (e.g., sparse feature
learning). We collected a total of 400 000 local descriptors randomly extracted from the total set of
patches from whole slide images. We used different receptive field (size of local descriptors) sizes for
local descriptors extracted from different patch magnifications. We used receptive fields of size 12×12
for local descriptors from 4x patches, 8× 8 for local descriptors from 10x patches and 4× 4 for local
descriptors from patches at magnifications 20x and 40x. The receptive field sizes were set via cross-
validation. In practice we observed that smaller receptive fields tend to give better performance. We
learned a dictionary of |K|= 4000 centroids from these local descriptors. To encode features from
the learned dictionary, we densely applied the mapping function f to all image patches with a stride
s = 1 which was the most computationally efficient given our dataset size and hardware equipment.
This resulted in a 4000-dimensional feature vector per image patch. The dictionary size was also
defined via cross-validation over the training set but the classification error was relatively insensitive
to this parameter varying only about 1% when changing |K| by ±5%.

Linear SVM is used to initialize the model parameters w. Latent variables ν can then be in-
ferred for positive samples using eq.(4.11). Subsequently, we assign a tissue sample to the cell-type
maximizing the score of prediction given all latent variables following eq.(4.12). At test time, multi-
magnification patches extracted in a pyramidal manner are used to detect patterns learned during
training. We then find the carcinoma type y that maximizes the score of prediction given the ob-
served latent variables (patches) and model’s parameters for the unseen tissue section. Selecting V
salient patches from the set of P total patches in X can be done in O(Plog(V )) time. In our exper-
iments, this inference takes 0.02 seconds for a WSI represented by 120 patches on an Intel E8400
CPU @3.00GHz using unoptimized MATLAB R2014b code.

4.4.3 Experiments and Results
4.4.3.1 Experimental Settings

We evaluated the method on a dataset 4 of 133 whole slide H&E tissue sections from 133 different pa-
tients. The dataset was digitized using Aperio ScanScopeTM digital slide scanner (Leica Biosystems,
Nussloch, Germany) with a highest magnification of 40x. Three expert pathologists were provided

4In order to facilitate direct comparisons to our work, we make this dataset available along with the
Matlab code at the following URL: http://www.sfu.ca/~abentaie/LSVM_CTXT/LSVM_CTXT.html
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Class HGSC EN MC LGSC CC
Training set 25 14 12 11 6
Test set 24 14 11 10 6

Table 4.7: Dataset representation: number of cases per class.

with patient’s WSI and other immunologic and cytologic tests. Each patient was labelled with a
carcinoma subtype after common agreement of the experts. Tissues in this dataset were carefully
chosen to represent and gather commonly encountered challenges of ovarian carcinoma diagnosis.
These challenges are mainly caused by genetic tissue variability, staining incoherence and scanning
heterogeneity. For example, samples of serous carcinomas include different grades of HGSC (e.g.,
malignant, borderline, mixed) often leading to confusions with EN and LGSC. Second, this dataset
also reflects real-world difficulties by being imbalanced in favor of serous carcinomas, which are the
most frequently diagnosed subtypes. For the following set of experiments, we randomly sampled 68
patients for training and 65 for test. The class distribution was kept similar between train and test
sets as shown in table 4.7.

We extracted non-overlapping patches at multiple magnification levels and created the image
pyramid for each tissue image (figure 4.11). To create the pyramid, each WSI was partitioned into
tiles corresponding to different magnifications. First, we extracted low magnification patches (4x)
that correspond to patches of size 10, 000 × 10, 000 pixels from the original WSI after roughly
thresholding the background pixels to focus on tissue areas only. Note that on average, tissue-only
areas within the WSIs in our dataset correspond to 50, 000 × 50, 000 pixels, thus we used 3 large
patches at 4x magnification to cover as much tissue as possible. From these low magnification patches,
we created a pyramid by partitioning the image into tiles. The four quadrants of a 4x patch as well
as the middle area was used to form the set of 10x patches (5 patches at 10x). This procedure was
carried out to collect 20x patches (corresponding to the 4 quadrants of each 10x patch) and 40x
patches (4 quadrants of the 40x patch). All patches were re-sized to 500 × 500 pixels and used for
feature extraction.

In all experiments, patches were extracted in a hierarchical manner (figure 4.11) where higher
magnification patches were contained in a given lower magnification patch. After patch extraction,
each WSI was represented by a total set of 318 patches (3+3×5+3×5×4+3×5×4×4) from 4 different
magnifications. Note that only 4x patches where selected randomly while others were automatically
selected by the model and deemed as salient regions/patches. Although the selection of 4x patches
was random, we used large non-overlapping patches to cover at least 2

3 of each tissue slide where the
ratio of tissue to background is also approximately 2

3 . Regarding the construction of the pyramid of
patches from different magnifications, the choice of number of patches extracted per magnification
level mimics pathologists analysis of tissue slides which consists of first, a global assessment of the
tissue slide at 4x then, a random selection of certain regions for more detailed analysis at higher
microscope resolutions. In fact, as the discriminative patterns as well as the non-discriminative ones,
generally reoccur uniformly in ovarian carcinomas tissue slides randomly sampling patches at 4x
(with a reasonably large field of view) does not result in omitting discriminative information. Note
that the random selection at 4x was an experimental design choice empirically shown suitable for
ovarian carcinomas and should be refined for other applications, however, given a pyramid of tissue
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patches from a WSI, our salient region detection is automatic and transferable to any histopathology
image classification task.

To assess the sensitivity of the model to the training dataset, we shuffled the total dataset and
performed 5 rounds of training on half of the dataset, testing on the remaining half. The classifier
hyper-parameters: V (number of ROI to select) and C (slack variable in SVM) were set via leave-
one-out cross validation on training data. These settings were kept constant in each of the following
experiments.

4.4.3.2 Feature Construction

We tested multiple configurations (supervised and unsupervised) for learning the dictionary of visual
words from the training set.

1. MIX dictionary: In this configuration, we used visual words extracted from different magnifi-
cation patches (4x, 10x, 20x and 40x) and learned a dictionary of 4000 words. This dictionary
mixes multiple magnifications.

2. MULTI dictionary: We learned a dictionary separately for each different magnification to
insure there is an equal number of centroids or visual words selected from each level of the
magnification pyramid. The total number of visual words was kept fixed with 1000 words per
magnification level forming a final dictionary of 4000 (1000× 4) visual words.

3. CSP dictionary: We tested a class-specific dictionary using a supervised version of the proposed
feature learning method. With our dataset being highly imbalanced, visual words learned
with K-means can be biased toward the most represented classes. In this experiment, we
combined five different dictionaries (one per ovarian carcinoma cell-type) from four different
magnification visual words extracted individually for each magnification and for each class.
We used 800 words per class for a total of 4000 visual words. The 800 visual words were
extracted from all magnification levels using the MULTI scheme.

We compared the proposed learning-based features with popular hand-designed features as well
as recent convolution-based feature learning techniques.

To extract hand-designed features, each multi-magnification patch was represented with a feature
vector composed of color (RGB color histograms) and texture features (SIFT and Local Binary
Pattern). Our latent SVM model was used to learn the set of weights w that selects the most
discriminative features per patch at a single magnification. Note that we did not use the structured
relation between magnifications in this experiment.

Given the recent success of deep learning and convolution-based feature learning techniques
for pattern recognition applications, we also extracted convolution-based features using convolution
sparse coding (CSC) [253], a 3-layer deconvolution network (DN) proposed in section 4.3 and the
popular deep learning convolution neural network (CNN) proposed by Krizhevsky et al. [136]. Pa-
rameters (e.g., dictionary and receptive field sizes for each image magnification) of CSC and DN were
defined using cross-validation as described in section 4.4.2.4. Examples of the learned dictionaries
are shown in figure 4.13.

Different encoding strategies were used along with each feature learning technique: we used
standard hard quantization with CSC, Fisher vector encoding with DN and the soft quantization
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Figure 4.13: Filters learned using different feature learning techniques. CSC: convolutional
sparse coding, DN: 3-layer deconvolution network presented in section 4.3, DL: deep learning
CNN model [136].

function f described above in eq.(4.11) with our K-means dictionaries. As for the CNN, given
the limited size of our dataset we used a pre-trained model that we fine-tuned on our dataset,
as recent studies have shown that transfer learning using pre-trained networks generally results in
better performance shin2016deep. We fine-tuned the CNN model using all patches extracted at
multiple magnifications from our dataset as explained in section 4.4.3.1. We used cross-validation
on the training set to fix the hyper-parameters of the stochastic gradient descent optimization
during finetuning. At test time, we experimented with features extracted at the different layers of
the network (i.e conv4, conv5, fc6, fc7). Best results were obtained using features from the last
layer of the CNN (fc7). Our cross-validation experiments showed that using patches from multiple
magnifications resulted in better performance than using a single magnification, regardless of the
magnification level.
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Features H-D CSC DN CNN K-means
MIX MULTI CSP

Linear SVM 37.5± 0.1 45.0± 0.1 68.5±0.1 44.0± 0.5 58.5± 0.1 62.2± 0.1 66.2± 0.1
Proposed 43.5± 0.1 50.0± 0.1 68.5± 0.1 50.0± 0.4 62.0± 0.1 62.3± 0.1 76.2±0.1
T(Dictionary) – ∼ 24h ∼ 36h ∼ 2h ∼ 0.2h ∼0.2h ∼ 0.2h
T(Encoding) ∼ 1h ∼ 14h ∼ 24h ∼ 1h ∼ 0.5h ∼0.5h ∼ 0.5h

Table 4.8: Classification accuracy using different feature types. Accuracy is reported in
percent (% ± std). H-D refers to hand-designed features. T(Dictionary) corresponds to the
average computation time necessary to learn the dictionary or set of filters for CNN and
DN. T(Encoding) corresponds to the computation time necessary to encode features for the
entire test set using the learned dictionary/filters. Note that CNN [136] and DN features
were extracted on a 12GB NVIDIA GPU, others were on a single CPU.

All extracted features (hand-designed, CSC, DN, CNN, proposed K-means features) were then
fed to a multiclass linear SVM and to our proposed classifier to infer a class label for each WSI.
When using linear SVM, we used max-voting over the predicted scores for all patches from a WSI
to obtain a final class label per patient. This step was not needed when using our proposed classifier
as it handles multiple magnification patches and infers a class-label per WSI.

Table 4.8 shows the multiclass classification accuracy using all three different configurations of
dictionaries (MIX, MULTI, CSP) and other feature learning techniques. Our results show a signifi-
cant accuracy gain (on average +17%) using learnt features compared to hand-designed features and
a clear advantage when learning the dictionary from multiple magnification visual words (MULTI
and CSP).

Our experiments also showed that K-means feature learning, when designed for multiple classes
and multiple magnifications, can outperform other highly non-linear feature learning techniques
(e.g., 26% better than CNN, 15% better than DN). Note that even though we have used pretrained
architectures (AlexNet) we then fine-tuned them for our problem. Designing novel deep architectures
especially crafted for ovarian carcinomas subtyping may be an interesting future work. Such deep
architectures may become particularly useful as bigger datasets become available.

When comparing the dictionaries obtained using convolution-based features vs K-means feature
learning, we observed both producing similar patterns including edge-like and cell-like shapes (figure
4.13). This confirms that the adequate design of the dictionary, specifically adapted to histopathology
images, can result in learning complex visual patterns without requiring extensive computational
times (e.g., the proposed K-means strategy was 10 to 120 times faster than other feature learning
techniques).

An important factor of the success of K-means as feature learning technique was the total
number and the receptive field size of the local-descriptors extracted to train the dictionary. Our
experiments showed that a larger number of sampled local descriptors and smaller receptive field
sizes usually resulted in better performance. While the aforementioned meta-parameters are critical,
setting such parameters is usually simpler and more intuitive than setting meta-parameters for
deep learning (e.g., number of layers, number of feature maps per layer) or other convolution-based
techniques (e.g optimization parameters and sparsity coefficient for DN). Using different feature
learning strategies, we also observed the importance of the encoding strategy used. In fact, DN
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Magnification Levels 1 2 3 4
DN (section 4.3) 68.5% 75.0% 78.2% 78.0%
K-means (CSP) 76.2% 78.0% 80.0% 62.5%

Table 4.9: Classification accuracy using different magnification levels. We report the best
accuracy achieved at each level. At level 1, the best accuracy was achieved using patches
from 10x magnification, and levels 2 to 4 accuracies were achieved using: {10x-20x} (level
2), {4x-10x-20x} (level 3), {4x-10x-20x-40x} (level 4).

features were combined with Fisher vector encoding, as proposed in section 4.3 which maps features
into a very high-dimensional space, facilitating their linear separability. Unsurprisingly, using latent
SVM with DN features encoded with Fisher vectors did not improve the classification performance
when compared to linear SVM as features are already highly separable. This may also signal a
trade-off between classification model complexity and features representation capacity.

Finally, when using a class-specific dictionary (CSP), we were able to reach an average classifi-
cation accuracy of up to 76%, outperforming all other techniques. It is worth noting that applying a
random classifier, on our highly imbalanced and relatively small dataset, would achieve only 20% av-
erage classification accuracy. Also, our results demonstrate the contrast between adding supervision
to the K-means feature learning method when designing CSP dictionary and using a supervised deep
learning model such as CNN. In fact, while the performance of deep learning models is extremely
bound to the availability of large training datasets, K-means clustering shows to be more robust to
the dataset size.

4.4.3.3 Contextual Representation

To demonstrate the benefit of using multiple magnifications in a structured formulation, we used 4x,
10x, 20x and 40x patches individually or combined to form one, two, three or four pyramidal layers,
e.g., {4x} ,{10x}, {20x}, {40x}, {4x,10x}, {10x,20x}, {20x,40x}, {4x,10x,20x}, etc. We used the best
performing features obtained in the previous experiment (table 4.8): our learned CSP dictionary and
DN (section 4.3) features. The proposed latent SVM with structured latent variables was used as
classifier. Table 4.9 shows the top classification accuracy using one, two, three or four magnification
levels to represent a WSI.

Our experiments confirm that despite the type of features employed, the model learns more dis-
criminative information and is able to generalize better when using a composition of patches from
multiple magnifications (e.g., three magnifications: {4x-10x-20x}, achieves the optimum accuracy of
95.0%). Surprisingly, using the highest magnification 40x did not help the classification accuracy, a
possible explanation maybe that the highest magnification does not transmit the structural appear-
ance of the tissue, and, hence, using lower magnifications is advantageous. In practice, pathologists
often use 10x to 20x magnifications and inspect the highest magnification level when uncertain on
the diagnosis. We reach a plateau (or a slight dip) when using all four magnification levels (4x to
40x) available in our dataset, which may signal a tradeoff between utilizing information from more
magnification levels and the resulting increased model complexity.
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Train vs Test 20 vs 20 40 vs 20 60 vs 20 80 vs 20
Train Test Train Test Train Test Train Test

SVM 100.0% 40.0% 100% 50.0% 92.5% 55.0% 91.6% 50.0%
MIL [240] 100.0% 55.0% 95.0% 65.0% 92.5% 65.0% 92.5% 60.0%
DN (section 4.3) 100.0% 45.0% 98.5% 65.0% 86.7% 75.0% 91.6% 90.0%
Proposed - 2 levels 91.6% 60.0% 92.5% 65.0% 78.3% 75.0% 85.0% 70.0%
Proposed - 3 levels 86.3% 75.0% 88.3% 85.0% 92.5% 90.0% 92.5% 85.0%

Table 4.10: Classifier performance compared with baselines on different training set sizes.
Train vs Test refers to the total number of training and test samples used.

4.4.3.4 Sensitivity of the Model

We evaluated our model against other “baseline” works using different training set sizes for a fixed
test set of 20 patients (4 patients per class) and using our K-means CSP features. First, linear SVM
was compared against as this allows us to assess the utility of using structured latent variables to
model our problem. Along the line of weakly-supervised approaches adopted for cancer subtypes
classification, we also compared our method to the recent work of Xu et al. [239, 240] which is
based on a multiple instance learning (MIL) framework. Finally, we show the performance of our
full pipeline (K-means CSP features with latent structured SVM model) compared to our latest work
using DN features with Fisher encoding and linear SVM as classifier (as proposed in section 4.3).
All baselines were tested in similar experimental settings where we used two magnification levels
(10x and 20x) to form a composition of patches for each WSI. Table 4.10 shows the multiclass
classification accuracy obtained with each method. We also report the average training classification
accuracy to be contrasted with test accuracy in order to estimate each model’s generalization ability.

Our experiments showed that on average, the proposed method outperforms other baselines
when using a 3-layer pyramid of magnifications (90% accuracy when using 60 training patients and
testing on 20). We also observed that the proposed structured latent SVM model outperforms linear
SVM with a large margin (up to 35%) which confirms our hypothesis that identifying salient regions
through the use of latent variables helps training more accurate classifiers. Furthermore, we observed
a clear gain (25% better) over MIL [239, 240]. This can be explained by the fact that MIL only selects
discriminative patches without considering any hierarchy. Note that the performance of our latent
SVM model using only one magnification (no structured representation, thus only acting as patch
selection without contextual representation) is similar to MIL (∼ 62%, see table 4.8).

The proposed method also achieves competing results with the highly non-linear Fisher features
used in section 4.3. Despite its ability to generate linearly discriminative features, DN required long
hours of training ( >18 hours on 4800 patches randomly extracted at two magnification levels on
an Intel CPU E8400 @3.00 GHz vs. 30 minutes using our CSP features with latent structured SVM
model) which limits its applicability to higher magnification levels. Using our proposed method with
3 magnification levels allowed us to further improve the classification accuracy outperforming our
earlier results by 15% using 60 training samples.

We also tested the sensitivity of the proposed method to different training set sizes. Generally, it
is expected that larger training set sizes results in more accurate models which is what we observe up
to 60 training samples. However, we also observed a slight drop in accuracy when using 80 samples.
This is most likely due to the high variability between different training samples. In fact, tissue
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images used in this study were gathered from different centers and show high variability in staining
and appearance.

To assess the generalization ability of the method, we report in table 4.8 the average training
classification accuracy. Generally, linear models, such as SVM, tend to overfit to the training data.
In contrast, weakly-supervised models (e.g., LSVM and MIL) are generally able to effectively avoid
overfitting as they enforce the predictions to be based on the most discriminative subset of the data.

A final important factor to estimate is the sensitivity of the model to the class imbalance. In the
case of ovarian carcinomas, the imbalance in our data is a direct consequence of the corresponding
prevalence of each subtype in practice. Hence, the purpose of this experiment is to assess the model’s
robustness towards highly imbalanced training sets. Recall that in the proposed pipeline we addressed
the class imbalance using class-specific K-means dictionary learning (described in subsection 4.4.3.2)
as well as a weighted zero-one loss (described in eq.(4.13)). For this purpose, we tested the model
on a fixed test set of 5 patients (one per class) and created different training sets with increasing
levels of imbalance ratios between the most represented and least represented classes: 1:1 (perfectly
balanced), 2:1, 3:1, and 4:1 (highly imbalanced). We used the mean F1 score to evaluate the impact
of the imbalance on the classifier’s prediction per class when each class has equal contribution to the
F1 score. We observed a constant F1 score of 0.73 when using training sets with imbalance ratios of
1:1, 2:1 and 3:1 and an F1 score of 0.53 for a ratio of 4:1. Generally, the proposed model accurately
recognized HGSC, CC and MC cases but misclassified EN and LGSC as HGSC (most prevalent
class). Despite the 20% decrease in F1 score, the proposed model showed to be more robust to class
imbalance than linear SVM for which we observed a significant drop in F1 score (from 0.66 to 0.43,
i.e a 23% drop, when going from 1:1 to 2:1 only) for imbalanced training sets.

4.4.3.5 Agreement with Pathologists

In a final set of experiments, we show the agreement between our automatic classifier and six5

pathologists trained and tested on the same dataset and in similar conditions. All pathologists were
provided with 40 WSIs for training and were tested on 40 unseen WSIs. These WSIs were selected by
expert pathologists to contain the largest amount of tumour in order to assess if in ideal conditions,
pathologists’ diagnosis could be more reproducible. After training, pathologists were asked to predict
a carcinoma type for each patient of the test set and were provided with immunostaining results to
confirm or modify their predictions.

We used our feature learning technique with a class-specific dictionary (CSP) and patches from
3 magnification levels to describe a WSI. We did not use immunostaining results as features to our
automatic system. We report the average Cohen’s Kappa score κ in eq. (4.18) for each pathologist
with all other pathologists as well as for our automatic system with all pathologists.

κ = P (a)− P (e)
1− P (e) , (4.18)

where P (a) is the observed probability of agreement, i.e., the number of times two observers agreed
on cases, normalized by the total number of cases. P (e) is the expected probability of agreement by
chance, i.e., the probability of each observer randomly predicting each class, assuming independent

5Jocelyne Arseneau, Patricia M. Baker, Carol A. Ewanowich, Dan Fontaine, Robin Parker and Martin
Köbel.

108



pathologist # 1 # 2 # 3 # 4 # 5 # 6 AUTO
Kappa 0.90 0.93 0.89 0.84 0.90 0.89 0.89

Table 4.11: Performance of our proposed automatic system compared to six pathologists.
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Figure 4.14: Automatic selection of salient ROI. Rows correspond to: 1) original WSI, 2)
saliency map of the scores predicted by the classifier from a hierarchy of patches extracted
at magnifications {10x, 20, 40x}, 3) 10x patch with highest classification score. The two last
columns (EN and LGSC) correspond to cases mis-labelled as HGSC. Note how the selected
regions (last row) for the mis-labelled cases (two last columns) are over-stained and visually
appear highly similar to HGSC with very dark and abundant nuclei. Blue arrows show
tissue foldings on MC carcinoma and papillary areas on CC carcinoma.

observers’ predictions. Cohen’s Kappa score is a comparison between two observers or raters who
are examining the same set of categorical data.

The average κ for each observer (i.e average agreement of an observer with all remaining ones)
is reported in table 4.11. On average, in ideal conditions, pathologists’ agreement with each other
ranges from 0.84 to 0.90 which is relatively good but still imperfect. The Kappa achieved by the
automatic system reaches a similar performance of 0.89, which indicates substantial agreement with
the tested group of pathologists. On average, the automatic system showed an equivalent agreement
with pathologists than the average of pathologists’ agreement with each other (κ = 0.89).

4.4.4 Automatically Detected Salient Patches

We show in figure 4.14, saliency maps obtained after the automatic selection of ROI by our model
on test images. While there is no guarantee that salient regions automatically detected by our
model using the feature representation of patches will (or should) always be interpretable, correlate
with pathologist’s diagnosis or highlight specific morphological patterns, we systematically observed
meaningful correspondences. In fact, the classifier discards apoptotic-looking areas corresponding
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HGSC LGSCCC EN MC

Figure 4.15: Top-10 centroids obtained per class after training the classifier.

to dying cells. These apoptotic regions are common to all cancer subtypes hence do not contain
any discriminative information but rather mislead the classification. Also, we observed that salient
patches from CC cases often contain papillary-looking areas of tissue while salient regions on MC
cases show prominent tissue foldings (as seen in the last row of figure 4.14 with blue arrows).
Both these characteristics are generally used in clinical practice to diagnose MC and CC tumours.
Finally, when visualizing salient patches chosen as examples of mislabeled cases for EN and LGSC
(figure 4.14) we observed that over-stained samples visually appear very similar to HGSC with
consistent dark and prominent nuclei (as seen in figure 4.14, last row). These cases reflect the
difficulty of the classification task for an automatic system but also the benefit of visualizing regions
selected by the trained classifier. In fact, in the context of a computer-aided diagnosis, visualizing
salient patches reveals critical information about the automatic system, i.e which regions led it to
make a particular prediction. pathologists may find this information insightful.

In figure 4.15, we show the most discriminative features per class. These features correspond
to the dictionary centroids for which the classifier has the highest weights w. Generally, selected
centroids capture different texture patterns with a variety of directed edges that are not always
semantically interpretable but we also observe different nuclei shapes specific to each carcinoma
subtype. For instance, circular and uniform nuclei are representative of CC carcinomas while HGSC
show more heterogeneous shapes. This correlates with what pathologists describe as biological mark-
ers for these subtypes [177].

4.4.5 Conclusion

Agreement on the sub-classification of ovarian carcinoma subtypes can be resource intensive and
time consuming [67, 146], and can be very challenging for complex cases. Accurate subclassification
is necessary to fully exploit pathologists’ understanding of these subtypes and yield improvements
in the management of these malignancies. Diagnostic reproducibility is subject to many parameters
such as human variability, carcinomas level of differentiation but also staining, WSI acquisition or
microscope type. These different levels of variability constitute limitations to advances in ovarian
carcinoma subtypes understanding, treatment and diagnosis.

In this paper, we proposed an automatic classification system for ovarian carcinoma subtypes
diagnosis. Our model was inspired by pathologists’ approach to the analysis of tissues and their
training procedure. We proposed a multi-magnification representation of tissues that uses the con-
textual information (multiple fields of view) to identify salient regions on a WSI and use them to
infer a diagnosis or carcinoma cell-type. We show in this work, the generality of our classifier to
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different feature types while out-performing state-of-the-art techniques proposed for histopathology
image classification. Our learning framework, achieves a classification accuracy of 90% while trained
on a challenging dataset of 60 whole slide images and shows a strong agreement with six pathologists
trained and tested on the same dataset.

To fully evaluate our system’s robustness to batch effect (e.g., human variability, staining and
operating conditions), the system must be tested on a larger dataset covering data from different
centers, staining techniques and populations. Also, further quantification of the classifier’s ability to
handle a variety of feature types may involve the use of other feature learning strategies proposed
for histopathology such as wavelet-based [180, 181] or class-specific sparse coding approaches [204].

It is important to note that the semantic gap associated with computer aided diagnosis systems
(like the proposed method), which use feature learning approaches and, in general, black-box machine
learning systems, may hinder their applicability in clinical practice. Nonetheless, while this was not
the entire focus of this work, we believe the visualization of the proposed automatically detected
salient regions (i.e., figure 4.14) may provide some insight to the user and may constitute the first
steps towards improved and more interpretable machine learning systems for histopathology.
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Chapter 5

Improving the Performance of
Prediction Models in
Histopathology

5.1 Introduction
In this Chapter we address two critical challenges facing prediction systems for cancer diagnosis
from whole slide histopathology images: i) how to identify where to look for abnormalities within
the large, multi-magnification whole slide images and, ii) enforce robustness to staining variability
within and between tissue slides.

Recently, convolutional neural networks (CNN) have become the state-of-the-art for many histopathol-
ogy image classification tasks. However, CNNs are not the best suited for large scale (i.e., millions of
pixels) multi-resolution histopathology whole slide images (WSI). Finding adequate and computa-
tionally efficient solutions to automatically analyze WSI remains an open challenge. In section 5.2,
we introduce a new deep learning model for automatically identifying abnormal areas within large
whole slide images without requiring a fixed set of carefully pre-sampled image tiles or patches.

We then focus on the problem of stain inconsistency in the context of automatic histopathology
image analysis and we aim at creating a model that would ultimately facilitate the applicability of
automatic histopathology image analysis systems, such as nuclei segmentation or cancer classification
systems, across pathology centers and regardless of the image acquisition procedure. In section 5.3,
we introduce the first end-to-end system for histopathology that combines stain normalization with
the analysis task (e.g., segmentation or classification of images) and that relies on a trainable model
for normalization stains across histopathology datasets.

5.2 Learning to Look for Cancer in Whole Slide Images
A standard approach for analyzing WSIs consists of sampling patches from areas of interest and
training a supervised model to predict a desired output (e.g., a class label) for each patch indepen-
dently [130]. The trained model can then be applied to patches densely extracted from an unseen
WSI where the final slide prediction is the result of an aggregation of all patch predictions. Such
patch based representation comes with different shortcomings: (i) processing all patches of a WSI
is computationally inefficient (as most tissue areas are diagnostically irrelevant) and almost always
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unfeasible; (ii) randomly sampled patches can result in the loss of relevant information and often
involve using finer-level annotations (i.e., segmentation masks) to guide the patch extraction; and
(iii) using independently analyzed patches implies a loss of context.

Different works were proposed to improve patch-based representations. Mainly, these works
present different aggregation strategies and encode global context. For instance, weakly-supervised
models based on multiple instance learning [159] or structured latent representations [43] (presented
in section 4.4) have been proposed to show the importance of identifying discriminative regions when
training a prediction model. To capture context (without increasing patch size), pyramid representa-
tions where patches are extracted at different magnifications can be leveraged. For instance, Bejnardi
et al. [34] proposed a patch-based model consisting of a cascaded CNN architecture where features
from patches extracted at increasing scales are aggregated to classify breast cancer tissue slides.
Another strategy for capturing spatial context from patch-based representations is to use recurrent
networks. Agarwalla et al. [13] used 2D LSTMs to aggregate features from neighbouring patches in
a WSI. While these works indirectly impose more context in the training of a patch-based prediction
model, they rely on an initial random selection of patches that does not prevent from an eventual
loss of information and most importantly requires processing all patches independently. In this sec-
tion, we attempt to leverage spatial context while selecting discriminative areas. Studies on experts
visual diagnostic procedure [46] showed that over time, experts make fewer fixations and perform
less examinations of non-diagnostic areas. We hypothesize that patch-based analysis of tissue slides
should be a sequential process in which a prediction model identifies where to focus given the context
of the entire tissue and the history of previously seen regions without other forms of annotation than
the slide level class. A similar observation was made by Mercan et al. [159] who proposed to learn
to identify candidate regions of interest using logs of pathologists image screenings (e.g., zooming,
panning and fixation). The detected regions are then aggregated in a multiple instance learning
framework to classify breast tissue slides. In contrast, we attempt to identify discriminative regions
without other forms of annotation than the slide level class.

To design such system, we take inspiration from visual attention models [163]. A number of
recent studies have demonstrated that visual content can be captured through a sequence of spatial
‘glimpses’ [200] describing parts of an image. Focusing computational resources on parts of a scene
has the interesting property of substantially reducing the task complexity as objects of interest can be
placed in the center of the glimpse. Existing visual attention systems were introduced for analyzing
natural scene images [200] but their utility for large scale images has not been demonstrated yet.

We propose a system to analyze whole slide histopathology images and predict the presence of
cancer while automatically learning to focus on discriminative areas (figure 5.1). We assume the
system should be able to predict normal vs abnormal slides from a limited set of observations or
glimpses. Locations and scales at which glimpses are extracted should be automatically inferred.
Decisions about the central locations of glimpses should be based on the global context of a given
tissue slide as well as the memory of all previously observed glimpses. The slide level class prediction
should be based on information integrated from all observed glimpses as well as the global context.
Finally, through time, the system should learn to make decisions about the class of a tissue slide
using a limited set of glimpses.
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Figure 5.1: Proposed recurrent visual attention model for classifying histopathology images.
Grey dashed lines represent temporal connections while solid black lines describe the infor-
mation flow between components within one time-step. The model includes three primary
components composed of dense (rectangular boxes) or convolutional (trapezoid) layers. X
is an input whole slide image, {x0, . . . ,xP } is the sequence of glimpses with their cor-
responding location parameters {l0, . . . , lp}. The system contains three main components
parameterized by θx, θl and θa. � represents the Hadamard product and ⊗ is a matrix
multiplication. The model sequentially predicts a class label ŷ for the tissue slide given the
sequence of glimpses.

5.2.1 Method

Given a whole slide histopathology image X, our goal is to identify a set of locations {l0, l1, . . . , lP }
from which to extract glimpses {x0,x1, . . . ,xP } that are discriminative of a given class Y (e.g., pres-
ence or absence of metastatic cancer). To this end, we propose a sequential system structured around
a recurrent neural network equipped with an attention memory and an appearance description of
the tissue at different locations.

At each time step, the system receives a location lp that defines the extraction of a correspond-
ing glimpse xp. A location network θl forms a feature representation of a given location and an
appearance network θx generates a feature representation for a given glimpse. These feature repre-
sentations are aggregated to form part of the input to the attention network θa. Given a sequence
{x0,x1, . . . ,xP } of P extracted glimpses, the system parameterized by θ = {θl, θx, θa} predicts a
probability score Q(Y |{x0,x1, . . . ,xP }; θ) for the slide-level label Y . The attention network is the
recurrent component of the model and uses information from the glimpses and their corresponding
location parameters to update its internal representation of the input and outputs the next location
parameters. figure 5.1 is a graphical representation of this sequential procedure.

5.2.1.1 Spatial Attention

The spatial attention mechanism consists of extracting a glimpse xp from a tissue slide and is a
modification of the read mechanism introduced in [163]. Given an input tissue slide X ∈ RH×W×3

of sizeH×W , we apply two grids (one for each axis of the image) of two-dimensional Gaussian filters,
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where each filter response corresponds to a pixel in the resulting glimpse xp ∈ Rh×w×3 of size h×w.
The attention mechanism is represented by parameters l = {µw, µh, σ2

w, σ
2
h, δw, δh} that describe the

centers of the Gaussians (i.e., the grid center coordinates), their variances (i.e., amount of blurring
to apply), and strides between the Gaussian centers (i.e., the scale of the glimpse). Parameters l are
dynamically computed as an affine transformation of the output of the recurrent network θa.

Formally, the glimpse is defined by xp = Ax
pXAy

p
T , where Ax

p and Ay
p are the Gaussian grid

matrices applied on each axis of the original image X. In contrast to the original read mechanism,
we do not enforce identical Gaussian variances across a grid and allow rectangular (not only square)
attention grids using separate strides δw and δh. To integrate the entire context of a given tissue
slide, we initialize the first location parameters l0 such that the resulting glimpse x0 corresponds to
a coarse representation of the tissue slide (i.e., lowest magnification) re-sized to the desired glimpse
size h × w. Hence, the first glimpse in the sequence of glimpses corresponds to a low-resolution
version of the image, which will influence the selection of subsequent glimpse locations.

5.2.1.2 Combining Appearance and Spatial Information

Given a glimpse xp and its corresponding location parameters lp, we construct a fixed-dimensional
feature vector comprising appearance and spatial information about the current glimpse. We denote
the appearance-based features obtained for a given glimpse by fx(xp; θx) and the features computed
for the corresponding location parameters by fl(lp; θl). We used a CNN to represent fx and a fully
connected layer for fl. The outputs of both networks are fused to obtain a joint representation that
captures spatial and appearance features using gp = σ(fl(lp; θl)�fx(xp; θx)), where gp is the output
joint feature vector, σ corresponds to the logistic sigmoid function, and � is the Hadamard product.
By combining appearance and spatial features, the system integrates features related to “where”
and “what” patterns to seek for when predicting the next glimpse location parameters.

5.2.1.3 Recurrent Attention

The recurrent component of the system aggregates information extracted from all individual glimpses
and their corresponding locations. It receives as input the joint spatial and appearance representation
(i.e., gp) and maintains an internal state summarizing information extracted from the sequence of
past glimpses. The system relies upon being able to predict future regions of tissues appearance and
location, hence, it heavily depends upon state estimation.

At each step p, the recurrent attention network updates its internal state (formed by the hidden
units of the network) based on the incoming feature representation gp and outputs a prediction for
the next location lp+1 to focus on at time step p+ 1. The spatial attention parameters lp are formed
as a linear function of the internal state of the network.

5.2.1.4 Objective Function

The system is trained by minimizing a loss function comprised of a classification loss term and
auxiliary regularization terms that guide the attention mechanism. Essentially, the regularization
terms are used to facilitate and speed up learning and convergence. The total loss L(.) is given by:

L(D; θ) = Lc(D; θ) + Lp(D; θ) + La(D; θ) + Ll(D; θ) (5.1)

115



where D = {(X(i), Y (i))}Ni=1 is a training set of N tissue slides X(i) and their corresponding labels
Y (i) and θ = {θa, θx, θl} represent the system’s parameters.

5.2.1.5 Tissue Slide Classification

The slide-level classification loss Lc is defined as the cross entropy between the final slide-level pre-
dicted label Ŷ and the true label Y (i). To obtain a slide-level prediction, we combine the feature rep-
resentations of all glimpses fx(x[1:P ]; θx) using a non-linear function represented by a fully connected
layer. This layer is then fed to another linear layer that generates final predictions Q(Y (i)|x(i)

[1:P ]; θ).

The slide-level loss is computed using Lc(D; θ) =
N∑
i=1

logQ(Ŷ = Y (i)|x(i)
[1:P ]; θ).

5.2.1.6 Discriminative Attention and Selective Exploration

We observed that adding a patch-level classification loss facilitates training by enforcing the model
to attend to discriminative tissue areas. Lp corresponds to a classification cross entropy loss between
each predicted patch-level label ŷp and the ground truth slide label Y (i). The goal here is not to
leverage other forms of annotations but to encourage finding discriminative regions in a weakly
supervised setting. Feature representations of each attended patch fx(xp; θx) are used to compute

the patch-level loss by Lp(D; θ) =
N∑
i=1

P∑
p=1

logQ(ŷp = Y (i)|x(i)
p ; θ), where Q(ŷ(i)

p |x(i)
p ; θ) represents

the probabilities obtained from a fully-connected layer applied to the patch-level features fx(xp; θx)
with the sigmoid activation.

We also observed that after seeing the coarse image representation x0, it becomes harder to
attend to other areas as the rich contextual representation is often enough to discriminate between
simple cases (e.g., benign vs macro-metastases). To encourage the system to explore different loca-
tions and scales, we introduce a regularization term that serves two ends. First, we encourage the
system to gradually approach the most discriminative regions and scales by favouring glimpses with
high prediction probabilities for the ground truth class using La. Second, we encourage exploration
by enforcing large differences between successive predicted centers µw and µh using Ll. Formally,
we define:

La(D; θ) = −
N∑
i=1

P∑
p=2

Q(y(i)
p |x(i)

p ; θ)−
(

1
p− 1

p−1∑
k=1

Q(y(i)
k |x

(i)
k ; θ)

)
(5.2)

Ll(D; θ) = γ

N∑
i=1

P∑
p=1

exp(−|lp − lp+1|), (5.3)

where the hyper-parameter γ enables us to control how much exploration the system performs by
being linearly annealed from one to zero during training. At inference, given an unseen tissue slide,
the model extracts a sequence of glimpses to attend to the most discriminative regions. The final
prediction score for the slide is computed using the aggregated features fx(x(i)

[1:P ]; θx).

5.2.2 Experiments and Discussion

We tested the system on the publicly available Camelyon16 dataset [95] where the task is to predict
benign from metastatic cases of lymph nodes in tissue slides. The dataset contains a total of 400
WSI and we used the same dataset splits as the ones released by the challenge organizers for training
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Method ACC-P ACC-WSI AUC PREC REC
Expert [95] – – 0.97 – –
AVG Pathologists [95] – – 0.81 – –
Wang et al. [226] 0.98 – 0.96 – –
LSVM [43] 0.89±0.2 0.84±0.2 0.75 0.87 0.69
Dense Patches 0.84±0.2 0.76±0.3 0.72 0.94 0.66
Proposed 1 Glimpse - Lc 0.81±0.2 0.79±0.2 0.68 0.60 0.48
Proposed 3 Glimpses - Lc 0.84±0.1 0.80±0.2 0.85 0.69 0.64
Proposed 5 Glimpses - Lc 0.81±0.1 0.78±0.2 0.83 0.65 0.62
Proposed 3 Glimpses - Lc + Lp 0.87±0.2 0.86±0.2 0.84 0.81 0.78
Proposed 3 Glimpses - Lc + Lp + La 0.97±0.1 0.95±0.2 0.95 0.98 0.82

Table 5.1: Evaluation of different patch-based models for WSI classification. Columns rep-
resent: patch level (ACC-P) and WSI level (ACC-WSI) accuracy, area under ROC curve
(AUC), precision (PREC) and recall (REC).

(270) and test (130). To reflect the difficulty of the task, we report the performance of a single expert
and an average over 11 pathologists in table 5.1 [95].

Typically histopathology images contain billions of pixels but only a few portion of the slide
contains biological tissues. To reduce the amount of computation, we remove all unnecessary back-
ground pixels using a simple threshold on the pixel intensity values and crop all slides around the
tissue. On average, this reduced the size of a whole slide image by 10 to 60% of the original size
at the highest magnification (i.e., 40x). Although the total size is reduced, in practice, perform-
ing the matrix multiplication for the spatial attention at the highest magnification level of a slide,
is computationally unfeasible with standard resources. Instead, we opt for processing images at
the intermediate 20x magnification using tiles covering as much context as possible. A tile size of
5000× 5000 pixels (figure 5.2) was the largest we could process. To predict a class label for a slide,
we apply the system on all 20x tiles and let it decide at which scale and location to attend. We
use the average of the probabilities obtained after attention to get a final slide prediction. The total
run-time was on average less than 4s per slide.

Table 5.1 reports the performance of the model against different baselines. Wang et al. [226],
the winners of the challenge, used the Inception CNN architecture to train a patch-based classifier
on randomly sampled patches at 40x magnification. To obtain slide level predictions, the output
probabilities of the patch-based CNN are used to predict a heatmap. Statistical features are extracted
from the resulting heatmap (e.g., morphology and geometry features) and used to train a random
forest classifier that outputs the final predicted slide label. We also compared against the latent
structured SVM model presented in section 4.4. To train this model, we extracted patches at two
magnification levels (20x and 40x) and used a pre-trained Inception CNN model to extract features
for each patch. The latent structured model uses a hierarchical representation of patches at both
magnifications to identify the most discriminative patches while training the classifier. We also
trained the Inception CNN model using densely sampled patches from each whole slide image at
magnification 20x. Given the high ratio of positives to negatives, we leveraged the segmentation
masks of tumors to train this baseline and dynamically sampled tumor patches. Finally, we tested the
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Figure 5.2: Qualitative evaluation of the attention model. Rows represent different cases
of macro to micro metastases. Columns from left to right are the downsampled WSI, the
cyan overlay of the ground truth tumor mask with red arrows pointing at micro-metastasis,
the yellow overlay of the attended glimpses and the glimpse with highest prediction score
showing how glimpses are automatically extracted at different scales.

following configurations of our system: (i) different number of glimpses and (ii) different combinations
of the proposed loss terms in eq.(5.1).

We tested the performance of the system using different numbers of glimpses (i.e., 1, 3 or 5
glimpses per tile). On average, after background removal, we obtain ∼14 tiles per tissue slide. Thus,
the final performance results reported in table 5.1 correspond to an aggregation of 14 (case of 1
glimpse per tile) to 70 glimpses. In contrast, all other automatic systems were trained with thousands
of patches. We obtained best results using 3 glimpses (i.e., 85% AUC vs 68% and 83% for 1 and
5 glimpses when training with Lc only). We also observed that using 1 glimpse (i.e., 14 attention
patches per slide) resulted in a 4% drop in AUC only. Note that this is most likely specific to this
particular dataset in which macro-metastatic tissues contain large amounts of abnormality and are
thus easily discriminated from benign tissues. However, this also shows the utility of identifying
discriminative locations when training prediction systems.

We also tested the impact of the different loss terms in eq.(5.1). In general, the patch-level loss
Lp resulted in improving the attention on positive cases which is reflected by the improved recall
scores (i.e., from 64% to 78% with 3 glimpses). Finally, adding the attention regularization terms
La and Ll primarily helped facilitate convergence (i.e., reduced the convergence time by ∼15%)
and improved the final AUC, precision and recall. Note that our final AUC is 1% lower than the
challenge winner’s method [226], however, our aim in this work is to demonstrate how attention can
be leveraged in histopathology by selectively choosing where to focus.

In figure 5.2 we show examples of glimpses. Comparing the attended areas to the ground truth
masks of metastatic tissues (columns 3 and 2 respectively) shows that the attention mechanism
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is able to identify discriminative patterns and solely focus on those regions. The last column in
figure 5.2 shows glimpses with the highest prediction score for each WSI class and demonstrates
that the system learns patterns from different scales. The last row in figure 5.2 shows a failure
example on a challenging case of micro-metastases. In this case, the model was correctly able to
identify discriminative patterns (the yellow overlay on images of column 3 shows the attention areas
used to predict the slide label) but unable to predict the correct slide level class. Given the high ratio
of negative to positive tissue in micro-metastatic patches, this may indicate that a more complex
aggregation strategy (instead of the simple linear aggregation we used) for the different attended
glimpses may be necessary.

5.2.3 Conclusion

We hypothesized that enforcing a selective attention mechanism when predicting the presence of
cancer within a tissue slide would enable the prediction system to identify discriminative patterns
and integrate context. To test our hypothesis, we proposed a prediction model that integrates a
recurrent attention mechanism. Experiments on a dataset of breast tissue images showed that the
proposed model is capable of selectively attending to discriminative regions of tissues and accurately
identifying abnormal areas with a limited sequence of visual glimpses.

A strong assumption we have in this work is that the model will be able to identify a subset of
discriminative regions within the whole slide images in a fixed set of time steps P . While this hyper-
parameter is set via cross-validation, this assumption may not always hold especially for complex
or atypical cases that may require a longer search time. This limitation is not clearly addressed in
this work and needs further investigation to assess the influence of the fixed time step on the model
performance.

5.3 Transferring Stains Across Datasets
Historically, histopathology and cytopathology have been the main tools utilized in the diagnosis
of cancer. In fact, with the exception of rare cases, the diagnosis of cancer is primarily confirmed
by pathologists’ visual analysis of the morphology of histological sections under a microscope. The
process of examining histological sections involves the preparation of tissue biopsies using colored
natural or chemical staining agents that selectively binds to naturally transparent tissue compo-
nents (e.g., nuclei and cells) [92]. An example of one of the most commonly used staining agent,
Hematoxylin and Eosin (H&E), is shown in figure 5.3.

Given the chemical nature of the staining procedure, many variables can alter the visual ap-
pearance of a given tissue section [21]. For instance, tissue types, reactivity to staining agents from
different manufacturers, tissues’ thickness, concentration of staining agents, as well as room temper-
ature during preparation, are some of the many factors that can cause variations in the appearance
of stained tissues. Besides staining, variations in the tissues’ appearance can further be introduced
during digitization reflective of the type of optical microscope used. Figure 5.3 shows examples of
such variations.

As the tissues’ visual appearance directly impacts the quality and accuracy of clinical diagnosis,
controlling the amount of variation is paramount to a reliable diagnosis [147]. One of the existing
solutions towards reducing variability relies on standardizing the protocols used for tissue prepara-
tion. However, these protocols currently involve many manual tasks (e.g., sectioning and applying
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Figure 5.3: Examples of staining inconsistencies. “MITOSIS”: images from the ICPR 2014
challenge [193] belonging to the same class of nuclear atypia; “COLON”: images from the
MICCAI 2015 GlaS challenge [206] and represent benign colon adenocarcinomas. “OVARY”:
images from the dataset of whole slides images of subtypes of ovarian cancer introduced in
section 4.2 and correspond to high-grade serous ovarian carcinomas.

staining agents), which implies that a complete standardization may be practically unattainable. In
practice, quality-control methods involve subjective assessments of stain quality or inter-laboratory
comparisons of stained tissue sections. A more practical solution towards normalizing stained tis-
sue slides may involve automatic software-based systems for digital pathology. Such software-based
stain normalization will be necessary for the complementary image interpretation systems (e.g., ma-
chine learning-based models for cancer classification or tissue segmentation), as they are sensitive to
variations in tissue appearance, especially to color variations, as they generally rely on color-based
features [150]. Generally, existing works proposed in the area of automatic image analysis address the
problem of stain inconsistency by either (i) bypassing the problem using only grayscale images; (ii)
relying on color-based data augmentation to synthesize new images in an attempt to enforce robust-
ness to color inconsistency in the analysis model; or (iii) pre-processing images using color-matching
strategies, usually called stain normalization techniques, in which all images from a given dataset
are mapped to a user-selected reference (or template) image [151, 149, 126, 184, 32, 26, 28, 194, 117].
Methods that ignore color information (i.e., (i) above) or rely on data augmentation for learning
color-invariant features [142] (i.e., (ii)) generally favor texture-based features [150] but have the
major limitation of ignoring clinically relevant information captured through colors. As per stain
normalization techniques used as pre-processing steps to normalize images (i.e., (iii)), we empirically
demonstrate in this work their sensitivity to the choice of reference image.

In this section, we propose a novel methodology for transferring stains across different datasets
describing a similar pathology but with different staining appearance. We assume that such a model
should couple stain normalization with the image analysis task without involving pre-processing
images or re-training the analysis system. Also, we believe such system should not rely on a single
given template reference image but should rather learn how best to transfer stains across datasets by
leveraging datasets distributions. Based on these assumptions, we propose a fully trainable frame-
work in which stain normalization is modelled as an adversarial game [97] and is performed jointly
with a specific image analysis task. In a nutshell, given two datasets of stained images with different
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appearance, a generative model implicitly learns the color distribution of images in order to transfer
stains across datasets and generate novel images with conserved texture properties but transformed
color or stain appearance. In order to synthesize realistic transformed images, the generative model
competes against a task-specific discriminative model in an adversarial framework [97]. We perform
extensive experiments on 3 histopathology datasets including large-scale whole slide images for two
image analysis tasks (i.e., image segmentation and classification).

5.3.1 Related Works

Previous works related to the proposed method broadly fall into three categories: (1) color-free and
data augmentation strategies; (2) statistics-based color matching techniques; and (3) style transfer
with generative modelling. Note that we only focus on existing strategies that handle staining in-
consistencies in the context of automatic systems for histopathology images (e.g., these methods are
proposed as part of an automatic systems’ pipeline).

5.3.1.1 Color-Invariant Methods

Many works have shown the importance of texture for the analysis of histopathology images. In fact,
texture features such as grayscale co-occurrence matrices, local binary patterns, wavelet transforms,
among others, have been widely adopted in histopathology image analysis [103, 222]. In these works,
images are converted to grayscale in order to bypass staining variations across datasets.

Another approach that indirectly results in learning features robust to color variation is color-
based data augmentation. This strategy is especially relevant to recent deep learning models and
consists in generating images by performing random or weighted color perturbations (via the so-
called “fancy PCA” approach [136]) altering RGB intensities to generate novel images. This strategy
is based on the assumption that objects’ identity is invariant to changes in color intensity and
illumination and has been used in many deep learning applications to histopathology resulting in
learning more robust features.

In the context of histopathology images, color intensities have a special meaning as they relate
to the concentration of stains and thus are descriptive of the biological composition of tissues. Using
grayscale images results in mixing the staining concentrations and leads to images representing the
total concentration of all tissue components instead of the relative concentration of each. Bypassing
color implies omitting the wealth of information contained in tissue images and is, thus undesirable.
The importance of color in pathology has been demonstrated in several studies; it has been confirmed
that, despite being impacted by staining inconsistencies, pathologists learn to adapt to color variation
when making their diagnosis [61]. A similar concern can be raised regarding color-based data aug-
mentation strategies and their implication on the color-invariant predictions of deep learning models.

5.3.1.2 Color-Matching Methods

Among the works that do use color in the training of histopathology image analysis systems, many
focus on including a pre-processing step in the automatic system’s pipeline in order to normalize
images from different datasets (e.g train and test sets in machine learning-based frameworks). Ex-
isting stain normalization techniques consists of mapping the RGB colors of source images to a
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user-provided reference image. Note that such mapping can result in normalizing training images to
a test image or vice versa.

There exist different strategies proposed to perform color-mappings. For instance, Reinhard et
al. [184] proposed to match statistics of color histograms of a reference and target image after
transformation of RGB images to the de-correlated Lab color space. Histogram matching techniques
generally assume that the proportions of stained tissue components for each staining agent are
similar across images being normalized. This assumption does not hold in most tissue images as the
proportion of tissue components generally varies.

In order to overcome the limitation of histogram-matching, techniques based on stain separation
prior to color normalization have been proposed [126, 117, 219, 172]. Images are first deconvolved
into their principal staining constituents then normalization is performed on each staining channel
separately, which involves a mapping between reference and source image. Different methods have
been used to extract the main staining constituents of a color image. Among the most popular
ones, color deconvolution [103] decomposes an RGB image into its staining components by estimat-
ing a “staining matrix” that represents the RGB colors of each stain present in the tissue image.
The staining matrix can be fixed or learned based on the statistics extracted from the dataset.
Khan et al. [126] proposed to estimate the staining matrix using a supervised learning approach
and pixel-level statistical color descriptors (e.g., color histogram). Other works for stain separation
are based on performing non-negative matrix factorization [172, 219] to cluster an image into its
principal components which, in the supervised form, requires knowledge of the number of clusters.
Unsupervised forms of stain separation involve clustering the image using optimization algorithms
such as Expectation-Maximization [26]. However, these stain separation techniques may not work
optimally when there is an imbalanced representation of tissue clusters in the image, which may
result in the algorithm mapping similar appearing regions from distinct tissue classes to the same
cluster. To avoid these cases, extensions to these clustering techniques involved identifying distinct
tissue clusters in a feature space and performing a cluster-to-cluster distribution alignment across
reference and target images [117].

Besides all limitations related to the stain separation process, color-matching normalization tech-
niques restrict the matching to be performed based on a single reference image, which, if not rep-
resentative of the different object categories present in the image, may result in normalization errors.

5.3.1.3 Style Transfer and Generative Learning

In this work, we approach the problem of stain normalization as a style-transfer problem [89, 90],
in which we aim at transferring the staining appearance of tissue images across different datasets.
In computer vision, style transfer is generally seen as a problem of illumination and texture transfer
where the goal is to synthesize a texture from a source image while preserving the semantic content
of a target image. Style transfer involves finding image representations that independently model
variations in the semantic image content and the style in which it is presented. Most recent works in
style transfer have shown that deep feature representations from CNNs are powerful representations
that can be used to independently manipulate the content and the style of natural images. Gatys et
al. [89] propose to generate new images with a given reference “style” by matching feature represen-
tations of target and reference images. As opposed to previous works, Gatys et al. [89] showed that
texture matching in feature space is more effective than pixel-level matching. Although they relate
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to stain normalization, style transfer works are not directly applicable to histopathology as they rely
on matching textures between images and would result in modified tissue structures. These style
matching techniques also have the disadvantage of relying on a single reference image to perform
the matching and do not account for dataset distributions.

Learning color transformations has also been explored through different techniques for computer
vision applications. For instance, Minervini et al. [160, 161] proposed a supervised approach for
learning color transformations while maximizing the separability of classes (i.e., objects in an image)
in the context of image compression. Most applications of generative learning to color transformations
focus on image colorization. For instance, Zhang et al. [249] trained a deep network to map a
grayscale input image to an output distribution over quantized color values. These works relate to
stain normalization as they learn a transformation of a color space, however, they generally rely on
segmentation masks to train the classifier or do not guarantee preserved textures which limits their
direct applicability to histopathology.

Our work builds upon the foundations of generative adversarial networks (GAN). Adversarial
training was introduced by Goodfellow et al. for generative learning [97]. It consists of a generative
and a discriminative model trained through an objective function that implements a two-player zero
sum game between a discriminator - a function aiming to tell apart real from fake input data, and
a generator – a function optimized to generate input data from noise that “fools” the discriminator.
The “game” that the generator and the discriminator “play” can be intuitively described as follows.
In each step, the generator produces an example from random noise that has the potential to fool the
discriminator. The discriminator is then presented with a few real data examples, together with the
examples produced by the generator, and its task is to classify them as “real” or “fake”. Afterwards,
the discriminator is rewarded for correct classifications and the generator for generating examples
that fooled the discriminator. Both models are then updated and the next cycle of the game begins.

Inspired by generative learning and style transfer techniques, we model stain normalization as
style transfer where image structures must be preserved and matching is to be performed based on
statistics over an entire domain of images (not a single reference image). In contrast to previous works
in stain normalization, we do not rely on pixel-level matching but use the feature representation of
images instead. Note that in our proposed model, normalization is done on the training set which
facilitates the application of the trained image analysis model to new test domains. Also, we integrate
the mapping as part of the image analysis system at hand, which results in learning class-specific
image normalizations which preserve structures as well as color-based predictions.

5.3.2 Method

Our goal is to build a discriminative model for a given histopathology image analysis task (e.g.,
classification or segmentation) with an intrinsic stain normalization component. Such model should
be able to handle images with different statistical properties (i.e., different staining appearance)
without requiring the need for additional training or pre-processing.

5.3.2.1 Problem Setting

To illustrate our problem, we assume we are given a dataset of images {xA} from pathology lab A
with their corresponding annotations {yA} (e.g., segmentation masks or class labels). We are also
given a set of images {xB} from a second pathology lab B without annotations. We assume images
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Figure 5.4: Proposed architecture. {xA} are training images and {yA} are their correspond-
ing annotations (e.g., class labels or segmentation masks). {xB} is a set of test images
representing the same tissue types but drawn from a different distribution (e.g., acquired in
a different pathology lab with different staining agents or scanned with a different micro-
scope). The stain transfer network is a generative model with an encoder-decoder architec-
ture and skip connections (in dashed gray lines between blocks). This generative network
learns to generate images {x̂B} similar to training images {xA} in terms of staining appear-
ance and to test images {xB} in terms of content. A task-specific network simultaneously
estimates the probability that an input image came from the training set, P1(x) rather
than the generative network, P0(x), and predicts a task-specific label {ŷA} given real input
images {xA} and generated images {x̂B}. In this configuration, the task-specific network
is trained on images drawn from the training set distribution as well as generated images
similar (in terms of stain) to the test set.

{xA} and {xB} have different staining appearance due to differences in the acquisition procedure
(e.g., pathology center, concentration of staining agent, or type of microscope used), thus are drawn
from different data distributions. In this scenario, we aim at building a task-specific discriminative
model C(x; θc) parametrized by θC trained on annotated images {xA} that can generalize well to
unseen images {xB}. Note that we use the notation C(x; θc) when referring to any input image xA

or xB . The following presents the details of our model and its learning formulation in the context
of image classification, however the model could be easily generalized to other histopathology image
analysis applications (e.g., nuclei detection, cell segmentation, ROI delineation).

5.3.2.2 Model Definition

Figure 5.4 shows the different components of our proposed model. At a high level, given labelled
training images {xA} and unlabelled test images {xB}, we build a task-specific discriminative net-
work equipped with a stain normalization component (i.e., stain transfer network) that performs a
non-linear mapping of images from different distributions. Stain normalization is performed in an
adversarial setting in which a generative model G(xB ; θG) (i.e., the stain transfer network) com-
petes against a discriminative model C(xA; θC) (i.e., the task specific network) and generates new
images x̂B that should “fool” C whose task is to discriminate between real images {xA} and gener-
ated normalized training images x̂B . While identifying real from generated images, the task-specific
discriminative model C is simultaneously learning to classify images given real training images xA

and unlabelled generated images x̂B , as if training and test datasets were sampled from a common
distribution. Models G and C can be any differentiable functions. In our implementation, we chose
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to use convolutional neural networks given their success in a variety of histopathology image analysis
applications.

As opposed to standard stain normalization techniques, we do not rely on a single reference image
to learn a color mapping, as this strategy cannot represent the distribution of the entire test set. In
fact, the task of the stain transfer network G is to learn a dataset-specific probability distribution
such that generated (normalized) images show similar statistics to both training and test sets. Also,
in the proposed model, stain normalization is combined with image classification and the full model
is trained end-to-end, which results in a class-specific and image-specific stain normalization.

5.3.2.3 Network Architecture

We design our stain transfer and task-specific networks architectures by adapting state-of-the-art
convolutional networks architectures previously applied to histopathology. Both networks use se-
quential modules of the form: convolution – batch normalization – ReLU.

We used an encoder-decoder architecture for the stain transfer network, in which we included skip
connections from encoder to decoder layers as proposed in fully convolutional networks [145]. Skip
connections are established between desired pairs of layers and consist of concatenating feature maps
(or channels) of a given layer i with the features maps at layer j. The encoder-decoder architecture
maps a high resolution input image to a normalized high resolution output image by first down-
sampling the image through series of non-linear modules (encoder) then upsampling the coarse
encoded input. The addition of skip connections allows us to share low level information between
input and output, such as textures and the location of prominent edges. The skip connections are
added between each layer i of the encoder and its reverse layer j in the decoder (figure 5.4).

The goal of the task specific network is to: (i) discriminate generated image from real images
and; (ii) classify images (in case of image classification task). To do so, the task specific network
architecture can be defined as any desired network architecture on which we perform simple mod-
ifications of the penultimate layers. We chose to use AlexNet [136]. The three last fully connected
layers of the model (in orange in figure 5.4) serve as task-specific layers (e.g., classifier). In parallel
to the classifier, we add new fully convolutional layers on top of the last pooling layer of the orig-
inal network, which will serve as stain-specific layers in the adversarial training game. The goal of
these additional fully convolutional layers is to identify normalized images x̂B from original training
images xA, similar to the discriminator networks in generative adversarial networks [97], using the
feature representations of the images. The fully convolutional nature of these layers allows us to
discriminate real from generated images using local patch-level information instead of the global
image which results in finer stain normalization. In the proposed architecture, early layers of the
task-specific network are trained to simultaneously analyze (e.g., classify) images and distinguish
generated from real images, thus enforcing robustness towards staining variations from specific dis-
tributions in the trained model without totally discarding colors. Intuitively, the architecture of the
task-specific network is designed such that the model is forced to learn high-level semantics and
low-level stain-specific (or style) information.
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5.3.2.4 Objective

The objective of the model is to generate stained images while learning a specific analysis task.
Formally, this can be modeled with the following optimization problem:

min
θG,θC

max
θC

αLadv(C,G) + βLr(G) + γLc(G,C) (5.4)

where α, β and γ are hyper-parameters setting the importance of each term in the optimization
problem. θC and θG are the parameters of the task-specific and stain transfer networks, respectively.

Learning to transfer stains involves playing a minimax game between both networks. The stain
transfer network learns to generate images by fooling the classifier whose task is to identify images
with different stains. This is captured in the optimization problem by the adversarial loss Ladv. The
regularization loss Lr is used to preserve structures when generating images and the classification
loss Lc is task-specific and allows the model to simultaneously analyze images and learn class-specific
color transformations. Below, we elaborate on each of the terms of the objective function.

5.3.2.5 Transferring Stains

The first part of our stain normalization strategy consists of learning to generate images x̂B that
preserve the content of the original image xB but possess the staining appearance of images {xA}.
We refer to this transformation as stain transfer. In a typical stain normalization technique, this
step is performed by matching the statistics of xB and a reference image xA at pixel level using
RGB information. Rather than matching RGB values, we learn to generate images with the staining
properties of the entire domain of images {xA}. This implies learning the probability distribution of
images {xA}, which can be achieved using an adversarial loss function. Specifically, the adversarial
loss involves the stain transfer network G(xB ; θG) that maps an input image xB to a stain normalized
image x̂B and the task specific model C(x; θC) that outputs the likelihood of a given image x ∈
{xA, x̂B} to be sampled from the real training set distribution. Formally, the adversarial loss is
defined as:

Ladv(C,G) = Ex∼{xA}[ logC(x; θC)] + Ex∼{xB}[ log(1− C(G(x; θG); θC))] (5.5)

where G minimizes the above loss while C maximizes it. At equilibrium, the color statistics of gen-
erated images {x̂B} should match those of real training images {xA} [97].

5.3.2.6 Enforcing Structure-Preserved Transformations

To enforce the stain transfer network to preserve tissue structures when learning to generate images,
we use an edge-weighted L2 regularization term that encourages G to preserve salient image edges
of the ground truth input. We define the regularization loss as follows:

Lr(G) = Ex∼{xB}||W ◦ x−W ◦G(x; θG)||2, (5.6)

where W is the color gradient vector field of the input image and captures the edges of the original
input image xB , and ◦ is the Hadamard product (i.e., element-wise multiplication) operator. The
multiplication byW focuses the penalty in the difference between the generated and the input images
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Algorithm 2: Training algorithm with minibatch stochastic gradient descent
Input : {xA}, {yA} and {xB}
Initialize network’s weights.
for number of training iterations do

Sample minibatch of M images: {xAm}, {xBm}
Generate {x̂Bm} by G(xBm; θG)
Update C by ascending in the direction:

∇θC
( M∑
m=1

logC(xAm; θC) + log
(
1− C(x̂Bm; θC)

))
Update C by descending in the direction:

∇θC
( M∑
m=1

logCŷBm(x̂Bm; θC) + logCyAm(xAm; θC)
)

Update G by descending in the direction:

∇θG
( M∑
m=1

log
(
1− C

(
x̂Bm; θC)

)
+ ||W ◦ xBm −W ◦ x̂Bm||2

)
end

on the edge locations. Ultimately, optimizing G results in preserving the structure of the input image
while transforming the staining appearance based on the distribution of images from stain A.

Moreover, we enforce preserved structures with the choice of network architecture for G. In fact,
using an encoder-decoder architecture with skip layers enables the information to flow from encoder
to decoder at different levels, which results in preserving some of the low level information related
to textures (e.g., edges).

5.3.2.7 Learning Class-Conditional Transformations

The stain normalization component is augmented with a task specific model, e.g., classifier in the
case of image classification. Given real and transformed training images x ∈ {xA, x̂B}, the task
specific model generates a probability value for each possible labeling. For example, for the classifi-
cation problem, the task specific model generates probability values for each class. In this case, the
classifier’s loss function is defined using a cross entropy criterion as follows:

Lc(G,C) = Ex,y∼{x̂B ,ŷB}[ logCy(G(x; θG); θC)] + Ex,y∼{xA,yA}[ logCy(x; θC)] (5.7)

where the first expectation corresponds to the classification loss of generated images using pseudo
labels ŷB that correspond to predicted classes for the generated images and the second expecta-
tion represents the classification loss for training images. Pseudo labels [99] are recalculated at each
training iteration using the model’s current parameters. Using pseudo labels during training is a
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Figure 5.5: Ovarian carcinomas subtypes. Acronyms represent the subtype of each whole
slide image: High grade serous carcinoma; low grade serous carcinoma; endometriod carci-
noma; mucinous carcinoma; and clear cell carcinoma.

semi-supervised learning strategy that allows us to handle non-annotated images while training the
network. It has been shown that pseudo labels generally result in improved generalization perfor-
mance by favoring a low density separation between classes [99]. By combining classification with
stain normalization, the generative model G learns class-specific mappings, which is a desirable
property as, in general, staining should reflect differences between tissue types. Also, this amalga-
mation of the stain normalization with the classification network retains the discriminative patterns
in the normalization process. Note that Lc can be easily generalized to other analysis tasks. For
example, for image segmentation the labels y and predictions ŷ would be segmentation masks. The
task-specific networks’ output would have to be re-sized accordingly.

Algorithm 2 summarizes the training procedure for the proposed method. At each training epoch,
we first compute the gradient of Ladv with respect to θC and update the parameters by taking a
small step in the direction of the gradient (ascending gradient). Then, we compute the gradient of
LC with respect to θC and update the parameters by taking a step in the opposite direction of the
gradient (as here the goal is to minimize LC). Finally, we update θG after computing the gradient of
Ladv +Lr and taking in step in the opposite direction of the gradient (gradient descent). We learned
the parameters θC and θG in a single optimization loop involving successive gradient updates for each
network using iterations of stochastic gradient descent. The complete model is trained end-to-end
using backpropagation.

5.3.3 Validation Experiments

We performed two types of experiments. First, we qualitatively and quantitatively evaluated the
quality of stain-normalized images generated using our model; then, we explored the generality of
the proposed method by evaluating its performance on different histopathology image analysis tasks
and datasets. The results reported in this section were obtained by applying the model on three
histopathology datasets. Each dataset was split into a train, validation and test set. The annotated
train and validation sets were used to learn the model’s parameters and set the hyper-parameters (i.e.,
learning rate and momentum) and were composed of images sharing similar properties (e.g., digitized
with the same microscope). Images from the test set were drawn from a different distribution and
their annotations were only used for final performance evaluation. We used the following datasets:

• The public Mitosis-Atypia scoring dataset of breast histology images released as part of the
MITOS-ATYPIA ICPR’14 challenge [193]. The dataset consists of 11 histology slides with mul-
tiple 20x frames per case scanned with an Aperio scanner and re-scanned with an Hammatsu
scanner. To evaluate the performance of the model given inter-microscope variability we used
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Hammatsu images for training and Aperio images for test. We extracted 250×250 non-overlapping
patches per frame and obtained a total dataset of 3360 Hammatsu images for training and 1440
for validation and 4800 Aperio images for test. Note that given the particularity of this dataset,
the test set and training set have larger overlapping distributions (in terms of textures and image
content but not in terms of staining) than the train and validation sets. Given the number of
instances per set, we can expect higher test than validation accuracy.

• We also used the MICCAI’16 GlaS challenge dataset [206], which consists of colon adenocarcinoma
tissue images. We used this dataset to test the proposed model on two tasks: benign vs malignant
tissue classification and colon gland segmentation. We used 85 images for train, 20 for validation
and 60 for test. We extracted 250×250 non-overlapping patches from all images and used texture-
only augmentation via elastic warpings [191] to augment the training set.

• Finally, we tested the model on whole slide images of ovarian carcinomas acquired in differ-
ent histopathology centers and scanned with different microscope types. Each slide represents
a unique patient’s tumour biopsy to be classified into one of five ovarian carcinoma subtypes
(figure 5.5). Sixty (60) slides were used for training, 20 for validation and 55 for test. All training
and validation images came from the same pathology center while test images were gathered from
multiple centers. Each whole slide image was represented by 250 × 250 non-overlapping patches
from the 20x microscope magnification covering the entire tissue slide. Given the large size of
these whole slide images (on average 50, 000× 50, 000 pixels), we omitted patches that contained
more than 60% background pixels. Examples of the original whole slide images are shown in
figure 5.5. This dataset has different levels of difficulty. First train and validation images were
‘cherry-picked’ by a set of expert pathologist, in the context of a reproducibility study, for being
most representative of each subtype under ‘perfect’ acquisition procedures (similar tissue cut,
similar stain concentration and similar microscope) and thus strongly differ from test images.
Also, the entire dataset reflects the prevalence of the diagnosed subtypes with a significant im-
balance towards high-grade serous carcinomas (HGSC). Finally, color inconsistencies not only
appear across whole slide images but also within tissue slides. In fact, there are under- and over-
stained regions that appear within single whole slide images in the test set, while this is seldom
observed in the training set images.

5.3.3.1 Experimental Design

We used a U-Net architecture [191] for the stain-transfer network and AlexNet for the task-specific
network. No pre-processing was applied on images. To avoid over-fitting, each convolution layer
of the U-Net architecture was followed by batch normalization [113] and we used dropout in the
last fully connected layers of AlexNet. We used stochastic gradient descent with a learning rate of
1e-3 to train the task-specific network and 2e-4 to train the stain transfer network. Training hyper-
parameters was performed on the validation sets for each dataset. We implemented the model with
Torch library [64] and trained it on an NVIDIA Titan X GPU.

We compared our approach to different baselines. First, we tested the influence of color on the
performance of the classifier using three experimental settings: without normalizing images with re-
spect to stain variations; using grayscale only images; and using color-based data augmentation [136].
Then, we tested pre-processing all test set images via a popular color matching strategy [126] that
relies on learned color deconvolution stain matrices and non-linear color mappings. For this baseline,
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we randomly selected ten reference images from the training set and applied the trained AlexNet
model on the 10 normalized test sets. Finally, as a proof-of-concept of the utility of adversarial
training in stain normalization, we tested different combinations of our proposed loss functions: (i)
we tested using an adversarial loss only (Ladv) to generate normalized images that are then fed to
an independently-trained classifier; (ii) we tested the influence of the regularization loss Lr com-
bined with the adversarial loss Ladv; and (iii) we tested the full loss function that combines the
task-specific loss Lc with the adversarial loss in an end-to-end framework. Note that all experiments
were reproduced twice after swapping the train and test sets such that there was no overlap in the
training and validation sets between images from different distributions.

5.3.3.2 Results

We first discuss the quantitative results. Table 5.2 shows the averaged performance of the proposed
method as well as different baselines on different datasets and tasks in terms of image-level clas-
sification accuracy and pixel-level segmentation accuracy. Note that we will use the terminology
“original” test dataset when referring to the un-normalized test set and “normalized” test set when
referring to stain normalized test images.

5.3.3.3 Importance of Color

Results shown in table 5.2 confirm that: (i) staining inconsistencies between train and test datasets
affect the performance of state-of-the-art image analysis systems (see table 5.2, “No Norm.”); (ii)
access to color information improves the accuracy (see table 5.2, “Grayscale”). In fact, discarding
color information using grayscale only images or color-based data augmentation improves the gener-
alization ability of the analysis system but only on certain datasets. For instance, on the MITOSIS
dataset, which consists of images with a completely similar content (or texture) but different staining
appearance due to the different acquisition microscope, discarding color does boost the generalization
of the classifier (test accuracy of 71.5% without normalizing images vs 83.0% when using grayscale
images). In contrast, using grayscale images deteriorates the performance of the classifier on test
images for both COLON and OVARY datasets (e.g., with grayscale images, test accuracy drops
from 81.6 to 63.4% on COLON-CLASSIF and with color-only data augmentation, accuracy drops
from 44.8 to 35.0% on OVARY). Color appearance generally plays an important role in identifying
subtypes of ovarian carcinomas. For instance, color is critical in identifying HGSC (figure 5.5) as it
reflects the abundance of nuclei in the tissue image, which is one of the important characteristics of
this subtype. This characteristic of ovarian carcinomas may explain the poor performance observed
with color-based data augmentation on this dataset. In fact, data augmentation is based on the as-
sumption that objects within images can be categorized regardless of their color appearance, which
results in learning color-invariant features. This assumption does not hold in the case of ovarian
carcinomas for which color is an important feature. Also, variations in staining often appear within
a given ovarian tissue slide thus adding to the inter-slide variations. Stain normalization techniques
that rely on color-matching are not designed to handle intra-slide stain variations that exist on whole
slide images [31] as they solely focus on the standardization of patch images containing a small region
within the whole slide image.

We tested the statistical significance of the results by comparing the test accuracy obtained with
our proposed method (last row of table 5.2) with respect to all other baselines (first four rows of
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table 5.2). We used a Wilcoxon signed-rank test and obtained statistically significant differences at
p < 0.05 on all experiments except on the COLON-CLASSIF dataset when comparing our method
to data augmentation. In fact, we observed that using data augmentation on colon classification
performs better than other approaches, including ours. The colon adenocarcinoma dataset is the
smallest dataset used in our study (only 85 training images). It is unclear whether the performance
gain observed using color augmentation is due to the dataset size or to the irrelevance of color
information when classifying colon adenocarcinomas. We note nonetheless that the train/val/test
accuracy of the proposed model show relatively good generalization on the test set. In contrast,
when using data augmentation the model almost perfectly fit (i.e., 100% accurate) to the train set
but achieved only 87.5% accuracy on the test set which may indicate bias towards the training set.
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MITOSIS COLON-CLASSIF COLON-SEGM OVARY
Models Train Val. Test Train Val. Test Train Val. Test Train Val. Test
No Norm. 96.4±0.1 74.9±0.1 71.5±0.3 99.6±0.2 90.0±0.1 81.6±0.1 95.9±0.4 93.5±0.3 68.5±2.2 88.1±2.1 55.1±2.0 44.8±1.5
Grayscale 87.1±0.1 83.1±0.1 83.0±0.1 99.5±0.1 85.0±0.1 63.4±0.1 90.5±0.1 86.4±0.1 70.1±0.1 93.1±0.5 51.4±0.6 32.5±1.0
Augmentation 97.4±0.1 80.5±3.0 85.9±3.4 99.9±0.1 90.0±1.1 87.5±2.1 95.5±3.0 94.0±1.0 78.5±0.5 95.5±2.0 61.0±0.4 35.0±3.8
CM [126] 96.6±1.0 73.9±1.0 70.1±0.1 99.5±0.1 89.5±0.5 65.5±0.3 95.1±0.4 93.5±1.5 80.1±0.1 86.5±1.0 59.0±0.3 33.7±0.1
Ladv 96.1±0.2 74.9±0.1 78.8±0.2 99.5±0.1 90.0±0.0 84.6±0.1 95.6±0.1 95.1±0.1 80.2±0.3 88.5±1.0 58.1±1.0 56.5±1.0
Ladv + Lr 96.1±0.2 75.0±0.3 85.9±0.1 99.4±0.1 90.0±0.0 85.7±1.1 95.4±0.1 96.2±1.2 80.6±0.4 88.0±0.5 58.0±0.9 59.9±0.4
Ladv + Lr + Lc 95.1±0.1 76.2±0.3 90.0±0.1 88.5±0.1 88.1±0.1 86.7±0.2 96.2±0.1 96.5±0.5 82.0±0.9 92.2±0.8 68.1±2.3 61.7±1.3

Table 5.2: Performance of the proposed stain transfer strategy vs other common approaches. Reported values are in percentages and
reflect the average accuracy and variance on different train, validation and test images. The four first rows correspond to the performance
of the task-specific network (i.e., AlexNet) on different dataset configurations (images are un-normalized, grayscale, color-augmented or
normalized with [126]) without using the proposed stain transfer network. The four last rows report the performance of the proposed
model combining the stain transfer network with the task-specific model and the benefit of the different penalty terms used in the
proposed multi-loss formulation. “CM” corresponds to color-matching and “No Norm.” refers to the baseline without normalization.
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5.3.3.4 Importance of Normalization

Without color normalization and regardless of the task or the dataset, we consistently observed a
drop in performance between train, validation and test sets (e.g., -10.3% to -43.3% between train and
test sets of whole slide images). This confirms the need for normalization in automatic histopathology
image analysis. We can also observe in table 5.2 that the classification performance on the training
and validation sets when using the proposed method (three last rows of table 5.2) is comparable to
the baseline “No Norm.” which uses the classifier loss only Lc and thus reflects the performance of
the AlexNet model alone (without the U-Net). In contrast, we observed improvements on the test
accuracy. This confirms that the performance gain is not only the result of the architecture design
(combination of U-Net and AlexNet) as this would also reflect in improvements of the train and
test performance, but is linked to the intrinsic stain normalization resulting from combining these
architectures with the proposed loss function. Note that testing the influence of the combination of
both architectures (U-Net and AlexNet) implies using a specific loss function to train the generative
model (i.e., U-Net) to generate images; this loss function can be either Ladv or Ladv + Lr.

5.3.3.5 Color Matching vs Style Matching

We used the color-deconvolution based approach of Khan et al. [126] to normalize test images to
a randomly chosen reference image from each training set. We repeated the random selection of
a reference image ten times and report the best accuracy results obtained for each dataset. We
observed large differences in performance when randomly choosing different reference images for
normalization. Test accuracy differed by as much as 38% over the 10 experiments with different
randomly chosen reference images. Some reference images resulted in a decrease in accuracy from
the test accuracy obtained with un-normalized images (e.g., up to -6% on MITOSIS, -22.8% on
COLON and -14.2% on OVARY dataset). These results confirm the sensitivity of color matching
techniques to the choice of reference image.

Using the adversarial loss Ladv, we trained the stain transfer network G to generate normalized
images then applied the trained AlexNet model on normalized test set images generated with G. Our
results (table 5.2) show that style matching with adversarial training outperforms color matching
on all datasets and for all tasks (we observed an increase of 2 to 28% from “No Norm.” test accuracy
when using Ladv instead of color-matching).

Examples of generated images using our proposed method on failure cases of the color matching
approach [126] are shown in figure 5.6. In general, test images generated with the proposed method
are sharper and better match the color distribution of training images. We observed that color-
matching techniques are sensitive to the distribution of tissue components in the reference and source
image, which may result in erroneous mappings (e.g., COLON case in figure 5.6 shows background
pixels erroneously colored). Also, as they rely on a single image to learn color transformations, color
matching methods are susceptible to the presence of artifacts in the reference image, which can
lead to further distancing the normalized images from the training set color distributions (e.g., the
MITOSIS and OVARY cases in figure 5.6 show over-stained and under-stained normalized nuclei).
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Figure 5.6: Examples of stain normalized images. “Train” refers to the image randomly
selected as reference for the baseline color-matching (“CM”) method [126]. “Test” corre-
sponds to original test images before stain normalization. Normalized images obtained with
our proposed method are shown in the last column and were obtained using the entire
training set.

5.3.3.6 Class-Specific Stain Normalization

We investigate the advantage of combining stain normalization and image analysis (full optimization
problem in eq.(5.4)). In table 5.2, we show the performance of the full optimization problem (Ladv +
Lr+Lc) compared to various baselines. In general, we observed a clear advantage from embedding the
normalization with the analysis task at hand as it shows to improve the generalization of the trained
model on test images (e.g., +18.5%, +5.1% and +16.9% in classification accuracy on MITOSIS,
COLON and OVARIAN datasets when using the full optimization problem vs. no normalization).
These results confirm that C learns discriminative features that are more robust to stain variations
when using the proposed two-branch architecture trained with the proposed full objective function.

Our model can be seen as a form of guided data augmentation as the task-specific network sees
labelled training images as well as unlabelled normalized test images during training. In contrast to
other augmentation techniques, in our model, the additional synthetic data provided during training
is drawn from a more realistic distribution that corresponds to the learned mixture of training and
test set distributions. Our strategy generally performed better than color-based data augmentation
using fancy PCA [136] (e.g., +3.5 to 26.7% increase on test accuracy for MITOSIS and OVARY
datasets, see table 5.2). In color-based data augmentation, the generated images are training images
with different color appearance while, in our method, the analysis model is provided with synthetic
images from the test set.

We also investigated the effect of amalgamating the stain normalization with the image analysis
model on the quality of normalized images. To assess the distribution similarity between train
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and test images as well as train and normalized test images, we computed the average histogram
intersection score [24] between train and original test images across classes for all three datasets
and compared it with the histogram intersection score between train and test images normalized
using the proposed model. The results are reported in table 5.3. The histogram intersection score
measures the similarity between two image histograms computed in Lab color space. Higher scores
indicate more similar color distributions.

First, the generally low histogram intersection scores obtained between train and original test
images reflect the difficulty of the analysis tasks considered in these datasets. In fact, greater differ-
ences in distributions will lead to poor generalization of the analysis system. Note that these scores
are averaged over classes and the standard deviation reported in table 5.3 reflects differences between
classes.

Normalizing images with our proposed model (i.e., Train-NormTest in table 5.3) generally results
in significantly higher similarity scores which indicates that color distributions of test images have
a higher match with those of the training dataset after normalization (e.g., up to 23% increase in
histogram matching scores after normalization, see table 5.3. Overall, our results confirmed that there
is a joint benefit in normalizing stains while analyzing images as it first helps training more robust
analysis systems but also allows to learn class-specific transformations. The proposed normalization
strategy also outperforms color-matching techniques [126] which confirms the benefit of using dataset
distributions to normalize stains instead of single arbitrarily chosen target images (see table 5.3
Train-NormTest vs. Train-CM-Test).

We also show examples of the normalized images on the MITOSIS dataset in figure 5.7. We
compared the quality of the normalized images of a given source image to its corresponding ground
truth target image. We trained the model on the source images and removed their corresponding
target images from the test set during training. We compared the color-matching normalization
technique [126] that performs a one-to-one mapping from source to target, to our proposed method
without and with the regularization term Lr in the loss function. Overall, we observed a better
match between the normalized source images with the proposed method and the real target images.
Note that the proposed method does not rely on a one-to-one mapping but learns to transform the
domain of source images (training images) to the domain of target images. We also observed that the
absence of regularization term can lead to artifacts in the generated normalized images (see green
arrows on figure 5.7).

5.3.3.7 Model’s Sensitivity

We evaluated the influence of each term of the optimization problem in eq.(5.4) by sequentially
adding them when training the model. Our results showed that using an adversarial loss without
regularization can already boost the classification performance on the test set. This is expected
because the generative model is conditioned on a given input image, and hence is constrained not
to deviate drastically from the input when generating images that can fool C. While adding the
regularization loss Lr during training results in a small classification improvement, it considerably
sped up the training time (e.g., 55 training epochs were necessary on average before convergence
when using Ladv + Lr vs 120 when using Ladv only). We were able to increase the performance of
all task-specific models on test sets when adding the task-specific loss Lc. In particular, adding Lc
resulted in up to 4% increase in accuracy (table 5.2) when using a combination of all loss functions
proposed in eq.(5.4).
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Figure 5.7: Examples of stain normalized images on the MITOSIS dataset. “Source” are
the original training image, “Target” the corresponding original test image scanned with
a different microscope, “CM” is the output of [126] and “ADV” the generated normalized
image using G trained with Ladv (without the proposed regularization terms). Red arrows
are used to highlight artifacts. “Proposed” correspond to the output of G when trained with
the full objective function (eq.(5.4)).

We also tested the effect of hyper-parameters α, and γ in eq.(5.4). We did not observe significant
changes in test accuracy when varying α and γ by ±40% and reached a +5% improvement on the
COLON-SEGM task when increasing β while keeping α and γ equally weighted. We observed faster
model convergence (only 45 to 50 training epochs until convergence) with β = 2 and α= γ = 1).

Finally, we observed minor test accuracy improvements when using the regularization term on
the colon dataset as opposed to the two other datasets. One possible explanation could be the nature
of the images in these datasets. Colon adenocarcinomas are composed of recurring glandular objects
with pronounced textural properties that differentiate benign from malignant tissues. Malignant
glands in adenocarcinomas generally show irregular patterns with dark nuclei forming the epithelial
border while benign glands have circular and regular appearance [206]. In contrast, mitosis and ovar-
ian cancer tissues share common textural characteristics between different tissue types (figure 5.5).
These texture-related characteristics could explain the regularization term being more critical when
training models to classify ovarian or mitosis tissues, as preserving textures on normalized images
may contribute to the classification task.
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Channels Dataset Train-Test Train-NormTest Train-CM-Test

L
MITOSIS 0.24±0.2 0.32 ±1e-3 0.51±0.4
COLON 0.47±0.2 0.70±1e-3 0.09±0.06
OVARY 0.66±0.3 0.69±1e-4 0.03±1e-3

a
MITOSIS 0.47±0.2 0.70±1e-4 0.30 ±0.2
COLON 0.93±0.02 0.95±1e-4 0.06 ±0.04
OVARY 0.24±0.05 0.26±0.2 0.23 ±0.1

b
MITOSIS 3e-5±2e-3 0.22 ±1e-3 0.21±0.2
COLON 0.82±2e-3 0.89±1e-4 0.30±0.1
OVARY 0.26±0.3 0.35±1e-4 0.05±0.01

Table 5.3: Histogram intersection matching between train images and original test images
(Train-Test), train images and normalized test images using the proposed approach (Train-
NormTest) and train images and normalized test images with the color-matching approach
of [126] (Train-CM-Test).

5.3.4 Discussion and Conclusions

Stain normalization is paramount to accurate and generalizable histopathology image analysis sys-
tems. However, accurately normalizing images with respect to stain is challenging due to the variety
of possible sources of staining inconsistencies. In this work we argued that stain normalization tech-
niques should have the following properties: (i) they should involve matching the entire domain
distributions rather than matching the statistics of individual images; (ii) they should consider spe-
cific tissue characteristics thus should be coupled with image analysis systems; and (iii) they should
not alter tissue structures.

We designed a model that combines the above properties by leveraging adversarial examples
and deep learning architectures. Using an adversarial loss, our model learns to synthesize images
with a specified stain. Stain transfer is learned using the entire set of available images, which results
in generated images sampled from a mixed distribution of train and test images. Also, the model
jointly analyzes and normalizes images, which results in learning class-specific stain transfers via
color-invariance towards class-specific color distributions in the analysis system. Finally, the system
is enforced to preserve structures when normalizing images using an image content-based regularized
optimization problem. Our model was trained end-to-end with standard gradient descent. In practice,
the system could be used in situations where images from a new domain (e.g., acquired in a different
pathology center) become available without annotations. A simple fine-tuning of the stain transfer
network using the new test images along with the previously available annotated training images
would allow to normalize the training images with respect to the new domain distribution, facilitating
their analysis using the trained task-specific network.

Validation on three different datasets, including large scale whole slide images, demonstrates
the advantage of using the proposed model in image classification and segmentation tasks. Our
results showed that normalizing images based on dataset distributions is less sensitive than using
standard color-matching strategies (c.f. table 5.2). Also, we observed that combining classification
and normalization helps training more robust classification systems but also learning class-specific
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stain transformations that do not alter color properties of different tissue classes (c.f. table 5.3).
Finally our results also confirmed that adversarial training allows us to preserve tissue structures
when learning normalizing images as it enforces the model to identify content from stain-specific
information.

To the best of our knowledge, this was the first approach involving a fully trainable joint normal-
ization and image analysis model and leveraging adversarial examples. Despite the promising results,
the proposed method is not without its limitations. First, while the method does not rely on any
pre-processing step, it involves training deep networks and thus relies on the availability of training
data to accurately estimate dataset distributions. Also, we did not tailor the architecture of our
model to the datasets and tasks used in this study but rather used high-level intuitions based on the
desired properties of the model, however there can be many different architectures one can adopt
that may result in better performance. For instance, a possible extension to the proposed model
could be to share parameters between the two networks (task specific and stain transfer network)
which can reduce the number of trainable parameters but also may facilitate learning mixed color
distributions from the train and test sets.

Future works can potentially involve further exploring the potential of the proposed method with
other network architectures, guiding the learning of the hyper-parameters of the objective function
(eq.(5.4)) by leveraging the model’s uncertainty (as proposed in previous chapters of this Thesis),
testing the applicability of adversarial training in digital staining (transferring stains across images
stained with different staining agents) and quantifying the ability of expert pathologists in detecting
stain-transferred synthesized images.
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Chapter 6

Conclusions, Limitations and
Future Directions

6.1 Thesis Summary
Through the works presented in the different sections of this Thesis, we explored ways to automate
parts of cancer diagnosis from histopathology whole slide images and facilitate the extraction of
relevant biomarkers predictive of the presence of cancer. The main goals of all presented studies
were to design computational systems with properties of robustness, accuracy, accessibility and
speed.

To begin, we investigated ways to accurately identify malignant from benign colon cancers from
the analysis of histology glands in tissue images. We presented the first study that demonstrates
the symbiotic relationship between segmentation and classification and defined class-specific shape
priors to regularize the training of deep convolutional networks (Chapter 3, section 3.2). Building
on this observation, we explored ways to improve the segmentation accuracy of deep convolutional
networks via regularization and defined the first deep neural network equipped with topological and
geometrical shape constraints (section 3.3). Finally, we looked at the interplay between the different
regularization terms proposed and used within a multi-loss function to train deep convolutional
networks for gland analysis. We investigated whether the model’s uncertainty with respect to certain
priors (i.e., shape, topology and geometry priors used to regularize the model) can be leveraged
during training to infer the relative importance of each term within the multi-loss objective function
(section 3.4). In Chapter 3, we found that not only training deep neural networks with specific
regularization terms (that encode prior knowledge of glands in tissue images) but also leveraging
uncertainty to guide the training of our regularized deep model, resulted in improved accuracy of
both gland characterization and cancer identification. Our conclusions from this Chapter showed that
empirically, leveraging multi-loss functions to encode domain knowledge resulted in improved model
performance with insignificant additional costs on the optimization of the model’s cost function.

In the second part of the Thesis (Chapter 4), we focused on automating cancer diagnosis when
specific biomarkers are not clearly defined. To this end, we focused on the subtyping of ovarian
carcinomas and progressively built up a pipeline for automatically identifying the five clinically
recognized subtypes. First, by automating the extraction of clinically-derived features (section 4.2),
we identified specific challenges related to certain subtypes of ovarian carcinomas: i) subtypes can
present different degrees of sub-differentiation that increase the chances of confusion between classes,
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ii) some of the clinical cues do not generalize well to all subtypes. Using the insights from this first
study on ovarian carcinomas, we explored new ways to identify discriminative subtypes with minimal
supervision and designed feature learning strategies to identify new, non clinically-derived features
(section 4.3). Then, we explored ways to improve the classification model by leveraging domain
knowledge from pathologists’ panning and visual analysis of microscopy tissue slides. We designed the
first structured latent representation model that automatically identifies salient patches within tissue
images by considering the hierarchy resulting from the multi-magnification nature of histopathology
images (section 4.4). In Chapter 4, we found that the combination of expert knowledge and learning-
based framework in the design of automatic cancer diagnosis pipeline results in improved accuracy
and more interpretable computer-aided diagnostic systems.

In the final part of this Thesis (Chapter 4) we looked at ways to improve the accuracy of predic-
tion models in histopathology, which generally are based on sub-optimal patch-based representation
of whole slide images and suffer from staining inconsistencies in tissue slides. In section 5.2, we pre-
sented for the first time a system that automatically identifies abnormal regions by predicting where
to focus on large histopathology slides without the need for a pre-fixed set of candidate patches.
Then, in section 5.3, we looked at the influence of staining variability on the performance of pre-
diction systems and designed a unique way that integrates stain normalization within task-specific
networks.

Towards the original goals of defining automatic systems to i) automatically identify and extract
relevant features from tissue slides, ii) efficiently proces multi-magnification histopathology images,
and iii) advance the state-of-the-art of automatic systems for cancer prediction; the work in this
Thesis is only preliminary and necessitates at least validation on larger clinical cohorts before the
potential use of the methods presented here in clinical settings.

6.2 General Limitations and Future Directions
Following the work in this Thesis, there are different limitations (aside from the ones exposed in the
different conclusions per section, i.e., in sections 3.2.3, 3.3.3, 3.4.3, 4.2.3, 4.3.3, 4.4.5, 5.2.3, 5.3.4) of
the proposed systems that could be addressed.

• Lack of Negative Cases: A strong assumption we make throughout the different works
presented, is that abnormalities always appear somewhere within the given tissue slide. In fact,
in the context-aware latent SVM model as well as the recurrent attention model presented in
sections 4.4 and 5.2, we impose constraints on the model to search for abnormalities within
tissue slides. However, in practice, pathologists scan multiple slides from the same resection
specimen before finding tissue slides containing abnormalities. Hence, the proposed methods
as is are not directly applicable to real clinical scenarios and must be extended to handle
negative cases (i.e., tissue slides that do not contain abnormality). Nevertheless, this limitation
is mainly the result of the available datasets used in this study and could potentially be easily
addressed by enlarging the available datasets with negative slides.

• Datasets Bias: Another common limitation to the works presented in this Thesis is in the
potential bias towards specific populations and pathology centers from which the different
datasets have been acquired. In fact, while we diversified as much as possible the set of dataset
types we experimented with, most datasets we used (including challenges and public datasets)
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involved tissue slides acquired in at most two different centers, hence the models were trained
and tested on datasets that share relatively similar properties. Another form of bias could also
have been introduced through the annotations available with the public datasets we used. In
fact, aside from the ovarian carcinoma cohorts used in Chapter 4 which was confirmed via
patients’ molecular profiling and final prognosis; all datasets were manually annotated by two
or more pathologists which, to date, is the most accessible strategy for data collection but
can raise concerns about potentially fitting the models to only a subset of specific annotators.
While the stain normalization approach presented in section 5.3 constitutes one potential
direction towards data harmonization, more extensive validation must be performed to assess
the generalization ability of the given models to a more realistic and broader set of patients,
annotations and images.

• Interpretability:Moreover, throughout this Thesis we focused on designing end-to-end train-
able systems that have multiple advantages as these are generally more compact, computa-
tionally efficient and easier to optimize. However end-to-end systems are also generally less
flexible and most importantly less interpretable. While we attempted to design more inter-
pretable prediction systems by relying on domain knowledge and specific formulations that
allowed us to visually analyze tissue areas resulting in certain predictions; this strategy con-
stitutes only one level of interpretation (limited to the decisions made by the model) and does
not directly give us insights into the learned representations or structure of the model and it
remains unclear how such case-by-case analysis of the models’ decisions could be leveraged to
refine and improve the system.

Below, we present some future directions that can possibly improve and extend the work pre-
sented in this Thesis:

• Further exploration of different morphometric features for cancer analysis can facilitate clinical
research on identifying relevant biomarkers of cancers. For instance, testing hypotheses on the
prevalence of a suspected biomarker of cancer (suspected or unknown to the clinical community
but identified with a learning-based system) could be done using automatic systems designed
to identify and correlate biomarkers with outcomes.

• Combining hand-crafted and deep learning-based features such as features extracted from the
segmentation of glands or the detection of abnormal tissue areas could be a potential direction
for improving the diagnosis accuracy of automatic systems.

• There exist a variety of well-established shape priors that could potentially be used to regular-
ize and improve the accuracy of deep segmentation networks (e.g., nuclei and cell segmentation
models). While combining higher order priors with deep neural networks is not trivial, research
in this direction would contribute to the design of more interpretable, and accurate (i.e., reg-
ularization reduces risks of overfitting) systems. Similarly, identifying ways to analyze the
models’ learned representations could result in the discovery of new automatically learned
discriminative morphological patterns.

• The works in this Thesis heavily relied on transfer learning and data augmentation strategies.
For being properly trained, most deep learning-based systems heavily rely on affine and
elastic data augmentation strategies but it is unclear how realistic such transformations of the
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tissue image are. Future works could potentially explore ways to synthesize realistic images
by enforcing topologically plausible transformations that preserve tissue components shapes.

• A potential direction to alleviate the need for extensive annotations and leverage manually
annotated datasets (from multiple annotators) could be to complement our weakly supervised
learning models with robust strategies for learning from noisy labelled datasets. One possible
direction for adding such robustness could be to represent noisy labels as latent variables
within the prediction model’s formulation.

• Given the high dimensionality of histopathology slides but the lack of labelled datasets, lever-
aging weakly supervised and unsupervised strategies and combining them with specific hand-
crafted features could be a potential direction to explore. For example, in the context of
ovarian carcinoma subtypes characterization, this could potentially involve the training of
graph networks on pre-identified glands as well as nuclei in order to learn and identify more
robust graph network features. Another approach could involve automatically identifying the
subtypes of ovarian cancers without relying on any form of annotation (i.e., unsupervised
subtype identification that would rely on features extracted from images only) and potentially
correlating the discovered subtypes with pathologists’ diagnosis.

• Leveraging per-instance uncertainty or active learning strategies to involve users could poten-
tially be a suitable solution for refining the models’ output mistakes. In fact, while we designed
systems in which we could visually look at areas of the whole tissue slide that led to the final
predicted label, introducing ways to automatically correct the model’s errors by looking at its
mistakes would be a valuable addition to these models.

• Identifying the levels of interpretability needed would constitute an important step towards
designing more interpretable models. In fact, the definition of an interpretable deep neural
network is still ambiguous but in computer-aided diagnosis, interpretability, is often used in
reference to the understanding of what causes the model’s output.

• Finally, further steps towards personalized treatments should include multi-modal solutions
in which pathology, genomics, radiomics and other patient data should be fused in relevant
ways to optimize patients’ outcome.

To conclude, the work presented in this Thesis sets the stage for further exploration of automatic
ways to interpret and characterize cancers in digitized microscopy images of tissue biopsies. Although
the results presented are preliminary, they attest to the current shift in digital pathology towards
more automated and objective diagnoses (as concluded from the survey shown in Chapter 2) and
show that quantitative analysis of tumours is a promising way forward for developing computer-
assisted systems for the detection and diagnosis of cancer.
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