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Abstract

Field Programmable Gate Arrays (FPGAs) are integrated circuits that contain configurable
logic blocks and wiring resources that enable them to implement digital circuits. To create
a design, the designer typically describes the design using a Hardware Description Language
(HDL). This HDL is synthesized into a configuration bitstream to program the FPGA using
Computer-Aided Design (CAD) tools. Due to their rapid growth in size, FPGAs are able to
implement increasingly larger circuit designs. However, this has also lead to the run-time of
the CAD tools increasing dramatically. To improve the run-time of CAD tools, this thesis
focuses on improving the run-time of the placement stage of the CAD algorithms, which

accounts for a significant portion of the overall run-time of the CAD flow.

This thesis explores techniques for creating design specific groupings of logic blocks (called
multi-blocks) that can be used in conjunction with a new placement algorithm, called the
singularity placer. This approach allows the flow to collapse related logic blocks in the
design into “multi-blocks”, thereby reducing the design complexity for placement. This
reduced complexity can be used to reduce placement runtime, despite having to re-expand
these multi-blocks into their original logic blocks to complete the placement phase of the
design. This approach allows tradeoffs between the run-time of the CAD tools and the

design’s key performance metrics (e.g. operating frequency).

This thesis first proposes and evaluates a number of algorithms to divide a design comprised
of logic blocks into groups of logic blocks (also known as “multi-blocks”). The objective of
this approach is to reduce the run-time as grouping logic blocks of a design decreases the
number of nodes to be processed for placement. Next, a two-phase placement algorithm,
called the singularity placer, is proposed that can place a mix of multi-blocks and singular
logic blocks onto FPGA resources. The experimental evaluation shows that the proposed
approach to placement enables up to 30X speedup with an average wirelength degradation
of 12% with respect to VPR. This speedup is a dramatic increase that has the potential
to make FPGA devices and design flows more useful to application spaces that desire
acceleration over pure software in a timely fashion, while not requiring the “best” operating

frequency possible.
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Chapter 1

Introduction

1.1 Motivation

Field Programmable Gate Arrays (FPGAs) [11, 12] are pre-fabricated semiconductor devices
that can be used to implement any digital system. FPGAs contain programmable logic
cells and programmable interconnects. Due to this configurability, FPGAs are used in wide
range of applications such as communications [6], space systems [53], and robotics [54].
FPGAs have gained popularity as an implementation platform due to their growth in logic
density growth, allowing them to replace increasingly large ASIC implementations that
do not require very large volumes. More recently, this has led to their inclusion in data

centres [19].

module fulladder ( a, b, ¢;,. S, Cour) AT EETEETEET ~
input a, b, c; /
output s, ¢y HDL Code
assigns=a”b" ¢
assign ¢y =a & b & ¢;y;

end module
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Figure 1.1: FPGA Design Flow



As can be seen in Figure 1.1, FPGA designs start with a description of the system in a
Hardware Description Language(HDL) like VHDL [30] or Verilog [55]. Then the HDL code
is transformed using Computer Aided Design (CAD) algorithms into a suitable bitstream to
program the FPGA resources with the desired functionality. This transformation requires
CAD algorithms because the number of of available programmable resources have been
increasing with the decreasing sizes of transistors. This increase has enabled designers to
implement increasing complex designs that cannot be transformed from HDL to bitstream
by manually. Automated CAD tools are used to help hardware designers during this process.
The tool flow can be generally split into five parts: front-end synthesis, technology mapping,
packing (also known as clustering), placement, and routing. First, the HDL is converted into
logic gates and then technology mapped to the fabric’s underlying logic blocks. These blocks
are then assigned to specific locations on the fabric (placement). Finally, the blocks are
wired together using routing resources to form the desired circuit (routing). The objective
in each step is to satisfy the design’s constraints in terms of performance, resource usage
and power.

Placement is an important step in the FPGA CAD flow. During placement, the objective
is to minimize the wirelength between connected blocks by placing them close together so
as to increase the performance of the circuit. An optimal placement cannot be obtained
in polynomial time (NP-hard problem) [21]; therefore, heuristic algorithms are used in this
area. One popular placement algorithm for FPGAs is called Simulated Annealing (SA) [38].
The algorithm tries to create a good quality placement to meet the design performance
requirements from a flattened design that no longer contains any system-level information
from the original design hierarchy. As the size and complexity of FPGA designs increases,
SA does not scale well; in fact, the amount of time designers are required to wait for the
successful place and route of a design using commercial CAD tools is increasing despite the
growing computing power in new work stations [42].

The poor scaling of the placement algorithm’s run time is in part due to the fact that
the clock speed of modern day processors does not increase significantly with each new
processing technology node because of the power consumption. Instead, modern day pro-
cessors rely on increasing the number of processing cores to improve task execution through
parallelism. This need to leverage parallelism to reduce run time creates a second problem
as FPGA placers must generate deterministic solutions, independent of the number of pro-
cessing cores. When a design is run multiple times with the same parameters, the results
of the placement should be exactly the same. Based on this requirement and the typically
global approach taken by placement algorithms (including SA), multi-threaded implemen-
tations of placers typically have problems when the same FPGA location is accessed by
multiple threads; therefore, these parallelization techniques do not dramatically improve

performance [42, 14].



1.2 Research Objectives and Contributions

There are a variety of heuristic algorithms for placement (e.g. SA); however, the rapid
growth of both design resource usage and FPGA resource availability makes obtaining a
good placement more difficult and time consuming. As placement accounts for a significant
portion of synthesis time, reducing the time spent on placement can dramatically speed up
the CAD process.

Current research on FPGA placement algorithms focuses on the global problem [42],
which requires larger run-time memory usage and processing times as the design complexity
increases. This thesis proposes a two-phase placement method: an initial coarse-grained
placement followed by a fine-grained placement. In the coarse-grained placement, multi-
blocks are created by grouping blocks of related logic together and placed on the FPGA.
In fine-grained placement, the blocks in each of the multi-blocks are placed. The objective
of this multi-phase approach is to reduce run-time memory as grouping blocks into multi-
blocks decreases the number of processing nodes.

The first step in implementing a two-phase placer is identifying and creating multi-
blocks. This thesis investigates different approaches and metrics for multi-block creation as
well as a two-phase placer that can leverage them. The following are the contributions of
this thesis:

e An analysis to investigate the relationship between high-level circuit structure (i.e.

module, always, if, add, and multiply statements) and final circuit placement.

e An analysis to investigate how the affinity propagation clustering algorithm [23] can
reconstruct system-level information that may be used to create multi-blocks to pro-

vide the flexibility needed for multi-phased placement.

e A new algorithm that obtains inter-block proximity data from post-placement analysis
to identify highly co-related blocks (“gems”) that negatively impact placement results

if their blocks are not co-located.

e A new clustering method to create multi-blocks from pre-placement design informa-

tion.

e A multi-block analyzer tool that evaluates the quality of multi-blocks generated using
different clustering methods. This tool can analyze multi-block characteristics focus-
ing on the number of placeable-objects, routing pins, nets, and sizes of the multi-
blocks.

e The singularity placement algorithm, a two-stage placement algorithm that uses multi-
blocks to accelerate placement. Specifically, the simulated annealer is altered to treat

the multi-blocks as a single block (singularity) during the first phase of placement.



In the second phase, the multi-blocks are re-expanded to their actual size for a low-

temperature second annealing phase over the entire circuit.

1.3 Thesis Organization

The rest of the thesis is organized as follows: Chapter 2 reviews FPGA design and CAD
flow in more detail, discusses the related works in FPGA placement, and also provides the
terminologies and high level view of the thesis. Chapter 3 explains different methods that are
investigated in this thesis to create multi-blocks. Chapter 4 presents a multi-block analyzer
and uses the analyzer to analyze the different multi-block creation techniques outlined in
Chapter 3. Chapter 5 describes and analyzes the singularity placer, the two-phase placer
developed in this thesis. Chapter 6 contains the thesis’ final results. Finally, Chapter 7

presents the conclusions and suggestions for future work.



Chapter 2

Background and Related Work

This thesis investigates a two-phase FPGA placement approach to decrease the run-time of
the placement phase of the FPGA CAD flow. Chapter 2 discusses the necessary background
and related works to provide context to this work. It begins with a review of FPGA
architecture and FPGA CAD flow. Next, the related work on different FPGA placement
approaches is presented. Finally, the proposed flow and the terminologies used in this thesis

are described.

2.1 FPGA Architecture

T

[ Programmable Switches

T

Channels of varied length
\ Wire Segments

Configurable Logic Blocks
m‘i (CL:B@i%i e,

—

Input/Output Blocks

|

Figure 2.1: Typical FPGA Structure

Originally, FPGAs, as shown in Figure 2.1, comprised four fundamental components:

Configurable Logic Blocks(CLBs), 1/O blocks, channels of varied wire segment lengths,

5



and programmable routing switches. The two-dimensional array of CLBs are connected
to each other and to I/O pins by routing resources. Modern commercial FPGA capacities
have grown significantly and, therefore, they have more complex structures. These devices
include specific purpose blocks, also called hard blocks, such as memory and dedicated
circuitry for common arithmetic operations like multipliers, adders, and DSPs [73, 1]. FPGA

devices that contain hard blocks are called heterogeneous FPGAs.

carry in clk

) 3-LUT ) .
TI L Configurable)
1

Logic Block

1
o 4

carry out clk

Figure 2.2: FPGA CLB

The main components of CLBs are Look-Up Tables (LUTs) and flip-flops, as shown in
Figure2.2. Flip-flops are used to implement synchronous circuits and LUTs are used to im-
plement logical operations. Additionally, CLBs typically include functionality to accelerate
common operations, such as addition via dedicated carry in and carry out circuitry. LUTs
are capable of implementing any k-input Boolean function, where k is usually 5 or 6 [5]
in today’s technology. Modern FPGAs contain fracturable LUTs, which are specific LUTs
that can implement two smaller LUTs. For example, a fracturable LUT can implement
a 6-LUT, or two 5-LUTs with some shared inputs. Static RAM (SRAM) based FPGAs
can be reconfigured any number of times by programming the CLBs and routing channels.
This feature makes them ideal for applications that need component changes and design

prototyping.

2.2 FPGA Design Process

To implement an application on a FPGA, first the behaviour of the program is described
by a hardware designer using an HDL like VHDL or Verilog. Then, the design is simulated
to make sure it is functionally correct. Next, a synthesis tool is used that takes the HDL
description of the designs as input and turns it into a netlist. Finally, place and route takes
the netlist and maps it to a specified device. Correct functionality is only one of the goals
in the design process. The following attributes should also be considered and satisfied for

the hardware design to meet designs specifications:



e Performance: Designers typically specify a required clock frequency for the design’s
correct operation. The maximum path delay, known as the critical path delay, in a
design determines clock’s maximum frequency, which is used as a measure of perfor-

mance.

e Resources: The design must fit in the desired FPGA chip. The number of LUTs,
flip-flops and hard blocks used by the design are often used as a measure of resource

usage.

e Power: The design implementation should minimize power consumption and, depend-

ing on the application, there may be a fixed power budget.

2.3 FPGA CAD Flow

Figure 2.3 shows a typical FPGA CAD flow. A Synthesis tool takes an HDL input and
creates a netlist consisting of system-level 1/Os, logic gates, flip-flops, and hard circuits
(e.g. multipliers/memories). This netlist is passed into a technology tapping tool for logic
optimization and mapping to Look-Up Tables (LUTs). Next, a packing/clustering tool
takes the output from the mapper and creates Basic Logic Elements (BLEs) [48]. A BLE
is typically a K-input or fracturable LUT and Flipflop [4, 2, 62]. Then, packing/clustering
tool groups the BLEs into clusters or Configurable Logic Blocks (CLBs). The output of
Packing/Clustering is then placed and routed onto an FPGA architecture described by the
parameters given as input to the Placement and Routing tools, which produces a bitstream

to program FPGA device.

2.3.1 Synthesis

FPGA synthesis takes a design as HDL description and turns it into a design netlist de-
scribed with logical gates. This description is typically largely independent of the final
platform technology (e.g. ASIC, FPGA) that the circuit will be placed and routed on. As
such, synthesis is able to perform technology independent optimization during its transfor-
mation into a netlist to reduce circuit area usage without knowing the final design technol-
ogy or platform. This thesis uses an academic synthesis tool called Odin II as the front-end
synthesis tool.

Odin IT [31] is the newer version of the Odin [32] sythesis tool and permits targeting of
hard structures, such as Block RAMs and DSP blocks, in modern FPGAs. Odin II is an
open source academic synthesis tool for heterogeneous FPGAs (i.e. FPGAs that include
both CLBs and hard structures) that converts an input Verilog file to a flattened netlist.
In the flattened netlist, every block is connected to another block without any hierarchical
or modular information. The Odin II flow is shown in Figure 2.4. The parser for Odin
IT converts the input Verilog file to an Abstract Syntax Tree (AST). The elaborate stage

7
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traverses the AST to create a netlist that consists of structures including logic gate blocks,
if and case blocks, memory blocks, arithmetic operation blocks, and flip-flop blocks. Then,
basic compiler optimizations, such as constant folding, are performed on the netlist during

the optimization step. Finally, blocks in the netlist are mapped to available resources on
the FPGA.

2.3.2 Technology Mapping (ABC)

The output of synthesis is a netlist of logic gates, flip-flops, primary I/O, hard circuits
and wiring connections between these elements. Technology mapping maps the output
of synthesis to dedicated circuit structures on the target device such as k-input LUTS,
flip-flops, on-chip multipliers, adders with dedicated carry-chains, and memories. Tools
like FlowMap [18], SIS [60], RASP [20], and ABC (the UC Berkeley work of Brayton,
Mishchenko [52]) from academics are examples of technology mapping (mostly on BLESs)
which are widely used in academic research on FPGAs. The output of mapping is a netlist
of LUTs, flip-flops, and other dedicated FPGA device structures. This thesis uses ABC and
RASP as the technology mapping tools.
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Figure 2.4: Odin II [31] flow

2.3.3 Packing/Clustering

Packing processes the technology-mapped netlist and maps LUTs and flip-flops into BLEs.
Clustering then groups the BLEs into CLBs. Figure 2.5 shows an example of clustering.
The number of BLEs in the CLB of the target FPGA is known as the cluster size (N)
and varies between FPGA families. One major optimization goal of clustering is to cluster
BLEs in such a way that the inter-communication between the clusters is minimized, which
reduces the use of global routing resources to speed up the final circuit implementation.
This is an important step for the implementation of the design on an FPGA; it tries to
minimize the area and delay of the design. The output of Packing/Clustering is a netlist of
CLBs and dedicated FPGA resources such as multipliers, I/Os, or Memories.

VPack [9] and T-VPack [48] are seed-based packing approaches that are widely used

in academic tools. Seed-based packing approaches choose a BLE to form an initial CLB



after which they keep adding other unclustered BLEs into the CLB based on an attraction
function until no more BLEs can be added. This process is done iteratively until all BLEs
are clustered into CLBs. T-VPack has been used for Packing/Clustering in my flow in this

thesis.

N,

~

”~
Outputs

Inputs

Clock

Figure 2.5: VPACK [9] example of clustering

2.3.4 Placement

Placement processes the netlist of CLBs, I/Os and dedicated FPGA resources and generates
a netlist of CLBs, I/Os and dedicated FPGA resources with their locations on an FPGA
device. The goal of placement in the FPGA CAD flow is to assign CLBs, I/Os, and hard
blocks in the netlist to physical locations on the FPGA while trying to optimize for delay
and/or routing resource. These objectives are represented as a cost function during the
placer step. Simulated Annealing (SA) [38] is widely used for FPGA placement. SA requires
significant computation time to produce good placements. It swaps random blocks to move
through the design space, in combination with a cooling table that allows the algorithm to
select the occasional poor placement (in terms of its cost function) to reduce the chance of
becoming entrapped at local minima.

This thesis uses VPR’s SA as my platform to investigate and compare the proposed
placement algorithms. SA has been used as the baseline for my analysis as it is part of the
available academic tool VPR. Most recently, a new open source placer LIQUID [68], which
is based on analytical placement algorithm has been introduced. Although the LIQUID
placer was made available after this work, the algorithms and techniques explored in this
thesis could be adapted to LIQUID as well.
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2.3.5 Routing

After all the logical blocks, I/Os and dedicated resources are placed on the FPGA, the router
determines how to configure the interconnect resources to connect all the elements necessary
for the design. The router gets a netlist containing CLBs, I/O blocks and dedicated hard
blocks and their connections with the block placement information as its input. Logical
connection between two or more blocks are defined as a net. Routing is the process of
identifying exactly which routing segments and programmable switches should be used to
create connections between FPGA resources that implement the net. After routing, the
abstract concept of a net is transformed into a set of routing segments and switches that
implement the physical connection called a wire.

FPGA devices have a fixed amount of routing resources. This can make the routing
phase complicated due to the over-use or under-use of resources. Pathfinder [50] is a common
algorithm to solve the routing problem. The pathfinder algorithm initially routes each net
by the shortest path, regardless of any overuse of wiring segments or CLB pins. Then, the
algorithm iteratively tries to eliminate congestion while minimizing the delay of the critical
paths. In the context of a commercial tool, congestion refers to multiple logical nets trying
to map to the same physical wire segments. For the purpose of this work, congestion means
too many wires running on the same channel, which causes an increase in the channel width.

A path or timing path is defined as a connection from a source block (a primary FPGA
input block or flip-flop output pin) to a sink block (a primary FPGA output block or flip-
flop input pin). A path delay in a circuit is the amount of time required for a signal to

travel a timing path. The critical path is the path with the maximum delay in the design.

2.4 VPR CAD Flow

VPR (Versatile Place and Route) is an open source FPGA CAD tool for placement and
routing created by Vaughn Betz and Jonathan Rose [44], which is widely used in academic
community research. VPR inputs are a technology-mapped netlist and a text file describing
the FPGA architecture. VPR can place and route the circuit, or a pre-existing placement
can be read to be routed. VPR uses SA as its placement algorithm and the pathfinder
negotiated congestion algorithm [50] as its router.

To have a high quality placement solution, different objectives of the placement need to
be modeled accurately. Different CAD tools use different models for their placer solutions.

Following are the explanations of the wirelength model and the timing model used in VPR.

e Wirelength Model:
VPR uses a Half Perimeter Bounding Box (HPBB) to estimate wirelength. The HPBB

of a net is calculated using Equation 2.1, where X4, is the maximum value of X

among all the blocks in the net, X,,;,, is the minimum value of X among all the blocks
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in the net, Y4, is the maximum value of Y among all the blocks in the net, and Y;,;,
is the minimum value of Y among all the blocks in a net. In VPR, the total wirelength
cost is calculated once in the beginning of the SA. For any movement of a net’s block,
the cost is only affected when either a block is moved outside of the original HPBB
or a block on the HPBB boundary is moved inside of the HPBB (i.e. if X,nin, Xmaz,

Yinin, or Xpae is changed).

(Xma:r - szn) + (Ymax - szn) (21)

Timing Model:

VPR uses a timing graph to model timing information. FPGA block pins are the nodes
of the graph and the edges are determined by the nets that show the connectivity of
the FPGA blocks. Each edge has an estimated routing delay value. The timing
graph is built at the beginning of the SA algorithm execution and the edge delays are

calculated when their corresponding blocks are moved.

Total timing cost in VPR is the sum of the product of the Criticality and Delay for
each connection in the timing graph. VPR uses a lookup table to store the delays
between each two blocks in the FPGA. The Criticality of each connection can be

calculated using Equation 2.2 [49], where a and b are adjacent nodes in timing graph.

Slack(a,b)

Criticality(a, b) Critical Path Delay

(2.2)

To calculate the critical path delay, the timing graph should be traversed forward to
calculate the arrival times. The arrival time of each node is the time that all of its
incoming signals are stable; Equation 2.3 [49] shows the computation of the Arrival
time for node a, where delay(b,a) is the delay value of the edge between node b to
node a. After the Arrival times for all the nodes are calculated, the path with the
highest arrival time will be set as the critical path of the design and its delay value

would be critical path delay in the design.

Arrival Time(a) = max(Arrival(b) + Delay(b, a)) (2.3)

To calculate slack, the timing graph should be traversed backward to calculate the
Required time. The Required time for each node is the time at which the signal of
the node is required to be stable without increasing the maximum delay of the design.
The Required time of all the sinks in the graph are set to the critical path delay and
the calculation for the rest of the nodes is done based on Equation 2.4 [49]. After the
Required time for all the nodes is calculated, the Slack of each edge will be calculated

using Equation 2.5 [49]. The Slack of an edge is how much delay can be added to
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that edge before that edge becomes critical. The critical path is the path with the

least slack.

Required Time(a) = min(Required(b) — Delay(a,b)) (2.4)

Slack(a,b) = Required Time(b) — Arrival Time(a) — Delay(a,b) (2.5)

The timing cost of the placement is calculated based on Equation 2.6 [49], which is

the sum of the criticality times delay.

Timing Cost(a, b) =Y Criticality(a,b) * Delay(a, b) (2.6)

This thesis focuses on VPR’s timing-driven SA placement, which uses a cost function
containing wirelength and path delay. Equation 2.7 [49] shows the cost function that is used
in the VPR placer. X is a user defined “timing tradeoff” parameter that is used to control
placer wirelength and timing optimization. The VPR placer focuses on just wirelength
optimization if A is 0; a value of 1 makes the placer focus on timing optimization. Marquardt
et al [49] have evaluated the effect of A and have concluded that value 0.5 provides the best
compromise between critical path delay and wirelength. The default value for A is set to
0.5 in VPR; this is the value used in this thesis.

PlacerCost = (1 — \) « Wirelength__Cost + X x Timing_ Cost, (2.7)

2.4.1 Simulated Annealing (SA)

SA [63], [59] is based on the annealing process in metals. The idea of annealing is that if a
solid is starts at a temperature above its melting point and then gets repeatedly cooled and
then reheated slightly for a more gradual cooling curve, the cooling process will influence
the structural properties of the solid. If the cooling process is slow, then large crystals
will be formed. On the other hand, if the cooling process is fast, the crystals will have
imperfections. Metropolis [51] simulated the annealing idea into an algorithm to gradually
lower the temperature of a system until it converges and reaches the Frozen point. Then,
Kirkpatrick et al [38] applied the idea of Metropolis algorithm to optimization problems.
Similar to hill climbing algorithm, SA based algorithm starts with a random solution
and performs several random moves to optimize a defined cost function. Any local move
that improves the cost function will be accepted. The algorithm terminates if there is no
local move that can further reduce the cost. Unlike hill climbing search algorithms, SA
considers downhill moves as well. Downhill moves are accepted with a probability based

on the change in the cost and temperature. At a high temperature, almost any possible
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move get accepted. As the temperature lowers, fewer moves that worsen cost function get
accepted. This enables the algorithm to avoid local minima.

The algorithm starts at a high temperature and gradually reduces the temperature when
performing several moves. The starting temperature must be high enough to allow a move
to almost any possible neighbourhood in the space. If this is not done, then the ending
solution will be very close to the starting solution. However, if the starting temperature is
too high, the search can move to any neighbour and the search turns into a random search,
at least in the early stages. Finding a starting temperature is challenging and there is no
known method for finding a suitable starting temperature for a wide range of problems.
VPR SA uses Equation 2.8 [8] to calculate initial temperature. The equation and the

constant value 20 are also based on the analysis in [8].

Initial _Temperature = 20 * std(z cost of moving all nodes) (2.8)

Although it is possible to let the temperature decrease until it reaches zero, this can make
the algorithm run for a long time. In practice, it is not necessary to let the temperature
reach zero since as it reaches zero the chances of accepting a worse move are almost the
same as the temperature being equal to zero. Therefore, the stopping criteria can either be
a proper low-temperature or when the system cost is not changing for a few iterations at
the current temperature. The VPR SA exit condition is calculated using Equation 2.9 [8].

The constant value of 0.005 is based on the analysis in [8].

Exit_Condition =T < 0.005  (Total_Cost/Number_of__Nets) (2.9)

Once starting and stopping temperature are calculated, the temperature needs to be
decreased so that the algorithm exits eventually. The way in which the algorithm decreases
the temperature is critical to the success of the algorithm in minimizing the cost function.
In Theory, enough iterations should be allowed at each temperature so that the system
stabilises at that temperature. On the other hand, it also states that the number of iterations
at each temperature to achieve this might increase exponentially with the problem size which
is impractical. To compromise, the algorithm can either perform a large number of iterations
at a few temperature points or a small number of iterations at many temperature points or
a balance between the two. Simulated Annealing follows Equation 2.10 [8] to update the
temperature value. All the constant values are selected based on the SA analysis in [64],

which investigated the tradeoffs between (reasonable) execution time and result quality in

14



terms of critical path delay and total wirelength.

0.5 % Old_Temperature, if Acceptance_rate > 0.96.

0.9 x Old_Temperature, if 0.8 < Acceptance_rate <= 0.96.
New_Temperature =

0.95 x Old__Temperature, if 0.15 < Acceptance_rate <= 0.8.

0.8 x Old_Temperature, if Acceptance_rate <= 0.15.
(2.10)
The final decision is how many iterations should be run at each temperature. A con-
stant number of iterations at each temperature is an obvious scheme. VPR SA uses Equa-
tion 2.11 [8] to calculate the number of iterations at each temperature. The default value
for inner_num is 10 in VPR5.0 [44]. The inner_num value and the constant “3/4” value

are based on the discussion and analysis in [8].

Iteration in each Temperature = inner num * (Blocks)®/* (2.11)

The SA pseudo code is shown in Algorithm 1. It starts with a random legal placement,
and the cost of the initial placement is computed. An initial temperature value is determined

to indicate the starting temperature of the annealing process.

Algorithm 1 VPR SA

function SA(netlist, FPGA architecture file)
Initial Placement
Calculating Initial Temperature
while (Exit_ Condition == false) do
Calculate Total Cost
while (Iteration In_Temperature == false) do
Move Two Blocks
AC = New Cost — Old Cost
if AC <0 then
Accept Move
else
r = random(0, 1)

—AC
if r < eTemperature then
Accept Move
else
Reject Move
end if
end if
end while
Update Temperature
end while
end function
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The number of total moves before updating the temperature is determined based on
Equation 2.11. At each temperature, the annealer chooses a random block and tries to
either find another random block to swap with it or find an empty space to move the block
to. If a block (or empty space) is found, the annealer calculates AC and, based on that,
decides to accept or reject the move. If the cost is reduced (AC < 0), then the annealer
always accepts it. Otherwise, the acceptance probability depends on the AC and the current
annealing temperature. The move can be either rejected or accepted when its AC is positive
depending on the annealing temperature. The probability of accepting bad moves is higher

in high temperatures to prevent the annealer from becoming stuck at a local minimum.

2.5 Related Work on FPGA Placement

The goal of placement in the FPGA CAD flow is to find a valid placement for each CLB
while trying to minimize the critical path delay and the total length of the interconnect
required; this objective is typically represented as a cost function. The quality of the FPGA
placement is typically measured in critical path delay and/or total wirelength. Over the
past 20 years, different approaches have been studied to improve the run-time and quality

of FPGA placement. These approaches are categorized into the following three groups.

2.5.1 Partitioning-based Placements

Different partitioning based placement algorithms have been studied in literature: a top/down
hierarchical approach is introduced by Wang et al. [72], a multi-level placement is discussed
by Chan et al. [13], and a ratio partitioning based placement is explained by Chen [17].

The Ultra-Fast Placement algorithm aims to improve the run-time of VPR’s SA placer
by initially performing multi-level clustering [58]. In Ultra-Fast, the cluster sizes at each
level are fized to facilitate the exchange of clusters during the swapping moves in SA. The
clustering algorithm starts with a block with a random seed occupying an arbitrary slot in
the cluster. Then, the clusters are grown based on a connectivity-based scoring function.
The score of adding a block to the cluster is determined by two components: the strength
of connections between the blocks and the number of nets that are absorbed if a block is
merged into the cluster. Each level is performed in two phases: a phase to build a good
initial placement followed by a low temperature SA phase.

Although this thesis focuses on the clustering algorithms and multi-phased placement,
it does not assume a fixed number of blocks per cluster (like the Ultra-Fast Placement
algorithm [58]) or a fixed number of clusters (like the K-clustering algorithms [45]).

FPGA placements based on SA use random initial placements and do not consider
information embedded in the original design as circuits are typically flattened before SA is
run. Some previous work in ASIC placers suggest that high-level information and design

hierarchy should be considered during both clustering [7] and placement [67]. Previously,
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floorplanning, or hierarchical approaches to placement, based on the design’s hierarchy as
specified in its RTL have been introduced [22, 66]. For example, Emmert et al. [22] start
by decomposing the FPGA device into an array of placement bins with the same physical
dimensions. Then a macro-based netlist of soft and hard macros targeted to the device is
created. Finally, it groups the macros into clusters that can be mapped into bins. More
recently, Jindal et al. [33] have considered the problem of identifying large and tangled logic
structures in a netlist. They find large groups of cells that represent logic structures such
as adders and decoders. They have considered Rent’s rule in their metrics for detecting
structures. Their result show that they were able to balance the congestion in placement
area.

A partitioning based FPGA placement algorithm was proposed by Pongstorn Maidee
in 2013 [46]. In this algorithm, delay estimation based on VPR was incorporated into their
algorithm. Thus, they could obtain a more accurate delay prediction during placement.
Their new implementation could achieve 7x run-time speedup compared to VPR with no
quality loss. After more research, they proposed a timing-driven partitioning-based place-
ment algorithm for FPGAs [47]. Their new approach could improve placement quality by
5%.

2.5.2 Parallel Approaches

Parallelization methods are another approach to accelerate the FPGA CAD flow including
placement. The objective of this approach is to ensure that the implementation is scalable
to leverage the number of cores available on modern parallel machines while ensuring that
the final results are deterministic and repeatable independent of the number of processors.
During SA placement the order of block swapping will affect the final results. Therefore,
in parallel approaches if the order of threads changes during each run, the final placement
results will change and not be deterministic.

There are various parallel approaches based on SA including [42] and [29]. The work
presented in [27] achieved a speedup of 51x when using 16 threads compared to VPR 5.0 [44]
with a 10% degradation in Quality of Results(QoR). They could improve the timing-driven
parallel placement algorithm described by [71] and reached the best speedup by using only
16 threads instead of 25 threads.

2.5.3 Analytical/Quadratic Placements

Analytic placers, such as quadratic placement [56, 70] use linear equations to minimize
their cost function. The cost function in quadratic placement is to minimize the squared
wirelength. They are commonly used in commercial FPGA CAD flows to provide an initial
high-level placement. They generally complete in less time than other heuristics but do

not guarantee a legal placement as the final placement might have overlapping CLBs [56].
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Instead, they are generally used to provide an initial placement for larger designs that is
fine-tuned using heuristic algorithms (e.g. SA) to remove the overlap, resulting in a more
scalable run time for placers as design complexity increases.

Quadratic placements represent the wirelength in a quadratic cost function. Quadratic
placement approaches with wire-length improvement and routability-driven placement are
proposed in [41] and [40], respectively. SimPL [37] uses look-ahead legalization, which is
used to roughly remove the overlapped blocks in each iteration. This algorithm produces
an almost-legal placement in its iterations by overestimating the final result through look-
ahead legalization, and an illegal placement that underestimates the final result through
linear system solver. The wirelength gap between lower-bound and upper-bound placements
helps monitor convergence.

Recently, an open source analytical placement has been introduced by researchers in
Ghent University [69] [68]. Their analytical placer has a 23.7x faster run-time than default
VPR without any post-routing QoR loss.

2.6 Placement Granularity

This section provides an overview of the terminology used in this thesis and the experimental

flow.

2.6.1 Terminology

In traditional FPGA placement, a netlist containing design blocks (which are either CLBs
or I/O blocks) and their connectivity is passed to the placer. The output of the placer is
another netlist that describes the design blocks and their connectivity, as well as the location
of the design blocks on the FPGA. Then the router uses this connectivity information to
connect the placed design blocks on the FPGA.

Design blocks in the netlist that represent CLBs or I/Os are considered to be “fine-
grained” blocks for this discussion. Also, in this thesis, the term “block” is used to refer to
“CLB”. Placement run-time is reduced when the combined total number of blocks and I/O
blocks is decreased. Therefore, clustering methods are used to group blocks in the netlist
to decrease the number of nodes to be placed. Multi-blocks are represented as groupings of
two or more blocks in a design.

granularity of block groupings in this thesis are as follows:
e Fine-grained Blocks: contain only one block.
e Multi-Blocks: contain more than one block.
For the remainder of the thesis; {fine-grained, multi-block} means a mixture of fine-

grained blocks and multi-blocks. It should be noted that the mixture of {fine-grained,
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multi-block}, does not describe the distribution of these blocks within the design. For
example, a benchmark might have 40% fine-grained blocks and 60% multi-blocks or 90%
fine-grained blocks and 10% multi-blocks. Finally, the terms “blocks” and “fine-grained
blocks” are used interchangeably.

Placement methods are categorized based on the set of block types that they take as inputs

as follows:

e {Fine-grained} Placer: Placement method for individual blocks. Traditional place-

ment algorithms such as SA fall into this category [44].

e {Multi-block} Placer: Placement methods for placing of multi-blocks, such as place-
ment methods for placing large pre-placed IPs. (RapidWright[39])

e {Fine-grained, Multi-block} Placer: Placement methods for a mixture of blocks and
multi-blocks, such as mix-size placement presented in [57] or singularity placer pre-

sented in this thesis which places a mixture of blocks and multi-blocks.

2.6.2 Proposed Placement Flow

Current research on FPGA placement algorithms focuses on the global problem using fine-
grained placers [42], which require a larger run-time memory usage and process time as the
design complexity increases. Based on a study presented in [61], FPGA size is following
Moores’law and the number of lookup tables in devices is doubling every 2.5 years. This
study was based on the analysis of FCCM papers between 1995 and 2014. Therefore, a global
placement approach can not catch up with this fast increase in FPGA design methods and
size.

This thesis proposes a two-step placement method: a clustering method to create multi-
blocks, followed by a multi-stage placement to place the multi-blocks. This multi-step
approach reduces the run-time memory as there are fewer processing nodes during my
placement. Figures 2.6 captures the proposed placement flow. Figure 2.6(a) shows the idea
of using multi-phase placement with post-placement multi-blocks and Figure 2.6(b) shows
the proposed multi-phase placement flow using pre-placement multi-blocks.

The proposed placement flow is based on the following hypotheses:

e Hypothesis 1: It is possible to divide/break a design into smaller groups such that
these groupings can be used to improve the run-time of placement while maintaining

or improving the quality (wirelength and critical path delay) of the placement results.

e Hypothesis 2: If good clustering techniques are found, it is possible to modify FPGA

placement such that it can maintain these clusters while placing them.

Based on these hypotheses, there are two steps considered in my flow, where each step

answers a specific question:
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Figure 2.6: The Proposed Flow

2.6.2.1 Step 1: Multi-block Creation

This step investigates the following question: How can we extract and create multi-block
groups from input netlist?

Clustering methods in FPGA design can be categorized based on the input file content.
There are different clustering methods that can be used to create block groupings in a

netlist. The methods that are examined in this thesis to answer the above question are:

High-Level Structure Clustering: multi-blocks extraction from Modules, Always blocks,
etc.

Affinity Clustering: Multi-blocks extraction using affinity propagation algorithm

e Clustering Method Using Post-Placement Data Analysis: Partial multi-blocks extrac-
tion from placement information

New connectivity-graph Clustering Method: Partial multi-block extraction from the
netlist

2.6.2.2 Step 2: Multi-block Placement

This step focuses on the question: How can we modify FPGA placement to place multi-
blocks?

The method that is investigated in this thesis to answer the above question is:

e Singularity Placer: the proposed solution is to place a mixture of blocks and multi-

blocks, which can be created using the proposed partial clustering method, “Gem”
post-placement extraction and “Gem” pre-placement extraction.
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2.7 Conclusion

This chapter reviewed FPGA architecture, FPGA design, and FPGA implementation flow
steps such as: synthesis, technology mapping, packing, placement and routing. It described
VPR'’s placement algorithm (VPR) in detail. Finally, it reviewed previous work in FPGA
placement and categorized it into five categories: Partitioning/Clustering Approaches,
Floorplaning /Hierarchical Approaches, Parallel Approaches, Analytical Approaches and
Heuristic Approaches.

As explained in this chapter, FPGA CAD tools take the HDL description of a design
and generate a bitstream to program the FPGA device. The next chapter talks about

approaches to placement given the granularity of clustering.
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Chapter 3
Multi-block Creation Approaches

In this chapter, several methods for creating Multi-blocks are described. These methods are
categorized into three approaches: those based on high-level structure information, those
based on netlist information, and those based on post-placement information. The details

of each approach are described in the following sections.

3.1 High-level Structure Level Approach

In the approach described in this section, high-level structure information is used to create
multi-blocks. My approach is based on the structure of the source HDL; we try to determine
and analyze how hierarchical HDL structures (specifically, module, always, if, add, and
multiply blocks) are reflected in the final placement [26]. In this research, the input is a
netlist of blocks and I/O blocks. Each block or I/O block is considered to be a “fine-grained”
block. As described in Section 2.6, multi-blocks are defined as groupings of two or more
blocks in a design; therefore, a group of blocks formed by hierarchical HDL structures such
as module, always, if, add, and multiply is defined as a multi-block.

Figure 3.1 shows the flow used to create high-level structure multi-blocks. A Verilog
HDL design is parsed by Odin II, which creates a flattened netlist consisting of system-level
I/0s, logic gates, flip-flops, and hard circuits (e.g. multipliers/memories). In this flow, a
modified version of Odin II is used that can tag the blocks in each HDL structure. The
netlist generated from Odin II is passed into ABC for logic optimization and mapping to
LUTs. In this flow, a modified version of ABC is red to maintain node name tags during
mapping. Next, T-VPack takes the output from ABC and packs the LUTs and registers
into configurable logic blocks or I/Os (fine-grained blocks). The output of T-VPack is
then passed to create high-level structure clustering to create Multi-blocks from high-level
structure information.

The following subsections describe the modifications to Odin II and ABC for this thesis.
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3.1.1 Modified Odin II

always @ (posedge clk )
begin

a<=a+b&2bll;
end

Figure 3.2: Example of AST generated from Verilog in Odin II as shown in paper [31]

To determine how high-level structure information from both the HDL design and the
circuit netlist are related to the SA’s final placement, a high-level structure name detection
algorithm was implemented in Odin II. The parser in Odin II converts the input Verilog
file in to an Abstract Syntax Tree (AST). The fundamental structure of the input file can
be captured in a tree form [34]. Using the AST features, a design-level naming scheme was
created. Figure 3.2 shows an example of an AST generated from a Verilog input in Odin
II. If a tag-name is assigned to a node of the tree, the same tag-name will be assigned to
the whole subtree of that node. module, always, if, add, and multiply are the nodes that are

considered to be hierarchical groupings in this work.
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3.1.2 Modified ABC Algorithm

Initially, RASP [20] was used as a logic synthesis tool because it maintained more high-
level structure naming than ABC. However, the maintained high-level structure name was
not sufficient for my experiment purposes especially for addition and multiplication blocks.
Therefore, an improved version of ABC tool was developed that could maintain the majority
of high-level structure naming.

Different algorithms, such as technology dependent and independent optimization, are
used during logic synthesis in ABC. The mapping algorithm decomposes, replicates and
covers/absorbs nodes into LUTs. Nodes that are created by decomposition and replication
operations are given generated names in ABC because they do not have functional equiv-
alents in the Odin II output. Therefore, these nodes do not match the node names from
Odin IT’s output file and the relationship of these nodes to the original HDL statements is
unknown in the ABC output. These nodes are called “unmatched nodes".

To approximate the location in the HDL of these “unmatched nodes”, the surrounding
nodes that have matches to HDL statements are considered. Figure 3.3 shows an example
circuit with unmatched nodes. As shown in Figure 3.3(a) and Figure 3.3(b), when 4-input
gates are decomposed into 2-input gates, nodes nl, n2, n3, and nj (gate outputs) are
generated. After mapping to 3-input LUTS, generated nodes n2 and nj4 (LUT outputs) will
be unmatched as shown in Figure 3.3(c). Node n2 is bounded by nodes a, b, ¢, and z and
node n4 is bounded by nodes e, f, g, and z in the pre-mapped netlist.

Figure 3.4 shows a diagram where every node except the one labelled “unmatched” has
a name that can be found in the Odin II netlist. The first step in the algorithm is to create
a list of all of the nodes in the original Odin II netlist output. By all of the nodes, we
mean the node names for the primary inputs, primary outputs, flip-flop inputs and outputs
and combinational nodes. Then the algorithm uses a depth-first traversal of the transitive
fanin and gathers a list of first matched nodes or primary inputs encountered. These nodes
separate the “unmatched nodes” from the primary inputs. As shown in Figure 3.4, the nodes
¢ and in5 separate the “unmatched nodes” from the primary inputs. The algorithm then
does a depth-first traversal of the transitive fanout and gathers up a list of first matched
nodes or primary output encountered. These nodes separate the “unmatched node” from
the primary outputs. As shown in the example, the nodes out! and out2 separate the
“unmatched node” from the primary outputs. The union of the fanin nodes and fanout
nodes defines the matching HDL statements. For this example, the “unmatched node"
locations in the HDL corresponds to one of the HDL statements defined by ¢, ind, outl
or out2. This is sufficient to locate the “unmatched nodes” and associate them with a
particular module, always, if, add, and multiply statement in the HDL. However, if the
number of “unmatched nodes” in the path between primary inputs and primary outputs

increases, the algorithm may not be able to find any matches for the nodes.
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3.2 Netlist Level Approach

In the netlist level approach, netlist information such as connectivity between two blocks in
a net can be used to create multi-blocks. In this section, two netlist level methods, affinity

algorithm and connectivity-graph algorithm, are described.

3.2.1 Affinity Algorithm

In this section, a dynamic clustering algorithm, called affinity propagation [23] is used to
create multi-blocks. In this algorithm, the number of generated multi-blocks is not fixed in
advance and will depend on the structure of the design. The affinity algorithm analyzes the
similarity matrix created from the netlist after logic has been packed into fine-grained blocks.
It detects relationships that determine which fine-grained blocks should be considered as

part of the same multi-block substructure.
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Packing
T-VPACK

l

Affinity Clustering
OUTPUT
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Figure 3.5: Affinity Multi-block Creation Flow

Figure 3.5 shows the flow used in this section to create multi-blocks using affinity algo-
rithm. A Verilog HDL design is parsed by Odin II, which creates a flattened netlist consisting
of system-level I/Os, logic gates, flip-flops, and hard circuits (e.g. multipliers/memories).
This netlist is passed into ABC for logic optimization and mapping to LUTs. Next, T-
VPack takes the output from ABC and packs the LUTs and registers into configurable logic
blocks or I/Os (fine-grained blocks). The output of T-VPack is then passed to the affinity
clustering algorithm to create Multi-blocks from netlist blocks.

The affinity clustering algorithm, introduced by Frey et al. [23], is a clustering algorithm.

The goal of this algorithm is to find exemplars, a set of nodes, each of which represents a key
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point to which a subset of the remaining nodes are related. The input of this algorithm is a
list of similarity values relating data point pairs. The first step towards finding exemplars
is to associate all the nodes to other nodes based on a similarity measure, such as the
manhattan distance between points. Unlike K-clustering [45], the number of generated
clusters is not specified in the algorithm. Data points with larger values of self-similarities
are more likely to be chosen as exemplars.

Competing candidate
exemplar el

Candidate exemplar e O

w la(i,el)

Competing candidate O (ie2 )9 O
a(ie.
exemplar e2 " Data instance i

(a) Sending responsibility

Supporting data
instance il
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00O

a(i,e)
r(i2,e)

o O

Supporting data
instance i2

Data instance i
(b) Sending availability

Figure 3.6: Affinity Propagation Messages [23]

The second step of the algorithm is to perform a sequence of message passing steps to
create clusters. Two kinds of messages are exchanged between each data pair. In each stage,
messages can be combined to decide which points are exemplars or to which exemplars the
points belong. To do this, the algorithm generates two matrices, quantifying responsibility
and availability of nodes [23], using the input similarity matrix. Responsibility indicates
how strongly a node nominates another node to be the exemplar of a cluster. Figure 3.6(a)
shows the responsibility message, r(i,e), sending from point i to point e, to indicate the
value that point ¢ prefers point e to be the exemplar of a cluster. The availability value
indicates how strongly a node considers itself to be the exemplar for a cluster containing
another node. Figure 3.6(b) shows the availability message, a(i, €), sending from point e to
point 7, to indicate the value that point e considers itself to be the exemplar of point .

Values of responsibilities (r) are calculated based on Equation 3.1 [23] and values of
availabilities (a) are calculated based on Equation 3.2 [23] in each iteration and are initially

set to 0. A damping factor (A) between 0 and 1 is used to accelerate convergence speed. The
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convergence speed gets slower by increasing the damping factor. New values for responsibil-
ity, rnew(i, €), are calculated by adding self-responsibility, (e, €), to the sum of the positive
responsibilities, r(i1,e), that the candidate exemplar (e) receives from other points. New
values of availability, anew (7, €), are equal to similarity, s(i, e), minus maz{a(i, el)+s(i,el)},
where el is not equal to 7 and e. Responsibilities and availabilities are calculated iteratively.
In each iteration, exemplars are the nodes with positive value for the sum a(i,e) + (i, e),
where ¢ = e. Each remaining node, i, can be assigned to an exemplar, e, that maximizes

the sum of a(i, e) + r(i,e).

r(i,e) = (1 — A) * rpew(t, €) + A x roq(i, e) (3.1)

a(i,e) = (1 = N) * anew(i, €) + X x agq(i, €) (3.2)

3.2.1.1 Selected Affinity

In this thesis, the input graph for the affinity algorithm is a netlist. Nodes of the graph
represent configurable logic blocks or I/Os (fine-grained blocks). As described in Section 2.6,
multi-blocks are groupings of two or more configurable logic blocks in a design; therefore,
a group of blocks (clusters) formed by the affinity algorithm is defined as a multi-block.
The number and size of the multi-blocks created by the algorithm depends on the structure
of the graph and similarity factors that describe how every two nodes in the graph are
initially related to each other. The contribution in this thesis is the approach to defining
and implementing different versions of the similarities used in the affinity algorithm. Three
different versions of affinity clustering algorithm have been implemented, each of which uses

different metrics to create initial similarity factors.

affinl: Similarities are determined based on common net connectivity. The hypothesis is
that if two nodes have a common net, they are more likely to be placed closer together
on an FPGA. The similarity of two nodes with no common net is low; therefore, they
will not likely be placed close together. Figure 3.7 shows an example of a simple
graph. Based on the affinl algorithm, nodes 1, 2, 3, and 4 are similar because they

share a common net. Also nodes 3, 4, and 5 are similar because they share another

O—FG ?5
D

Figure 3.7: Similarity in Affinl

common net.
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affin2: Similarities are created based on two properties: connectivity and number of com-
mon nets. Specifically, a node is considered more similar to another node by affin2
if they have more common connections with each other. For example, unlike affinl,
affin2 is more likely to closely cluster two nodes with many common nets than two
nodes that share only one common net. Figure 3.8 shows an example of a simple
graph. Nodes 1, 2, 3, and 4 are similar, also nodes 3, 4, and 5 are similar; however,

the similarity between nodes 3 and 4 is higher because they have two common nets.

O—70 :

A<
(2)

Figure 3.8: Similarity in affin2

affin3: Similarity is determined based on timing estimates rather than netlist connectivity
properties. The similarity in affin3 is defined such that the more near-critical paths the
two nodes have in common, the more similar they are. The first version of the affinity
algorithm developed in this thesis keeps track of path latency. In this thesis, a path
is considered a near critical path if its timing estimate is at least 90% of the critical
path as described in [28]. Due to its time complexity and memory footprint, this
algorithm does not scale for larger circuits; the number of critical paths reached more
than 30 million for sample nodes in even some of the small benchmarks. Subsequently,
a simpler version of affinity, affin3, was implemented in which only the number of near
critical paths that include the edge between two adjacent nodes is used to calculate

the similarity factor.

3.2.2 Connectivity-graph Clustering Approach

In this section, a second method is proposed to extract multi-blocks from a design netlist.
Figure 3.9 shows the flow used in this section to create multi-blocks using my proposed
connectivity-graph clustering algorithm. A Verilog HDL design is parsed by Odin II, which
creates a flattened netlist consisting of system-level 1/Os, logic gates, flip-flops, and hard
circuits (e.g. multipliers/memories). This netlist is passed into ABC for logic optimization
and mapping to LUTs. Next, T-VPack takes the output from ABC and packs the LUTs
and registers into configurable logic blocks or I/Os (fine-grained blocks). The output of T-
VPack is then passed to the connectivity-graph clustering algorithm to create multi-blocks
from netlist blocks.

In this method, net connections between blocks are used to determine how to create
multi-blocks. If netlist blocks are not connected, then there is no need to place them near

each other; therefore, they are not group together. The graph, created based on the netlist
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Figure 3.9: Connectivity-graph Clustering Multi-block Creation Flow

connections between the blocks, is called the “connectivity-graph”. Then, “connectivity-
graph” is used by the proposed modified max-clique called disconnected max-clique to
generate clusters. Section 3.2.2.1 describes “connectivity-graph” creation, Section 3.2.2.2

explain max-clique, and finally Section 3.2.2.3 proposes technique to create clusters.

3.2.2.1 Creating the Connectivity-graph

Shared net connections were used as the measure of connection between blocks. The objec-
tive is to find block groups in which the nodes of each arbitrary pair in a group have more
than a minimum number of shared connections, which is referred to as minimal__connection.
This is mapped onto a graph called a connectivity-graph in which each block is considered a
node. Two nodes are connected if the number of shared nets between them is greater than or
equal to the minimal__connection parameter. For example, selecting a minimal__connection
parameter of 1 means that each pair of blocks in the connectivity-graph has a shared net
connection of greater than or equal to 1.

Figure 3.10(a) shows an example of four blocks in a net. For the minimal connection
parameter equals 1, the corresponding “connectivity-graph” is shown in Figure 3.10(b).
Figure 3.11(a) shows an example of 5 blocks in two nets and its “connectivity-graph” is
shown in Figure 3.11(b) with minimal connection parameter of 1. Another example of five
blocks and its “connectivity-graph” is shown in Figure 3.12 with minimal__connection equal
to 2.
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3.2.2.2 Disconnected Max-clique Algorithm for Extracting Multi-blocks

Considering a connectivity-graph, a clique is defined as a subgraph of the connectivity-
graph in which each arbitrary pair of nodes of the subgraph are connected. A clique is
called max-clique if it cannot be extended by adding a new node to it. For example, in
Figure 3.11(a), blocks 1, 2, 3, and 4 are a max-clique and also blocks 5, 3, and 4 are the
second max-clique. Finding all max-cliques of a graph is an NP-Complete problem. A well
known max-clique algorithm was proposed by Coen Bron and Joep Kerboscht [10].

The pseudo code for their max-clique algorithm is shown in Algorithm 2. Inputs of the

algorithm are:
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Algorithm 2 Bron and Kerboscht’s Max-Clique [10]

function CLIQUE(P, R, X)
if P is empty then
if X is empty then
Save R
end if
return
end if
for each element in P do
R new = R+ element
P_new = P — exclude(P, element)
X_new = X — exclude(P, element)
Clique(P_new,R_new,X_ new)
X = X + element
P =P —element
end for
end function

e R a set which contains a clique,

e P, the set of all the potential nodes not yet in a clique (e.g. R) that should be

investigated (Nominated nodes are tentatively added to R and evaluated), and
e X, is the set of all processed nodes that are included in saved maximal cliques.

At the beginning, P contains all the nodes in the graph, and R and X are empty sets.
Note that X is used to ensure that the algorithm only finds the maximal cliques.

After the first call of the function Clique, the set P is reduced to only those nodes that
are connected to all the nodes in R. The algorithm recursively calls itself for the reduced set
of P. When P is empty, the algorithm has found a clique in R. In that stage, if X is empty,
it means that R is a maximal clique. R is saved as a maximal clique result. In the case
that P is not empty, for each element in P, the new sets of P_ new, X_new, and R_ new
are created and the function calls itself with these new parameters. R_new contains all
nodes in R plus the element. P_new contains all nodes in P minus exclude(P, element).
The function exclude(P, element) is a set of all nodes in P that are not connected to the
element. X _new contains all nodes in X minus exclude(P, element). After the recursion
call, the element is added to X because the maximal clique is found for it and also element
is removed from P since the investigation is done for the element.

In the max-clique algorithm, a node can be added to more than one max-clique. This is
not suitable for the purpose of this research since it needs to make sure each node belongs
to only one multi-block. For this thesis, the max-clique algorithm was modified and a
Disconnected max-clique was proposed. The pseudo code of the algorithm is shown in

Algorithm 3. In the modified version, after finding a max-clique, all elements (nodes) of
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Algorithm 3 Proposed Disconnected Max-Clique

function CLIQUE(P, R, X)
if P is empty then
if X is empty then
Save R
Flag All Elements in R as seen
end if
return
end if
for each element in P do
if element is not flagged as seen then
R_new = R+ element
P_new = P — exclude(P, element)
X_new = X — exclude(P, element)
Clique(P_new,R_new,X_new)
X =X + element
P =P — element
end if
end for
end function

that max-clique is flagged as seen. In the loop of selecting elements from P, only the unseen
elements are considered. This will assure that each node is only added to one max-clique.
The Disconnected Max-Clique algorithm has the complexity of O(nlg(n)) in the best case
and O(n?) in the worse case. To clarify the complexity, the algorithm only visits each node
once in the loop of selecting each element from P. In the exclude(P, element) function, the
elements needs to be checked against each element in P, which would be a O(n) comparison
at most (comparison with all elements in graph). The complexity of the algorithm will be
O(n?) in worse case. However, in real world cases, exclude(P, element) might return a lot
of nodes of P because a node is normally connected only to a few of the other nodes in the
connectivity-graph. Therefore P —new for the new recursion is much smaller than P , which
will result in the complexity towards O(nlg(n)). Similar to binary search tree algorithm, if
the recursion tree of disconnected max-clique algorithm is balanced, the complexity of the
algorithm will be O(nlg(n)).

3.2.2.3 Proposed Technique to Extract Multi-blocks

The steps for the proposed technique to extract multi-blocks are shown in Figure 3.13. It
uses the design netlist and extracts a connectivity-graph, which is defined as an undirected
graph where each block is considered as a node in the graph. Each two nodes of the
graph are connected if the number of shared nets between them is greater than or equal to
minimal__connection parameter. The disconnected max-clique algorithm is then run on the

“connectivity-graph” to find the max-cliques.
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3.3 Post-placement Clustering Approach

This section demonstrates a new approach that generates multi-blocks (that are termed as
“gems” for this discussion). They are based on an analysis of post-placement proximity data
that finds low-level relationships between a circuit’s fine-grained blocks without enforcing
a complete partitioning of the entire design. This approach finds low-level relationships
between design logic mapped to FPGA blocks and then places these identified multi-blocks
on the FPGA. First, the algorithm to analyze post-placement results to obtain statistical
information about how a block’s location and its relative location to other blocks varies
between placements, which allows us to look for patterns, is introduced. The objective is to
understand how a placement algorithm’s performance can be improved/degraded if it can
pre-determine subsets of blocks that are closely related to each other. Finding these “multi-
blocks” can help to provide useful information to understand the behavior of placement
algorithms, which may in turn be used to improve the placer’s run-time and/or the quality
(wirelength and critical path delay) of the placed circuits.

Figure 3.14 shows the flow used in this section to create multi-blocks using the post-
placement proximity-graph algorithm. A Verilog HDL design is inputted to Odin II, which
creates a flattened netlist consisting of system-level 1/Os, logic gates, flip-flops, and hard
circuits (e.g. multipliers/memories). This netlist is passed to ABC for logic optimization
and mapping to LUTs. Next, T-VPack takes the output from ABC and packs the LUTs
and registers into configurable logic blocks or I/Os (fine-grained blocks). The output of
T-VPack is then placed onto an FPGA and the result will be passed to post-placement

clustering to create Multi-blocks from the netlist blocks.

34



INPUT
HDL Design

Front End Synthesis
ODIN-1I

l

Technology Mapping
ABC

l

Packing
T-VPACK

l

Post-placement
Clustering

A
OUTPUT
Multi-blocks

Figure 3.14: Post-placement
Multi-block Creation Flow

3.3.1 Gem Definition

This section investigates the existence of a special and valuable kind of multi-block, termed
as a “gem” for this thesis. These “gems” are defined as closely related fine-grained blocks

in designs with two characteristics:

e The blocks in a gem are co-located with a small manhattan distance (e.g. 6) separating

them from each other, and

e Gems cover a portion of the circuit, but their relationship is the key to placement

quality (critical path and/or wirelength)

3.3.2 Heat Map for Gem Visualization

The hypothesis is that gems exist, but at present, to the best of my knowledge, there is no
existing clustering method that can find these structures. The first step to finding gems is
to find tightly placed blocks that consistently occur in placement solutions, impacting the
critical path and/or wirelength when they are ignored. This section uses a visualization
method to investigate the existence of gems.

A (skewed coloring) heat map visualization technique is used to compare blocks in
relation to one another. The manhattan distance between two blocks, block(i) and block(j),

placed on a FPGA is calculated by the sum of the absolute values of the differences of their
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x-coordinated and their y-coordinates as shown in Equation 3.3:

| Xbtock(i) = Xbtock(j)| + [Yotock(i) = Yotock()| (3.3)

The heat map visualization is a square shaped matrix, which contains the distances
between blocks for one placement of a benchmark. The values in the heat map matrix are
mirrored across the diagonal; therefore, only the values for the lower-left triangle of the
heat map matrix are shown. Figure 3.15 shows an example of a heat map comprising six
blocks. The colours in the map transition from blue to red showing the changes in distance
between each block from low manhattan distance to high, respectively. The values on the
diagonal are equal to 0 because this shows the distance between each block with itself. In
the figure, the manhattan distance between block(1) and block(5) is 2 and the manhattan
distance between block(2) and block(4) is 10. The distances between the rest of the blocks
are 5. Examining this example heat map diagram lead to the conclusion that block(5)
and block(1) are placed closer compared to other blocks. Although this example does not
represent a real benchmark, the same imaging technique can (and has) been applied to real
benchmarks as shown in Figure 3.16.

Figure 3.16 shows heat maps for one of the smaller benchmarks, sv3, used in this thesis.
Figure 3.16(a) and Figure 3.16(b) show the distance between blocks in the final placement
using two different random seeds. Figure 3.16(c) shows the average distance between each
block in sv8 over 20 different runs. For example, block(36) and block(45) are placed very
close to each other in all the Figures shown in 3.16. Therefore, these two blocks are good
candidates to be considered as gems since they satisfy the two criteria described earlier
in this section. Finding the gems is a challenging problem, which will be discussed in
Section 3.3.4.

Consider a different example in which block(22) and block(40) have been placed near
each other in Figure 3.16(a) and Figure 3.16(b). The manhattan distance between these
two blocks shown by the black circles on the Figure is blue. However, Figure 3.16(c)
illustrates that the average distance between these two blocks over the 20 runs is measurably
greater than in demonstrated from the individual runs shown in Figures 3.16(a) and 3.16(b).
Therefore, these two blocks are not a good candidate to be considered as a gem since over
the 20 runs they are not consistently tightly co-located. In general, different placements
will be investigated to find the potential candidate gems. This process is time consuming
since it requires multiple placements to be executed, and therefore, finding the minimum
number of placement runs required to identify these gems will be one of the questions which
it will be addressed in this chapter.

The following sections describe how to create a proximity-graph from the placed design
and also explain how to use the disconnected max-clique algorithm for finding candidate

gems within the placement data.
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3.3.3 Creating the Proximity-graph

The manhattan distance is used as the measure of closeness between blocks. The objective
is to find block groups in which the nodes of each arbitrary pair in a group are placed a
short distance apart. This parameter has been termed the minimal_distance, such that
two blocks are candidates of being in the same group if their manhattan distance is less
than or equal to this parameter. For example, selecting a minimal__distance parameter of
4 means that for a candidate block group, each pair of blocks in the set has a manhattan
distance less than or equal to 4. Figure 3.17(a) shows an example of four blocks that are
considered a group when the minimal_distance parameter equals 3. In Figure 3.17(b),
all five blocks cannot be considered as a group with minimal_distance of 4 because the
manhattan distance between block 5 and block 3 is 6, and themanhattan distance between
block 5 and block 4 is 5, which are bigger than the minimal distance value. In this example,
blocks 1, 2, 3, and 4 are considered as a group with minimal_distance of 3 because they

satisfy minimal _distance condition, and similarly, blocks 5, 1, and 2 are considered a second

group.
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3.3.4 Proposed Clustering Technique to Extract Gems

A placed design is used to extract a “proximity-graph,” which is defined as an undirected
graph, where each block is considered as a node in the graph. Each two nodes of the
graph are connected if the manhattan distance of the two corresponding blocks is less than
or equal to the minimal_distance parameter. Figure 3.18(a) shows the prozimity-graph
representing the blocks in Figure 3.17(a). The represented graph is a fully connected graph
with 4 nodes. The proximity-graph shown in Figure 3.18(b) contains two fully connected
graphs, 1,2,3,4 and 1,2,5. In this example, nodes 1 and 2 are common between the two sets
in Figure 3.18(b).

The distance between each block in a gem should not be sensitive to the random seed for
each run of the placer. To test this condition, the placement algorithm is run with different
seeds. The total number of placement runs is called the num-run. Two nodes are connected
if the manhattan distance of the corresponding blocks satisfy the minimal_distance condi-
tion for a percentage of the placement solutions, and this parameter has been termed as the
(Recurrence). For example, if num-run = 10 and Recurrence = 90%, it means two blocks
will have a connecting edge in the proximity-graph if in 9 out of 10 runs they satisfy the
minimal__distance condition.

Gems are fully connected sub-graphs of a larger graph that represents the entire bench-
mark circuit. Therefore, finding gems is the same as finding the fully connected graphs of a
specified size (minimal__distance) in the prozimity-graph extracted from the placement file.
To find all possible gems, the disconnected max-clique algorithm is used that is proposed
in Section 3.2.2.2.

3.4 Conclusion

In this chapter, the different clustering algorithms that create multi-blocks are explained.
The clustering approaches have been categorized into three categories based on: high-
level structure information, netlist based, and post-placement information. The high-level
structure approach is appropriate for applications with Hardware designer expertise. Expert
hardware designers can write HDL code with the knowledge of how to partition the design
into appropriate modules. Therefore, their HDL codes are well-written and can be used for
High Level design clustering. The netlist-based approach can be used in any application.
For example, it can be used in designs using high level languages that do not have any
HDL information. Instead, the netlist information can be used to extract multi-blocks.
The post-placement approach can also be used for iteratively designed systems even when
different teams are involved. The components or modules of the code are written and
changed incrementally. Therefore, multiple iterative runs of the placer will be done. The

information for each sub-design placement can be analyzed and the multi-blocks in each
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component can be extracted. These multi-blocks can be used as new components and
modules are merged into the same design.

The proposed high-level structure approach in this thesis seems to have limitations
because it could not extract all high level naming from the netlist because optimization and
LUT mapping steps in ABC generates higher number of untagged nodes for some paths
between primary inputs and primary outputs and path traverse can not find a matched tag
for the untagged nodes. Also, the name tagging algorithm terminates in some cases with
a large number of “unmatched nodes". The affinity clustering algorithm is also described
as one of the approaches used to create multi-blocks from a netlist, and a graph based
clustering method for post-placement and netlist level clustering is proposed. The next
chapter analyzes the created multi-blocks from the clustering algorithms discussed in this

chapter using the proposed multi-block analyzer.
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Chapter 4

Analysis of Multi-block Creation
Methods

Chapter 3 described several techniques for multi-blocks creation using high-level structure
information, netlist information, and post-placement information. This chapter analyzes
the characteristics of the created multi-blocks using the multi-block analyzer tool created
for this thesis. The multi-block characteristics being analyzed focus on the number of

placeable-objects, routing pins, nets, and sizes of the multi-blocks.

4.1 Benchmark Characteristics

Table 4.1 provides characteristics of the benchmark circuits that are used for the experiments
in this chapter. The benchmarks are selected from previous and current Odin IT benchmarks.
The current Odin II benchmarks can be accessed from github mentioned in [3]. Column 1
contains the name of the benchmarks, and Columns 2 through 4 list the number of Blocks,
the number of 1/O Blocks, and the number of Nets for each benchmark. Note that these
experiments will focus only on blocks, I/O blocks are not considered during multi-block
creation in the clustering methods described in this thesis. The FPGA architecture used in
these experiments consists of clusters containing ten (N = 10) 4-input LUTs (K = 4).

In the following sections, the terms “fine-grained blocks” or “blocks” are used to refer to
the blocks of the netlist that are not part of a multi-block. The term number of “placeable-
objects” is used to refer to the sum of the number of multi-blocks plus the number of the
fine-grained blocks after clustering.

For all the figures in this chapter, the x-axis represents the benchmarks that are used

in the experiment.
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Table 4.1: Benchmarks

Benchmark Number of

Logic Blocks | I/O Blocks | Nets
cfel(cf_cordic_v_8 8 8) 110 51 647
cfe2(cf_cordic_v_18 18 18) 566 111 3255
fit1(cf_fit_256_8) 054 69 5237
fit2(cf _fft_ 1024 16) 5115 133 29711
desa(dea_ area) 229 190 1533
dif2(diffeq2) 393 162 2549
dif1(diffeql) 306 258 2617
och4(och4d cpu) 376 139 2336
pajr(paj_raygen) 301 537 1888
rsd1(rs_decoder 4) 171 20 1041
rsd2(rs_ decoder_8) 370 32 2388
sv1(steroevisionl) 3940 213 22518

4.2 Multi-block Analyzer

The multi-block analyzer tool created for this thesis is shown in Figure 4.1. It gets two input
files, a net file and a multi-block file, to analyze the characteristics of the multi-blocks. The
mutli-block characteristics investigated as part of this thesis are size, placeable-object ratio,

net ratio, and routing pin ratio.

[ Netlist J [ Multi-blocks J

Multi-block
Analyzer

v

Multi-block Size Statistics
Placeable Object ratio
Routing Pin Ratio
Net Ratio
Estimated Delay

Figure 4.1: Multi-block Analyzer

The following explains the multi-block characteristics that are investigated by the multi-

block analyzer:

Multi-block Size Statistics: Statistics such as the number, average size, and maximum

size of multi-blocks
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Placeable-Object ratio: The number of placeable-objects in the “created netlist” with
multi-blocks divided by the number of “original netlist” placeable-objects. The num-
ber of placeable-objects in the “original” netlist consists of the total number of blocks
plus the total number of I/O blocks. The number of “created netlist” placeable-objects
consists of the number of created multi-block plus the number of blocks that are not
in any multi-block plus the total number of I/O blocks. As the ratio decreases, the
placement run-time should improve since there is fewer nodes to be processed by the

placement algorithm.

Net Ratio: The number of nets between multi-blocks divided by the number of nets in
the original netlist. A smaller value shows that more nets have been absorbed inside
the Multi-blocks; therefore, during node movement in placement, fewer nets will be
affected.

Routing Pin Ratio: The number of pins used in multi-blocks divided by the number of
original netlist pins. The number of pins in the original netlist are the number of pins
that are connected to a net (they are not OPEN pins). The number of used pins in

each design shows the difficulty of placement and routing.

4.3 High-level Structure Clustering Analysis

As described in Section 3.1, in the high-level structure clustering method proposed in this
thesis, high-level structured information is used to create multi-blocks. The following sec-
tion analyzes the characteristics of the created multi-blocks using the proposed high-level

structure clustering method.

4.3.1 Multi-block Analysis

Figure 4.2 shows the flow used for the High-level Structure multi-block analysis. As ex-
plained in Section 3.1, multi-blocks are generated using three different HDL structures
(“module”; “always”, and “if”). The generated multi-blocks are passed to the multi-block
analyzer to compute different statistics and information about multi-block characteristic.

Table 4.2 shows the maximum cluster size created for each benchmark using the different
HDL structures. Column 1 contains the name of the benchmarks, and Column 2 through
Column 4 list the maximum cluster size created for the HDL structures “module”, “always”,
and “if”. Value 0 in the table indicates that the name tagging algorithm could not find any
structure or the name tagging could not be run.

Figure 4.3 shows the number of created placeable-objects over the number of original
placeable-objects (placeable-object ratio) for the HDL structures “module”, “always”, and
“if”. The x-axis lists the benchmarks and the y-axis shows the placeable-object ratio. The

number of placeable-objects in the original netlist is the sum of the total number of blocks

43



[ Netlist J [HDL Structure J
Multi-blocks
f|_l K ~
Multi-block
Analyzer

v
C 2
Multi-block Size Statistics
Placeable Object ratio
Routing Pin Ratio
Net Ratio

. _J

Figure 4.2: High-level Structure Multi-block Analysis Flow

Table 4.2: Maximum cluster size with different HDL Structure value

Benchmark | Module | Always | If
cfel 92 0 0
cfc2 453 0 0
fft1 456 0 0
fft2 3258 0 0
desa 33 0 0
dif2 377 267 242
difl 373 258 254
och4 100 62 17
pajr 23 0 0
rsdl 56 44 18
rsd2 70 53 24
svl 1091 1091 136

and the number of I/O blocks. The number of created placeable-objects is the sum of the
number of created clusters and the number of blocks that are not in any cluster and also
the number of I/O blocks.

The name tagging algorithm was not able to run for the HDL structures “always” and
“if” for the pajr benchmark. Also, the tagging algorithm was not able to run for the HDL
structure “always” for benchmarks cfc8, and fft1024 either. The value placeable object ratio =
1 means that the high-level structure clustering method could not create any multi-block.
A lower placeable object ratio value means that there is less placeable-objects to be placed
on the FPGA, which lowers the placement run-time. As illustrated in Figure 4.3, the

placeable object ratio for module is lower than other HDL structures for all the bench-

marks.
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Figure 4.4: Routing pins using different HDL Structure

Figure 4.4 shows the number of created routing pins over the number of original netlist
routing pins (routing pin ratio) for HDL structure “module”, “always”, and “if”. The x-axis
lists the benchmarks and the y-axis shows the routing pins ratio in each experiment. The

number of routing pins in the original netlist consists of the total of number pins in the
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blocks and I/O blocks that are used during routing. The routing pin ratio for “module”
is lower than other HDL structures for all the benchmarks, as shown in Figure 4.4. Based
on the analysis of the routing pin ratio and placeable object ratio, “module” multi-blocks
have better quality (placeable-object ratio and routing pin ratio) compare to other HDL

structure multi-blocks.

4.4 Netlist Level Multi-block Analysis

This section investigates two netlist level clustering algorithms: affinity clustering and

connectivity-graph clustering.

4.4.1 Affinity Clustering Analysis

As described in Section 3.2.1, the proposed affinity clustering method uses netlist informa-
tion, such as connectivity between two blocks, as a similarity parameter to create multi-
blocks. This section analyzes the characteristics of the created multi-blocks from the pro-

posed affinity clustering method.

4.4.1.1 Multi-block Analysis

Figure 4.5 shows the flow used for affinity multi-block analysis. As explained in Sec-
tion 3.2.1, multi-blocks are generated using three different version of affinity algorithm.
The generated multi-blocks are passed to the multi-block analyzer to compute different

statistics and information about multi-block characteristic.

Netlist Affinity
Multi-blocks

Multi-block
Analyzer
J
v
c D
Multi-block Size Statistics
Placeable Object ratio
Routing Pin Ratio
Net Ratio
. _J

Figure 4.5: Affinity Multi-block Analysis Flow

In this experiment, affinity multi-blocks and netlist file are the inputs to the multi-block

analyzer. The versions of the affinity created in this thesis are as follows:
e affinl: two nodes are similar if they have a common net
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e affin2: similarities are created based on two properties: connectivity and the number

of common nets

e affin3: similarity is determined based on timing estimates rather than netlist connec-

tivity properties (the number of common critical paths)

Figure 4.6 shows the average multi-block size created for each benchmark using different
versions of affinity clustering. The affin2 method has generated multi-blocks with average
sizes larger than affinl and affin3. Note affin3 could not be run on the majority of the
bigger benchmarks because of its high processing run-time. It takes more than 300 seconds
to create similarity and generate affin3 multi-blocks for small benchmarks. However, the
affin3 version have been included in this thesis to experiment with using timing information
for similarity. One future interesting direction to alleviate this huge run-time is to consider

criticality as timing factor instead of critical path information.

m affinl maffin2 m affin3

50
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Average Cluster size
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Benchmarks

Figure 4.6: Average cluster size with different affinity versions

Figure 4.7 shows the placeable-object ratio for each benchmark with different versions
of the affinity clustering algorithm. The placeable object ratio for affin2 is lower than the
other affin versions, as shown in Figure 4.7. In general, affin2 creates larger sizes of multi-
blocks; therefore, more blocks are covered in multi-blocks and that decreases the number of
placeable-objects.

Figure 4.8 shows routing pin ratio and Figure 4.9 represents the net ratio for each
benchmark with the different versions of affinity clustering. As shown in both figures, in

general affin2 has the lowest ratio value. The outliers are benchmarks pajr and svl. After
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Figure 4.7: Placeable-objects using different affinity versions

examining the results, it was found that there are some “multi-blocks” with only one block

in these two benchmarks, which results in decreasing the number of absorbed nets.
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Figure 4.8: Routing pins using different affinity versions
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Figure 4.9: Net ratio using different affinity versions

Based on the aforementioned analysis, affin2 appears to to generate better quality (rout-
ing pin ratio and net ratio) multi-blocks. Therefore, this version of affinity is used during

my placement experiments in Chapter .

4.4.2 Connectivity-graph Clustering Analysis

As described in Section 3.2.2, the connectivity-graph clustering method uses netlist infor-
mation, such as connectivity between two blocks in a net, to create a connectivity-graph
and then the previously described disconnected max-clique algorithm is used to extract
multi-blocks. The following section, analyzes the characteristics of the created multi-blocks

from the connectivity-graph clustering method.

4.4.2.1 Multi-block Analysis

Figure 4.10 shows the flow used for connectivity-graph multi-block analysis. As explained
in Section 3.2.2, multi-blocks are generated by the connectivity-graph Clustering algo-
rithm using different minimal__connection values. The generated multi-blocks are passed
to the multi-block analyzer to compute different statistics and information about multi-
block characteristic. The objective of this section is to understand the impact of the min-
imal__connection value within the connectivity-graph clustering algorithm and to select a
suitable minimal__connection for multi-block method comparisons.
Figure 4.11 shows the average multi-block sizes in this experiment for minimal _connection

values from 1 to 10. In general, the average of the multi-block sizes decreases when mini-
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Figure 4.10: Connectivity-graph Multi-block Analysis Flow

mal__connection increases. As shown in Figure 4.11, benchmarks 1 and 2 have very large
multi-block sizes for minimal connection value of 1 and 2. From examining the nets of
these two designs, it appears that there are two large nets for clock and reset signals in
these benchmarks that causes this abnormality. All the nodes in these 2 nets are put in one

multi-block, which dramatically increases the average of the multi-block size.
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Figure 4.11: Average multi-block size with different minimal connection value for each
benchmark

Figure 4.12 shows the placeable object ratio for each benchmark with minimal__connection
values from 1 to 10. As expected, the placeable object ratio increases when the min-

imal connection value increases. The reason is that as the minimal connection value
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Figure 4.12: Placeable-objects using different minimal connection value for each bench-
mark

increases, the connectivity-graph will have fewer edges because the number of shared con-

nections that can satisfy the minimal connection threshold decreases.
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Figure 4.13: Routing pins using different minimal__connection value for each benchmark
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Figure 4.14: Net ratio using different minimal connection value for each benchmark

Figures 4.13 and Figure 4.14 show the routing pin ratio and net ratio for each benchmark
for minimal _connection values ranging from 1 to 10. As shown in the figures, increasing
the minimal__connection value results in increasing the ratio. This is because the number of
blocks in multi-blocks decreases when the minimal__connection value increases. Therefore,
the number of nets that are absorbed into multi-blocks decreases.

Based on the results in this section, since placeable-object ratio, net ratio, and routing
pin ratio for minimal_connection = 1 is lower compare to the other minimal connection
values, the conclusion is that the appropriate value for minimal _connection is 1. Further
analysis is done in Chapter 6, after the placement information has been obtained to verify

the validity of this conclusion.

4.5 Post-placement Clustering Analysis

As described in Section 3.3, in post-placement clustering, placement information is used
to create a proximity-graph and then the disconnected max-clique algorithm is used to
find candidate multi-blocks within the placement data. The following section analyzes the

characteristics of the created multi-blocks using post-placement method.

4.5.1 Multi-block Analysis

Figure 4.15 shows the flow used for Post-placement multi-block analysis. As explained in

Section 3.3, multi-blocks are generated by the post-placement algorithm to detect “gems”.
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The generated multi-blocks are passed to the multi-block analyzer to compute different
statistics and information about multi-block characteristic. There are three parameters in
this algorithm: num-run, minimal_distance, and recurrence. In this section, the reported
results are based on a num-run=10 and recurrence=80%. As an example, for an exper-
iment of minimal distance=3, if two nodes are placed with manhattan distance of 3 or
less in 8 out of 10 runs, then these two nodes are considered to have a connection dur-
ing proximity-graph creation. The objective of this section is to understand the impact of
the minimal__distance value within the post-placement clustering algorithm and to select a

suitable minimal__distance for cluster method comparisons.
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Routing Pin Ratio
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Figure 4.15: Post-placement multi-block Analysis Flow

Figure 4.16 shows the average cluster size created for each benchmark using different
runs with minimal_distance value from 1 to 10. The x-axis lists the benchmarks and the
y-axis shows the maximum cluster size in each experiment. The average cluster size is
increasing with the increase in the minimal distance; the reason is that by increasing the
minimal__distance, the number of connections between nodes in the proximity-graph also
increases. Therefore, larger size multi-blocks can be extracted.

Figure 4.17 shows the number of created placeable-objects over the number of origi-
nal placeable-objects (placeable-object ratio) in the netlist for each benchmark with the
minimal__distance value ranging from 1 to 10. As previously explained, by increasing the
minimal__distance value, the number of edges in the proximity-graph will increase, which
results in bigger sized multi-blocks and a smaller placeable-objects ratio.

Figure 4.18 shows that the minimal distance = 10 has a lower routing pin ratio in
all the benchmarks. The same behaviour is shown for the net ratio in Figure 4.19. This
behaviour is expected because by increasing the minimal_distance values, the size of the
multi-blocks also increases. Therefore, more nets are absorbed in the multi-blocks and the

number of nets between multi-blocks will decrease.
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Figure 4.17: Placeable-objects using different minimal_distance value for each benchmark

Following the discussions and the results in this section, the conclusion is that the

appropriate value for minimal_distance is 10. Further analysis is performed in Chapter 6

using the placement information to reaffirm the validity of this conclusion.
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Figure 4.18: Routing pins using different minimal_ distance value for each benchmark
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Figure 4.19: Net ratio using different minimal_distance value for each benchmark

4.6 Clustering Methods Comparison

This section compares affinity clustering, connectivity-graph clustering, and post-placement

clustering. Only the affin2 version of the affinity clustering methods is used because it
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Figure 4.20: Comparison of Affinity Clustering(affin2), Connectivity-graph Cluster-
ing(minimal connection=1), and Post-placement Clustering(minimal distance=10)

showed the best quality of results (routing pin ratio and net ratio) based on the previous
analysis shown in Section 4.4.1. Similarly, only the values of minimal connection=1 and
minimal _distance=10 are considered for connectivity-graph clustering and post-placement
clustering, respectively. Figure 4.20 shows the average of the placeable-objects ratio, the
routing pin ratio, and the net ratio for the mentioned clustering methods over all the
benchmarks. The Post-placement Clustering method shows the best results compared to
the affinity clustering method and connectivity-graph clustering method.

The average run-time to generate post-placement and connectivity-graph multi-blocks
is less than a second while the average run-time to generate affinity multi-blocks is 2880
seconds. Although affinity clustering has a very high run-time, this algorithm was inves-
tigated because it appears highly parallelizable, meaning that the run-time can be greatly

improved in future work.

4.7 Experiment with Random Post-placement Multi-blocks

In this experiment, 10 random multi-blocks are created with different sizes from SA place-
ment. These multi-blocks contain blocks that are placed in close proximity to each other in
the final placement output. Figure 4.21 shows the multi-block analysis for benchmarks fft1
and svl. In each graph, there are separate bars to show the different sizes of 4, 8, 12, 16,
20, 24, 28, 32, 36, 40, 44, and 48 for the two benchmarks.
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Figure 4.21: Multi-blocks analysis for fft2 and sv1 based on the 10 random generated multi-
blocks with different sizes
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Figure 4.21(a) shows the placeable-object ratio. As expected, the ratio decreases when
the size of the multi-blocks increases because more blocks are absorbed in each multi-block.
Figure 4.21(b) shows the net ratio results. As the size of multi-blocks increases, the net ratio
decreases because more nets get absorbed inside a multi-block. However, the net ratio does
not decrease as fast compared to the increase of the multi-block size, which means that nets
have blocks outside of a multi-block. Similarly, routing pin ratio shown in Figure 4.21(c)

displays the same behavior as net ratio.

4.8 Conclusion

This Chapter describes the cluster analyzer tool created for this thesis. The cluster analyzer
has been used to study the characteristics of the multi-blocks that are created by the clus-
tering methods discussed in the previous chapter: high-level structure clustering, affinity
clustering, connectivity-graph clustering, and post-placement clustering. The analyzer de-
termines the number of placeable-objects, routing pins, nets, and sizes of the multi-blocks.

The following is the summary of each clustering approach analysis:

e The modified ABC algorithm was not able to recover all the high-level name tags
that were added to the Odin II blif output because modified ABC path traverse can
not find untagged nodes on some paths because the number of generated untagged
nodes are higher in some paths due to the optimization and LUT mapping steps in
ABC. These name tags are the basis of the high-level structure clustering to create
multi-blocks. Therefore, the high-level clustering method could not capture all of the
high-level information to create meaningful multi-blocks specifically, for “always” and

“if” structure.

e Comparison of the different versions of the affinity clustering algorithm showed that
in general, affin2 created better multi-blocks. There are no affin3 results for most of
the benchmarks because of its time complexity and memory footprint that results in

the algorithm taking too long to run (i.e. more than two days).

e In the connectivity-graph clustering algorithm, multi-blocks are created based on the
minimal connection value, which was studied for values ranging from 1 to 10. The re-
sults show that by increasing the minimal connection value, the number of placeable-
objects will increase. This observation makes intuitive sense since by increasing the
minimal connection value, there are fewer connections in connectivity-graph so that
the multi-blocks will cover fewer blocks. However, increasing the minimal connection
results in increasing the shared connections between each two blocks in the multi-
block. Therefore, during placement these blocks would be placed close to each other

which decreases the cost of the placement.
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e Post-placement multi-blocks were created with different values for the minimal distance.
The results show that the number of placeable-objects decreases by increasing the
minimal_distance value. This observation makes intuitive sense since by increasing
the minimal_distance value, there are fewer connections in proximity-graph so that
the multi-blocks will cover fewer blocks. In post-placement clustering, the created
proximity-graph from the placement files were created as explained in Section 3.3.3.
Smaller minimal distance values generate smaller size multi-blocks. However, the
quality of these multi-blocks which is the distance between blocks in each multi-block

improves since these blocks are placed a short distance apart in SA runs.

The next chapter describes the placement algorithm and shows the placement results of

the proposed clustering algorithms.
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Chapter 5
Multi-step Placement Approaches

This chapter describes the singularity placer that is used to place multi-blocks in this thesis.
VPR’s simulated annealing placer is used as the basis for both of these placers. The input
to the VPR placer is a netlist of blocks. The output of the placer is a netlist of blocks with
their FPGA location information, which is passed to the routing step. The input to the
singularity placer is a netlist of multi-blocks or a mixture of multi-blocks and blocks and
the output of these placers is a netlist of blocks with their FPGA location information that
is passed to the routing step. The following sections describe the singularity placer tools

created for this thesis in detail.

5.1 Singularity placement

This section gives an overview of the singularity placer. This is followed by an example and
analysis to set the parameters in the singularity placer.

Assuming that the multi-blocks are ready to be used by the singularity placer algorithm,
the singularity placer initially maps a mixture of blocks and multi-blocks to physical block
locations on the FPGA, without trying to bin or map the multi-blocks to specific areas
of the FPGA. Each multi-block is considered as one node, called a singularity block, and
occupies only one location on FPGA. Simulated annealing is then run on this collapsed
version of the design netlist. After satisfying a threshold, the simulated annealer stops
and an expansion algorithm is run on multi-blocks. After this phase, all blocks in multi-
blocks are legally placed on the FPGA. The Simulated annealing loop is then continued.
This is unlike the previously proposed incremental Simulated Annealing algorithms [16, 15],
which move blocks to a bin structure during the refinement levels. The pseudo code for the
singularity placement algorithm is shown in Algorithm 4.

In detail, the algorithm starts by collapsing all the blocks within a multi-block into
a single block called a singularity block (Line 2). Next, the placer places all blocks and
singularity blocks on the FPGA (Line 3). A modified version of VPR’s SA algorithm is

60



Algorithm 4 Singularity Placement

1: function SINGULARITY PLACEMENT(Circuit Netlist, Multi-Blocks)
2 Create Singularity Blocks

3 Initial Random Placement of blocks and singularity blocks

4: Phasel: Run SA until rlim < rlim__const

5 Multi-block expansion

6 Phase2: Continue SA

7: end function

used to place the blocks and singularity blocks (Line 4). The key modification to the SA
algorithm is to provide the annealer with an estimation of the wirelength and criticality
for a singularity block. This is done using the same model for criticality measurements
as VPR except that the criticality of of singularity block is calculated as the sum of the
criticality of all the blocks in a singularity block when a singularity block is being swapped.
This is clearly a a rough estimation of criticality and creates significant opportunity for

improvement of this estimation in future work.

INPUT
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Singularity Placement I ‘
Phasel Multi-blocks
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Expansion Algorithm
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Singularity Placement
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Figure 5.1: Singularity placement flow

As described in Section 2.4.1, SA starts with a calculated initial temperature (init-temp).
It also starts with a maximum block movement allowance (rlim) that is set to the size of the
FPGA. As SA goes through its iterations, the temperature and rlim value will be decreased
based on the SA algorithm. In this modified version of the SA algorithm, there are two
phases as shown in Figure 5.1. In Phasel, initial temperature value and the initial rlim
value are calculated in the same way as the original VPR calculation. Then, iterations are
stopped when rlim reaches a constant value (rlim__const). The expansion algorithm is run
after Phasel and then the SA algorithm (Phase2) is continued on all the nodes with riim
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equal to rlim__const. Phasel leverages the advantage of the singularity blocks - reducing
the number of nodes to be placed on FPGA - and allows the SA to converge faster than in
the original VPR.

After Phasel is finished, the expansion algorithm assigns all of the blocks of the circuit
to a location on the FPGA. To achieve this, a matrix larger than the FPGA size, called the
intermediate matrix, is defined. Each singularity block is expanded to a square shape and
mapped to the intermediate matrix. The location of a singularity block in the intermediate
matrix is adjusted based on other singularity blocks to avoid any location overlap between
expanded singularity blocks. Therefore, the location of some blocks may be outside of
the original FPGA dimensions. When all the singularity blocks are expanded into the
intermediate matrix with no overlap and all other blocks are located in empty spaces based
on their original locations, the algorithm shrinks the matrix to fit all the blocks onto original
FPGA dimensions. On edge cases, there might still be a small number of nodes that could
not fit into the FPGA dimension after this shrinking phase. In this situation, the algorithm
moves these nodes to any empty spot on the FPGA, then by shifting these nodes, it makes
sure that they move close to their multi-block’s location. Although the expansion algorithm
keeps all of a multi-block’s nodes close to each other after expansion, it does not adjust them
relative to each other. As such, after expansion, the nodes of a multi-block are randomly
placed close to the location of the other nodes of the same multi-block.

After expansion, Phase2 starts on all the nodes with rlim=rlim__ const. Assuming that
rlim__const is a small number, the swaps on the second phase cannot be big jumps. Therefore
the second phase of the SA algorithm will adjust the nodes of the multi-blocks relative to
each other without moving them far away from the other nodes in their multi-block.

There is a tradeoff in selecting the value of rlim__const. A high rlim_ const will take
advantage of singularity blocks and reduce run-time. As such, it is preferable to have the
rlim__const value be as low as possible. A very low rlim__const value, however, will not give
sufficient opportunity in Phase 2 for the nodes within a multi-block to find good relative
positions to each other. The details on how the rlim_ const is selected are discussed in
Section 5.1.2.

5.1.1 Example

SV3 is one of the smallest benchmarks used in this these. It is used as an example to
illustrate the steps of the singularity placer. The benchmark has 46 blocks. The FPGA
dimensions for this benchmark are initially set to 8x8. After applying multi-block extraction,
6 multi-blocks are extracted from the benchmark and one regular block is left. In the
following figures, the singularity blocks are labelled with numbers, empty locations with a
dot ‘. ’, and the regular block with a ‘C’.

The singularity placement algorithm first places all the singularity blocks and regular
blocks for SV3 randomly on the FPGA as shown in Figure 5.2.
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Figure 5.2: Random placement of singularity and regular blocks in SV3

In Phasel, SA is run on FPGA until rlim=rlim__const. Figure 5.3 illustrates the SV3

placement results after Phasel.

N e
LA
L

Figure 5.3: SV3 placement using modified SA

After Phasel, the expansion algorithm expands multi-blocks to a square shape and
locates them to the intermediate matrix as shown in Figure 5.4 for the SV3 benchmark.
The dimensions of the FPGA are 8x8; therefore, the nodes of the multi-block 3 and multi-
block 1 are placed outside of the FPGA dimensions.

Figure 5.5 shows the SV3 blocks after the shrinking algorithm has completed. All the
nodes are placed on the FPGA after the shrink phase is done. Finally, simulated annealing
with rlim=rlim__const and an adjusted temperature is used to refine the placement of
the expanded singularities with respect to the individual blocks inside and outside the

singularity, resulting in the final placement.

5.1.2 Simulated Annealing Parameters of Singularity

The following sections analyze appropriate values for the singularity placer parameters

rlim__const and inner _num.

63



5
4 4 5 5 5

5 .
2 2 2 2 6 6 6 6
2 2 2 2 B 6 6 6
2 2 B 6 6 6
1 1 1
1 1 1
1 1 1

Figure 5.4: Intermediate matrix after expansion for SV3

[l L I L R L R S S
el T S R L R L N A <
=S RORIORLA B
[l =2 I L R R |
ohoon o AL
onoonoCh Ln
onoon L
onodn L

1 1

=
=

Figure 5.5: SV3 placement after the shrink algorithm completes

5.1.2.1 rlim__const Analysis

The singularity algorithm stops Phasel when rlim <= rlim__ const value. Since Phase 1 of
the singularity algorithm is generally faster because of the reduced number of the nodes, the
intention is to keep the rlim__const value as low as possible. However, a very low value for
rlim__const would not give sufficient opportunity to Phase 2 to do the final movement ad-
justments that are mostly inside each multi-block. This would negatively affect the quality
of the placement (estimated wirelength, estimated critical path delay, and bounding box).
To select an appropriate rlim__const value, different experiments with rlim__const values of
1, 5, 10, 15, and 20 are run in this section to evaluate the quality of the placement (estimated
wirelength, estimated critical path delay, and bounding box). Since the rlim__const value
is used as the maximum distance to swap two nodes, changing the rlim_ const value by
one does not have a significant effect on the result of the singularity algorithm. Therefore,
rlim__const values in the experiments are selected with a increment step of 5. It should be

noted that the run-time on all these simulations is based on the simulated annealing run-
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time without considering initialization overhead to have a meaningful comparison between

algorithms.
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Figure 5.6: Estimated critical path for benchmarks fft1, fft2, and sv1 for different rlim__const

values, the sequence of dots for each rlim__const value is for inner__num values of 0.05,0.1,
0.2, 0.4,0.6,0.8,1

Figures 5.6, 5.7, and 5.8 show the effects of increasing rlim_ const on the aspects of
placement quality we wish to evaluate (the estimated critical path, bounding box and
estimated wirelength) on three of the largest benchmarks. The results are based on the
average over five different seeds. The x-axis shows the SA loop run-time in seconds. Each
dot represents a separate run with a different inner_num factor. The inner loop of the
SA algorithm in VPR is calculated based on the Equation 5.1. VPR has inner_num = 10
and fast VPR has inner_num = 1. For these experiments, the inner_num values used are:
0.05, 0.1, 0.2, 0.4, 0.6, 0.8, and 1.

3/4

Iteration in each Temperature = inner num * (Blocks) (5.1)

As shown in Figures 5.6, 5.7, and 5.8, the estimated critical path, bounding box and esti-
mated wirelength values for the experiment with rlim__const=1 are higher than the others.
As an example, in Figure 5.7(b), singularity placer converges much faster for rlim__const=1

compared to other rlim__const values. However, the bounding box cost values are also much

65



¢rlim=1 Mrlim=5 rlim=10 rlim=15  { rlim=20 @rlim=1 Mrlim=5 rlim=10 rlim=15 +rlim=20
900 7500
&
3 " 5 6500 é
8 0 * e .. g w00 X
) ".( " @ 4500 L X *
T T | i
3 500 . e 3 3
3 B 2 2500
1500
300 T T T T T 1 500 T T T T T T 1
0 1 2 3 4 5 6 0 10 20 30 40 50 60 70
Time(s) Time(s)
(a) fFt1 (b) fFt2
4rlim=1 Mrlim=5 rlim=10 ><rlim=15 #rlim=20
6500
5500 4+
x
[}
%, 4500 2
c = *
5 ¢
£ 3500 *
3 i "
)
2500 LS L
1500 T T T T 1
0 10 20 30 40 50
Time(s)
(c) svl

Figure 5.7: Bounding Box for different rlim_ const values, the sequence of dots for each
rlim__const value is for inner__num values of 0.05,0.1, 0.2, 0.4,0.6,0.8,1

higher, suggesting a poorer placement quality for the estimated critical path, bounding box
and estimated wirelength characteristics. Looking at one specific run (Figure 5.7(b)), a
singularity placer run that takes around 45 seconds with rlim__ const=1, would end up hav-
ing a bounding box cost value of more than 5000 while a SA run with rlim_ const=5 that
takes around 48 seconds would converge with the bounding box cost value close to 3000. A
similar behaviour can be seen on the estimated critical path and wirelength results as well.

Based on the results shown in Figures 5.6, 5.7, and 5.8, rlim__const=5 has a lower esti-
mated bounding box and estimated wirelength value than the others and similar estimated
critical path to rlim__const of 10, 15, and 20; therefore, we selected rlim__const=5 for all of

our experiments.

5.1.2.2 inner__num Analysis

This section investigates inner_num parameter to find an appropriate inner_num value
for the singularity placement algorithm. The intention is to select a small inner_num value
to improve the run-time of the algorithm whiteout significantly degrading the singularity
placer’s resulting bounding box, estimated wirelength, and estimated critical path for de-

signs. For these experiments, the maximum degradation acceptable should be in the range
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Figure 5.8: Estimated wirelength for different rlim_ const values, the sequence of dots for
each rlim__const value is for inner_num values of 0.05,0.1, 0.2, 0.4,0.6,0.8,1

of 10%-15% of the original VPR bounding box, estimated wirelength, and estimated critical
path results. As explained by Tessier in [65], an effective way to compare placement quality
versus run-time in SA is by changing the number of moves per iteration (inner loop), since
other parameters such as starting temperature and annealing schedule are design depen-
dent. For these experiments, the inner num is changed between 0.05 and 1 with steps of
0.05 to get different placement run-times. A higher inner num increases the number of SA
inner loop iterations, which increases the overall run-time. Selecting the inner num value
as 1 is the setting of fast VPR. Note that the results of each run is the average of running
the same experiment with five different seeds.

The experimental results for this section are shown in Figures 5.9, 5.10 and 5.11. The
x-axis shows the placement run-time in seconds and the y-axis shows the placement quality
(bounding box, estimated wirelength, and estimated critical path values). It should be
noted that placement run-time is reported without initialization overhead for both VPR and
the singularity placer. In each figure, Square dots show the unmodified VPR results and
diamond dots show the singularity placer results. The singularity placer and the unmodified
VPR fast SA were run on three benchmarks(fft1, fft2, and svl) with different inner _num

values. The inner_num value is increased from 0.05 to 1 with steps of 0.05 to obtain
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Figure 5.9: Bounding box values for the unmodified VPR fast SA and the Singularity Placer

different placement run-times that result in increasing overall runtimes and are plotted
sequentially on their respective graphs.

Figure 5.9 shows the bounding box values for the benchmarks in this experiment. As
illustrated in the figure, the singularity placer has smaller bounding box results compared
to the original VPR SA “fast placements”, where a fast placement is defined to be for
inner_num values of 0.2 or lower. As expected, in fast placements, the singularity placer
takes advantage of multi-block movements (rather than single node movements) to be able
to converge faster to the lower bounding box compared to unmodified VPR SA. However, by
increasing inner_num, the singularity placement loses this advantage over VPR. In a rough
analysis, in higher inner num values, VPR can iteratively change the location of blocks
in each multi-block and provide similar bounding box results to the singularity placer. It
is also worth mentioning that for higher inner_num values (i.e. inner_num >= 0.2), the
original VPR SA has the advantage over the singularity placer as the original VPR allows all
blocks the freedom to move. However in the singularity placement algorithm, there are two
phases of placement, each one of them puts some sort of restrictions on node movements. In
Phase 1, a node in a multi-block is not free to move inside a multi-block or even randomly
go outside of the multi-block. In Phase 2, rlim is low therefore, any big jumps for a node are

not possible. This is the reason that in the fft2 benchmark results shown in Figure 5.9(b),
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VPR can slightly outperform the singularity placement algorithm for higher inner num

values (inner_num >= 0.2).
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Figure 5.10: Wirelength values for unmodified VPR fast SA and Singularity Placer

Figure 5.10 shows the wirelength results for the same experiment discussed in Figure 5.9.
As expected, the wirelength values are following the same trend as the bounding box val-
ues. Figure 5.11 shows the results for the estimated critical path delay. In general, the
performance of the singularity placement is similar to VPR for the estimated critical path
values. The multi-block extraction algorithm does not guarantee that all the nodes of the
critical path are kept in a multi-block. Therefore, the singularity placer has no advantage
on optimizing the estimated critical path over VPR. In fact, since the singularity placement
algorithm puts restrictions on node movements in each phase, it has a slightly negative
effect, up to 18%, on optimizing the estimated critical path values compared to VPR. This
is the reason that the estimated critical path values for the singularity placer are slightly
higher than values for VPR for some of the runs.

Based on the analysis in this section, selecting a lower inner_ num value allows the
singularity placer to generate placements that are closer to the original unmodified VPR’s
SA in quality (estimated wirelength, estimated critical path delay, and bounding box).
However, this should not be done at the expense of significantly reducing the quality of

the resulting estimated wirelength, estimated critical path delay, and bounding box of a

69



# Singularity Placement MVPR # Singularity Placement W VPR

14 80
L 4

*
12 Q"nb.o.:w.‘: .’..‘-

10

70
™1
60 "f‘f.'.’."'f.“

50

Estimated Critical Path(ns)
Estimated critical Path(ns)

T T 1 T T T T T 1
0 2 4 6 8 0 10 20 30 40 50 60

Time(s) Time(s)
(a) fFt1 (b) fFt2
# Singularity Placement EVPR

25
:‘Z” 20 :
o
[ m*u ‘e
3 fag * om P AR
.‘g 15 .'.‘ ‘. By ) |
o
2
g 10
=
I

5 T T T T T |

0 10 20 30 40 50 60
Time(s)
(c) svl

Figure 5.11: Estimated critical path delay values for unmodified VPR fast SA and the
Singularity Placer

singularity placement compared to fast VPR. Therefore, we select inner_num = 0.2, which
shows around a 10% decrease on bounding box and estimated wirelength compared to fast
VPR.

5.2 Conclusion

This chapter presents the singularity placer and its parameter analysis. The singularity
placer proposed here takes advantage of pre-generated multi-blocks to speed up the SA
algorithm. By grouping some of the relevant blocks into multi-blocks, the number of placed
blocks on FPGA decreases. Therefore, the SA algorithm will converge faster. The SA
algorithm is paused at a certain threshold to expand the multi-blocks and then resume
the SA algorithm to fully converge. This improves the run-time of the SA algorithm but
does reduce the quality of placement (estimated wirelength and bounding box value). For
example, an approximate 50X improvement on runtime causes a degradation of 10% of the
resulting placement’s estimated wirelength and bounding box value.

The singularity placement algorithm parameters have also been analyzed. Phasel places

the multi-blocks using the modified version of SA and then the multi-block expansion us
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performed. Phase2 uses SA to adjust the placement of the nodes inside multi-blocks. The
iterations on Phasel finishes when the rlim value reaches the same value as rlim_ const.
To select an appropriate rlim value, experiments were run on a set of multi-blocks using
different rlim_ const values. rlim = 5 was selected as the value for the final experiments
in the next chapter. Also, a proper inner num value was experimentally selected to be

inner_num = 0.2 for the experiments in the following chapter.
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Chapter 6
Two-phase Placement Analysis

This chapter presents the results from the proposed singularity flow. In the singularity flow,
the singularity placer is used in combination with the affinity multi-blocks, connectivity-
graph clustering multi-blocks, and post-placement multi-blocks. Finally, the results of the
best proposed flow (flow with fastest placement run-time and less degradation in wirelength
and critical path delay) are compared with the unmodified VPR flow.

The FPGA architecture used for these experiments is based on the default architectural
parameters recommended in [44]; these parameters are summarized in Table 6.1. In all the
experiments, placement run-time is reported without considering the initialization overheads

in both VPR and the singularity placer.

Table 6.1: The FPGA architectural parameters

Parameter w N K F.n Feour Fs routing
Value 20% larger 10 4 0.25 1 3 uni-
than minimum directional

6.1 Singularity Placer

This section presents the experiments and results using the singularity placer described in
Section 5.1 in conjunction with different multi-block clustering algorithms. Figure 6.1 shows
the flow used in this section to determine the resulting placement quality (estimated wire-
length and estimated critical path delay) using multi-blocks created with the three different
proposed clustering methods: affinl and affin2 multi-blocks, connectivity-graph clustering
multi-blocks, and post-placement multi-blocks. The results reported in this section are

post-placement estimated wirelength and estimated critical path delay.

72



Post-placement clustering

Affinity Clustering (affin1 and affin2)
] Connectivity Clustering

INPUT
Netlist file

Singularity Placement
Phasel

!

Expansion Algorithm |

I i

Singularity Placement
Phase2

Placement Results

\ J

Figure 6.1: The Singularity Placer Flow

6.1.1 Affinity Multi-block Placement Results

This section discusses the results of using the affinl and affin2 multi blocks in combination
with the singularity placer compared to the original unmodified VPR. This experiment ran
the singularity placer for all the benchmarks using affinl and affin2 created multi-blocks and
compared them to the placement results obtained using unmodified VPR without multi-
blocks on the same benchmarks.

Figure 6.2 shows the results of the singularity placer flow using the affinity multi-blocks.
In all the figures, the x-axis represents the benchmarks that are used in the experiment. The
last column shows the average of the results in each experiment over all the benchmarks. In
these figures, when the value is less than one, it indicates that the singularity placer performs
better than VPR. Figure 6.2(a) shows the singularity placer run-time for both affinl and
affin2 normalized to their corresponding original unmodified VPR values. The results show
that, on average, the singularity placer using the affin2 multi-blocks has better run-time than
the one using the affinl multi-blocks. However, this is due to the significant outlier caused
by the pajr benchmark. This behaviour is like due to affinl generated fewer multi-blocks
with larger sizes for this benchmark while affin2 has generated more smaller multi-blocks.
Figure 6.2(b) shows estimated wirelength result of the singularity placer for both affinl and
affin2 relative to original unmodified VPR values. The results shows that on average affin2
has slightly lower estimated wirelength than affinl. Specifically, affin2 has better results for
the svl benchmark, which is one of the biggest benchmarks in this experiment. Finally, the
estimated critical path delay results are shown in Figure 6.2(c). The results show that affin2
has slightly lower critical path delay than affinl. Based on the results shown in Figure 6.2,

the singularity placer using the affin2 multi-blocks generates more consistent results with
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no significant outliers unlike affinl. As such, while the individual results are not always

better, they are on average better, suggesting that they are perhaps more reliable.

6.1.2 Connectivity-graph Clustering Multi-block Placement Results

This section compares the singularity placement results for the multi-blocks generated using
the connectivity-graph clustering algorithm based on different minimal connection values.
The minimal__connection value is first set to 2 and the connectivity-graph clustering algo-
rithm is run on each benchmark to extract multi-blocks. For each benchmark, the singularity
placer is run using these the extracted multi-blocks with different seeds and the results from
the singularity placer are normalized with respect to the values obtained from the original
unmodified VPR flow. This same experiment was repeated for minimal connection values
of 4, 6, 8, and 10.

In this section, the quality of the multi-blocks is defined as the number of connec-
tions between blocks in each multi-block. In this experiment, the quality of a multi-block
is high if minimal connection=10 and the quality of a multi-block is lower if the mini-
mal__connection=2. The reason is that by increasing the minimal _connection, blocks in
a multi-block will have a higher number of shared connections between them (Recall: if
the minimal _connection value is 10, two blocks are considered connected if the number of
shared nets between them is greater than or equal to 10 ). Therefore, these blocks belong
to the same multi-block and would be placed close to each other using singularity placer,
which decreases the total net cost of the placement.

Figure 6.3 shows the results of the singularity placer flow using the connectivity-graph
multi-blocks. In all of the figures, the x-axis represents the benchmarks that are used in the
experiment. The last column shows the average of the results in each experiment over all the
benchmarks. In these figures, when the value is less than one, it indicates that singularity
placer performs better than VPR. Figure 6.3(a) shows the singularity placer run-time com-
pare to VPR run-time for each benchmark. Asshown in the figure, the relative run-time for a
manimal__connection = 2 is consistently higher than for the larger minimal__connection val-
ues. Figure 6.4 shows that the average placeable-object ratio for a minimal_connection = 2
is 0.45 (the lowest value compared to the other minimal connection values), which means
that the majority of blocks are a member of a multi-block.

The initial expectation was that the placement run-time for a minimal__connection = 2
would be the lowest placement run-time compare to the other minimal_connection values,
since there are a fewer number of total nodes to be placed on FPGA in Phasel of singular-
ity placement. However, the run-time value for a minimal_connection = 2 has the highest
value. After careful analysis, it is apparent that Phasel of singularity placement was actually
converging faster for the minimal_connection = 2. However, the minimal__connection = 2
did not generate high quality multi-blocks; in other words, the multi-blocks contain blocks

with lower shared connections (e.g. minimal_connection=2). This negatively impacts
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Phase2 of the singularity placer. Specifically, the placement run-time of Phase2 of the
singularity placer for a minimal connection = 2 was higher due to its efforts to adjust the
expanded blocks from the low quality multi-blocks to improve the final placement quality
(i.e. estimated wirelength and estimated critical path), which resulted in a higher total
placement run-time.

As such, it appears that as the minimal connection values are increased, the quality
of generated multi-blocks are improved, which results in an improvement in both the run-
time as well as the estimated wirelength. However, this improvement is not indefinite. For
the minimal connection values of 8 and 10, many high quality multi-blocks are excluded
because of the very tight restriction on node connectivity at these higher values (Recall:
two nodes are similar only if they have more than 8 connections if the minimal _connection
value is 8). The exclusion of these multi-blocks also negatively impacts the wirelength
and placement run-times. For higher minimal_connection values, the number of placeable
objects increases (because fewer blocks and their wires are encapsulated in multi-blocks),
which increases the run-time of Phase 1. The result is that the overall placement run-
times flatten off after the minimal_connection = 6, with no significant improvements. The
results from this experiment confirm that selecting the appropriate minimal__connection is
important. If the minimal__connection value is too low, the relationship between blocks in
the generated multi-blocks is not particularly high resulting in a poorer quality of multi-
block. However, if the minimal_connection value is too high, many related blocks will be
excluded from multi-blocks as the connectivity-graph clustering algorithm requirements for
being included in a multi-block become too stringent, which will also reduce the number
and size of high quality multi-blocks used by the singularity placer. Figure 6.3(b) shows
that a minimal connection = 6 has a better estimated wirelength. Figure 6.3(c) shows
that a minimal_connection = 6 has a better estimated critical path delay compared to
minimal__connection values of 2 and 4. The experiments shown in Figure 6.3(b) suggest

that a minimal _connection = 6 may produce the overall best placement results for the
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connectivity-graph clustering algorithm considering run-time, estimated wirelength, and

estimated critical path.

6.1.3 Post-placement Multi-block Placement Results

This section compares the singularity placer results for the multi-blocks generated using
the post-placement algorithm based on different minimal distance values. The mini-
mal__distance value is first set to 2 and the post-placement clustering algorithm is run
on each benchmark to extract multi-blocks. For each benchmark, the singularity placer is
run using these extracted multi-blocks with different seeds and the results from the singular-
ity placer are normalized with respect to the values obtained from the original unmodified
VPR flow. This same experiment was repeated for minimal _distance values of 4, 6, 8, and
10.

In this section, the quality of the multi-blocks is defined as the distance between blocks
in each multi-block. In this experiment, the quality of a multi-block is high if the mini-
mal__distance=2 and the quality of a multi-block is low if the minimal distance=10. The
reason is that by increasing the minimal_distance, blocks with longer distance apart may
be grouped in a multi-block (Recall: if the minimal connection value is 10, two blocks are
candidates for being in the same group/multi-block if their manhattan distance is less than
or equal to 10).

Figure 6.5 shows the results of the the singularity placer flow using post-placement
multi-blocks. In all the figures, the x-axis represents the benchmarks that are used in the
experiment. The last column shows the average of the results in each experiment over all
the benchmarks. In these figures, when the value is less than one, it indicates that singu-
larity placer performs better than VPR. As shown in Figure 6.5(a), the placement run-time
increases as the minimal distance value increases. Also, Figure 6.6 shows that increasing
the minimal_distance value reduces the total number of placeable-objects. Similar to the
analysis in Section 6.1.2, the initial assumption was that as the number of placeable objects
decreased, the placement run-time would also decrease. In terms of this clustering algo-
rithm, this means that increasing the minimal__distance value should decrease the placement
run-time. However, as shown in Figure 6.5(a), placement run-time increases as the mini-
mal__distance value increases. The reason is that increasing minimal_distance value results
in grouping blocks that are placed further from each other into the same multi-block, which
increases the size of the multi-block but means that the relationship between the blocks
within the multi-block is weaker so that the overall quality of the multi-blocks is less. As
discussed previously, running singularity placement on low quality multi-blocks results in
having higher run-time on Phase2, which increases the total run-time.

Figure 6.5(b) shows that the estimated wirelength increases as the minimal distance
value increase, which supports the fact that the quality of multi-blocks are lower for higher

minimal__distance values. Note that increasing the minimal_distance did not significantly
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Figure 6.5: Singularity placer results using post-placement multi-blocks with mini-
mal__connection values of 2, 4, 6, 8, and 10 relative to VPR
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impact the estimated critical path on average as shown in Figure 6.5(c). The results shown
in Figure 6.5 suggest that a minimal_distance value of 2 and 4 may produce the overall
best placement run-time and results (estimated wirelength and estimated critical path).
Investigating these results in greater detail show that a minimal_distance=4 has a better
estimated wirelength and estimated critical path for the svl benchmark, which is one of the

biggest benchmarks.

6.2 Best flow compare to VPR

This section analyzes the results of one of the best proposed flows compared to VPR. Based
on the experimental results shown in the previous sections: 1) affin2 was selected for the
singularity flow using affinity multi-blocks; 2) a minimal _connection = 6 was selected for
the singularity flow using connectivity-graph multi-blocks; and 3) a minimal_distance =
4 was selected for the singularity flow using post-placement multi-blocks. On average, the
affin2 run-time was about 5% of the VPR, which is higher than the relative run-times
of the other two flows ( 3%). The other two singularity flows, using the connectivity-
graph multi-blocks with minimal connection = 6 and the post-placement multi-blocks with
minimal__distance = 4, show similar relative run-times (0.03), estimated wirelengths (1.09),
and estimated critical paths (0.95) on average compared to the unmodified VPR. However,
a comparison of Figure 6.3(c) and Figure 6.5(c) show that the singularity placer flow using
post-placement has less estimated critical path delay variation on each benchmark with
changes on minimal_distance value. Therefore, the flow based on post-placement clustering
algorithm has been selected as the best flow in this section.

Figure 6.7 shows the singularity placer flow used for this experiment. Post-placement
multi-blocks with minimal _distance = 4 and singularity parameters rlim__const = 5 and
inner_num = 0.2 is used for this experiment. The results reported in this section are
post-routing critical path delay and total wirelength. To speed up the routing process, the

minimum channel with is fixed at a 20% increase to the minimum channel width from the
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original VPR results for each benchmark. The results presented in this section run the
singularity placer and the original unmodified VPR on all benchmarks with their respective
fixed channel widths. The FPGA size for both the original unmodified VPR flow and the

singularity flow is the same and the 1O locations are fixed for each benchmark.

Table 6.2: Singularity placer and original VPR results

VPR Singularity Placer

Benchmark | CPD WL RT CPD | rCPD WL rWL | RT | rRT
cfcl 4.1E-09 | 3597.0 3.1 | 3.9E-09 | 0.95 3852.6 1.07 0.2 | 0.05
cfc2 1.0E-08 | 28631.6 | 31.9 | 7.8E-09 | 0.75 30101.4 1.05 1.0 | 0.03
fit1 1.3E-08 | 40513.4 | 56.7 | 1.2E-08 | 0.94 44827.0 1.11 1.6 | 0.03
fft2 5.9E-08 | 228210.0 | 700.0 | 6.4E-08 | 1.08 | 290659.4 | 1.27 | 18.7 | 0.03
desa 8.9E-09 | 114874 | 15.8 | 1.0E-08 | 1.14 12453.8 1.08 0.5 | 0.03
dif2 5.1E-08 | 14709.4 | 21.0 | 5.7TE-08 | 1.13 19662.3 1.34 0.8 | 0.04
difl 5.9E-08 | 16799.8 | 24.9 | 6.5E-08 | 1.10 19691.6 1.17 0.8 | 0.03
ochH4 4.7E-08 | 20157.8 | 24.4 | 5.2E-08 | 1.09 21996.6 1.09 0.8 | 0.03
pajr 1.1E-08 | 27826.0 | 35.8 | 6.9E-09 | 0.63 24651.2 0.89 1.0 | 0.03
rsdl 8.3E-09 | 6511.6 5.2 | 8.4E-09 | 1.02 7230.8 1.11 0.2 | 0.04
rsd2 1.8E-08 | 20685.2 | 17.5 | 1.8E-08 | 1.02 22080.8 1.07 0.6 | 0.03
svl 2.3E-08 | 231516.8 | 471.9 | 1.7TE-08 | 0.76 | 277678.6 | 1.20 | 12.7 | 0.03
Geomean 1.8E-08 | 24522.0 | 32.1 | 1.7E-08 | 0.95 27349.6 1.12 1.1 | 0.03
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Table 6.3: Singularity placer and fast VPR results

Fast VPR Singularity Placer

Benchmark CPD WL RT CPD rCPD WL rWL | RT | rRT
cfcl 4.09E-09 | 3706.4 0.3 | 3.90E-09 | 0.95 3852.6 1.04 0.2 | 0.50
cfc2 8.79E-09 29771 3.4 | 7.80E-09 | 0.88 30101.4 1.01 1.0 | 0.28
fit1 1.18E-08 42034 6.0 | 1.20E-08 1.01 44827.0 1.07 1.6 | 0.26
fft2 5.99E-08 | 248119.8 | 76.8 | 6.40E-08 1.06 290659.4 | 1.17 | 18.7 | 0.24
desa, 9.30E-09 | 11527.6 | 1.7 | 1.00E-08 1.09 12453.8 1.08 0.5 | 0.33
dif2 5.16E-08 | 15776.4 | 2.2 | 5.70E-08 1.11 19662.3 1.25 0.8 | 0.34
difl 6.00E-08 | 17774.2 | 2.6 | 6.50E-08 1.08 19691.6 1.11 0.8 | 0.32
ochH4 4.92E-08 | 20924.6 | 2.6 | 5.20E-08 1.05 21996.6 1.05 0.8 | 0.31
pajr 8.55E-09 | 26519.8 | 3.6 | 6.90E-09 | 0.80 24651.2 0.93 1.0 | 0.29
rsdl 8.49E-09 | 6900.2 0.6 | 8.40E-09 | 0.99 7230.8 1.05 0.2 | 0.33
rsd2 1.80E-08 | 21779.6 | 1.9 | 1.80E-08 1.01 22080.8 1.01 0.6 | 0.31
svl 1.80E-08 | 246795 | 55.0 | 1.70E-08 | 0.97 | 277678.6 | 1.13 | 12.7 | 0.23
Geomean 1.75E-08 | 25527.1 | 3.5 | 1.75E-08 1.00 27349.6 1.07 1.1 | 0.31

Table 6.4: Singularity placer with inner_num = 0.9 and VPR results

VPR Singularity Placer inner_num = 0.9

Benchmark CPD WL RT CPD rCPD WL rWL RT | rRT
cfel 4.10E-09 3597 3.1 | 3.81E-09 | 0.93 3697 1.03 0.41 | 0.13
cfc2 1.00E-08 | 28631.6 | 31.9 | 8.13E-09 | 0.81 28802.8 1.01 3.50 | 0.11
fft1 1.30E-08 | 40513.4 | 56.7 | 1.16E-08 | 0.89 42491.4 1.05 5.69 | 0.10
fft2 5.90E-08 | 228210 700 | 6.21E-08 | 1.05 | 261879.8 | 1.15 | 68.21 | 0.10
desa 8.90E-09 | 11487.4 | 15.8 | 9.54E-09 | 1.07 11727 1.02 2.04 | 0.13
dif2 5.10E-08 | 14709.4 21 5.35E-08 | 1.05 17111.6 1.16 2.58 | 0.12
difl 5.90E-08 | 16799.8 | 24.9 | 6.16E-08 | 1.04 17687.4 1.05 3.03 | 0.12
och4 4.70E-08 | 20157.8 | 24.4 | 4.96E-08 | 1.05 20168.4 1.00 2.84 | 0.12
pajr 1.10E-08 | 27826 35.8 | 8.15E-09 | 0.74 25857.2 0.93 4.17 | 0.12
rsdl 8.30E-09 | 6511.6 5.2 | 8.45E-09 | 1.02 6696.8 1.03 0.63 | 0.12
rsd2 1.80E-08 | 20685.2 | 17.5 | 1.81E-08 1.01 21436.6 1.04 1.97 | 0.11
svl 2.30E-08 | 231516.8 | 471.9 | 1.79E-08 | 0.78 | 246400.8 | 1.06 | 47.18 | 0.10
Geomean 1.84E-08 | 24522.0 | 32.1 | 1.74E-08 | 0.95 25555.2 1.04 3.68 | 0.11

Table 6.2 shows the overall experimental post-routing results comparing the singularity

placer to the original unmodified VPR. Column one shows the name of the benchmarks.
Columns 2-4 show the VPR critical path delays(CPD), total wirelengths(WL), and place-

ment run-times(RT) for each benchmark, respectively. Column 5 shows the singularity

placer CPD and Column 6 shows the singularity placer CPD results normalized to the
VPR CPD results, which have been termed rCPD. Similarly, Columns 7-8 show the WL
and rWL, and Columns 9-10 show RT and rRT for the Singularity placer. The last row

shows the geomean value of the columns. I have used geomean in this thesis because ge-

omean reduces the effect of outliers in the results. As these placer algorithms are based on
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heuristics, using random seeds can generate singular outliers from “bad decision making”
that should not be equally weighted against the “normal” results.

Data analysis of the table shows that on average, the run-time of the singularity place-
ment is 30x faster than original VPR with the same critical path delay value. However,
singularity placement has 12% degradation on total wirelength compare to original unmod-
ified VPR. These same experiments have been repeated with fast VPR. Table 6.3 shows
the post-routing results for the singularity placer and fast VPR. The structure of the table
is exactly the same as Table 6.2. The results show that run-time of the singularity place-
ment is 3x faster than fast VPR with the same critical path and 7% degradation in total
wirelength.

Additional experiments considered allowing increased critical path delays and increased
total wirelength degradation to analyze the potential for additional run-time improvement.
In this experiment, the inner_num was increased till the average degradation of the crit-
ical path delay and total wirelength reached a maximum of 5%. The inner_ num in this
experiment is 0.9. Table 6.4 shows the post-routing results for the singularity placer with
the inner_num = 0.9 and VPR for this experiment. The structure of the table is ex-
actly the same as Table 6.2. The results showed that the average flow gains 9x run-time
improvement, while increasing the total wirelength by less than 5%.

The results show that quality (critical path delay and total wirelength) can be sacrificed
to gain significant run-time improvement. Although this approach is not suitable for FPGA-
based applications that need to achieve the highest operating frequency, there are many
applications for which designers are willing to trade quality (critical path delay and total
wirelength) for a reduction in the CAD tool run-time. For example, users in prototyping
fields may have excess FPGA capacity available so it is justifiable (acceptable) to lose
quality (critical path delay and total wirelength) to gain compile run-time. Furthermore,
as software programmers are now trying to use FPGAs for custom acceleration through
high-level synthesis flows, fast compile run-times are a more important feature, than the
fastest operating frequency. They are also extremely likely to use Agile and modular design
flows.

As previously discussed, the analysis to create these post-placement multi-block clusters
runs offline from the actual design flow so that the time necessary to generate them is
hidden from the user. In an incremental process, the user starts the analysis on the last
successful design phase in the modular design flow and it completes while the user designs
the next phase/module to be added to the design. By completing this analysis off-line on
the previous design phase, it is in-between the designers CAD tool runs, reducing their

CAD-tool run-time experience despite the overhead.
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6.3 Conclusion

This Chapter compared the placement results created by the different clustering methods de-
scribed in Chapter 4: affinity clustering, connectivity-graph clustering, and post-placement
clustering. The High-level structure multi-blocks were not considered because the High-level
structure method could not capture all of the high-level information to create meaningful
multi-blocks. The following summarizes the placement run-time, estimated critical path

and estimated wirelength results of each multi-block clustering approach:

e Placement results from the singularity placer using affinl and affin2 multi-blocks con-
firm that affin2 generally has better estimated critical paths and wirelengths for their
placements as concluded in Chapter 4 and, on average, has a lower placement run-

time.

e Placement results from the singularity placer using the connectivity-graph multi-
blocks generated with the minimal connection values of ( 2, 4, 6, 8, and 10) show
that multi-blocks with a minimal connection=6 generated better results considering
overall placement run-time, estimated critical path, and wirelength for these bench-

marks.

e Placement results from the singularity placer using the post-placement multi-blocks
generated with the minimal_distance values of ( 2, 4, 6, 8, and 10) show that place-
ment run-time increases by increasing minimal__distance value. The results also show
that on average estimated critical path does not change with changing the mini-
mal__distance value. The multi-blocks generated with minimal_connection=4 show

better results considering overall placement run-time and placement quality.

The results of the singularity placer flow using post-placement multi-blocks with a min-
imal_distance of 4 are also compared with VPR after routing. This experiment shows
that the proposed singularity placer can achieve 30x speed up, with an average increase of
12% in wirelength while maintaining the same critical path delay on average as the original
unmodified VPR. As such, run-time improvements have been achieved at the expense of

wirelength quality.
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Chapter 7

Conclusions and Future Work

This thesis investigates how to improve FPGA placement run-time by leveraging design
specific multi-blocks followed by a two-phase placement method. The following summarizes

the contributions of this thesis:

e This thesis investigated how affinity clustering can automatically discover multi-blocks
within a design that could be candidates for partitioning a design. Three different
ways of defining similarities between circuit structures are introduced that are then
used as the basis for multi-block clustering algorithms. Each version considers different
similarity factors: common connections (affinl), connectivity and number of common

paths (affin2), and timing estimates (affin3). This work was published in [24].

e A new graph-based clustering method to create multi-blocks is proposed. In this
method, fully connected subgraphs are extracted using the disconnected max-clique
algorithm. To create the graph used as the input of disconnected max-clique algo-

rithm, two approaches are analyzed:

— Pre-placement Approach: Netlist information is used to create a connectivity-
graph. In this approach, the connection(s) between blocks are measured by the
number of the shared net connections. The minimal_connection parameter is

used to create different connectivity-graphs.

— Post-placement Approach: Placement information is used to create a proximity-
graph. In this approach, the closeness between blocks is measured by their man-
hattan distance. The Minimal distance parameter is used to create different

prozimity-graphs and multi-blocks. This approach was published in [25].

e This thesis proposed a method to create multi-blocks using high-level design structures
(i.e. modules, always, and if statements) by using a modified version of ABC and Odin
IT. Unfortunately the modified ABC algorithm was not able to recover all the high-level
name tags that were added to the Odin II blif output because optimization and LUT
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mapping steps in ABC generates higher number of untagged nodes for some structures.
As these name tags are the basis of the high-level structure clustering algorithm used
to create multi-blocks, the proposed high-level clustering method could not capture
all of the high-level information to create meaningful multi-blocks (specifically for

“always” and “if” structures). This work was published in [26].

e A multi-block analyzer to study the characteristics of the multi-blocks is introduced
in this thesis. The analyzer examines several multi-block characteristics, focusing
on the number of placeable-objects, routing pins, nets, and sizes of the multi-blocks.
In this thesis, the characteristics of the multi-blocks created by different clustering
methods such as high-level structure clustering, affinity clustering, connectivity-graph

clustering, and post-placement clustering are investigated.

e A two-phase placement approach (singularity placement) that is able to place multi-
blocks using SA is implemented and evaluated. The singularity placer is used to place
multi-blocks generated by affinity clustering algorithm and graph-based clustering al-
gorithms. Results of the singularity placer using post-placement multi-blocks with
minimal__distance=4 have been compared to both the default VPR and fast VPR.
The results of the experiment over 12 benchmarks show that on average the singularity
placement run-time is 30x faster than default VPR without losing critical path qual-
ity. However, the wirelength quality of the default VPR outperforms the singularity
placement by 12%.

7.1 Future Work

The presented research could be expanded in a number of directions in the future. In this
section, a few directions that are interesting to pursue are highlighted.

High-Level Structure Clustering: This thesis has examined how high-level structure
information could be used to create multi-blocks. However, the challenge is that the logic
synthesis process destroys the original naming connections used in the HDL, so an updated
version of ABC was used in this thesis to include support for maintaining the majority
of code-level naming. This work can be extended by looking into other methods to keep
all design-level information throughout the entire CAD flow. This information can have
interesting data for high-level structure clustering and focusing on HDL as a clustering
parameter throughout technology mapping, packing and clustering steps.

Affinity Clustering: Affinity clustering was used to create multi-blocks based on
the behaviour of the design. Future work includes investigating new possible similarity
factors that may result in coarse-grained structures with better locality on a SA placement
and comparing affinity to global clustering/partitioning algorithms such as iRAC [62] and
hMETIS [36]. Finding heuristic methods to decrease the run-time of affinity clustering is
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another potential direction for future work to improve this algorithm as its complexity and
run-time are high.

Connectivity-graph Clustering: Pre-placement data has been examined to create
multi-blocks using a graph-based approach. One future approach would be analyzing this
data and using this information during the packing step and investigating its effects on
the final placement. Another interesting research question would be analyzing these multi-
blocks to detect false positives and outliers to improve the quality of the multi-blocks.

Post-placement Clustering: SA post-placement information has been analyzed to
create multi-blocks. One interesting question for future work would be to study the impact
of other types of placement algorithms or a mix of placement algorithms on the results
of such an analysis. Another approach would be to further analyze the characteristics
of blocks that are encapsulated in multi-blocks. For example, an investigation into what
percentage of the blocks in multi-blocks belong to a critical path or near critical paths
could be valuable. Moreover, additional investigations can be performed with the objective
of determining the optimal values for the parameters presented in this thesis (i.e. num-run,
recurrence, and minimal_distance). A final interesting approach would be to use machine
learning to analyze the multi-blocks. This method could be useful to generate more accurate
multi-blocks based on different applications.

Singularity Placer: The singularity placer is introduced for {find-grained block, multi-
block} placement. The current flow is not able to support larger benchmarks. Since the
development of the singularity placer flow in this thesis, VTR [43] was released. The current
flow can be ported over to use VIR, which enables the flow to run larger benchmarks, as
well as benchmarks with embedded blocks, in future. One possible improvement for the
singularity placer is to improve the timing information during Phasel. Also, it would be
interesting to explore quality (wirelength and critical path delay) versus run-time in the
singularity placer using parallelism through cloud computing as presented in [35]. The
parameters that can be explored are the effects of different multi-blocks and singularity

loop changes.
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