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Abstract

Human action categories exhibit significant intra-class variation. Changes in viewpoint, hu-
man appearance, and the temporal evolution of an action confound recognition algorithms.
In order to address this, we present an approach to discover action primitives, sub-categories
of action classes, that allow us to model this intra-class variation. We learn action primitives
and their interrelations in a multi-level spatio-temporal model for action recognition. Action
primitives are discovered via a data-driven clustering approach that focuses on repeatable,
discriminative sub-categories. Higher-level interactions between action primitives and the
actions of a set of people present in a scene are learned. Empirical results demonstrate that
these action primitives can be effectively localized, and using them to model action classes
improves action recognition performance on challenging datasets.
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Chapter 1

Introduction

We are much more capable of capturing visual information than ever before. The cameras
and video cameras today make it extremely easy to record visual data of high resolution.
Social networks and forums encourage us to upload our satisfying shots and enjoy the “like”
and comments from all over the world. Surveillance video cameras take the responsibility to
monitor places where emergencies would occur and videos are kept as important evidence.
Despite our capability to store visual data, we are in desperate need of technology to help
us analyze such data. We can hardly afford human labors to search a tiny pattern within
millions of images or find abnormal events lasting several seconds hidden in thousands of
hours of video.

Computer vision aims to analyze visual data automatically such as object recognition
and event understanding, an example of which will be addressed in this thesis. By “under-
standing” we refer to a procedure that takes the input of some lower level result and predict
higher level information through inferrence. For example, when we watch the Olympic
Games for the first time, it’s possible that we can not name most of sports. We may have
already known basketball, swimming or tennis, but there are also judo, fencing, archery
and many more. However, through watching those games, we learn to associate the names
with the sports. It may be the instrument used, the cloth of athletes, the number of players
and the typical poses of athletes during the game. We reason about all these clues subcon-
sciously so that we can name those sports the next time we see them. To enable a machine
to do the same, we prepare data for all the event labels we wish it could recognize. We
extract features representing appearance and motion and design the algorithm to associate
labels with these clues. Though the problem of understanding events in the video is still
left wide open in the field, many other tools are sharpened by previous works to handle
lower level vision problems well. With the help of them, we can explore event understanding
problem which will play important roles in the future.

In recent years, the understanding of complex video events has drawn increased interest
in the computer vision community. A complex video event usually involves multiple inter-
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Figure 1.1: A multi-level video event representation. In the left we show a sample video
frame and the goal is to decide whether it is a fall scene or not. We found several actions
(e.g. squatting, falling, standing, etc), and each action is recognized using fine-grained ac-
tion primitives as shown in the yellow rectangles (e.g. squat facing right, stand to push
wheelchair, etc). We jointly model the action primitives, actions and event, while consid-
ering the spatio-temporal interactions between action primitives. The model for describing
the video frame is illustrated in the right side.

related people and contains rich spatio-temporal structures at various granularities. Fig. 1.1
shows an example video event in a long-term care facility. In terms of understanding this
type of event, there is a variety of questions one can ask: Is there a fall in the scene? Where
is the fallen person? When and how did the person fall? Are there any people coming
to help? These potential queries often involve multiple levels of detail ranging from the
overarching event to the details of individuals (where, when and how).

In this thesis, we develop a novel framework for a complete understanding of video
events, including: event classification (e.g. fall in nursing home), action recognition and
localization (e.g. standing, squatting), fine-grained action primitive discovery (e.g. pushing
a wheelchair, squatting and facing right) where “fine-grained” means we divide original
categories into smaller subcategories of less intra-class appearance variation, and spatio-
temporal structure extraction (e.g. squatting beside a person who just fell a few seconds
ago).

Understanding complex video events is an extremely challenging problem. It shares
all of the difficulties of person detection and action recognition, in addition to significant
difficulties unique to event classification. The use of hierarchical models integrating multiple
semantics such as actions and/or social roles has been shown to boost event classification
performance in realistic videos [27, 25, 8, 2, 34]. Despite these successes, there are two
important issues not well addressed – localizing the actions and interpreting their fine-
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grained appearance. The former, usually achieved by generic person detectors (e.g. [12]),
brings considerable input noise to the higher-level models, while the latter prevents a deeper
level event understanding. We address these problems by modeling action primitives, which
contain fine-grained information that can not be captured by the basic action categories.

Traditional human detectors are known to have difficulties in capturing the wide range
of appearance of human actions in realistic, unconstrained videos. In this thesis, we argue
that the fine-grained action primitives are key to resolving appearance variations within
the action categories. Considering the difficulties in obtaining such labelings, we advo-
cate a weakly supervised setting where the action categories are provided in training, and
the action primitives are automatically discovered from the training data. We propose a
discriminative spatio-temporal clustering algorithm to discover the action primitives. The
action primitives are then treated as mixture components in a latent SVM framework, and
refined during learning. Our method detects possibly multiple person instances in each
video frame and generates detailed fine-grained action primitives for each instance.

Further, the action primitives naturally contain a rich set of spatial-temporal relations.
For example, as shown in Fig. 1.1, the action primitives: “losing balance”, “lying on the
floor” and “pushing wheelchair” are in strict temporal ordering and form typical spatial
patterns. These spatio-temporal relations are important to distinguish between different
events, such as fall and non-fall. Our model captures these relations, and allows flexible
inference of different levels of semantics and their dependencies in a video.

1.1 Contribution

The work presented in this thesis is the collaboration of Tian Lan, Lei Chen, Zhiwei Deng,
Guang-tong Zhou and Greg Mori that were published in a paper [23]. My contribution in
this work is on modifying the event model, enabling it to reason about current event from
detection of previous and later frames and carrying out corresponding experiments on the
nursing home dataset.

3



Chapter 2

Previous Work

The literature on human activity recognition is extensive, and covers a large number of
aspects of the problem. A comprehensive review of the field was done by Turaga et al. [44].
In this chapter we review a selection of closely related research, focusing on spatial and
temporal representations and action category learning.

2.1 Representations for Individuals

A variety of approaches have been developed for representing the action of an individual.
An early exploration of local features comes from Schuldt et al. [38] which aims to find
local interest points indicating occurrences of motion. The interest points are defined to
maximize a function of image sequence convolved by a Gaussian kernel. When the interest
points are determined, the local feature is composed of different orders of partial derivative
to (x, y, t) of the previous convolution. These local features are clustered to build a code
book and finally a histogram representation of all features are computed based on the code
book. Such a procedure is known as bag-of-words representation and plays an important
role in Computer Vision. Kovashka and Grauman [21] explore higher orders of bag-of-words
representation by building a hierarchy of vocabulary. They define the conventional code
book as level-0 vocabulary, then for each interest point, they find nearest neighbors accord-
ing to spatial and temporal distance and form a neighborhood representation accordingly.
These representations are clustered to build level-1 vocabulary. Such a procedure can be
repeated to obtain higher order bag-of-words representation.

The “poselet” is first introduced by Bourdev and Malik [6] as a novel definition of a
part of an object to overcome the difficulties brought by traditional parts defined in an
anatomical sense. Based on a dataset with annotations of regions and key points, patches
with similar configurations of key points are clustered as poselets. Bourdev et al. [5] train
a classifier for each poselet found, apply them on images and record locations of high
activation. Since these activations may belong to different people, they are further merged
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Figure 2.1: ©2010 IEEE. Exmaples of deformable part model taken from [12] two views
of bicycles each owns a mixture component including root template and deformable parts
templates.

based on the assumption that two consistent poselets should have similar predictions of a
key point. Thus each individual can be represented by his own poselet activations.

Parameters of a classifier itself can also be seen as a kind of representation, one example
is the exemplar-SVM by Malisiewicz et al. [29]. The idea is to train a linear SVM for
each training example instead of a collection of them. The weight vector obtained can be
seen as a representation for the training example. Jain et al. [16] take SVM parameters of
discriminative spatio-temporal patches as the representation. To obtain a small number of
patches from a huge amount of candidates, two stages of pruning are performed. In the
first stage, candidates whose nearest neighbours fall mostly into the same action class are
kept. In the second stage, exemplar-SVMs are trained on remaining candidates and scored
according to consistency, which is the sum of top 10 detection scores from validation set,
and purity, which is the ratio of retrieved patches of the same class to that of different class.

Another template representation besides exemplar-SVM is deformable part model pro-
posed by Felzenszwalb et al. [12]. DPM represents a object with a root model to capture the
coarse entity and several deformable part models to capture details of key parts like arms
and legs of humans or wheels of bicycles. The deformable parts are automatically discov-
ered from data rather than defined beforehand. Deformable means that the relative spatio
relation between a part model and root model is flexible which is helpful in handling minor
pose variation. To further tackle large pose variation, the representation of an object class
consists of several mixture components. Each of these mixture components corresponds to

5



Figure 2.2: ©2011 IEEE. Taken from [45] this figure depicts the procedure of extracting
dense trajectory features from multiple spatial scale using three different descriptor.

certain appearance and configuration of the root model and deformable parts. Since the
original DPM is proposed for static images, Tian et al. extends it in [42] from 2D images
to 3D spatio-temporal volumes. Both root and deformable parts are based on HOG3D
features extracted from corresponding spatio-temporal volumes, modeling the changes in
spatio-temporal positions of body parts throughout a sequence.

In [45] Wang et al. take more advantage of the spatio-temporal data to represent human
actions in video using dense trajectories. For multiple spatial scales, feature points are
sampled on a dense grid and each point is tracked to the next frame by median filtering
in a dense optical flow field, the length of trajectories are fixed to avoid drifting. The
descriptors are computed as follows. The spatio-temporal volumes of a feature point and its
neighbouring is divided into many small volumes. Three descriptors are computed on such
volumes: histogram of oriented gradients for static appearance information, histograms of
optical flow for local motion information and motion boundary histogram for relative motion
between pixels. Raptis et al. [35] build upon this direction. After obtaining dense trajectory
descriptors on the dense grid, a metric is used to measure the spatial distance and difference
in velocity of two trajectories. The distances are further converted into affinity to cluster
trajectories into many parts. The assignment of part labels are done by inference on a
markov random field with these clusters as nodes. Thus the low level trajectory descriptors
are merged into mid-level part descriptors.

Deep learning, or specifically convolutional neural network is the most popular represen-
tation method in the field of computer vision nowadays. However, much of the main frame
work has long been established. One example is the work [28] where LeCun et al. adopt the
convolutional structure in neural network to recognize documents. However, it has been
silent until 2012 when Krizhevsky et al. [22] use a similar structure achieving a huge success
in the ILSVRC. One widely accepted assumption for its resurrection is the rapidly growing
size of modern dataset (the model in [22] is trained on 1.2 million training images from 1000
categories) to keep a model with so many parameters (60 million parameters in [22]) from
overfitting. Another important reason is the advance of modern GPU since parallelization
greatly speeds up the training of CNN. To briefly summarize the network structure, an input
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Figure 2.3: Two different spatio-temporal structure of convolutional neural net work. ©2011
IEEE. The top one is reproduced from [17] depicting structures proposed to handle se-
quences of frames. The bottom one is taken from [40] explaining how a video is decomposed
into two streams bearing appearance and motion information respectively.

image is first convolved with a set of filters, the filtered results are then sent to a non-linear
function such as the non-linear rectifier. After that, a spatial max pooling is performed and
finally comes the local normalizations. The obtained feature map is processed in the same
procedure repeatedly for five times and three fully connected inner product layers are at
the end of the structure. Parameters to be tuned include convolutional filters and weights
of fully connected layers.

Many of related works use the output from one of three fully connected layers as the
feature representation and such mere update of representation boosts the performance of
tasks in the field of object recognition and detection significantly. Such success gives rise
to efforts to extend such structure to handle spatio-temporal data. Karpathy et al. [17]
explore several possible extensions, including early fusion, which enables the first filter
layer to handle a sequence of images instead of one, late fusion, which processes two images
separately and then merge the two streams in the first fully connected layer and slow fusion,
which is a balanced mix between the previous two approaches that slowly fuses streams from
overlapped sequences along the feed forward network such that later layers have access to
wider range of data. Simonyan and Zisserman [40] decompose the spatio-temporal data
into two streams. One is the static frame describing the appearance and the other is optical
flow from a sequence of frames describing the motion. The second stream is constructed

7



Figure 2.4: ©2012 IEEE. On the left is a figure from [41],extending hidden markov model by
introducing duration as extra latent variable. On the right is the figure from [2] depicting
the hierarchy from part of individual to group activity encoded compactly with AND-OR
graph.

as a stack of displacement vectors for each point in the optical flow field on the dense grid.
Two independent CNNs are built upon these two streams respectively giving their own
predictions.

2.2 Spatio-Temporal Structure in Action Recognition

In our work we discover action primitives and model their spatio-temporal relations. Tem-
poral modeling of human actions in terms of lower-level primitives has a long history in
computer vision research. An intuitive way to analyze the spatio-temporal data would be
performing certain decomposition and analyzing components. Bobick and Wilson [4] mod-
els the trajectories of gestures as sequences of fuzzy states. To define the fuzzy states, they
cluster the vectors defining the prototype curve obtained by removing the time axis from
captured data. The distance measure on these vectors is a weighted sum of the Euclidean
distance between their bases and a measure of the difference in directions.

Yamato et al. [46] are pioneers to introduce hidden markov model in the field of computer
vision. A HMM models the process of certain complicated event as a markov chain with
many states. These states represent some basic motions. The state changes or remains the
same along the chain so that basic motions make up a complicated story line. The name
“hidden” comes from the fact that we know only the observation at a given time rather
than the ground truth of its state. This indicates that the learning of HMM should include
two parts, transition probability from state to state and probability that certain state

8



Figure 2.5: ©2014 IEEE. Figure taken from [32], showing the procedure to parse the video
into clips of basic actions automatically according to the preset grammar.

is activated given current observation. Bregler [7] proposes a model with more complex
hierarchy. Pixels are clustered into blob hypotheses of possible parts according to color,
gradient and texture. Blobs are put into dynamical categories representing basic motion
like “leg has ground support”. These dynamical systems become states in the HMM for
example a walking action is a markov chain whose state flips between lower level dynamics
of “leg has ground support” and “leg has no ground support”.

One drawback of HMM is that it implies a geometric distribution on the duration time
within a state which results when a state continuously transits back to itself. Tang et al.
[41] work on overcoming such difficulties by introducing one more hidden variable besides
state which is the duration of a state. Three potentials are defined over such graphical
model. The first potential measures appearance similarity between observations and states
during a temporal segment. The second potential scores transitioning of states. The third
potential measures an assigned duration when entering a new state.

Moore and Essa [31] tried to use stochastic grammars to represent components of actions.
An example they use in the paper is the blackjack card game. Detectors provide detection
of hands, cards and betting chips as well as corresponding motions. Articles, owners and
their motions are symbolized into a string. Such symbol string is parsed by Earley-Stolcke
algorithm to generate its corresponding stochastic context-free grammar. With such gram-
mar, the event is decomposed in a much more semantically meaningful way and the learnt
grammar is in turn helpful to detecting such events. Pirsiavash and Ramanan [32] shared
the idea of learning context-free grammar from videos. The grammar they use is relatively
simple which decomposes the whole action into several subactions plus a background termi-
nal. Since neither the decomposition of actions nor the subaction detectors are known, the
whole system is trained on an iterative way just like other latent SVM problems between
the two steps, parse the video given subaction models and learn the weights for subaction
models given a parsing. The scoring function consists of three parts, appearance similarity
between a parse segment and its assigned subaction label, probability of duration of a parse
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segment and finally a bias that favors certain parse rules over others. All parameters of the
scoring functions are learnt from the approach above.

Larger-scale structures, relating the actions of all the individuals in a scene, have been
studied previously. Medioni et al. [30] decompose the scenario hierarchically. A multi-state
scenario is divided into single-state sub-scenarios. And these sub-scenarios are defined by a
combination of actions that can be defined from attributes obtained by detections of source
and reference object. For example “the car avoids the checkpoint” is a multi-state scenario
that can be decomposed into “the car goes toward the checkpoint”, “the car stops before
the checkpoint” and “the car goes away from the checkpoint”. Each of the sub-scenarios
can be detected by checking attributes like the distance from car to checkpoint and speed
of car. These attributes can be easily computed given detection of source object like “car”
and reference object like “checkpoint”.

A recent body of work has developed related techniques, trying to infer interactions in
video sequences and model arrangements of groups of people. Lan et al. [27, 25] examine
latent interaction models at levels of individual actions, social roles and group activities.
The formulation of models in the two papers are similar. A scoring function examines
the event in a hierarchical way including the consistency of a person’s appearance and its
action, the consistency of single person’s action and event, the consistency of two persons’
action plus their spatio relations under an event and the global consistency between the
event and the image. There could be deeper hierarchy based on the specific application
for example adding social-role layer between action and event when analyzing team sports.
Choi et al. [8] unify the problem of inferring activities with tracking individuals. The
activity classification is modeled as an inference on a graphical model with potentials like
interactions of people under collective activity, transition of collective activity, transitions
of interactions and interactions given appearance of targets. On the other hand, tracking is
based on associating tracklets. To unify the two tasks, the invariance of interactions becomes
a constrain when associating tracklets and the two optimization problems are combined and
solved using iterative belief propagation.

Amer et al. [2] develop a model for multi-scale activity analysis. The hierarchy is
modeled using a AND-OR graph of three levels with group activity on the highest level,
primitive actions at middle level and objects including body parts and tools at lowest level.
With such compact representation, detection is composed of three processes on different
scales: detecting activity directly from video features, bottom-up binding of parts of the
activity and prediction of activity from context. An explore-exploit strategy is specified for
such cost-sensitive inference. Ramanathan et al. [34] learn social roles from weakly labeled
data in complex Internet videos. They adopt the CRF framework like many works listed
here but with richer description. For the unary potential the spatio-temporal feature is
used to capture the moving of a person, the social feature is introduced to represent gender
and clothing. For the pairwise potential, proxemic interaction feature is adopted to provide
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Figure 2.6: This is figure is from [33], SVM trained on whole videos is applied on their
segments delimited according to change points. Scores of SVM gives a summary about the
precise occuring time of certain action.

relation between roles in an event such as the touch-code between a “parent” and “birthday
child”.

2.3 Action Localization

Localizing an action in space and time is likely a crucial step in order to reason about
group activities. Methods that perform explicit spatio-temporal localization include Ke
et al. [18] which develop segmentation-based features for detecting actions in videos with
complex, moving background clutter. In their method, a video is first segmented into regions
in space-time using mean-shift with metrics on location and color. With obtained over-
segmented volumes, the base model tries to find the volumes whose combination is most
similar to a given volume template. To complement the shape information, a matching
based on optical flow is added to the detection procedure. To handle situations resulted
from limited templates and variational actions, the templates are decomposed into parts
and the localization is done by matching template parts and their configuration.

Klaser et al. [20] localize the actions from tracks. For each frame in the video, a detector
is trained to find upper body and the detection results are associated into tracks. To con-
struct continuous tracks, interpolation and smoothing are performed over current tracking
results. To further prune the tracks to be checked by later steps, each track is vectorized by
some statistics of track attribute such as track length and upper body SVM detection score.
Then an SVM is trained on this combined feature to classify the tracks. The remaining
tracks are represented by a HOG-Track descriptor dividing the track segment into cells. A
linear SVM and a RBF SVM are trained and sliding window scheme is adopted to finally
localize the actions temporally.
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Lan et al. [26] reason about track as a latent variable. Furthermore, they introduce
another latent variable to indicate discriminative patches within a bounding box. Unary
potential for a single frame concentrates on detection of actions by reasoning about ap-
pearance from bounding boxes and discriminative patches. Pairwise potential focuses on
the consistency of attribute between neighbouring frames such that the change of bounding
boxes and discriminative patches is smooth. A combination of the two potentials unifies
the problem of action localization and tracking.

Tran and Yuan [43] phrase localization as a regression problem. Denoting a path of
action by the sequence of corresponding bounding box coordinates, they learn a structured
output model which maximizes the score of ground-truth path on the training set and
produce human action bounding boxes in videos.

As mentioned above, Tian et al. [42] develop deformable part models which can localize
actions spatio-temporally. Potapov et al. [33] localize potential actions in a video to produce
a summarization of its content. The semantically consistent segments are delimited not only
by shot boundaries but also general change points. Given a frame-to-frame affinity matrix,
change points are computed by optimizing within-segment variation. Whole videos of a
category is used to train a binary SVM and an importance score map is generated on a
video by applying the SVM to its segments.

2.4 Sub-Category Recognition

A contribution of our work is developing an algorithm for discovering action primitives, sub-
categories of the original action classes. In the action recognition literature, this problem has
been largely unaddressed. Basic latent variable models have been used, typically modelling
aspect or appearance, such as the work of Yao and Fei-Fei [47]. For a given action, their
model allows multiple human poses. During training, the model with largest number of
mis-classified images is found and its training images are clustered into two sub-classes
on which two separate models are trained. Repeat of such procedure results in several
sub-classes for each activity. Kitani et al. [19] use a probabilistic latent variable model for
discovering action categories. A local feature representation is used, latent action categories
are learned over spatial and temporal low-level features. Hoai and Zisserman [15] develop
a discriminative approach for sub-category discovery. Under latent cluster labels in the
dataset, the separation between one cluster and the rest can be measured using the SVM
objective which is the margin between them. To handle the situation of multi-label, a
weighted sum of such objectives is adopted to measure total separability and the weight is
chosen as the portion of instances in each latent cluster. This is different from max margin
clustering which weight such objectives equally. Solving optimization with such objective
gives assignment of sub-category labels and its difference in formulation from max margin
clustering enables it to avoid degeneracy.
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Figure 2.7: ©2013 IEEE. The figure taken from [24] gives examples on some common object
categories and their subcategories. Category tend to have large intra-class variation but
discovered subcategories successfully cluster instances of different viewpoints.

In the object recognition community, there exists related work on modeling objects
and their sucategories, for instance the work of Lan et al. [24]. An exemplar SVM is
trained for each exemplar and the distance among examplars are computed by firing such
exemplar SVMs over the training sets and examine overlaps of top detections. With such
distance measure, affinity propagation [13] is used to cluster instances under each category
into subcategories. Besides its helpfulness in object detection, the subcategory model is
also useful to define more detailed relation and configuration when the co-exsistence of
two sub-categories are much more remarkable than that of two categories. Gu and Ren
[14] attribute the variance in the category to the viewpoint. To discover the latent discrete
viewpoint label, they measure the distance of examples through HOG descriptors and aspect
ratios and cluster the exmaples using normalized cut clustering. They also try to estimate
the continuous viewpoint angle valuebased on the discrete
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Chapter 3

Action Primitive Based Action
Localization

Given a set of training videos with annotations of basic-level action categories and bounding
boxes in each frame, our goal is to discover the action primitives and learn action detectors.
Our approach is inspired by the recent success of subcategory based object detection [24,
14, 3]. A standard pipeline of this line of work is to first partition the examples of an object
category into different subcategories and then learn a multi-component object detector as
a mixture of subcategory models. The multi-component object models can handle the
intra-class variations and thus improve the object detection performance.

We adapt the multi-component object detectors to the video domain and learn multi-
component action detectors. Different from static images, actions in the same video tend
to have large correlations, especially when they are temporally close to each other. We
propose a novel hierarchical discriminative clustering scheme, to discover action primitives
from videos. These action primitives are treated as mixture components in the object model,
and further refined during learning. An overview of our approach is illustrated in Fig. 3.1.

Now we introduce the discriminative action clustering algorithm. The algorithm starts
by clustering examples in each individual video and then gradually merges consistent clus-
ters from multiple videos. Next, we present each layer in detail.

3.1 First Layer: Intra-Video Clustering

The first layer finds highly homogeneous action clusters for each video independently, and
we call these small clusters “atomic cluster” because we dont’t want to break them apart
and they serve as the basic unit in later clustering stage. Action examples in a video natu-
rally form into multiple spatio-temporal clusters: examples within a small spatio-temporal
volume tend to be consistent in appearance. Based on this intuition, we define the similarity
between examples as an integration of appearance, spatial and temporal cues.
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Figure 3.1: A general pipeline of our action primitive based action localization model.
Details are described in the text.

For the appearance similarity, we use a recently proposed exemplar-SVM based met-
ric [24]. An exemplar SVM detector is trained for each positive example, and negative
examples are randomly sampled from all video frames excluding the regions correspond to
person. We use HOG as the feature descriptor. For each example, we run the detector on
all other examples of the same action class in the video. We consider the top K scoring
detections. The appearance similarity between a pair of examples i and j is defined as
d(i, j) = s(Ii, Ij), where Ii denotes the indices of the examples which are selected as the top
K firings by the detector i. s measures how many times the detectors i and j are fired on
the same window.

For the spatial similarity, we use the Euclidean distance between a pair of examples.
The temporal similarity is defined as the number of frames between a pair of examples. We
integrate these three similarities into the Medoid Shift clustering framework [39].

Fig. 3.2 (a) shows a visualization of several example clusters. Note that, due to our
strategy of discriminative clustering and incorporating spatio-temporal relations between
examples, most of the examples in the same cluster correspond to the same person in
neighboring frames and are highly consistent in appearance.

3.2 Second Layer: Inter-Video Clustering

We have obtained a large collection of atomic clusters, where each cluster contains highly
consistent examples from the same video. The next step is to merge consistent atomic
clusters from different videos. This step also relies on the same discriminative clustering
scheme.

We train a linear SVM for each atomic cluster, where we use all examples in the atomic
cluster as positive examples, and negative examples are randomly sampled from all video
frames excluding the regions corresponding to a person. Similar to the intra-video clustering
scheme, we run the detectors on all other examples of the same action class. Then we
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compute the affinity matrix, where the (i, j) entry of the matrix denotes the appearance
similarity d(i, j) (defined in the previous section) between atomic clusters i and j.

In this layer, we only use appearance cues to measure the similarity between pairs of
atomic clusters. Once we have the affinity matrix, we do another level of clustering via the
standard affinity propagation [13]. In this way, consistent atomic clusters from different
videos are merged into one cluster. These clusters are used as our initial set of action
primitives. Visualizations of example clusters in the second layer are shown in Fig. 3.2 (b).

3.3 Third Layer: Action Detector Training

Given an initial set of action primitives obtained from the previous section, we iteratively
learn the action detectors and prune the set of weak action primitives.

Object detector training: We learn a multi-component object model based on DPM [12].
The main difference from the standard DPM is that the mixture components are not initial-
ized according to the examples’ aspect ratios, but using the action primitives discovered in
the last section. We have shown that the proposed discriminative clustering algorithm can
well partition the examples of the same action class into multiple highly consistent clusters
(action primitives). Due to the non-convex nature of latent SVM, the strong initialization
is a key step of learning a good detector. We treat the mixture components as latent vari-
ables and allow them to refine during training. The output of the learning algorithm is a
collection of action primitive templates.

Action primitive pruning: There is no guarantee that all of the action primitive tem-
plates are discriminative. Weak templates can potentially have negative effects on detection
results. We introduce a procedure to prune the templates that are not discriminative. We
quantify this criterion with the average precision measure. We compute a precision-recall
curve for each action primitive template; if its average precision is less than a threshold
(0.5), we remove it. We compute precision with all positive examples, and a subset of
500 negative examples. The surviving action primitives are again used to initialize the
multi-component action detector.

In our experiments, we used two iterations, as most good action primitives did not need
more to converge (i.e. stop changing). We select several sample detectors, and visualize the
high responding results in Fig. 3.2 (c).
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(a) First layer: intra-video clustering
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(b) Second layer: inter-video clustering
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Figure 3.2: Sample clusters in each layer. The first layer clusters actions within the same
video. The second layer clusters actions in between videos. Finally, the third learns strong
action detectors for further processing. Please refer to the text for details.
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Chapter 4

Multi-Level Event Model

Our goal is to learn an event model that jointly considers persons’ actions and action
primitives, as well as the spatio-temporal interactions between them. We start with an
example (Fig. 1.1) that illustrates modeling a fall event in a nursing home surveillance
video. This scene includes a few actions like squat, fall and stand. Each action is fine-
grained, represented by a certain action primitive, e.g. squat facing right, fall and sit on the
floor, stand to push wheelchair, etc. We believe recognizing these actions helps to determine
the event label, since it is common to find persons squatting, falling, standing, or running
in a fall scene. Furthermore, the spatio-temporal interactions between these persons could
also provide valuable information. For example, “losing balance”, “falling on the floor”,
“squatting besides the fallen person” and “pushing wheelchair toward the fallen person”
are in strict temporal ordering and form typical spatial patterns. We explicitly formulate
spatio-temporal interactions in our model. Note that the interactions are between action
primitives, rather than basic action categories. This is to remove ambiguity in generic
actions – a fallen person sitting on the floor is likely interacting with a person standing to
push a wheelchair, instead of a person standing still. Using action primitives enables us to
discover these fine-grained cues for better video understanding.

To use our model in video recognition tasks, we employ the follow pipeline. During
training, we have labeled frames where the event labels and action labels are provided, and
we discover action primitives as described in Section 3. The frames are then represented by
the multi-level event model, which is further learned in a max-margin framework to recognize
events. During testing, we are given a test frame and we would like to decide the event
label. We run our action primitive detectors to obtain candidate person detections, and
reason about the event label from the detected actions, action primitives, spatio-temporal
interactions, as well as the learned event model. Next, in Section 4.1, we formulate our
multi-level event model. We then introduce the max-margin learning in Section 4.2.

18



4.1 Formulation

We first describe the multi-level labeling. Each video frame x is associated with an event
label y ∈ Y, where Y is the set of all possible event labels. Each person is associated with
two labels: basic level action and action primitive. We use H and Z to denote the sets of
all possible action and action primitive labels, respectively.

We encode three types of temporal information in our model: co-occurrence, before
and after. We say that an action co-occurs with a video frame if the action takes place
in the same temporal segment as that frame. Otherwise, the action is before or after the
video frame. In our experiments, we consider the actions detected on that video frame as
co-occurring. The before (or after) actions are those detected at most 20 sampled frames1

before (or after) the given frame. We ignore the actions further away when modeling the
current video frame. We denote a type of temporal information as t ∈ T , where t equals to
c, b and a representing co-occurrence, before and after, respectively.

To interpret x with the multi-level event representation, we find a candidate person xti
in each temporal segment t, and for each basic action category i ∈ H, where H is the set
of action labels. In our experiments, the candidate person xti is simply set as the highest
responding detection for action i in temporal segment t. However, we could easily extend
our model to perform latent search over a set of candidate detections. Note that xti is
also associated with an action primitive label zti ∈ Z with Z denotes all possible action
primitives.

We now define the score of interpreting a video frame x with the multi-level event
representation as:

Fθ(x, y) =
∑

i∈H,t∈T
αy,i,t · xti +

∑
i∈H,j∈H,t∈T

β>y,zt
i ,z

t
j ,t
· [xci , xtj , dtij ] (4.1)

where we use xti interchangeably to denote the feature extracted from the bounding box
of the person xti. In our model, we set xti as the scalar output of the action primitive
detector for computational efficiency. Besides, θ = [{α}, {β}] are the model parameters to
be learned in the max-margin framework. We describe in detail each component in Eq. 4.1
in the following.

Unary event-action potential αy,i,t · xti: This potential captures the compatibility
between the event of the frame and each action taking place in a given temporal segment.
αy,i,t is a scalar parameter that weights action i in temporal segment t for event y – high
weights indicate discriminative actions.

Pairwise action primitive potential β>
y,zt

i ,z
t
j ,t
· [xci , xtj , dtij ]: This potential captures

the compatibility between the event and pairs of action primitives. We fix the first person
xci to perform a co-occurring action since we target on modeling the current video frame.

1In the nursing home dataset, 20 sampled frames account for roughly 10 seconds.
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The second person xti could be in any temporal segment to interact with person xci . The
term dtij is a spatial feature computed based on the relative position and scale of person
xtj ’s bounding box w.r.t. person xci ’s bounding box. Note that dtij is with respect to the
second person’s temporal segment t, which could be co-occurrence, before or after. Details
of the spatial feature will be introduced in the following.

A straightforward way is to consider the interaction between every pair of action primi-
tives. However, the model will become intractable and including irrelevant interactions will
have negative effects on the event model. To handle this problem, we only consider a sparse
set of interactions, by removing action primitive pairs that are infrequent (fewer than ten
appearances) in the training data. For each selected action primitive pair, we follow [24] to
extract the spatial feature. We start by fitting a two component Gaussian mixture model
(GMM) to (the bounding boxes of) the pairs of action primitives. The GMM helps us to
model various scale and spatial aspects of the action primitive pair. Moreover, we can pro-
duce a hypothesis for a bounding box by conditioning the learned GMM on the bounding
box of a contextual person. We use the GMM output as the spatial feature. Formally, dtij
is the GMM score for person xtj ’s bounding box conditioned on person xci ’s bounding box,
where the GMM is trained for the action primitive pair (zci , ztj).

Note that this pairwise potential accounts for spatio-temporal interactions between ac-
tion primitives. The parameter βy,zt

i ,z
t
j ,t

identifies discriminative spatio-temporal interac-
tions by assigning high weights.

4.2 Learning

We now describe how to learn the multi-level event model for video event recognition.
Given a set of labeled training video frames {xi, yi}Ni=1, we would like to train the model
parameters θ that tend to produce the correct event label for a new test video frame. A
natural way of learning the model is to adopt the multi-class SVM formulation [9] as follows:

min
θ,ξ≥0

λ

2 ||θ||
2 +

N∑
i=1

ξi (4.2)

s.t. Fθ(xi, yi)− Fθ(xi, y) ≥ 1− ξi, ∀i, y 6= yi

where ξ = {ξi}Ni=1 are the slack variables to allow soft margin, and λ is a trade-off parameter.
The constraint enforces that scoring a video frame xi with the ground-truth label yi is
marginally larger than that with any other label y 6= yi.

The objective can be optimized using off-the-shelf solvers. In our experiments, we use a
cutting-plane based solver implemented by [10].
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Chapter 5

Experiments

The focus of our work is on analyzing structured human activities at multiple levels of detail,
including human actions and primitives, spatio-temporal relations, and over-arching scene
labels. In order to evaluate performance, we have collected and annotated a large set of
videos from a nursing home facility – un-choreographed activity that contains substantial
intra-class variation in action categories, and a natural setting to verify the efficacy of
modeling complex activity structures.

5.1 Video Event Recognition

In the following, we first introduce the details of the dataset and experimental settings and
then report the results.

Dataset: We use a dataset collected from a real-world nursing home surveillance
project. Videos were captured from fixed surveillance cameras mounted in a variety of
rooms of a nursing home, including dining rooms, living areas, and corridors. Typical ac-
tions include walking, standing, sitting, bending, squatting, and falling, while the scene-level
event includes fall and non-fall. See Fig. 5.1 for example frames from the dataset. Videos
are recorded at 640 by 480 pixels at 24 frames per second. In total, we have 125 video
clips, and each video clip contains a fall. We split the dataset by using 104 short video clips
for training (3 mins on average), and 21 relatively longer video clips for testing (8 mins on
average).

We annotated a subset (34769 frames) of all the frames in the training videos. Note that
in this type of surveillance footage, it is common that there are no persons (or only static
persons) appearing in the camera view over a relatively long period of time. Thus we skip
annotating these frames. Our annotations include bounding boxes around the true location
of the people in each frame (in the subset), action labels for each person, as well as the
per-frame event labels. We define six action classes: walking, standing, sitting, bending,
squatting, and falling, and two event classes: fall and non-fall. The number of training
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Figure 5.1: Nursing home dataset. Our dataset contains 125 video sequences with six
actions: walking, standing, sitting, bending, squatting, and falling. There are two event
labels including fall (shown in the first two rows) and non-fall (shown in the last row).
These video sequences are collected from a real-world nursing home surveillance project.

examples for the six actions are 12493, 18166, 20471, 7552, 1004, and 18749, respectively.
The testing set contains in total 2.75 hours of videos. In order to remove redundancy, we
sample 1 in every 10 frames for evaluation (equal to 23783 frames).

Baselines: We have designed four baselines to compare with our full model. The
first DPM baseline runs DPM based action detectors [12], and detects actions for each
video. The detection scores are then used in the unary model of Eq. 4.1, disregarding the
temporal term t. Note that this method shares a similar principle to Action Bank [37]. The
second baseline is the same as the first, but using the proposed action primitive detectors
instead. We combine the action primitive detectors with the unary model of Eq. 4.1,
which results in a hierarchical structured (event and actions) model. This is an example
of a standard structured model for action recognition. The third spatial baseline uses the
spatial information only by disregarding the other temporal segments (i.e. setting T = {c}).
Finally, the last temporal baseline considers only the temporal information by removing the
spatial feature dtij from our full model. Note that the spatial baseline, the temporal baseline,
and our full method learn with both the unary event-action potential and the pairwise action
primitive potential.

For a fair comparison, we use the same solver for learning all these methods. The
trade-off parameter λ in Eq. 4.2 is simply set as 1 for all experiments. The recognition
performance is measured by average precision (AP) of fall detection.

Results: The results are listed in Table 5.1. We first compare the two baselines us-
ing unary models only. The action primitive based baseline outperforms the DPM based
method. This validates the usage of our learned action primitives. Furthermore, adding the
pairwise model to the unary model improves the overall recognition performance. Specifi-
cally, our full model outperforms all other baseline methods including the temporal model
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Unary Unary+Pairwise
Model: DPM Primitive Spatial Temporal Full model

AP (in%): 62.5 66.1 68.1 68.4 68.6

Table 5.1: Video event recognition performance on the nursing home dataset.

Model: Action-ness DPM Ours
mAP (in%): 37.1 49.8 55.8

Table 5.2: Action localization performance on the UCF-Sports dataset. Action-ness stands
for the first baseline that runs on all the action bounding boxes, and DPM is the second
baseline that trains a DPM for each action class.

and the spatial model. This result verifies that the pairwise potentials capture useful spatio-
temporal information for recognizing video events. We have proposed a unified framework
that builds over low-level action primitives and mid-level actions to analyze high-level video
events. Intuitively, one can model spatio-temporal interactions among action primitives to
capture useful cues. The result shows that the unified framework can be effective on a
challenging dataset, and performs better than standard approaches using Action Bank-type
representations and other structured models.

Visualizations of our results are shown in Fig. 5.2, which shows that our model captures
spatio-temporal interactions between action primitives to reason about the event label. For
example, in Fig. 5.2 (a), the nurse in red stood to push the wheelchair when she saw the
fallen person, and then walked out to call for help. Another man in a black shirt stayed
right beside to help the fallen person by performing a series of actions (bending-squatting-
bending). These are obvious cues for a fall scene. Moreover, in the scene of Fig. 5.2 (b),
a nurse walked toward the fallen person, and then bent to help. Note that the actions
detected in the before and after segments compensate for the noisy detections in the video
frame, and together are used to interpret this as a “fall” scene. In Fig. 5.2 (d), we correctly
recognize this non-fall scene although there is a false detection of a falling action. This
is because this scene has no spatio-temporal interactions between bending, squatting and
falling that are commonly seen in fall scenes.

5.2 Action Localization

Higher-level modeling of structured human activities is aided by accurate action localiza-
tion. In order to verify the performance of our action primitives, we use them for action
localization on the popular UCF-Sports dataset [36].

Dataset: The UCF-Sports dataset consists of 150 broadcast videos from 10 action
classes ranging from diving, golf swinging, kicking, lifting, horse riding, running, skating,
swinging (on the pommel horse and on the floor), and swinging (at the high bar), to walking.
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We follow the training/testing split proposed in [26] and use 103 videos for training and 47
for test. We use the ground-truth bounding annotations provided in the training data.

Baseline: We compare our action primitive based action localization model with the
following baselines. The first baseline is an “action-ness” detector (c.f. [1]) that is simply
a DPM trained on all bounding boxes without considering the action class. The second
baseline executes a standard DPM detector for each action class. As for our model, we
follow the steps described in Section 3 to generate action primitives. After learning, an
average of 4 action primitives are discovered for each action class.

For performance evaluation, we run each compared model on the test videos. We assume
that the action recognition is perfectly done so we use the corresponding action detector
for each action class, for the DPM model and ours. We collect the detector responses
on each frame, and measure the mean average precision according to the PASCAL VOC
criterion [11].

Results: The mAP results are reported in Table 5.2, which shows that our model
outperforms all the baselines. We have also selected sample action classes and plotted the
precision-recall curve in Fig. 5.3. These results again validate the utility of action primitives
in localizing actions. We visualize sample localization results in Fig. 5.4. As can be seen,
the action primitives are well-localized in many instances. Detailed, accurate localization
of this form can permit the type of high-level activity reasoning that our full model can
produce.
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(a) Fall

(b) Fall

(c) Non-fall

Figure 5.2: Visualizations of our result. We select three frames, and show the detected
actions in each frame. Each bounding box is marked by a color, which denotes the predicted
action class. We use green, red, purple, blue, yellow and cyan to represent walking, standing,
sitting, bending, squatting, and falling respectively. The actions used in the before and after
segments are listed in the left and right of the frame, respectively. Our model captures the
spatio-temporal interactions among these actions to predict the event labels (as captioned
below each frame): the first two frames are all believed to be fall scenes with the last being
non-fall.
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(c) swing: high bar (d) swing: pommel horse

Figure 5.3: Precision-recall curves of four sample action classes on the UCF-Sports dataset.
These action classes have obvious action sub-categories and thus benefit from our action
primitive based model.
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Figure 5.4: Sample visualization results of our localization model. Each row shows two
sample action primitives of an action class, e.g. lifting, swing: high bar, and swing: pommel
horse (from top to down). For each action primitive, we visualize the learned model on two
sample video frames, where the highest responding detections are shown in red rectangles.
For comparison, we also plot the ground-truth bounding boxes in blue rectangles.
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Chapter 6

Conclusion

We present an algorithm for learning a multi-level representation for the actions in a scene.
In order to address the intra-class variation within an action category, we develop a data-
driven approach to discover action primitives. These action primitives model specific ap-
pearance, viewpoint, and temporal stage variants of an action category. An algorithm for
automatically discovering these primitives from only action-level supervision is presented,
based on clustering and discriminative selection of primitives. A multi-level model for the
actions of people in a scene is built around these primitives, allowing us to model detailed
inter-relations among action primitives. Empirical results show that these primitives per-
mit effective localization of actions, improved recognition of human actions, and a detailed
explanation of human behaviour in an entire scene-level event.

6.1 Limitations

Despite the effectiveness of our methods to discover the subcategories of actions and recog-
nize events in a given video frame, there are some limitations preventing it from reaching
better performance.

The training time of the model is a concern. In order to compute similarity and perform
clustering we need to learn SVMs for all image patches and atomic clusters. This is usaully
time demanding. In our case of Nursing Home dataset, images patches come in the order
of hundred of thousand. It takes a week on a cluster of 50 cores to finish the discovery of
action primitives. But once we have the model, the detection and inferring is fast and takes
only several minutes for tens of thousands of frames.

Our event model considers only a fixed number of subactions from current, previous and
later frames. In a video clip from surveillance camera, people walk into and out of scope
frequently. Thus both the number of total actions and number of each action are changing.
Such situation is not handled in the current model.
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In the spatial model, we train gaussian mixture model to capture frequent spatial layout
pattern. In practice, videos are recorded by surveillance video cameras placed in different
places so it’s more reasonable to take into consideration the consistency of different spatial
layout patterns. In other words, if one pattern is frequent from a camera on a higher
place and the other pattern from a much lower camera view, though they are both frequent
patterns, they indicate different viewpoints and such combination should not get high score
in the objective function.

As to the temporal model, our model includes actions in the previous and later frames
in order to encode some causal relationship constrains to understand the current event.
However, the subject of each action is unknown, meaning that it’s possible we are describing
the actions of different groups of people in different frames. If this is happening, the causal
relationship constrains make less sense since it’s hard to determine the action of a group as
the cause or consequences of another group of people, though there may be some overlaps
between the two groups.

6.2 Future Directions

Advances in certain areas inspires us that such directions may promisingly enhance the
performance of our model. For simplicity, we use HOG feature as our appearance represen-
tation in training exemplar SVMs and human detectors. Recent success of deep learning
shows that training deep neural networks based on a large dataset and taking layers at
later stage as features results in a promising representation. Even when the dataset is not
of abundant size, doing a fine-tune from some existing state-of-the-art model or directly
putting one of them into use still produce good results most of the time.

To label the Nursing Home Dataset, we define six action labels which is an arbitrary
but frequently adopted pre-process. However, the problem is that semantically meaningful
labels are not necessarily visually distinguishable. It may happen that two predefined labels
are similar visually like walk and run so that adopted classifier could not give good results
under such training labels. Since we can automatically discover subcategories, it’s intuitive
that we can even automatically discover categories. We do not define by words in dictio-
nary but instead split the dataset by the way that our adopted classifier will produce best
performance. Such a labelling is understood better by the machine and better performance
in basic process like detection and classification is crucial to the performance of the whole
model.

As stated above as one drawback to our model, the temporal model does not record
the subject of actions. One possible direction to go is to use tracks of people as temporal
information. Each track will record the information of the subject along the frames, with
which we can identify the subject of action and choose the right ones to focus on in our
event model.
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