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Abstract

The automatic creation of man-made 3D objects is an active area in computer graphics.
Computer-assisted mixing and blending of components or subcomponents from existing
example shapes can help users quickly produce interesting and creative designs. A key fac-
tor for automating this task is using algorithms that can match compatible parts between
objects of different shape and structure. However, due to the coarse correspondence com-
puted by current matching algorithms, automatic shape blending is mainly limited to the
substitution of large compatible part sets.

In this thesis, we address the problem of relating 3D shapes of different geometry and topol-
ogy, with applications in shape synthesis. Our goal is to compute a fine-grained mapping
between two shapes differing in the geometry, cardinality, and connectivity of their parts,
and to use this mapping for continuous shape interpolation.

First, we propose a framework for shape matching using a joint geometric and topological
transformation. The framework follows the assumption that the best mapping for a pair of
shapes is one that results from a shape transformation that minimally distorts the structural
properties of a shape. We establish meaningful correspondences between shapes with large
topological discrepancy by going beyond shape deformations and incorporating topological
operations such as part split, duplication, and merging. We evaluate our correspondence
algorithm on a diverse set of shape classes and compare the results to state-of-the-art
methods.

Second, we propose an algorithm for synthesizing interpolations between structurally dif-
ferent 3D shapes. Our algorithm produces a continuous and plausible shape transformation
that gradually morphs the geometry of the individual parts, as well as performs any neces-
sary topology-changing operations. We further demonstrate the utility of our framework by
developing intuitive shape creation tools. We show how these tools can allow novice users
to synthesize new 3D models from continuous blends of topologically different shapes.

Keywords: topology variation; shape matching; shape synthesis; creative 3D modeling
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Chapter 1

Introduction

The creation of quality 3D shapes has traditionally been exclusively confined to expert
designers and artists in a variety of fields ranging from industrial design to visual effects.
Recent advancements in the usability of modeling software, in conjunction with the increased
availability of powerful computing hardware, have opened up computer-aided design and
rapid prototyping for both novice and professional users. Experts often use primitive shape
tools, such as line or curve drawing tools, to define 2D outlines, or use solid primitives and
polygon modification tools for free-form 3D modeling. For a novice user wishing to produce
prototypes of her ideas, it is faster and much easier to modify existing shapes than to start
from scratch. Furthermore, content creators often draw inspiration from many different
partial components of existing examples. The mixing and blending of available parts can
help considerably in the rapid generation of creative designs.

Recently available software facilitates creative design by utilizing existing large datasets
of tailored content or hand-made templates. Such systems are already well established in the
areas of audio production and in publication and web design. However, in the visual content
field, this paradigm has yet to expand beyond proposed research projects or specialized 3D
character creation software [1, 2]. With the enormous availability of visual media through
the Internet, users are now able to draw inspiration from very large datasets of existing
content. Recently proposed image composition systems have simplified the conversion of
freehand sketches and annotations into photomontages extracted from online images [3].
Similar ideas have also been applied in manual sketch-based 3D part assembly systems that
rely on large datasets [4]. However, such data-driven systems that enable creative design
have yet to be widely adopted or commercialized.

In order to develop capable computer-assisted modeling systems that utilize existing
man-made 3D shapes, it is crucial to automate the analysis and understanding of the shape’s
components. A major challenge still facing the fields of computer vision and graphics is
the analysis of topologically complex shapes, often those of man-made origin. When the
topology of a shape exceeds that of a simple curve or a sphere, many established shape
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CHAPTER 1. INTRODUCTION 2

analysis or processing algorithms are no longer applicable. For example, contour-based
shape matching methods often only use the outermost boundary and omit the analysis
of inner holes or disconnected components. Another example is in mesh morphing where
complications stemming from the non-trivial topology of a 3D shape are typically resolved
by simplification of the shape to that of sphere or disk topology [5, 6]. However, the
complexity in shape topology is often an intrinsic property for a class of shapes. For
example, the shape class of bicycles exhibit a high number of interconnected parts as seen
in the spokes of a wheel or the gearing mechanism. Thus, any assumption made by a shape
creation or blending method about the topology of the input would limit its use with most
real-world data.

In this thesis we introduce a framework for the matching of topologically different 3D
shapes with the key application of shape creation via continuous blending. Our goal is
to enable the automated matching and modeling of complex man-made shapes composed
of a set of parts. Our correspondence strategy is built on the assumption that the best
correspondence is one that results in the least “structural distortion” when deforming one
shape to match another. The fine-grained correspondences afforded by our method allows
us to synthesize new shapes from a continuous blending of structurally different 3D shapes
in a way that was not previously possible.

1.1 Challenges

There are two main challenges for our automated modeling system: (1) computing a match-
ing between topologically dissimilar shapes, and (2) having a mechanism to continuously
blend these shapes.

Computing a correspondence between shapes is a fundamental problem in computer
graphics [7]. Many modeling applications, including 3D morphing [8] and style transfer
[9], require good maps between two or more surfaces. The problem can be solved by
searching amongst several possible maps and picking the one with the best quality based
on some quantitative measurement of similarity or distortion between the mapped regions.
However, differences in the geometry and topology of the input shapes can have huge effects
on commonly used shape similarity measures.

Man-made objects often exhibit large geometric and topological differences within the
same class of shapes. For example, looking at a set of chairs, we can see that the sub-
components, such as armrests, can be present in different forms and with different kinds of
connectivity. Another example is velocipedes where the number of wheels is not always the
same. The lack of easy to identify functional cues can make finding a meaningful mapping
between compatible parts, using existing geometry-based methods, very challenging.

The correspondence problem have been studied in both the supervised and unsupervised
setting. Proposed supervised methods attempt to solve correspondence by incorporating
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(a) (b)

(c) (d)

Figure 1.1: Matching topologically dissimilar shapes. (a) An input pair of unlabeled multi-
component chair objects. (b) The result of matching all parts of the left chair to their best
counterparts on the right chair using the fuzzy part correspondence method proposed by
Xu et al. [15]. Note how the legs on the left incorrectly correspond to the horizontal bars on
the right. (c) The matching result using the part-based template method of Kim et al. [16].
Note how the back parts of the left chair are grouped to match only a portion of the back
on the right chair. Also, the left armrest on the right chair was matched to the seat on the
left chair. (d) Fine-grained matching using our proposed automatic method (Chapter 3).
Unmatched parts are colored in gray.

prior knowledge of a training set of pre-segmented and labeled 3D models [10]. However,
these methods are designed to produce only coarse correspondences on a fixed set of labels.
They are thus not immediately usable for applications in shape creation. A large number of
works on unsupervised co-analysis of shape collections have been proposed [11, 9, 12, 13, 14].
While these methods can correspond topologically different man-made shapes, the corre-
spondence results are still coarse and limited to a small set of part categories. Figure 1.1
highlights the challenge of corresponding topologically different shapes by showing an ex-
ample of a pair of chairs and their correspondence result using different methods.

The other key challenge is how to generate continuous blends of topologically different
shapes. Previous work on shape blending has dealt mainly with shapes of the same topology
[8] (mostly of genus zero). While volumetric-based morphing methods allow for blending
of arbitrary topology [17, 18, 19], they generally lack control and precise tracking, leading
to disconnected results with many visual artifacts. Furthermore, when dealing with highly
structured man-made objects it is crucial to preserve structural properties, such as symme-
try, during the blending process. Thus, there are no existing good techniques for continuous
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Figure 1.2: Examples of continuous shape interpolation. For each pair, we show the input
objects (gray), results by the state-of-the-art 2D image morphing method of Liao et al. [20]
(pink), interpolation using the volume-based 3D morphing method of Breen and Whitaker
[19] (green), and results by our proposed structure-aware shape blending approach (blue).
Note how previous methods produce implausible in-betweens riddled with incomplete parts
and other visual artifacts. For blending the chairs, using our shape interpolation method, we
used the same correspondence computed by our shape matching algorithm (see Figure 1.1).

shape interpolation of man-made objects. In Figure 1.2, we show what is possible using
state-of-the-art blending methods, and compare them with our proposed approach.

1.2 Contributions

In this thesis, we propose a framework for the matching and blending of shapes that are
geometrically and topologically dissimilar. Our main contributions are the following:

• A novel deformation model with an associated energy that produces topology-varying
and structure-aware shape transformations.

• A 3D shape correspondence algorithm based on this deformation model that computes
fine-grained continuous correspondences.
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• We present the first attempt at automatically producing plausible continuous inter-
polations between 3D man-made objects.

• We further demonstrate the utility of our correspondence and blending algorithms
by developing a set of intuitive topology-altering modeling tools that allow users to
produce a wide range of novel synthesized shapes at an interactive speed.

1.3 Thesis organization

This thesis is organized in the following way: in the next chapter, Chapter 2, we survey some
of the major related works on the general problem of matching and blending of 3D shapes.
In Chapter 3 we describe our first key contribution, which is the GeoTopo transform, a
deformation-driven approach to 3D shape correspondence. In Chapter 4 we introduce an
algorithm for automatically generating novel shapes via topology changing shape inter-
polation. In Chapter 5 we introduce a set of topology-altering modeling tools based on
our correspondence and shape blending framework. Finally, in Chapter 6 we present our
conclusions and list several avenues for future work.

Note that the order in which the research was conducted is not reflected in the structure
of this thesis. Thus, parts of Chapter 3 may refer to existing published concepts which are
later detailed in Chapter 4.

Related publications. This thesis includes previously published material. The following
is a list of the papers and their corresponding chapters:

• The survey of related works presented in Chapter 2 is part of the technical report:
I. Alhashim, Modeling and Correspondence of Topologically Complex 3D Shapes.
SFU-CMPT TR 2015-55-2, 2015. [21]

• The shape correspondence method described in Chapter 3 appeared in the paper: I.
Alhashim, K. Xu, Y. Zhuang, J. Cao, P. Simari, H. Zhang., Deformation-
Driven Topology-Varying 3D Shape Correspondence. ACM Transactions on Graphics
(Proc. of SIGGRAPH Asia), 2015. [22]

• The topology-varying 3D shape blending algorithm in Chapter 4 appeared in the
paper: I. Alhashim, H. Li, K. Xu, J. Cao, R. Ma, H. Zhang., Topology-varying
3D Shape Creation via Structural Blending. ACM Transactions on Graphics (Proc.
of SIGGRAPH), 2014. [22]



Chapter 2

Background

In this chapter we summarize some of the past contributions that are related to the prob-
lems studied in this thesis. We start by looking at unsupervised methods for computing
coarse matchings of topologically different man-made 3D shape sets. We then look at ex-
isting sparse feature correspondence algorithms, including deformation-driven search and
statistical correspondence based on voting, and list some of their limitations. We also look
at recent trends of extracting structural graphs for higher-level shape analysis and their
applications. Lastly, we survey different systems for computer-assisted 3D shape creation
that utilizes existing datasets. More specifically, we look at works that allow the mixing
and blending of topologically different shapes.

2.1 Corresponding dissimilar 3D shapes

In the following we start with a brief discussion about densely corresponding shape pairs,
then we describe in more detail methods that work on sets of shapes.

Dense matching of shape pairs. When matching geometrically dissimilar shape pairs,
state-of-the-art methods work on finding a map that is globally smooth and with low-
distortion [23, 24, 25]. These methods, however, are limited in the range of shapes they are
designed to work with, i.e, only shapes of genus zero. Some extensions that overcome this
limitation were proposed. The work of Sandilands and Komura [26] is a recent effort to
extend the technique of Kim et al. [23] to handle shapes with high genus. Also, the work of
Huang et al. [27] extended the use of the functional map representation [24] in applications
including co-segmentation and exploration of shape sets with varying topology. These
approaches, however, do not return fine-grained continuous correspondences of reasonable
quality which can be used for shape interpolation of topologically different pairs.

Co-analysis of shape collections. Unsupervised co-analysis of shape collections has
been widely studied in recent years [11, 9, 12, 15, 13, 14, 28, 27, 29]. The focus of co-

6
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analysis is how to best leverage a set of shapes to infer correspondences between possibly
topologically different shapes. Performing analysis on a set of shapes has the key advantage
of identifying, more precisely, common parts shared across the set.

In Golovinskiy et al. [11], shapes of the same class are analyzed together in order to assign
a consistent decomposition of the prominent parts of their class. The method pre-aligns
the models and constructs a graph where edges connect both close-by faces within a shape
and between the faces of other models after alignment. Following this graph construction,
a greedy hierarchical clustering algorithm [30] would assign a consistent segmentation of
mesh faces across the collection. A major limitation of this method is that it heavily relies
on finding good mesh alignments. This condition is not always feasible since typically not
all parts can be brought into alignment with a single global rigid transformation. Later
work described by Sidi et al. [12] proposed an unsupervised co-segmentation by clustering
in the space of shape descriptors instead of the spatial coordinates used in Golovinskiy
and Funkhouser [11]. The work of Kim et al. [31] produces a fuzzy correspondence by
looking at similarity of shapes in the set in an embedded space as well. The approach
of Huang et al. [27] utilized functional maps across a shape collection, which allows for
the coarse correspondence of complex parts in different shapes. Most of these methods
assume a consistency in the geometric properties, such as relative part position and extent,
across the shape set. A recent approach from Zheng et al. [29] focused the search on the
arrangement of abstractions of shape parts. This allows the method to statistically discover
consistent sub-structures rather than individual parts, which geometrically can be very
different. Another recent work by Tevs et al. [32] looks at relating shapes by comparing
symmetry and regularity relations of the input models. Such high-level analysis, and its
application in the shape correspondence problem, seem to be a recent growing trend in
geometry processing.

A more comprehensive system was proposed by Kim et al. [13]. It relies on an initial
template which is then simultaneously optimized for point-to-point surface correspondence
and segmentation for shape collections. This method automatically produces a set of prob-
abilistic part-based templates that reflect the variability in large shape collections. While
the method achieves good segmentation and correspondence performance, it is more suited
to box-like parts due to the use of oriented bounding boxes. Furthermore, the initial tem-
plates, provided by the user, may not sufficiently cover the variability of the collection.
This is the case for cross-legged tables that would not be well segmented, or corresponded,
when given a non-crossed-legged initial template. More importantly, the templates do not
support large topological changes. A prime example of this problem is with bicycle shapes,
where their frames significantly vary in topology and connectivity. Finally, using such tem-
plates can only result in a coarse matching with a fixed number of part categories. For
applications requiring a continuous fine-grained correspondence, e.g., shape interpolation,
a coarse correspondence would be inadequate.
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2.2 Sparse features correspondence

In the following, we describe two prominent correspondence methods that try to match a
sparse set of feature points as opposed to corresponding connected shape regions.

Deformation-driven correspondence. These methods build on the assumption that
the best correspondence is the one that results in the least “distortion” when deforming
one shape to match the other. This assumption has been considered in a physically-based
approach to 2D shape blending [33] as well as in computing feature correspondence for
geometrically different 3D organic-like shapes [34]. The work of Zhang et al. [34] computes
a sparse correspondence by performing a deformation-driven search prioritized by a self-
distortion energy. The search is performed over a sparse set of feature points extracted
by considering prominent shape extremities. Given two input meshes and their extracted
features, the method follows a best-first search in which each step represents a partial
correspondence of the set of features. The cost of the assigned correspondence is computed
based on the maximum of the two self-distortion costs incurred by deforming one shape to
the other. Said cost is based on distortions of surface properties of the deformed mesh where
they use the error functional defined in Kraevoy et al. [35]. Several pruning techniques,
including local feature similarity and hard-coded error thresholds, are incorporated in order
to limit the search space.

This method has been shown to be able to handle shape symmetry and variations in
pose, local scale, and geometric details. However, it suffers from significant limitations that
make it inapplicable on man-made shapes. One major limitation is the way in which the
sparse features are selected. While looking at extremities is reasonable for creature-like
shapes, it might not be easy to identify similar prominent features for more topologically
complex shapes (e.g., bicycles). Another limitation is in the formulated distortion energy,
where the focus is on computing changes in surface properties. This limits the applicability
of the method to multi-component shapes. Finally, the deformation technique and the
search process are quite expensive to compute, making the method unsuitable for analyzing
large sets or when computing correspondences in interactive applications.

Fast sparse feature correspondence via electors voting. The goal of the work pre-
sented by Au et al. [36] is to efficiently compute sparse correspondences of geometrically
very different shape pairs that are semantically similar (e.g. four-legged animals). The
method works on a curve-skeleton abstraction [37] in order to minimize the effect of large
variations in geometric details during the search. This abstraction also helps identify promi-
nent shape features by simply looking at terminal and junction nodes along the skeleton.
The correspondence search is similar to that of Zhang et al. [34] where nodes of the search
tree represent one-to-one feature correspondence between the input pair. However, the as-
signed correspondences are not evaluated by a distortion cost, but rather by the number of
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votes for an acceptable assignment. During the search, efficient pruning tests are applied
to evaluate whether to consider a new assignment as valid in the search tree. These tests
include a geodesic-based node-centricity, consistency in global path lengths along the skele-
ton, local topology consistency for newly formed subgraphs, and rotational distortions of
the corresponded features computed on a spatial configuration of pose-normalized skeletons
(using least-squares MDS [38]).

This approach is faster and more robust on more challenging shapes than the corre-
spondence search of Zhang et al. [34]. By looking at features on the curve-skeleton rather
than on the surface, this method minimizes potential geometric differences of the matched
features, leading to better robustness. A major obstacle for the adoption of this method to
man-made 3D models is the use of a single connected curve-skeleton which is not suitable
for man-made objects like chairs or other furniture models. Another limitation is that the
correspondence search is limited to one-to-one correspondences which limits its applicability
when corresponding topologically dissimilar shapes. This method, however, demonstrates
the power of using skeletal representations for both robustness and efficiency.

2.3 Structure graphs and shape synthesis

The field of geometric modeling has seen an increased focus in recent years on extracting
high-level semantic information from unlabeled 3D shapes of heterogeneous quality [39].
Having a better understanding of the shape and its subparts in terms of arrangements,
geometric relations, and possible functional properties enables a wide range of applica-
tions. Such applications include structure-preserving shape editing [40, 41, 42, 43], in-
verse procedural modeling [44, 45], and data-driven shape creation by parts recombination
[46, 47, 48, 49, 50, 15, 51, 4].

Recent techniques for data-driven shape modeling work on augmenting the geometry of
the shape with semantic labels [52, 53], part abstractions [54, 9, 41], symmetry groups and
part connectivity relations [55, 56, 32, 29, 57, 58], docking sites [45, 59, 60, 61], or basic
functional labels [51, 62]. By applying shape analysis techniques as a preprocessing step
for a collection of models, we can enable a wide variety of shape synthesis applications.
These “smart models”, typically encoded via a structural graph, are becoming a popular
representation for easy-to-use 3D content creation systems [39, 63]. Synthesizing novel
shapes can be carried out using a variety of modeling paradigms including part shuffling,
suggestion and retrieval via sketching, or via parameter tuning that affect part cardinality or
neighborhood connectivity. Therefore, smart models represent a first step toward enabling
parametric modeling [64] for topologically complex man-made 3D objects.

Using rich shape structure graphs for synthesis is gaining traction with increasingly
more sophisticated learned graphical models. The work of Chaudhuri et al. [48], which
uses a probabilistic graphical model encoding semantic and geometric relations, suggests



CHAPTER 2. BACKGROUND 10

plausible parts during interactive 3D modeling. The recent work of Huang et al. [65] repre-
sents the state-of-the-art for automatic joint analysis and synthesis via learned part-based
templates inspired by deep learning techniques. This work and others represent steps in
moving towards the goal of a fully automated utilization of existing datasets via part mix-
ing and blending. Still, topology changes are not yet supported and usually only manifest
incidentally when adding a new part or when replacing an existing part with one having dif-
ferent topology. Furthermore, the granularity of currently supported deformations, during
synthesis, leaves much room for improvements.

2.4 Shape creation via part mixing and blending

In the following, we list several works related to the problem of blending, both discretely
and continuously, shapes having different topology.

Discrete blending and shape variability. Blending by part assembly [46, 66] can
generate a large set of new shapes, but an even larger set is one where individual components
or sets of parts undergo geometric and topological transformations. For example, the work
of Xu et al. [15] takes a population of shapes and works on breeding new generations of
diverse shapes. By having both the crossover and mutation of parts, the generated shapes
exhibit large variability in both their structure and geometry compared to the shapes in
the database. This method shows the potential of how fine-grained blending of shape
parts produces interesting and possibly inspiring results. However, the deformations and
topological operations applied to the parts are done at random.

Geometry-based continuous blending. The availability of an exact mapping between
geometric entities allows for a continuous blending between two or more shapes. Morphing of
2D images [67] and 3D meshes [8] has been widely used in the video and film industry when
creating visual effects. However, these classical morphing approaches are not immediately
applicable to shapes of different topology. Past works have proposed some solutions for
morphing shapes without an exact mapping. The work of Surazhsky et al. [68] proposed a
solution using a modified reconstruction algorithm for 2D polygon morphing, however, the
resulting in-betweens were not very smooth or natural-looking. An automatic 2D polygon-
based blending method described by Liu et al. [69] generates visually better morphed
shapes using a set of topological operations which are also controllable by the user. While
this method produced reasonable morphs in 2D, it is not immediately clear how the different
algorithm components are transferable to 3D surfaces.

Volume-based blending. The early work of Hughes [70] demonstrates the capability
and simplicity of volume morphing by interpolating the Fourier transforms of the input



CHAPTER 2. BACKGROUND 11

shapes. A similar method by He et al. [71] applies volume morphing in the wavelet domain,
having the advantage of establishing a correspondence at a low level. The work of Cohen
et al. [72] introduced morphing based on Distance Field Interpolation (DFI) [73] which
is able to interpolate between 2D contours of any topology. The morphing is combined
with a warping process to better align features of the input shapes. The method was later
extended to 3D volumes in [17] where the warping function was computed for volumetric
representations. Volumetric blending was also done by interpolating implicits [74] and was
shown to produce relatively smooth morphing of shapes with any topology in both 2D and
3D [18, 75]. More precise control over volumetric morphing was the key contribution in
Weng et al. [76]. In their method, user specified sparse correspondences were used to solve
an optimal mass transport problem that enforced local rigidity during the morph, unlike
early DFI methods.

Volume morphing without any user input or warping was described in the level-set
morphing method by Breen and Whitaker [19]. This approach interpolates between two
shapes by deforming one to exactly match the other in a surface evolution process. The
evolution from source to target is driven by a signed distance transform from the source
volume to the target volume. Besides being able to blend shapes of any topology, the
method also has the advantage that blended in-betweens remain connected, as a single
object, throughout the blend, i.e., there is no sudden materialization of the target shape as
in DFI methods.

Volume-based morphing is a powerful mechanism for generating continuous blends of
arbitrary shapes. While achieving wide use and success in visual effects [77, 78], it has yet
to be used for generating a blending of detailed shapes containing multiple semantic parts
(e.g., furniture objects). Such cases would require solving problems related to three main
issues. First, we need to solve the problem of finding a reasonable dense correspondences for
shapes with varying topology. Secondly, we need to ensure that in-between shapes remain
as plausible instances of the shape class of the input models. Lastly, the synthesis process
needs to be efficient and allow for intuitive user control. The algorithms proposed in this
thesis try to solve for these challenging problems.



Chapter 3

Corresponding Topologically
Different Shapes

3.1 Introduction

Shape correspondence is one of the most fundamental problems in geometry processing [7].
Earlier approaches have mostly been designed to deal with rigid alignments [79, 80], near-
isometric shape articulations [81, 23], or non-rigid shape deformations involving part stretch-
ing [34, 82]. Naturally, with increasing dissimilarity between the shapes being matched, the
correspondence search becomes more difficult, both in problem formulation and compu-
tational cost. To handle shapes that differ significantly in geometry and structure, more
recent approaches are predominantly knowledge- or data-driven, and resort to supervised
learning [10, 83] or unsupervised co-analysis [11, 12, 15, 16, 29] of shape collections. By de-
sign, these methods only return coarse and discrete correspondences, leaving the structural
or topological discrepancies between matched parts or part ensembles unresolved.

In this chapter, we introduce a novel shape correspondence algorithm which computes
a fine-grained mapping between two 3D shapes whose topologies may differ. For example,
in the bicycle-tricycle pair in Figure 3.1, the fine-level part structures of the two wheel
assemblies are matched. The fine-grained matching may necessitate part split (e.g., between
the front wheel supports in cyan color) and duplication (e.g., between the rear wheels
in purple). The resulting correspondence is piecewise continuous. Such a part matching
defines a continuous dense correspondence within each pair of matched parts or subparts
(see Figure 3.2).

Our correspondence approach follows a deformation-driven criterion [33, 64, 34]: the best
correspondence between two shapes is the one that incurs a minimum-energy deformation
(with an appropriately defined energy) which transforms one shape to conform to the other
while respecting the correspondence.

12
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Figure 3.1: Topology-varying correspondence between man-made shapes exhibiting signifi-
cant geometry and topology variations. Note the fine-grained and one-to-many matchings
between parts.

Given two shapes, our correspondence algorithm searches through a space of feasible part
correspondences using a pruned beam search [84], rating them according to the deformation-
driven criterion. The key component of our algorithm is a novel deformation model with an
associated energy that produces topology-varying and structure-preserving shape transfor-
mations; we call it the GeoTopo transform. The main challenge in developing such a model
arises from the many factors that influence its design. Some factors, such as those related
to relative part positioning, are discrete in nature, while others, such as part stretching,
are continuous measures. Some factors involve local shape analysis, e.g., part proximity,
while others may take a global view of the shapes, e.g., symmetry. The challenge lies in
how to unify such a diverse set of factors into a simple and coherent deformation model.
The deformation energy needs to penalize geometric distortion, encourage structure preser-
vation, and simultaneously allow topology changes as constrained by the prescribed shape
correspondence.

To define the deformation energy, we represent each 3D shape using a structural graph
whose nodes are curve and sheet abstractions of the shape parts [85]. We sample the curves
and sheets and connect pairs of sample points between adjacent parts using structural rods.
These rods behave like virtual springs in classical physical simulation, but encode energies
arising from geometric, structural, and topological shape variations, with more emphasis
placed on relative rather than absolute measures. For example, we de-emphasize penalties
from stretching or bending of individual parts. Instead, we focus more on structural changes
such as connected parts becoming disconnected or angles between two parts changing be-
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Figure 3.2: Continuous correspondence of the seat and back parts of two topologically
dissimilar chairs.

tween two shapes. The energies incurred to deform one shape to another while respecting
a prescribed part correspondence between the two shapes are used to rate that shape cor-
respondence during the combinatorial correspondence search.

Our approach is designed to match man-made shapes rich with geometric and topological
variation. We show numerous correspondence results over such models, evaluate our method
against ground truth data, and compare to prior art, including co-analysis techniques.

3.2 Related work

Shape correspondence, deformation, and structure-aware processing are all well-studied
topics with extensive coverage available in recent surveys [7, 86, 39]. Most approaches to
shape correspondence, including those that are deformation-driven, compute continuous
mappings between surfaces to minimize metric distortion. The best known correspondence
benchmark [23] measures the quality of correspondences using geodesic distortion.

In our work, we compute shape correspondences of a rather different nature. In par-
ticular, we allow topological differences between the shapes to be matched and still seek a
fine-grained matching between their parts. As such, the matched parts are necessarily split,
duplicated, or merged to account for the topological discrepancies. The resulting mapping
cannot be continuous; it is, at best, piecewise continuous. In our work, we indeed obtain
such mappings through a deformation-driven combinatorial search. This section focuses
the discussion to works that are most closely related to our development. Emphasis will
be placed on structure-aware deformation models, deformation-driven correspondence, and
methods for topological shape processing.

Matching discrete structures. Recent research on shape correspondence is showing an
increasing emphasis on dealing with geometric and structural variability in the analyzed
shapes. Supervised learning is a viable option where correspondence is solved through
recognition or semantic labeling [10]. Unsupervised co-analysis [39] relies on a set, not just
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a pair, of related shapes to facilitate the discovery of what is common, hence matchable,
across the set of shapes.

Recent works on computing discrete part matching between shape pairs address geomet-
ric and topological variations by incorporating analysis of part symmetry and contextual
relations. The work by Tevs et al. [32] shows the importance of symmetry in structure
matching, resulting in many-to-many correspondences between different shape topologies.
However, topological operations are not part of their search and the matching remains at
the symmetry group level. Laga et al. [14] compliment the use of geometric properties
with contextual relations between parts when computing shape similarity at a coarse level.
Their main goal is to identify shape regions with similar semantics in a supervised manner.
Our method is unsupervised and it implicitly encodes contextual relations by considering
changes in relative part positioning without the need to explicitly identify and compare
such relations.

In contrast to all of these works, which produce discrete and coarse correspondences at
the part or part-ensemble level, our work computes fine-grained correspondences, beyond
symmetry matching, as well as associated GeoTopo deformations. Our method is unsuper-
vised, works on a pair of shapes only, and is able to deal with significant geometric and
topological shape variations.

Deformation-driven correspondence. Early work by Sederberg and Greenwood [33]
takes a deformation-driven approach to compute 2D shape correspondence and blending.
Blanz and Vetter [64] develop a morphable model for correspondence and synthesis of 3D
face models. In both cases, the use of shape deformation naturally fits the applications at
hand. Huang et al. [81] perform non-rigid registration of articulated shapes by searching
for isometric deformations. The work by Zhang et al. [34] represents an early attempt at
handling significant geometric variation across the shapes being matched. As local feature
matching and isometric constraints are no longer applicable, their work searches for a sparse
point correspondence that results in a minimal-energy, non-rigid surface deformation. All
of these works adopt deformation models for shape boundaries without topology variations.

Structure-aware deformation. Recent developments on the editing of man-made shapes,
led by works on iWires [40] and component-wise controllers [41], focus on structure preser-
vation, where shape structures are typically characterized by symmetry and other inter-part
relations, such as proximity and co-planarity. Structure-aware retargeting [59, 42] can alter
shape topology, but is limited to increasing or decreasing repetition counts in regular or
semi-regular patterns. Our work utilizes structure-aware deformation in a correspondence
search. The GeoTopo transform models structure preservation similarly to previous works,
but the deformation energy must also account for broader topology variations.
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Topology matching. There have been works developed to match topological shape char-
acterizations such as Reeb graphs [87] and curve skeletons [36], arriving at an estimate of
shape similarity and a sparse point correspondence, respectively. In contrast, our method
computes a fine-grained and piecewise-continuous shape correspondence.

Co-analysis. Unsupervised co-analysis of shape collections has been an intensely studied
problem in recent years [11, 9, 12, 88, 89, 15, 16, 28, 90, 29]. The essence of co-analysis
is to best utilize a set of shapes to infer correspondences across pairs of member shapes.
Our work and co-analysis share the common goal of dealing with significant geometric and
structural shape variations between the matched shapes. However, in terms of input, co-
analysis expects a set of shapes while our work takes a single pair of shapes. In terms of
output, co-analysis typically returns a co-segmentation and/or labeling of the shapes that
is consistent over the set. Simultaneously addressing a diverse collection in its entirety has
meant that a semantically consistent co-segmentation of all member shapes is necessarily
coarse. On the other hand, our work aims to return a fine-grained correspondence between
a single pair of shapes and their structural differences need not imply a coarsening of the
correspondence. Rather, we focus on designing a matching process that allows for such
topological differences.

Technique-wise, the co-analysis of Xu et al. [15] returns a fuzzy part correspondence
based primarily on rigid part alignment and Hausdorff distance. The method is applicable
both to a pair and a set of shapes, making it a suitable baseline to compare our algo-
rithm. Van Kaick et al. [28] perform co-hierarchical analysis to obtain one-to-many part
correspondences. However, their method does not produce hierarchical matchings with a
granularity comparable to that of our algorithm; it also heavily utilizes the entire input
set. Perhaps the co-analysis method most relevant to our work is [16] due to its use of
deforming templates. However, their deformation model does not account for topological
variation and, again, the method relies heavily on the entire input set.

3.3 Overview

The input to our algorithm consists of a pair of 3D shapes. We assume that the input
shapes are oriented upright and pre-segmented into meaningful parts in a symmetry-aware
manner [56]. We represent both shapes with structural graphs, which encode the shape’s
topology using medial abstractions of the parts and the structural relations between these
abstractions, including symmetry and connectivity. The part correspondence is found by
traversing a combinatorial correspondence tree with priority-based pruning where the pri-
ority is measured by a self-distortion energy evaluated during deformation of one shape to
the other under the constraint of previously matched parts.
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(a) Source and target shapes, and curve-sheet abstractions (b) Search tree

(c) Final correspondence result

Figure 3.3: An overview of our correspondence scheme. Given a source and a target shape
to be matched, we convert each into a skeletal curve-sheet representation (a). A combina-
torial tree search explores possible one-to-one and one-to-many correspondences between
the shape parts (b). Each node in the search tree adds one or more parts to be matched
from the source to its parent node. Each assigned correspondence induces a deformation
of the source to conform to the target, possibly introducing topological changes (see part
splits occurring at nodes marked in purple). The best correspondence from the source to
the target (c) is selected from the search path resulting in the least deformation energy.
All parts in the source, but not all parts in the target, are matched; unmatched parts are
colored in gray.

The output of our algorithm is a piecewise continuous part-to-part mapping. For exam-
ple, matched parts abstracted by medial curves would have a continuous mapping between
the curves. Figure 3.3 shows an overview of our correspondence method. To deal with
shapes with a large number of parts, we follow a coarse-to-fine strategy when searching for
the best correspondence. We enforce correspondence from every part in the source to some
part or parts on the target, not vice versa. Thus, multiple source parts could be matched
to the same target part, while some target parts might be unmatched. We rely on the
deformation energy to decide which source-target designation results in the better solution.

Initial segmentation. Since our method aims to compute fine-grained part correspon-
dence, the input shapes are finely segmented. Such segmentations are available from the
work of Alhasim et al. [85], which were obtained manually, and the majority of models
appearing in this work come from their dataset. We note that no effort was made to obtain
compatible segmentations; each shape was segmented independently.

Structural graph representation. For each 3D shape, we use the shape representation
of Alhashim et al. [85] (see Chapter 4), where segments of the shape represent meaningful
parts that are abstracted as medial parametric 1D curves or 2D sheets, extracted via skele-
tonization, and their interrelations are encoded in a structural graph; see Figure 3.3(a).
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While, in their original graph representation, nodes in the graph represent the individual
parts, we define each node to represent a symmetry relation (a group of parts) that can
be part of a single self-reflectional, -rotational, or -translational symmetry. Each node is
labeled with its symmetry group properties and the geometry of a representative part ab-
straction for the group. Parts colored the same in each shape in Figure 3.3 (a) visualize the
groups we consider in our correspondence search.

Since parts are represented by geometrically simple constructs, the identification of
symmetry groups and connectivity is both robust and easy to compute. This is the case
especially for the fixed set of supported symmetry groups. Edges of the graph encode
connectivity relations between pairs of groups that are in close proximity, connecting a
point from each part with minimum distance. We assume that such relations have been
computed or provided as part of the input.

Self-distortion energy. The key to our correspondence search is a self-distortion energy
measured on the source shape. It is formulated to guide the search process to favor and
explore correspondence assignments that minimally distort the structure of the original
shape. The energy takes into account corresponding groups of parts, which possibly have
different cardinalities or abstractions with large geometric differences. We evaluate the
distortion of the shapes’ structure by considering three structural components evaluated
before and after the deformation: 1) deviation of spatial arrangement of connected parts,
encoded by changes in orientation between sample points on the abstractions; 2) distance
between parts, encoded by the change in distances between the two closest points across
two connected parts; and 3) the measure of solidity for parts having their topology altered
by a splitting or merging operation induced by a one-to-many part correspondence.

Correspondence search. Since our method allows both one-to-one and one-to-many
part correspondences, the problem becomes a combinatorial one, for which finding a globally-
optimal solution is NP-hard [7]. We cast this problem as a tree search and solve it using a
beam search method augmented with heuristic pruning schemes. The beam search encom-
passes both global and local pruning. Globally, we keep only the top K optimal solutions
for all open search nodes to keep the search space tractable. Locally, for each open search
node, we keep only k expansions to ensure an approximately balanced search tree. We
further prune based on symmetry groups, requiring all parts within a group to match to
some corresponding part or part group.

3.4 Energy-driven GeoTopo transform

Let M and M ′ be the input shapes with corresponding structural graphs G and G′ and a
given (potentially sparse) set of node correspondences between G and G′. The correspon-
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dences may be one-to-one, one-to-many, or many-to-many. In this section, we present the
core component of our algorithm: the energy-driven GeoTopo transform, which deforms M

to M ′ in an energy-minimizing manner while respecting the given correspondence.
Defining the proper energy to drive the GeoTopo deformation model is key. We first

postulate a set of criteria that we believe should influence the design of such a model. The
set is fairly substantial and diverse. Some factors are discrete in nature while others are
continuous measures. Some factors involve local shape analysis while others take a global
view of the shapes. The technical challenge lies in unifying this diverse set of factors into
a coherent deformation model. The simplicity of said model and the associated driving
energy are an important design choice to achieve efficiency, since the deformation is carried
out repeatedly during the combinatorial correspondence search.

3.4.1 Factors and motivation

The GeoTopo deformation model and its energy are designed to simultaneously enforce
structure preservation, penalize geometric distortion, and allow topology changes as dictated
by the prescribed shape correspondence. In this section, let us describe each of the factors
in turn, at a high level.

Structure preservation. We consider terms for enforcing the preservation of symmetry,
relative positioning, and connectivity between parts. Symmetries considered include reflec-
tional, rotational, and translational symmetries. With respect to relative positioning, our
energy attempts to preserve the spatial relationships between object parts, but not neces-
sarily their exact positioning. Given two parts A and B of the same shape, from a semantic
and functional point of view, it is often more important whether A is above, in front, to
the left, etc. of B, rather than how far above, in front, to the left, etc. A is of B. We
view these relationships as key aspects of the shape’s nature to be preserved in order for
it to remain in its semantic class. Finally, we attempt to preserve all connections between
adjacent parts. As we will see, in many cases such constraints must be violated, e.g., when
a topology change occurs due to a one-to-many correspondence in parts between the source
and target shapes.

Geometric distortion. We consider terms enforcing part distortion and proximity. Part
distortion will refer to the degree of deformation that a source part will undergo in order to
best approximate a part in the target. Parts which were adjacent should remain adjacent
if possible, and as proximal as possible otherwise. It should be noted that this term is only
applied between parts that are adjacent in the source shape.

Topology changes. We allow for a reduced list of operations to be carried out on the
parts of the source shape: split, duplicate, and merge. These operations will allow us to
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address cases where the number of parts, or their extent, is not in agreement between the
source and the target.

The above factors constitute a diverse list of criteria to be taken under consideration.
It is very difficult to combine all these factors into a weighted-sum energy function in a
principled manner. The required weights for all the terms would yield a high number of
parameters that would be difficult to adequately calibrate. This motivates our deformation
model, which we present next.

3.4.2 Deformation model

Our approach is to incorporate the factors discussed above into a propagation model. The
overarching goal of the deformation model is to respect the given correspondence by moving
and deforming parts in shape M to align with the corresponding parts in M ′. As this
happens, topology changes may be forced, e.g., when there is a one-to-many correspondence.
At the same time, geometric and structural distortions may occur. The unconstrained parts
need to be displaced and deformed to minimize the energy resulting from these unavoidable
distortions.

First, a correspondence of parts will be determined and these parts will be moved and
deformed to fit those of the target shape using the previously-discussed operations. Then,
informed by this correspondence, we move the remaining parts via constraint propagation.
In this propagation, we wish to preserve structures, including those established by symmetry
and connectivity, while simultaneously satisfying constraints given by adjacency. Once a
deformed candidate is obtained, we measure the energy of its configuration.

A strong advantage of using the propagation model is that it decouples some of the
aspects we wish to consider from the energy formulation, allowing us to keep the latter
as light-weight as possible so that it can be effectively used in the correspondence search.
The two key properties that are delegated to the propagation are symmetry relations and
proximity (“soft” connectivity). We consider these properties to be hard constraints, i.e.
shape invariants that, as such, should not be lost during the deformation process. In a
sense, these hard constraints can be seen as analogous to mesh connectivity in classical
surface deformation. The combined energy and propagation models can thus account for
the diverse set of criteria in a compartmentalized and tractable way.

3.4.3 Deformation energy

Existing shape-deformation methods work on satisfying user constraints while minimizing
a deformation energy that measures stretching or bending of the shape’s initial state. This
energy, often modeled with springs, is suitable when the goal is to preserve the overall initial
shape of the source as closely as possible. In contrast, we wish to deform the source so that
it conforms geometrically to a semantically-related target that is possibly very different in
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(a)

(b)

(c)

Figure 3.4: Deformation energy. For each pair of connected parts, structural rods connect
two sample points on the curve-sheet abstractions (only a few rods are shown for clarity)
(a). The shortest structural rod is shown before and after (d and d′ respectively) a search
step for part px when assigned to part qx on target shape (right) (b). In (c) we show the
three top choices when searching for correspondence for part py for the shown target shape
(left), and their solidity value s. Note that while the last choice (red) gives the highest S
(and thus lowest Es split cost), our total energy favors the middle one (green) as it is lower
in both Ed and Ec.

the overall shape. Thus, we wish to allow each individual part to undergo large changes in
bending and stretching with relatively little penalty.

Similarly to springs, we begin with a system of connected point samples for all pairs of
adjacent parts. In traditional mass-spring systems, the energy measures changes in distances
between two linked points. In contrast, our energy is mainly related to changes in the angle
of these connections. These rod-like connections, which we refer to as structural rods, define
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structural arrangements between parts. A key advantage of this structural-rod paradigm is
that it provides a unified treatment of part arrangements and (soft) shape connectivity while
minimizing the effect that changes, such as stretching and bending of the parts themselves,
have on the overall energy.

The key idea of our shape distortion measure is to compute the changes in structural
properties resulting from deformation by looking at geometric changes between all pairs
of connected parts in the source with an additional penalty function for when topological
changes must occur. Conceptually, for each pair of connected parts, we mainly encode a
sum of bending or twisting on the arrangement of the connected pair before and after a
deformation. Our energy consists of three terms:

E(MA) = Ed + wcEc + wsEs, (3.1)

where MA is a shape that is deformed using our deformation model following the set A,
which contains some assignments of parts from M to parts in M ′, Ed measures the current
geometric deformation of MA, Ec measures pair connectivity, Es is the split penalty for one-
to-many and many-to-one part correspondences, and wc and ws are scalar weights. Note
that the domain of this objective function is spanned by the set of possible assignments A

which is an exponentially large set. This is especially the case as we also consider the order
in which these assignments were applied during a deformation. Note that for the empty set
A = ∅, the total energy E(MA) is equal to zero.

Part arrangements distortion: The first term, Ed, captures the geometric changes of
two parts px and py adjacent in G in terms of their relative spatial arrangement. We begin
by uniformly sampling all abstractions (curves and sheets). For each pair of adjacent parts
we record a structural rod vector rij from the i-th sample point on part px to the j-th sample
point on the neighboring part py, i ∈ [1, n] and j ∈ [1, m], where n and m are the sample
counts of parts px and py respectively; see Figure 3.4(a). The energy of the term is defined
by the Frobenius norm of the deformation matrix D comprising all dot products between
pairs of pre- and post-deformation structural rods, the latter denoted r′ij :

Dij(px, py) = max
(

rij
||rij ||

·
r′ij
||r′ij ||

, 0
)

. (3.2)

Note that we limit the values of the dot product if the change is grater than π
2 in order

to disqualify highly distorted configurations. The final normalized form of the deformation
energy term is:

Ed(px, py) = 1− ‖D‖F
‖Jnm‖F

, (3.3)
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where Jnm is the unit matrix (one for all elements) of size n ×m. Note that the final Ed

will be the sum of the above term for the entire set of connect pairs on the graph.

Shape connectedness: The second term, Ec, is the connectivity term, which penalizes
disconnection between two originally-adjacent parts by looking at their closest distance. Let
d = minij ||rij || and d′ = minij ||r′ij || be the length of the shortest pre- and post-deformation
structural rods respectively; let f = maxij ||rij || be the length of the longest pre-deformation
structural rod; see Figure 3.4(b). If d′ ≤ d (i.e., the parts have actually gotten closer), then
we let Ec = 0. Otherwise, we define this term for a pair of adjacent parts as:

Ec(px, py) = 1−min(1, d′/f). (3.4)

Here too, the final Ec will be the sum of the above term for the entire set of connected pairs
in the graph.

Topological changes: The final term Es represents the splitting/merging penalty for
when such topological changes are needed in the case of one-to-many matches. Since our
correspondence works on shapes with differing numbers of parts, it is often the case that
many possible matchings can have similarly low energy in both deformation and connection.
Figure 3.4(c) shows one such case. We define a heuristic that takes into account how a split
might reflect the apparent intent of a group of similar parts. For example, sparsely-placed
bars often function as supports, while a tightly-packed set of bars, or a part abstracted by
a sheet, represents a solid part. We define the splitting penalty Es as the deviation in ratio
s between the volume of the part to the volume of its convex hull before and after a split
(or merge). This shape measure is known as shape solidity in the 2D shape recognition
literature where it is defined in terms of areas [91]. We encode these ratios for all parts
in G in a vector S, where Si = min(si, s′i)/ max(si, s′i) for i ∈ [1, n], n being the number
of relations in the source. This penalty does not apply for parts yet to be matched, when
matching between single parts, or when matching a rational symmetry group, in which case
we set the value of Si to 1. Similar to Equation 3.3, we normalize this term as follows:

Es = 1− ‖S‖F
‖J1n‖F

. (3.5)

Each of the three energy terms might individually favor different correspondence choices
for the same part (see Figure 3.5). While, ideally, preservation of the overall structure
results in lower values for all terms, a purely geometric approach cannot distinguish between
semantically clear but geometrically ambiguous cases. In our energy formulation, we place
more value on part arrangements and add the weights wc and ws to balance the contribution
of connectivity and topological penalty. We experimentally found the weights wc = 0.6 and
ws = 0.4 to produce the best results, and we fix these values for all our experiments.
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(a) No connection (b) No splitting (c) No deformation

(d) Only deformation (e) Only splitting (f) Only connection 
Figure 3.5: Effect of energy terms. Here we highlight obviously bad correspondences be-
tween some source and target parts. Connection refers to Ec, splitting is Es, and deforma-
tion is Ed. The entire correspondence computed when enabling all energy terms for this
pair of chairs can be found in the gallery.

Asymmetry in the distortion cost. Input shape pairs, especially ones having different
topology, are not expected to share the same connectivity among their corresponding parts.
For example, the armrests of chairs might only connect to the seat in one chair while in
another they might connect to both the seat and the back. This, in turn, results in an
asymmetry of the distortion cost; i.e., deforming M to M ′ may require an energy different
from that of deforming M ′ to M . In order to symmetrize the distortion cost, one possible
heuristic is to take the minimum cost of matching in each direction. However, this heuristic
is not guaranteed to always result in the best correspondence and would tend to favor
matching the simpler model to the more complex one. This is due to the fact that the
simpler model has less elements contributing to the structural distortion. In all of our
experiments, we choose the correspondence that incurs the least deformation energy. In
practice, this strategy often has the result of leaving extraneous parts of the more complex
shape of the input pair unmatched.

Sampling. We sample the parametric curve-sheet part abstractions uniformly at 1/e in-
tervals resulting in curves having e samples and sheets having e2 samples. This results in
relatively equal contribution for the different parts of the shape. While this sampling might
seem counterintuitive, as not all parts of the shape are of equal importance, it ensures that
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Figure 3.6: Illustration of matching graph and tree search. Left: The two input structure
graphs G and G′, and their matching graph Ĝ constructed from G. The red edges, together
with the original edges from G, constitute a solution graph. Right: The search tree con-
structed while traversing the matching graph in order, where each node corresponds to a
matching pair.

differences between extents of semantically-corresponding parts across different shapes do
not significantly bias the results.

3.5 Correspondence search

During the correspondence search, we first find correspondences at the group level following
a beam search strategy. Then, for a pair of source and target groups in correspondence,
we perform part-level correspondence by first normalizing the bounding boxes of the two
groups in order to match individual parts by proximity, and then performing deform-to-fit
for the corresponding parts within the source group. Different correspondence choices result
in different deformations and thus different energy costs.

Beam search. Suppose we are given two input shapes, represented by structural graphs
G = {V, E} and G′ = {V ′, E′} respectively, where each node in the structural graphs
represents a group of parts. Two nodes are connected by an edge if their corresponding
surfaces are connected. We construct a super graph Ĝ from G and G′ by extending each node
v ∈ V with a set of edges representing matching pairs from v to all nodes in G′, as shown
in Figure 3.6. A matching in Ĝ covering all nodes in G represents a full correspondence
solution from G to G′. This is illustrated by the set of red edges in Figure 3.6. Thus,
our problem is reduced to finding such a matching in Ĝ that minimizes the self-distortion
energy; see Equation (3.1). We employ tree search to solve this problem. The search tree
is shown on the right of Figure 3.6, where each level contains correspondences between a
fixed node in G and all other nodes in G′ and a path from the root to a leaf represents a
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Figure 3.7: Illustration of the local and global pruning in beam search. When expanding
each node with new nodes of matching pairs, we keep only the top k = 4. Among all
expanded partial solutions in Li, we allow only the top K = 20 to expand into Li+1.

full correspondence solution between G and G′ at the group level. Starting from the first
node of Ĝ, our algorithm progressively grows the partial solution by traversing the search
tree in a branch-and-bound manner. Note that we enforce the correspondence of all groups
from the source to match some group(s) on the target. Thus, a target group could be
matched from multiple source groups while other target groups might remain unmatched.
The correspondence at the part level is resolved in the deform-to-fit step.

To reduce the search space, we introduce two strategies. The first is the use of both
local and global pruning during beam search. Locally, when expanding a node in the search
tree with different matching nodes, we keep only the k best expansions according to the
deformation energy. Globally at each level, among all the newly expanded partial solutions,
we retain the top K partial solutions. While the global pruning keeps the overall search
space tractable, the local one ensures that the top K partial solutions are well-distributed
among all branches (see Figure 3.7). This makes our search tree more balanced so that it
can cover a wider search space and thus have a higher chance of finding a global optimum.
Using lower values of k and K results in faster search times at the risk of missing non-local,
closer-to-optimal solutions. We find via experiments that our method is relatively stable to
the selection of the two parameters, and k = 4 and K = 20 seem to result in a reasonably
good trade-off for models containing tens of parts.

The other pruning is based on symmetry groups, requiring parts in the same source
group to all match to parts in the corresponding target symmetry group or to a single
part that is self-symmetric. In our implementation, we consider only linear-translational,
reflectional, and rotational symmetry groups. More aggressive part grouping schemes, such
as those based on a symmetry hierarchy [56] or recurring part arrangements [29], could
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(a) (b) (c)
Figure 3.8: Illustration of deform-to-fit between curves and sheets. (a) To register a pair of
curves(top)/sheets(bottom), we first align them at their centers and then find end/corner
point matching. (b) To deform a curve into a sheet, we need to project the curve onto the
sheet; see the deformation sequence to the right. (c) A deformation sequence from three
curves to one sheet, which are also matched by projection.

also be adopted, but with higher computational cost. Note that the correspondence at
the group level is always one-to-one. Required topological changes, including splitting and
merging, are decided on during the correspondence search over individual group elements
of the source and the target, where the group cardinality may differ.

Deform-to-fit. For each pair of symmetry groups in correspondence, we match their
underlying parts by first normalizing the bounding boxes of the two symmetry groups into
the unit box and then deforming the parts from the source shape to fit and match against
those of the target shape. When each of the two groups contains more than one shape
part, we resolve the many-to-many cases into one-to-many instances by looking at the
parts’ centroids within the unit box and matching them based on proximity. Each source
part abstraction, which is a parametric 1D curve or 2D sheet, is deformed to conform to
the geometry of its matched part on the target. The deformation of curves or sheets is
performed by first aligning their centers, matching their extremities by spatial proximity,
and then aligning the extremities by transforming the corresponding end/corner points of
the curves/sheets, as shown in Figure 3.8(a). After aligning the extremities, we linearly
interpolate the deformation to the remaining control points.

We also allow parts that are abstracted by curves or sheets to deform into one another.
To this end, we first match the extremities between the curve and the sheet. This is achieved
by projecting the curve onto the sheet and matching each end of the curve to two corners
of the sheet by spatial proximity; see Figure 3.8(b). This also determines the orthogonal
direction in which the curve/sheet will extrude/shrink; see Figure 3.8(b). To allow groups
with differing cardinalities to transform into one another, we need to deal with topological
differences; see Figure 3.8(c). When corresponding one sheet or curve to several curves,
we split the sheet or curve part accordingly where appropriate. For one-to-many curve
correspondences, we also consider the option of splitting or cutting the source curve into
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Figure 3.9: Structure preservation. (a) Two beds with their matched front legs shaded in
orange and left-right reflective symmetry marked. (b) When aligning the matched front legs,
the red parts are distorted due to imprecisions in the input (left). Symmetry preservation
helps recover the structure (right). (c) After further aligning their back legs, the middle bar
in red is detached. Contact constraints are used to recover the connection. Our structure
preservation is actually performed on the curve/sheet representation. We show the surfaces
for better illustration.

equal-length segments, as shown for the leg and back parts in Figure 3.3. For all many-to-
one cases, we merge multiple parts into a single one as an inverse of the splitting process.

Structure preservation. Deforming parts during the search can result in disconnected
shapes, which in turn may break some of the connectivity and/or symmetry relations in
the original shape. The evaluation of deformation energy assumes structural plausibility
throughout the search, for which we apply an edit propagation step to preserve part rela-
tions, similar to prior methods on structure-aware shape editing [40, 41]. In our method, the
propagation is constrained by two factors, namely, the connectivity and symmetry relations
between parts. For proximity constraints, we preserve the displacement vector between
the two connected parts in the source structural graph. This vector is determined by the
closest pair of points across the two connected parts. Symmetry is preserved for each sym-
metry group by simply applying the generation transformation on a single representative
element. For reflectional symmetry, this entails a reflection with respect to a plane. For
rotational and translational symmetry, transformations are defined with the rotation axis
and translation path, respectively. See Figure 3.9 for a few examples of structure preserving
deformation. While our greedy structure-aware deformation better preserves the structural
properties of the original shape, there is no guarantee that all constraints are satisfied. More
sophisticated constraint satisfactions and their impact on the correspondence performance
are worth investigating in future work.

Initial alignment. In order to factor out the large distortions caused by differences in
shape scale and rotation, we perform a preprocessing step to roughly align the two shapes
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to be matched. Specifically, we first scale both models into similar height and then rigidly
align them so that their global symmetry planes are parallel. While such an alignment does
not resolve symmetric flips, our energy definition would identify such cases by assigning
them relatively high distortion costs. In practice, we detect such cases by performing the
search with different alignments, choosing the one resulting in the lowest energy cost.

3.6 Results, evaluation, and applications

We show results of topology-varying shape correspondence obtained by our algorithm, eval-
uate its performance against user-specified ground-truth data, and compare to related cor-
respondence methods, including those designed for co-analysis. We also demonstrate appli-
cations that are made possible only when correspondences between topologically different
shapes are available. The source code for our method and the data used can be found
online1.

3.6.1 Results and applications

Input models. In our experiments, we focus exclusively on man-made objects, since all
the methods considered are designed to process such objects. We experimented with all
shapes (110 of them) from the work of Alhashim et al. [85] on topology-varying shape
blending; these shapes all exhibit rich topological and structural variations. Additional
models, including bicycles and tricycles that possess richer variations, were also added into
the mix. All the models had been taken from the 3D Warehouse, TurboSquid, and other
online sources. Their part counts range between 4 and 35.

Correspondence results. Figures 3.1 and 3.10 show two galleries of shape correspon-
dence results, where we use color matching to visualize the part correspondences with
unmatched parts colored gray. Note the significant geometric and structural variations in
the matched shapes throughout, as well as the variety of topological changes our algorithm
is able to handle, leading to meaningful one-to-many and many-to-many correspondences.

Our algorithm is able to obtain correspondences at a high level of granularity; e.g., see
the bicycle-tricycle and table pairs in Figure 3.1 and the bicycle, boat, cart, and several
chair pairs in Figure 3.10, where fine-scale parts are matched properly.

That being said, it is worth emphasizing that our correspondence scheme is entirely
unsupervised. As a result, some of the returned correspondences may not accurately reflect
shape semantics or part functionality. One such example is the matching between the legs
and leg connections for the fourth pair of chairs in Figure 3.10.

1http://gruvi.cs.sfu.ca/project/geotopo

http://gruvi.cs.sfu.ca/project/geotopo
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Figure 3.10: A gallery of fine-grained part correspondence computed by our algorithm. For
each pair of input 3D models, we show the best correspondence as rated by the minimal
GeoTopo energy. Matched parts share the same color; unmatched parts are in gray.

Statistics and parameters. Table 3.1 provides timing and other informative statistics
for running our algorithm on the model pairs shown in Figure 3.10. Unless otherwise spec-
ified, all correspondence results reported were obtained using the same parameter setting.
For controlling the correspondence search, we set k = 4 and K = 20. For evaluating the
correspondences, we fix the weights to wc = 0.6 and ws = 0.4 in the GeoTopo energy. Note
that our method does not require tuning any parameters, making it easily applicable to a
set of diverse shape classes.

Computation and quality trade-off. There is an obvious trade-off between search cost
and quality of correspondence results. We provide a simple illustration in Figure 3.11, where
we plot how the deformation energy associated with the final correspondence varies over
beam search width k, which is a direct indicator for the computational cost of the search.
The plots are typical for most model pairs and they allow us to empirically choose a proper
set of parameters to obtain a satisfactory trade-off.

Coarse correspondence. While our algorithm can excel at computing fine-grained shape
correspondence, it is straightforward to adjust it to return only a coarse set of results.
Bounding the part count to K in the final correspondence simply amounts to having the
combinatorial search enumerate correspondences with only K parts selected in the source
shape. One can also be selective about which K parts to match; e.g., they can be the most
prominent ones; see Figure 3.12. If an application only requires a sparse correspondence,
then setting a small K is a viable option for efficiency. With a small K, the search can also
afford to expand its width, leading to quality improvement in the results.
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Pair #Ps #Pt #Gs #Gt T (s)
Airplane 1 6 7 2 3 0.06
Airplane 2 8 29 3 9 0.71

Cart 13 14 5 5 1.09
Table 1 7 16 3 7 0.32
Weights 17 16 8 5 1.07
Bicycle 18 15 4 3 2.59
Table 2 13 10 3 3 0.13
Lamp 12 13 2 1 0.19
Bed 27 29 5 10 1.66
Boat 25 17 15 5 2.90

Chair 1 12 24 5 8 0.96
Chair 2 22 21 8 7 1.48
Chair 3 14 12 6 5 0.81
Chair 4 12 16 4 4 0.92
Chair 5 12 17 7 6 2.20

Table 3.1: Statistics and timing for our shape correspondence algorithm, when applied to
model pairs shown in Figure 3.10; the models are listed in left-to-right and top-down order.
We report various statistics which influence the search cost: the total number of parts in
the source (#Ps) and target shapes (#Pt), and the total number of symmetry groups in
the source (#Gs) and target (#Gt) shapes. Execution times (T ), in seconds, account for
all correspondence search operations leading to the final result. Timing is measured on an
Intel(R) Core(TM) i7, 3.4GHz with 16 GB RAM.

Figure 3.11: Cost and quality trade-off on two pairs of models. Computational cost is
reflected by the beam search width k. Quality is defined by the GeoTopo deformation
energy.
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Source and target

Figure 3.12: Coarse correspondences returned by limiting the search to only K parts in
the source shape. Here, we consider the K most prominent parts as determined by their
volume.

Figure 3.13: Topology-varying shape blending. Given a source and target shape (left),
we show four blending results using part correspondences automatically computed by our
method.

Topology-varying shape blending. A key application enabled by our work is topology-
varying blending [85]. The output of our algorithm is precisely what their tool would require
as input. In their work, with significant variation between the source and target shapes, the
part correspondences were mostly specified by the user on top of the initial segmentations.
Figure 3.13 shows a few results obtained by their blending tool based on our automatically
computed correspondence.
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(b)(a)
Figure 3.14: Transitive shape correspondence. Corresponding the original pairs S1 and
S2 (red arrow) results in improper correspondences with a high energy cost. Whereas
computing correspondences by way of S (green and yellow arrows) yields a much-improved
result and a lower sum for the energy cost.

Transitive shape correspondence. Despite our efforts, the correspondence scheme can
sometimes fail; e.g., see the result for shapes S1 and S2 at the top of Figure 3.14(a). An
interesting idea is to have a third shape S that can serve as a bridge or transition be-
tween two significantly dissimilar shapes when computing correspondences. By computing
correspondences from such a shape S more similar to both shapes (in terms of a proper “cor-
respondence distance”) and transitively identifying correspondences from S1 to S2 through
S, we obtain an improved result, as shown in Figure 3.14(b). This idea is most desirable
when analyzing a diverse shape collection, among which topology variations are expected.
To realize the idea, a topology-varying correspondence scheme is a basic requirement. Our
algorithm serves the purpose, with the GeoTopo energy working as a suitable “correspon-
dence distance.”

“Topological medoids”. Related to the use of GeoTopo deformation energy as a corre-
spondence distance between topologically different shapes, we are able to compute a topo-
logical medoid for a set of shapes. Give a set of related shapes that differ in their topologies,
such a medoid shape is the one in the set having the smallest sum of GeoTopo transforma-
tion distances to all other shapes. Specifically, we perform our correspondence algorithm
on all shape pairs from the set and assign the deformation energy associated with the final
correspondence as the corresponding distance. Similar to a mean shape, the medoid shape
can be regarded as a representative shape for the given set. Figure 3.15 shows topological
medoids computed for several small shape collections.
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Figure 3.15: Illustration of topological medoid shapes (blue) computed for different object
categories.

3.6.2 Comparison and evaluation

Ground truth correspondences. In the absence of a benchmark for topology-varying
shape correspondence, we have established a dataset for preliminary experiments which
consists of 75 shapes covering 5 object categories (chairs, airplanes, tables, beds, and ve-
locipedes) and exhibiting significant geometry and topology variations. Each shape is se-
mantically segmented at a high-level of granularity (e.g., chairs down to individual legs and
bicycles down to individual pedals and cross bars). Note that this segmentation is done on
each shape individually, i.e, we do not perform any co-segmentation during the construction
of the dataset. Semantic correspondences between parts within a shape pair or across a set
define ground-truth (GT) part correspondences at multiple levels of granularities:

• At the coarse level, the GT correspondences are consistent over the set of 15 shapes
for each of the 5 object categories. For example, the legs of a swivel chair and the
four legs of a farm chair would all be labeled as legs. We adopt these correspondences
when comparing to co-analysis methods.

• At the finer level, GT correspondences are set up between each pair of shapes belonging
to the same category, with the granularity depending on the pair. For example,
between a swivel and a four-legged chair, the legs are matched in their entirety, while
two four-legged chairs are matched down to “left-front” and “right-back” legs with
refined labeling.

It is important to note that the labeling of the dataset is done by a single user. While this
can help us sidestep the inconsistencies that result from having many users label the same
data, it can introduce biases, for example, on what a part should look like for a certain label.
A better strategy is perhaps the one followed in the highly cited segmentation benchmark of
Chen et al. [92] where they use an average of human-generated segmentations. Our dataset
represents a preliminary benchmark for the correspondence of topologically complex shapes,
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Figure 3.16: A few shapes and their GT correspondences from our dataset to highlight the
challenge the data presents.

more work is needed to both expand the set and to better represent how humans would
solve such challenging correspondences.

Figure 3.16 shows several shapes with GT correspondences from our dataset, which can
well-reflect the difficulty of our test data for the correspondence problem.

Correspondence measure by precision+recall. Given a pair of shapes with a GT
correspondence set (of part pairs) G, we would like to assess the quality of a correspon-
dence set M returned by a particular matching scheme. An obvious measure would be the
percentage of part pairs in M which belong to G [29]. However, if we make an analogy
to retrieval, and regard G as the set of relevant instances and M as the set of retrieved
instances, then such a measure would only be accounting for precision, not recall. For ex-
ample, the fact that some GT correspondences are not found in M would be overlooked. Let
R = M

⋂
G. Then, we measure both precision |R|/|M | and recall |R|/|G| for a computed

correspondence M . When making comparisons, we report both precision and recall rates
averaged over sets of shape pairs.

Comparison with co-analysis. To compare our method, which is designed to match a
shape pair, with co-analysis, we need to adapt our method to handle a shape set. Given a set
of shapes, we reconstruct a set (part) correspondence out of all the pairwise correspondences
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Category [Xu 12] [Zheng 14] [Kim 13] Ours
chair 0.72 0.67 0.74 0.83
table 0.62 0.35 0.32 0.69
bed 0.49 0.46 0.57 0.61
airplane 0.61 0.38 0.73 0.84
velocipede 0.66 0.37 0.56 0.79

Table 3.2: Comparison on per-category precision rates among co-analysis methods. The
best rates are shown in bold.

obtained by GeoTopo. This is achieved by encoding the fine-grained part correspondence
between all pairs of shapes into a large correspondence matrix and then extracting from
the matrix a sparse correspondence via graph clustering [93]. Each cluster represents a
set of parts which are strongly connected by the correspondence and possess a consistent
correspondence. This scheme is admittedly preliminary, but it bears some similarity to
the correspondence space analysis of Lipman et al. [94]. Note that we do not utilize any
priors over the set nor impose any additional constraints to improve the consistency of the
correspondence extracted [95].

The co-analysis methods we compare to include fuzzy part correspondence [15], recurring
part arrangements [29], and perhaps the most closely-related method by Kim et al. [16] via
template fitting. Like GeoTopo, the performance of Zheng et al. [29] depends on the initial
shape graph with symmetry and contact information encoded. We follow descriptions in the
paper for filtering out small components based on thresholding and grouping parts based
on symmetry relations. We find the best set of parameters to produce finer (consistent)
correspondences. However, by design, their output remains coarse compared to others.
For the template fitting method, we manually create one template for each tested object
category and train the templates over our GT datasets. All three methods were otherwise
executed using the optimal parameters as suggested by the respective papers.

Table 3.2 reports comparison results on precision with respect to the coarse GT. In
terms of execution times, Kim et al. [16] and our method are comparable, while the other
two are much faster, with Xu et al. [15] being by far the fastest. The results demonstrate
superior performance by our method on all object categories tested. For Kim et al. [16], the
performance on the table set is less than satisfactory since some of the tables have crossed
legs and some have straight legs. Hence, two templates would have been more suitable. For
the velocipede set, many parts intersect each other, which is considered a difficult scenario
for the method.

The adaptation of our method for co-analysis is by no means optimal or even sophis-
ticated. Co-analysis is not the focus of this work; the scheme is designed to allow for a
meaningful comparison. However, the superior performance shown suggests the potential
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Category [Xu 12] Ours (no sym) Ours
P R P R P R

chair 0.68 0.36 0.67 0.42 0.76 0.53
table 0.58 0.36 0.70 0.41 0.75 0.44
bed 0.53 0.33 0.63 0.29 0.69 0.34
airplane 0.65 0.41 0.71 0.47 0.72 0.47
velocipede 0.45 0.25 0.49 0.35 0.51 0.37

Table 3.3: Comparison on per-category precision (P) and recall (R) rates between our
method and a baseline method [15] for matching shape pairs. Also shown (in the middle
two columns under “no sym”) are P+R rates for our correspondence results which are
obtained without having symmetry relations identified on the input shapes. Best results
are shown in bold.

of our fine-grained pairwise correspondence scheme to support more accurate co-analysis,
in particular, for highly diverse shape collections with topology variations.

Comparison for matching shape pairs. We take the method of Xu et al. [15] as a
baseline for comparing pairwise shape correspondences. This method is based on global
shape alignment and proximity-based part matching, and it is applicable to shape pairs.
Based on our experiments, the other co-analysis methods do not perform nearly as well
when the input consists not of a set, but rather only two shapes. Table 3.3 shows a compar-
ison between this baseline and our correspondence method on precision and recall measured
against the GT correspondences for all five categories. Our method again appears to out-
perform Xu et al. [15] on this test. Note however that the precision within some categories,
in particular the velocipedes, which consist of both bicycles and tricycles, are not high.
Indeed, fine-grained correspondence on these highly dissimilar shapes remains a challenging
problem.

Reliance on symmetry relations. In Table 3.3, we also report the performance of our
algorithm when the input shapes do not come with detected symmetries. We simulate
this case by applying our correspondence method over the ground truth set while ignoring
all symmetry grouping. This test is meant to assess the dependence of our method on
accurate symmetry detection. As can be seen, the precision and recall rates do degrade
when symmetry is turned off. However, the drop is not as significant as one might have
expected.

Comparison to Tevs et al. More comparable to our work in terms of input and objective
is the symmetry-driven graph matching scheme of Tevs et al. [32], which operates on a
pair of shapes and returns correspondences between part ensembles with possibly different
topologies. However, their search is not over topology-changing deformations, but through
graph matchings over symmetry groups. We obtained two sets of models (bed and bicycle)
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Figure 3.17: Comparison to Tevs et al. [32]. Top row shows their results on the “bed” and
“bicycle” sets. As shown in their paper, blue parts are the parts to be matched. Bottom row
shows the correspondence for the same highlighted part using our method. Note that while
the input is not assumed to be pre-aligned (as in the bench model), our method correctly
identifies correspondences that are spatially accurate.

from the authors of this work to make a comparison. They tested their algorithm on these
models with disjoint parts and detected symmetries that our algorithm is able to take as
input.

Figure 3.17 shows one set of matching results for each dataset obtained using our al-
gorithm. With the deformation energy accounting for geometric distortion, our method is
able to find the proper alignments between the beds and the bench. Matching between
fine-level parts also appears to be more accurate. With a fine-grained matching, topology
blending is possible; see Figure 3.13.

3.7 Discussion, limitations, and future work

In this chapter, we present a deformation-driven method to produce a fine-grained corre-
spondence between two 3D shapes that may differ in their geometry and topology substan-
tially. The key challenge lies in how to obtain a fine-grained, topology-varying matching.
We believe that a continuous, or rather, a piecewise continuous formulation is suitable for
such a task. We solve the problem by following a deformation-driven paradigm, which was
previously adopted to match curves and surfaces without allowing for topological variations.
The main novelty of our work is the development of a deformation model, the GeoTopo
transform, and an associated deformation energy that simultaneously accounts for geo-
metric, structural, and topological shape variations. With the shape parts to be matched
undergoing topological changes, such as part splits or duplications, the final matching is
piecewise continuous.

Initial segmentation. The foremost limitation to our current work that one may readily
point out is that we assume the two input shapes are “segmented into meaningful parts in a
symmetry-aware manner.” Such segmentations may not always be easy to obtain, especially
for detailed 3D shapes found in online repositories. In Figure 3.18, we show automatic
segmentation results computed by different state-of-the-art segmentation methods [97, 98,
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[Kaick14] [Shapira08] [Au12]

Figure 3.18: Initial segmentations by state-of-the-art automatic methods and the resulting
correspondence. (a) Segmentations from three such methods using their default parameters.
(b) Correspondence results using our method applied to original components with manual
segmentation (top) vs. results initialized by automatic segmentations using the method of
[96] (bottom). In both cases we use the same original segmentation for the chair on the left.
Clearly invalid correspondences are highlighted.

96] using their default parameters. It should be expected that using the same parameters
for unsupervised segmentation methods would result in over- or under-estimation of part
boundaries, producing imperfect segments.

When imperfect initial segmentations are provided, our method may fail to recover
proper correspondences since a key criterion in our method is structure preservation while
imperfect segmentations may not reflect the correct structures in the input shapes. The
top row of Figure 3.19 shows an example of corresponding shape pairs that are segmented
in a symmetry-aware manner but have different segmentation granularity. As can be seen,
the feet of the coarsely-segmented robot are not correctly matched with the more finely
segmented one. A similar issue can be seen in the chair model when the armrest is attached
to the leg in the chair model on the left but not so in the one on the right.

Having said the above, even if perfect initial segmentations were available, matching
two shapes characterized by these segmentations under significant geometric and topolog-
ical variations and producing a fine-grained and piecewise-continuous matching remains a
highly challenging task. With extensive evaluation, we have demonstrated the significant
advance made by our work over the state-of-the-art methods, including those designed for
co-analysis, when the compared methods were provided with exactly the same inputs and
initial segmentations.

Furthermore, we believe that the utility of our deformation-driven analysis framework
goes beyond correspondence search; it may also be applicable to actually finding the proper
segmentations, or co-segmentations, of two shapes. The basic premise is that for two shapes
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Figure 3.19: Several failure cases due to imperfect segmentation (top row) and large geo-
metric deviation between parts that ought to be matched up (bottom row). On the top
row, the initial segmentations for each pair of shapes are shown on the left. The bottom
row shows the pairs having the worst ground-truth correspondence score in their respective
sets. Our method does not consider partial matching, which would be the ideal solution for
such pairs.

0.16 0.05 0.04 0.06

Figure 3.20: Segmentation and correspondence. Low quality correspondence result on the
original input shapes (left). We apply different segmentations on the part abstractions and
report the total correspondence cost. Note that while each segmentation has a different
number of parts, the compatibility of these segments consistently results in low energy.

to be matched in the most meaningful way, the matching ought to be on two meaningful
segmentations. We leave the ensuing investigation for future work, providing here a pre-
liminary verification. In Figure 3.20, we show the best correspondence our method finds
based on four different segmentations. As can be observed, meaningful segmentations, even
when they differ in part counts, result in similar deformation energy. In contrast, poor
segmentations cannot be compensated for by a meaningful correspondence.

Dense correspondence. In this work, we have not evaluated our correspondence scheme
using the benchmark of Kim et al. [23]. The reasons are two-fold. First, the benchmark
evaluation is based on measuring geodesic distortions, which would be inappropriate to judge
topology-varying shape correspondences; such correspondence results are at best piecewise
continuous. Second, our correspondence search is focused on curve-sheet structures and not
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their corresponding surfaces. Our method is not designed to compete with those aimed at
near-isometric matching since we do not optimize for any criterion based on surface metrics.

Partial matching. Although one-to-many correspondences can be identified, our method
is not designed to perform general partial matching, such as matching a hand model to a
whole human shape. Such cases would entail a preponderance of outlier parts on the target
side, largely increasing the difficulty of the combinatorial search. Also, defining a proper
deformation energy for partial matching remains open; we leave this for future work.

Other limitations. First, like Alhashim et al. [85], we focus on processing man-made
shapes that can be well abstracted by curve-sheet structures. If this assumption holds, our
method produces reasonable results. However, there are limits to the degree with which
these structures can represent broader categories of models. For example, buildings, cars,
and other models where fine-scale details are important may not be adequately modeled
by such abstractions. Furthermore, some models may include “tubes” (parts with a closed
sheet skeleton) or parts made out of open surfaces for which there is no good skeleton. Such
models would need to first be adequately abstracted before our method can be applied.
Second, our method is purely geometric. There are cases where, even when the energy is
very low for some correspondence, there is no semantic relationship between the matched
parts. The bottom row of Figure 3.19 shows a few failure cases related to these issues.

Future work. Aside from addressing the limitations mentioned above, we would like to
improve the quality of the in-between shape deformations generated during correspondence
search. Such an improvement may allow us to more-efficiently explore topology variations
in a large shape collection, as in the work of Ovsjanikov which operates on box proxies
[99]. Furthermore, it would be highly valuable to expand the ground-truth dataset we
have used to both include more shapes and to minimize its bias by incorporating labeling
from different users. Such a benchmark would be highly useful for future methods that
are designed for more fine-grained correspondences. Lastly, we would like to investigate
two intriguing applications of our approach: deformation-driven shape segmentation and
transitive shape correspondence, as discussed above.



Chapter 4

Topology-Varying Shape Blending

This chapter introduces an algorithm for generating novel 3D models via topology-varying
shape blending. Given a source and a target shape, our method blends them topologically
and geometrically, producing continuous series of in-betweens as new shape creations. The
blending operations are defined on a spatio-structural graph composed of medial curves and
sheets. Such a shape abstraction is structure-oriented, part-aware, and facilitates topology
manipulations. Fundamental topological operations including split and merge are realized
by allowing one-to-many correspondences between the source and the target. Multiple
blending paths are sampled and presented in an interactive, exploratory tool for creative
3D modeling. We show a variety of topology-varying 3D shapes generated via continuous
structural blending between man-made shapes exhibiting complex topological differences,
in real time.

4.1 Introduction

Shape blending is a common technique that has been most widely studied in the areas of
interpolation-based animation and mesh morphing [8]. An essential step for most methods
is to compute a mapping between the source and target meshes [100], assuming that the
shapes have the same topology. Volumetric approaches based on implicit shape represen-
tations can be topology-altering, e.g., [17, 19]. However, like the case for mesh morphing,
the resulting in-betweens only serve to visualize a temporal deformation process; they need
to maintain certain physical properties of the source (target) or remain unchanged intrin-
sically, aside from articulation, throughout the process. In both cases, the in-betweens are
typically computed via purely geometric means, governed by motion energy minimization
and physical constraint satisfaction.

In this chapter, we view and adopt shape blending from a different angle. Our goal is
shape creation, i.e., to create novel and plausible 3D models using the in-betweens generated
by shape blending. To obtain interesting and creative shape variations, we assume that the

42
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Figure 4.1: 3D shapes generated by topology-varying blending between a source (left) and
a target (right), along three different blending paths. Part correspondence is shown by
matching colors; some parts (neutral colors) are unmatched.

input shapes differ both in geometry and topology. We aim to obtain continuous and
plausible blending with both geometric and topological variations. Our focus will be on
the latter since topology plays the key role in altering shape structures and the novelty
and diversity of the model creations are more fundamentally attributed to these structural
variations; see Figure 4.1.

The technical challenges to our shape blending problem are two-fold. Not only must the
computed in-betweens possess new topological structures that reflect a blending between
the topologies of the input shapes, the blending results must also be properly controlled
and filtered to attain a certain degree of plausibility. By “plausible”, we require the results
to be functionally similar to the source and target. For example, as shown in Figure 4.1,
the created in-betweens for two chairs should all be “chair-like”.

The key observation behind our approach is that the functional or semantic information
about a shape is primarily built into its part structure, rather than geometric details. To ob-
tain topology-varying shape blending with plausible in-betweens, two fundamental building
blocks of any blending technique, namely, the shape representation and the correspondence
scheme, ought to be structure-oriented, part-aware, and facilitate topological operations. In
this chapter, we focus on blending between mesh models representing man-made 3D objects
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(a) (b)
one-to-many correspondence

merge split

Figure 4.2: Topology blending between boundary representations (a) involves more ge-
ometry alteration than between 1D curves (b). Dots with matching colors specify point
correspondences.

which often possess rich structural and topological variations. We focus on structural blend-
ing at the part level which contributes to the overall preservation of shape functionality.
Figure 4.3 provides an outline of our shape blending scheme.

Spatio-structural graph. For each 3D shape, we build a spatio-structural graph (or
simply, a structural graph) composed of parametric 1D curves and 2D sheets which are
medial abstractions of the shape parts. The graph nodes represent geometric entities that
have spatial location and extent. The graph edges define connectivity between the shape
parts. With such a graph representation, we refer to topological changes to a shape as any
structural changes to the graph, e.g., adding or removing a node, altering edge connections,
and merging or splitting of graph nodes, etc. The lightweight shape representation using
only connected curves and sheets facilitates both correspondence computation and topolog-
ical operations. For example, imposing topological changes on a curve is easier than on a
surface since curve geometry is a lot simpler to handle, e.g., see Figure 4.2.

Correspondence. To enable merge and split of shape parts, one-to-many part corre-
spondences between the source and target shapes are necessary. For example, a one-to-four
mapping would trigger a split which turns a swivel chair into a four-legged one. When a
part is missing from one of the two shapes, it is mapped to a seed region on the other shape.
A seed region consists of a point or curve segment and it is where growing and shrinking
of curves or sheets occur. Input shapes with significant topological dissimilarities make
compelling cases for shape blending and creative modeling, but challenging cases for part
correspondence. We compute part correspondence semi-automatically, allowing the user to
specify a sparse initial correspondence.

Shape blending. Given part correspondences, the blending problem becomes that of
constructing morphing paths between corresponding parts/regions in the source and target
shapes. Plausible blending results not only depend on meaningful correspondence, but
also proper ordering of part transitions. In most cases, there is not a unique reasonable
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ordering, and at the same time, not all orderings lead to reasonable blended shapes. We
take an approach which enables the user to explore a large portion of the space of blending
paths, thus minimally constraining the creativity of the generative process, while exerting
plausibility control.

Specifically, we generate sequences of blending operations stochastically and apply a
series of implausibility filters to remove shapes or whole blending paths that are deemed
to be sufficiently implausible in terms of functionality preservation. In the current work,
our consideration of functionality focuses primarily on symmetry and connectivity relations
between shape parts. Blending is first applied to input structural graphs and produces
in-between structural graphs. In the final step, a mesh can be reconstructed from an in-
between graph by an inverse, skeleton-to-mesh, mapping and surface blending.

Exploratory modeling. Novel shape creation should naturally be an exploratory pro-
cess, as free exploration of alternatives is key to a creativity support tool [101]. To this end,
we develop an interactive and exploratory modeling tool to showcase our shape blending
algorithm. Given a source and target shape, multiple blending paths are sampled and pre-
sented in the tool after implausibility filtering. Topologically and geometrically distinctive
models are displayed upfront. The user can explore all the shape creations by refining the
display. Any generated in-between is immediately reusable as a source or target for subse-
quent shape blending. Hence the user can browse and select preferred shapes to continuously
evolve a shape collection.

Contribution. The main contribution of this chapter is a novel approach for 3D shape
creation via topology-varying shape blending. To the best of our knowledge, our work rep-
resents the first attempt at producing continuous variations among 3D shapes that allow
topological changes. The granularity afforded by our approach leads to richer shape varia-
tions which are unattainable using discrete part shuffling or recombination [47, 49, 50, 15],
e.g., see the variety of blended chair backs in Figure 4.1. Our work also contributes a
useful tool for exploratory and creative 3D modeling leading to novel shape structures.
We compare our modeling capabilities to those provided by existing modeling tools both
qualitatively and through a user study. The continuous process of shape blending and user
interaction with the modeling tool can be visualized in the accompanying video. Numerous
blending results are reported in the chapter. Source code for the blending algorithm and
the modeling tool is also publicly available.

4.2 Related work

Extensive literature exists on shape blending [8], skeletal structures [102], as well as topology
analysis or processing for 3D shapes. For example, topological or skeletal characterizations
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have been employed in such applications as shape matching [103, 87] and topology re-
pair [104]. Topological decomposition has been applied for mapping surfaces with complex
topology [6]. In what follows, we mainly discuss works that are most closely related to ours,
i.e., those on structure or shape blending, as well as shape modeling in general, which allow
topology changes.

Existing works on topology-altering mesh morphing, e.g., [68, 105, 106], often produce
unnatural shape transitions functionality-wise. Being purely geometry-driven, these meth-
ods are not designed to be structure-aware. Volume-based morphing, e.g., [70, 17, 19], relies
on distance fields and distance transforms to compute in-betweens. Often, some level of user
control, e.g., by specifying anchor points [17], is necessary to achieve reasonable outcomes.
Topological complexity is usually not an issue as volume processing through implicits does
not need to track topology changes explicitly. However, like their mesh counterparts, these
methods only blend geometry but not structure; they are not designed to preserve the
functionality of the morphed shape during transition.

Editing tools capable of modifying shape topologies have been developed since the early
days of computer graphics [107]. Cut-and-paste is a popular editing paradigm for changing
topology. Fu et al. [108] work with regions of non-zero genus to minimize distortions caused
by incompatible geometry between the source and target. Sharf et al. [109] further simplify
the process by suggesting better placement of the pasted parts. Powerful real-time tools
that support topology editing now exist, e.g., Meshmixer [110] and GeoBrush [111]. Most
recently, Berstein and Wojtan [112] developed a method to induce topological changes to
arbitrary meshes for sculpting and deformation. Our work is not on shape editing, which
would require interactive user input throughout while producing a single shape as outcome.
Our goal is to create sequences of novel 3D models via shape blending. The blending process
is largely automated, with user input only at the initialization stage.

There are various forms of graph representations which encode both shape structure
and geometry. Widely used in CAD are constructive solid geometry (CSG) trees that
represent constructions of complex objects using Boolean operators on 3D primitives. More
recent works on generative shape analysis, e.g., [56], are in the same spirit. In procedural
modeling, a shape grammar can be described by a graph defining space subdivision rules
and the different geometric elements. Shock graphs and graph editing distances have been
employed for shape recognition [103]. Topology of the shock graphs are altered via graph
editing where the goal is to find a single, least-cost editing path which best reflects structural
similarity. What is common about these graph representations and their use is the desire for
shape understanding. Our spatio-structural graphs have a different purpose: to facilitate
topology blending. Moreover, our graph transitions are meant to be diversified for the
purpose of creative modeling.

Most relevant to our work are recent approaches for shape creation from existing ex-
amples via part replacement or recombination, e.g., [50, 49, 15, 51]. The “blending” in
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all of these approaches is discrete, in that entire shape parts are replaced by other parts
which share similar geometric or structural properties. A part replacement can produce new
topologies only when the new part has a different topology from the part to be replaced.
In principle, any sequence of part replacements is realizable by a blending path in our ap-
proach; though we do not sample all possible blending paths. In addition, our blending
generates potentially topology-varying transitions between each adjacent part replacement.
Hence, the topology changes afforded by our approach are expected to be more fine-grained,
resulting in more structural diversity. Moreover, owing to its continuous nature, topology
blending induces more gradual changes to a shape which facilitate structure preservation
and part connection.

4.3 Overview

Our blending algorithm takes as input two mesh models, a source and a target, which
represent two man-made 3D objects. The output consists of multiple sequences of blended
3D shapes. We develop an interactive and exploratory modeling tool which allows a user
to influence the blending process in various ways, to visualize and select blending results,
and to export selected models so that they can be immediately reused for further blending.

Structural graph. The source and target models are assumed to have been segmented
into meaningful parts with meaningful part connections. To facilitate topological operations,
we abstract each input shape into a curve-sheet representation via skeleton extraction; see
Figure 4.3(a). The fundamental data structure for our shape blending is the structural
graph, whose nodes are the extracted curves and sheets from the shape parts and whose
edges are defined by part connections; see Figure 4.3(b). Part correspondence between the
source and target is computed semi-automatically.

Graph augmentation. Since not all nodes or edges in the source and target structural
graphs have their counterparts, e.g., the armrests in the source chair may be missing in
the target, we augment the two graphs so that they have corresponding sets of nodes and
edges; see Figure 4.3(b). Augmented graphs allow us to keep track of evolving states of
the shapes and maintain the topological operations needed for blending. Each pair of
corresponding nodes in the augmented graphs induces an appropriate topological event,
e.g., a one-to-many correspondence implies split/merge and a null node (a missing part)
implies growing/shrinking.

Blending. Executing the topological events in different orders produces different contin-
uous blending paths; see Figure 4.3(c). To allow the user to explore the solution space well,
we stochastically sample the possible blending paths and rely on an implausibility filter to
eliminate clearly implausible in-betweens, keeping the number of models presented in the
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Figure 4.3: An overview of our shape blending algorithm. Given a source and target
shape, we convert each into a skeletal curve-sheet representation (a). Part correspondences
are identified semi-automatically (b). Each model is encoded by a structural graph and
then an augmented graph to accommodate missing parts and one-to-many correspondences
(b). Blending generates multiple paths of in-betweens (c) with clearly implausible results
filtered out (d). Shapes circled in (d) receive low scores as they fail to preserve symmetry
or connectivity.

modeling tool manageable; see Figure 4.3(d). The filtering is based on structure preserva-
tion with respect to the source and target. Likewise, structure preservation also constrains
shape blending. Finally, we reconstruct meshes from the generated in-between structural
graphs by an inverse mapping from curves/sheets to surfaces and then surface blending.

Manual vs. automatic processing. Our blending process is not fully automatic. How-
ever, user assistance is only required in the preparation stage, namely, shape segmenta-
tion, part connection, and part correspondence, in challenging cases. Graph augmentation,
shape blending, and implausibility filtering are all automatic. Compared to efforts required
in processing large sets of topology-varying in-betweens, user involvement in our blend-
ing process is quite minimal. It is also necessary since none of the state-of-the-art shape
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analysis techniques is capable of automatically inferring meaningful part segmentation or
correspondences amid significant shape variations in both geometry and topology.

4.4 Topology-varying shape blending

In this section, we provide a detailed technical description of structural graphs, the blending
algorithm, and implausibility filtering.

4.4.1 Structural graph

The input shapes are pre-segmented. For each shape part, we apply the skeletonization
method of Tagliasacchi et al. [113] which is able to extract a curve skeleton if the part is
more tubular than disk-like or a 2D sheet otherwise. The resulting contracted geometries are
parametrically fitted by B-Splines. For a curve skeleton, we perform shortest edge collapses
to obtain a set of sample points along the skeleton. We then apply piecewise cubic B-spline
fitting to obtain a parametric curve that best fits the sampled points. For a sheet, we
first compute a quadrilateral patch that best fits the boundary of the contracted geometry.
We then uniformly sample this patch by computing isolines along the two largest sides of
the quadrilateral for a bi-cubic B-spline fitting. More advanced fitting techniques, e.g., the
method of Pottmann et al. [114], are also applicable.

For the source (or target) shape, we define a structural graph whose nodes correspond
to the curves or sheets characterizing the shape parts. Node connections are implied from
geometric connectivities between the corresponding parts in the input shape. If semantically,
two parts ought to connect but they are disconnected in the shape, perhaps as a modeling
artifact, the user can assist in imposing the connection. Since skeleton extraction involves
geometric contraction, the curves or sheets associated with two connected parts are typically
not physically connected; see Figure 4.3(a).

We encode functionality by part connection and symmetry grouping, which the shape
generation process aims to preserve. Grouping relations among reflectional and rotationally
symmetric parts are detected as in Wang et al. [56] (without hierarchy construction) and
stored in the graph nodes. Correspondences between symmetry groups are implied from
part correspondences. Part connectivity is stored in graph edges. For each pair of connected
parts, we store the contact points, i.e., the closest points on the two parts.

4.4.2 Correspondence

Continuous blending of two structural graphs requires a point-to-point correspondence be-
tween the curves and sheets. We first establish part/node correspondence then for corre-
sponding nodes, compute point correspondence based on their parametric curve or sheet
representations. With differing topologies in the source and target, one-to-many and null
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correspondences are possible, where the latter is between one part (a graph node) on the
source/target and a corresponding region (a null node) over the target/source.

Node/part correspondence. The general problem of aligning or matching dissimilar
man-made shapes is quite difficult. The challenge is even greater when the shapes are
allowed to differ significantly in topology, which is typical and even desirable for modeling
based on topology blending. Computing automatic shape correspondences is not a focus
of this chapter, hence we follow a simple greedy scheme while allowing user assistance to
prepare node correspondences for the blending task.

The source and target shapes are assumed to be upright oriented. We normalize them
by global scale and align them by global reflectional symmetry axes with back and front
distinguished by Hausdorff distance. Then for parts from the two shapes, we measure
their pairwise Hausdorff distances on the control points of their parametric representations,
which are efficient to compute. Part pairings with minimal Hausdorff distances are greedily
selected before a similarity threshold (set as 0.5 throughout) is met. The remaining, un-
matched parts are considered for null correspondence. After auto correspondence, the user
can adjust the result as necessary.

Curve and sheet correspondence. For each pair of nodes in correspondence, we com-
pute point-to-point correspondence between their associated curves or sheets to allow part-
to-part linear interpolation. For curve-curve and sheet-sheet mappings, our simple strategy
is boundary matching followed by parametric mapping in the interior; here let us recall
that all our sheets are fitted by quadrilateral B-spline patches. Since the source and target
shapes are already well aligned, we match the boundaries by pairing up the end (for curve)
or corner (for sheet) points based on minimum Euclidean distance. We allow correspon-
dence between a sheet s and a curve c by converting s to a curve counterpart. Specifically,
we find a curve along either parametric directions on the sheet that best aligns with c.
This allows for the flexibility of blending parts that significantly differ in both topology and
geometry.

4.4.3 Seed region

For a null correspondence, we need to identify a seed region on the target (or source) for
the missing part, from which the missing part can be grown to match its counterpart on
the source (or target). Without loss of generality, let the missing part be on the target and
denote by e1 the corresponding (unmatched) curve or sheet in the source. First, assume
that the seed part e′0 for the null node, the part where growth originates, is known. We
show how to locate the seed region on e′0 via natural continuation. Then we describe our
scheme for identifying seed parts. Our approach takes both geometry and structure of the
shapes into consideration.
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Figure 4.4: Seed region (marked red) determination, where e1 denotes the part that corre-
sponds to a null node (a). If the seed part (e0, by correspondence) is given, then the seed
region is determined through natural geometric continuation (b).

Natural geometric continuation. Let e0 be the source node that matches e′0. The
seed region r′0 we seek should match a seed region r0 on e0 for a perceived growth of
e1; see Figure 4.4(a). If the growth from e′0 is to be natural, then by an inversion, r0

should be the intersection of e0 with a natural geometric continuation of e1. Since we use
parametric representations for the curves and sheets, natural curve or sheet continuation
can be obtained by extending the parametric domain. We simplify this by extending the
curve or sheet by tangent lines at the boundary since in our case, e0 and e1 are always close
in proximity. If e1 is a curve, then r0 consists of a single point; if e1 is a sheet, then r0

consists of a set of points; see Figure 4.4(b). If a tangent from e1 does not intersect e0, then
we find the point on e0 that is closest to the tangent.

Structure-aware seed selection. If, as shown in Figure 4.4(a), e1 is connected to only
one part e0, then the seed part is easy to select — it is e′0 and the seed region is determined
by natural continuation. However, if e1 is connected on two ends to two parts e0 and e2, then
as shown in Figure 4.5(a), seeding by natural continuation would result in two disconnected
seed regions on e′0 and e′2. Then the growth of e′1 would start with two disconnected portions,
breaking the connectivity of e1. This situation is likely functionally invalid, e.g., consider
the case of a back support of a seat. In general, e1 can be connected to multiple parts in
the source. We develop a scheme for seed selection with structure preservation in mind.

Let S be the set of parts connected to e1 and S′ the corresponding set in the target. We
find a subset Q′ of S′, if it exists, which is composed of the most prominent symmetry group,
e.g., the vertical bars in Figures 4.5(b) and (c). If no such subset exists, then we simply
choose any part in S′ as the seed. For ranking symmetry groups, we follow the precedence
rules defined in Wang et al. [56] where rotational symmetries are more prominent than
reflectional symmetries and among rotational symmetries, prominence is determined by the
symmetry order. When there is a tie among different symmetries, we take the one whose
centroid is closest to that of e1.
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Figure 4.5: Structure-aware seed part (red) selection. Seed region by natural continuation
leads to disconnected growth at a null node if its corresponding node (e1) is connected to
two parts (a). Instead, we define seed part as the central joint of a prominent symmetry
group, e.g., a reflectional (b) or rotational (c) symmetry, so that the growth maintains part
connectivity. Finally, seed parts are chosen symmetrically, whenever appropriate (d).

We define the seed region for e′1 to be a point which lies at the center of the central
joint q of the set of parts in Q′. If these parts intersect each other, by symmetry, there is a
common region of intersection. Then q is defined as the point in that region which is closest
(hence also equidistant) to the curves (or sheets) of the parts in Q′. Otherwise, q is the
curve or sheet associated with the part, if it is unique, which is closest to and equidistant to
all parts in Q′ in the structural graph. If there are two such parts, which could occur when
the parts in Q′ form a reflectional symmetry, then q is the shortest line segment between
the curves/sheets associated with the two parts in Q′. Figure 4.5(b) shows an example
where Q′ consists of a reflectional symmetry; it resolves the issues shown in (a). Intuitively,
the point seed shown in (b) induces a growth of e′1 from a joint between e′0 and e′2 and the
growth maintains connectivity of e′1.

The above approach for seed part selection aims to preserve both part connectivity
and symmetry during a growth. An additional measure for symmetry preservation simply
requires that seed parts should be selected symmetrically whenever possible. For example,
see Figure 4.5(d), if e′0 had been chosen as a seed part, then between e′2 and e′′2, e′2 must be
chosen due to symmetry.

4.4.4 Augmented graph

Due to one-to-many and null correspondences, the source and target structural graphs G

and G′ may not have the same number of nodes or edges. We augment G and G′ to obtain
augmented graphs Ĝ and Ĝ′, which have exact node correspondence but only quasi edge



CHAPTER 4. TOPOLOGY-VARYING SHAPE BLENDING 53

(a) (b) (c)

Figure 4.6: Graph augmentation. Source and target shapes (a) with their corresponding
structural graphs (b), shown with matching part-node colors. Split nodes (red and yellow)
and one null node (blue) are shown with dashed borders; they augment the graphs to
obtain 1-1 node correspondence (b). Augmented edges (c) may have corresponding nodes
(red edges) or not (blue edge, involving a null node), leading to quasi edge correspondence.

correspondence. For brevity, we only describe the construction of Ĝ as the same process
applies to Ĝ′. We start with Ĝ = G.

Node augmentation. For a node in G′ that has no correspondence in G, we insert a new
null node in Ĝ. For a one-to-many correspondence u ↔ {u′1, u′2, . . . , u′m} with u ∈ G, we
clone one node ui ∈ Ĝ, called a split node, with correspondence ui ↔ u′i, for i = 1, . . . , m.
The split nodes u1, . . . , um replace u in Ĝ.

Edge augmentation. With node augmentation, Ĝ and Ĝ′ now have one-to-one node
correspondence. However, the newly added split and null nodes are not connected to the
original nodes (those coming from G) in Ĝ yet. Edge augmentation only adds edges in Ĝ

involving new nodes and only when there is a corresponding original edge (edge coming
from G′) in Ĝ′.

Let {u, v} be a pair of nodes in Ĝ with a type combination {null, null}, {split, split}, or
{split, original}, then we add an edge (u, v). Such augmentation ensures proper connections
between corresponding nodes in the two augmented graphs. Edges between a null node and
a split or original node are needed to perform a growth operation. Hence, we connect each
null node in Ĝ to its seed part, as defined in Section 4.4.3. See Figure 4.6 for an example
of node and edge augmentation.

Edge correspondence. If two edges in Ĝ and Ĝ′ have corresponding end nodes, then
they obviously correspond. We also build correspondence for each original edge (u, v) ∈ Ĝ

with all original edges (u′, w′) ∈ Ĝ′, where u and u′ correspond while v and w′ may not.
Such edge pairings exist due to the topological discrepancies between the source and target
and resolving such discrepancies during blending results in topology-varying in-betweens.
At last, an edge between a null node u and its seed part is corresponded with edges between
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u′ and nodes in the chosen symmetry group. Altogether, edges only have quasi correspon-
dences, as the end nodes of two corresponding edges may not correspond.

Figure 4.6 shows various kinds of edge correspondences. In (c), the four augmented
edges in red are of the {split, original} type and they have edge+node correspondence.
The blue edge is {null, original}; it has a corresponding edge (in matching color) but the
end nodes of the two edges do not correspond.

4.4.5 Structural graph and shape blending

Our blending process can be thought of as an animation sequence where the source shape
topologically and geometrically transforms towards the target. Every pair of corresponding
nodes induces a blending task, which is one of three types: growing, shrinking, or morphing
which includes splitting and merging. Each blending task transforms one or more nodes in
Ĝ to one or more nodes in Ĝ′, resulting in an in-between structural graph. Blending tasks
are executed in a structure-preserving way. Different ordering and concurrency of blending
tasks leads to different blending paths.

Stochastic sampling. Each blending path is a stochastically sampled sequence of blend-
ing tasks. At each sampling step, we randomly select one node or a set of nodes that
belong to a symmetry group in an in-between structural graph and execute the associated
blending tasks. The task is always executed all the way to the target along the path and
not interleaved with other tasks. Along each path, we automatically sample b∗ in-betweens,
where b∗ can be greater than the number of blending tasks so that the in-betweens can
sample shapes within the execution of a blending task. Each generated shape goes through
implausibility filtering (Section 4.4.6) with shapes or entire paths below user-set thresholds
removed.

Geometric morph. This occurs between two corresponding parts and involves interpo-
lation of contact or attachment point positions simultaneously with morphing of curve or
sheet shapes. The latter is fairly straightforward with our parametric curve or sheet repre-
sentation. The morph linearly interpolates the control points. Each curve or sheet node is
attached to one or more parts. The positions of the contact points are also linearly interpo-
lated between the source and target, along the curves or sheets that connect the start and
end contact positions. Figure 4.7 shows two examples where transitioning of the contact
points goes through multiple parts.

Split and merge. Split and merge are topological morphing tasks that are inverses of
each other. Each split task “activates” one or more split nodes in an in-between structural
graph into curve or sheet nodes, initially positioned according to the source shape. The
number of activated split nodes is determined randomly and if symmetries exist among the
split nodes, then only symmetric nodes can be activated at the same time by the split task.
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Figure 4.7: Two examples of interesting geometry morphs, where interpolation of part
contact positions goes through multiple parts.

Once a split node is activated, it can be transformed position-wise and shape-wise to the
target by a separate geometric morph, at a later time.

Growing and shrinking. Growing occurs at a null node, while shrinking is the inverse
operation. For growing a null node u that originated from a single seed part s, as shown
in Figures 4.4(a), we linearly interpolate along the path of natural continuation, starting
from the seed point on s to the contact point on u between u and s. Once the growth is
executed, the null node becomes a curve or sheet node in the in-between structural graph.

If the edge (u, s) corresponds to a set of edges in the target involving a symmetry group,
then there is first a split at the seed point to start, then we interpolate along each part
in the symmetry group to reach the target, as illustrated in Figure 4.5(d). When such a
growth occurs, the null node first becomes a curve or sheet node and then it is relinked from
the seed part to parts in the in-between structural graph belonging to the symmetry group.

Structure preservation. In our current work, we aim to preserve symmetry relations
and part connections and have taken such measures throughout. Symmetry groups play a
role during seed part selection and node selection when splitting as well as when sampling
tasks for a blending path. Seed region selection for multiply connected null nodes is designed
to not break a part; see Figure 4.5(b).

Part disconnection can also arise during a geometric morph since interpolated shape
parts are positioned according to global shape alignment. The final interpolated part may
be dangling in space. To enforce part connection, we carry out a relinking step when
executing a morphing task. If the interpolated part p is connected to only one part, then it
is translated to the contact point on that part. If p is connected to two parts, then we rigidly
transform the control points of p to attach it at the contact points on the two parts. In the
remaining cases, we consider parts with more than two contact points as rigid and simply
translate the part’s center towards the centroid of the contact points. However, depending
on the order of these operations, there may still be disconnections that are unresolved. This
and other cases of structural incoherences are left to the implausibility filter (Section 4.4.6).
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Geometry reconstruction. So far, the blending produces sampled sequences of in-
between structural graphs. To go from an in-between curve-sheet representation G to a
mesh model M(G), for each point p on G, we locate its corresponding points ps and pt

on the source and target graphs, respectively. The construction of the medial curves and
sheets for each shape implies a mapping f from the shape’s surface to its structural graph.
For each surface point p′, we set up a local orthonormal frame with the tangent, normal,
and binormal at the point f(p′). This frame provides a local encoding for p′. We linearly
interpolate the local encodings for f−1(ps) and f−1(pt), and through the local frame at p,
compute the surface point corresponding to p ∈ G. Finally, we apply Poisson reconstruc-
tion [115] over all the surface points for G to obtain its corresponding mesh model M(G).
Note that only parts that are blended go through mesh reconstruction.

4.4.6 Implausibility filter

Defining appropriate criteria for plausibility of man-made objects is a non-trivial task which
involves functional analysis; this is beyond the scope of this thesis. We have taken measures
in our blending algorithm to preserve part symmetry and connection. Despite these efforts,
there are still complex situations, e.g., unmatched symmetry types in corresponding parts
and conflicting constraints caused by multiple connected parts, which cause violation of
these structural properties. We develop a series of implausibility filters, applied in post-
processing, to remove clearly implausible in-betweens.

Global reflectional symmetry. If both the source and target possess a global reflection
symmetry, we require the in-between shapes to preserve that symmetry. We detect such
symmetries using the method of Mitra et al. [116] while restricting the search to reflection
planes parallel to the upright orientation. We measure the deviation of a shape from perfect
symmetry as the Hausdorff distance between the shape and its reflection about the global
reflection plane. The source or target shape is regarded as symmetric if the deviation is
less than 0.05`, where ` is the length of shape’s bounding box diagonal averaged over the
source and target. An in-between whose deviation is larger than 0.1` is filtered out.

Part group symmetry. In addition, we require the in-betweens to preserve group sym-
metries among shape parts. We first detect all groups of mutually symmetric parts from
both the source and target shape as in [56]. Given an in-between shape, we check existence
of each group symmetry based on the presence of every member part of that group, utilizing
the available part correspondence. If all members of a group are present in the in-between,
we require that these parts preserve the group symmetry.

Currently, we focus on two types of group symmetries, reflection and rotation. To exam-
ine symmetry preservation in an in-between, we re-estimate its reflection plane or rotation
axis and then compute the deviation again using Hausdorff distance. If the deviation of



CHAPTER 4. TOPOLOGY-VARYING SHAPE BLENDING 57

any present group symmetry is larger than 0.05`, the shape is regarded as implausible and
filtered out. For reflection symmetry, the reflection plane is computed as the perpendicular
bisector plane of the barycenters of the two member parts. For rotation symmetry, its axis
passes through the barycenters of all member parts and is perpendicular to the fitted plane
of the barycenters.

Part connection. If two parts are connected in both the source and target, we require
them to remain connected. Given an in-between, similar to the examination of part group
symmetry, we first check the existence of all connected part pairs. If a connected pair is
present in the in-between, we examine the positions of the contact points recorded on the
two corresponding parts. If the distance between the contact points is larger than 0.05`,
the connection is considered broken and the in-between is filtered out. By examining the
attachment of contact points, we can detect both part separation and protrusion.

4.4.7 Exploratory modeling tool

We develop an interactive and exploratory tool that is built on our topology-varying shape
blending scheme; see Figure 4.8 for a screenshot and the figure caption for how to use the
tool. A demo of the tool can be found in the accompanying video.

Fitting for an exploratory process, we sample, compute, and filter blending results in
fixed-size batches. In practice, we compute 20 paths at a time, which takes less than 10
seconds to produce, averaging over all shape pairs experimented with. The next batch is
prepared while the user explores results from the current batch. Scores obtained from im-
plausibility filtering are used to rank the blending paths, with top-ranked paths presented
to the user. Note that while implausibility filtering serves to help discard obviously im-
plausible creations, finding interesting novel shapes often entails exploring several batches
of generated in-betweens. To present to the user the most “interesting” in-betweens along
each displayed blending path, we select k topologically and geometrically most distinct
shapes, among the b∗ sampled in-betweens. To this end, we perform k-medoids clustering,
where the distance measure combines geometric similarity based on light field descriptor and
topological graph dissimilarity based on a spectral descriptor [117]. The k representative
in-betweens, i.e., the cluster centers, are displayed upfront in the exploratory tool.

4.5 Results

In this section, we show results for topology-varying blending, recursive blending (reuse
of generated in-betweens), and report timing and other statistics. We compare our mod-
eling results to those obtained by part recomposition [15] and volumetric blending using
level-sets [19]. We also conduct a preliminary user study to evaluate our modeling tool.
Finally, we show some unnatural blending results and discuss possible remedies. Extensive
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Figure 4.8: Screenshots of our exploratory modeling tool. Source and target shapes are
selected from a gallery. After initial part correspondence with possible user assistance,
multiple blending paths are generated automatically. Topologically and geometrically dis-
tinct shapes are displayed upfront. The user can scroll between paths and refine the views
by clicking between adjacent in-betweens. Any generated in-between can be immediately
exported into the gallery to serve as source/target for subsequent blending.

sets of results, code, the blending tool, as well as a video describing our approach and
demonstrating the blending tool are all available online1.

Input models. We collected a set of 110 man-made models with rich topological and
structural variations from Google 3D warehouse, TurboSquid, and other online sources.
These objects belong to diverse functional categories (furniture, airplanes, robots, etc.) and
vary in complexity. All models were made watertight as it is a requirement for skeleton
extraction. We used default parameters for the adopted skeleton extraction scheme [113].
We have found that in practice, minor differences between the extracted skeletons did not
significantly affect the blending results. We manually segmented some models that did not
come with meaningful segmentation. After segmentation, the number of parts in the models
range from 4 to 35. While encoding of the edges between parts are automatically computed,
whether two parts are connected was specified by the user. This step is necessary since some
models obtained online are imperfect and do not contain reliable connectivity information.
Inferring such information automatically is not our focus. Once the skeletons of the parts
and their connections are defined, the model is reusable for subsequent blending.

Topology-varying blending. Figure 4.9 presents a small gallery of 3D shapes generated
by our blending method with various forms of topological changes including part growth,
remission, split, and merge. Note also structure preservation in the results. These inter-
esting creations were selected by the user while exploring the set of in-betweens created.
Figure 4.10 shows multiple blending paths leading to diverse sets of results; these results
were automatically selected (Section 4.4.7) after implausibility filtering, to appear as the
first set of “interesting” generations.

1http://gruvi.cs.sfu.ca/project/topo

http://gruvi.cs.sfu.ca/project/topo
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Figure 4.9: A gallery of topology-varying 3D shapes generated by our blending method
(blue). Matching colors indicate part correspondences on the input pairs. Note the variety
of topological and geometric variations exhibited by the user-selected in-betweens.
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Figure 4.10: Three different blending paths automatically generated, exhibiting rich topol-
ogy variations. Multiple blending paths allow more control and variations in shape creations.

Recursive blending. Figure 4.11 shows newly generated shapes acting as source or tar-
gets for recursive blending. As a shape representation, the structural graphs of the newly
generated in-betweens are readily usable to initiate new blending processes. However, part
correspondences between each blended pair of shapes need to be obtained. With corre-
spondences identified between the initial shape pairs, correspondences among these shapes
and the generated in-betweens can be inferred via transitivity and simple inheritance rules,
e.g., {a ↔ b1, a ↔ b2, a ↔ b3, a ↔ b4, c ↔ b1, c ↔ b2, d ↔ b3, d ↔ b4} implies that
{a ↔ c, a ↔ d}. The correspondence for the example shown in Figure 4.11 requires no
user assistance beyond those involving the initial shapes. In general, however, automatic
inference of part correspondences during recursive shape blending requires further effort in
future work.

Timing and statistics. The preprocessing time mainly depends on model complexity. A
typical model with around 12 parts would require several minutes for clean-up, segmenta-
tion, skeleton extraction, and possibly modifying the connected parts. This preprocessing
was only required once for each model in the dataset. User-specified part correspondences
are typically quite sparse (no more than five for each blending pair in all of our experiments),
only involving quick mouse clicks on the parts. The time needed for surface re-sampling
depends on the quality desired of the final mesh. We found that 20K samples per part is
sufficient for a reasonable level of detail. A typical re-sampling process of the entire input
shapes takes less than 10 seconds for each pair of input models.

Most critically, shape blending is highly parallelizable, typically requiring less than 5
seconds per thread. This allows the user to explore many different blending paths at inter-
active rates. The final mesh reconstruction is done on-demand, as a user selects a shape
from the plausible choices presented. For most results shown, we choose reconstruction at
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Figure 4.11: Two examples of shape creation via recursive blending. The process starts
with three initial shapes colored grey. One in-between shape is generated along each of the
three blending paths (grey edges). The three shapes (colored orange) in the middle are
generated using the newly created shapes as sources or targets.

octree depth 7 which requires a couple of seconds to produce a final mesh. The timing is
reported on a machine with a 3.0 GHz quad core processor and with 4GB of memory.

Comparison to part recombination. Figure 4.12 compares our method with set evo-
lution of Xu et al. [15] which relies on part mutation and crossover (a recombination)
to generate shape variations. Discrete part recombination generates new topologies only
through replacing or exchanging parts with different topologies. In contrast, our method
enables varied transitions between the topologically different parts. In general, our blend-
ing produces a richer variety and more granular set of topological variations; see first row.
As well, the structure blending is continuous rather than discrete via part exchange only.
Another advantage of our method lies in structure preservation. When the input shapes
contain incompatible structures, recombining parts with incompatible connections usually
leads to incoherent results; see the bottom row. In contrast, structure variations in our
method are carried out more gradually over time via continuous blending.

Comparison to level sets. Figure 4.13 shows a few blending results obtained by the
levelset based method of Breen and Whitaker [19]. Such volumetric blending approaches
based on implicit representations do not operate at the part level, but based on Euclidean
distance transforms after pre-aligning the source and target shapes. It is quite evident that
the in-betweens are not structure-aware or plausible from a functional point of view. On
the other hand, volumetric implicits are more powerful representations, compared to our
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Figure 4.12: Comparison between our blending results (blue) and those from part recombi-
nation (green) [15]. Top row shows in-betweens generated by the two methods and chosen
as the best in the user study. Our results exhibit more granularity in topology variations,
e.g., various configurations in the back. Bottom row compares structural coherence of the
generated shapes.

spatio-structural graphs, in terms of modeling highly complex topological transformations;
see results in Figure 4.15.

User study. We conducted a preliminary user study aimed at comparing our method with
set evolution [15] in their capacity as creative modeling tools via shape blending. There
are several fundamental differences between the two methods which make the comparison
non-trivial. Our method relies on user-assisted correspondence, while set evolution uses
fuzzy part correspondence which performs poorly on highly dissimilar input shapes. Also,
our method generates in-betweens by sampling a large continuous space of possible in-
betweens whereas set evolution relies on random part evolution from a rather limited pool
of choices, when the initial population contains only two shapes. Thus, our study is designed
to evaluate overall user preference with regards to the few best results generated by the two
methods.

The user study was conducted on 40 participants, all graduate students from comput-
ing science. The participants were told that we are “researching tools aimed at creating
interesting, novel, and plausible 3D shapes that are a blend of a source and a target shape”.
To prepare for the study, we first collected ten pairs of 3D shapes that resulted in five or
more reasonable (least geometric distortion) and diverse creations using set evolution. We
then applied our method on the same set of pairs and sampled from in-betweens belonging
to different blending paths. We collected two sets of five new shapes resulting from both
methods and in both cases, we only choose the best results possible so as to fulfill the stated
objectives (interesting+novel+plausible) for shape blending.
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Figure 4.13: Comparison between our results (blue) with those of leveset-based volumetric
blending (green). The latter does not operate at the part level and generates implausible
results due to a lack of part correspondence and structure preservation.

For each of the ten shape pairs, we asked the participants to select, based on the above
stated modeling or shape creation objectives, what they regard as the “two shapes that
they like the most and the two they like the least.” Note that we randomly shuffled the
generated results from both methods when presenting them to the participants. No other
criteria were asked of the users aside from what they regarded as preferred creations.

In 72.6% of the time, users chose shapes from our method as the most liked and only
in 24.3% of the time as the least liked. In 9 out of the 10 pairs, our method was ranked as
first. While these results from the user study are promising, we should emphasize that it
is only meant as a preliminary assessment, rather than a scientific validation, of the effec-
tiveness of our blending method for creative 3D modeling, in comparison to part shuffling
or recombination. For example, despite our best efforts, there is still a potential risk of
introducing biases in the selection of model pairs and blending results.

4.6 Conclusion, limitations, and future work

We present a method for novel 3D model creation via topology-varying shape blending.
To the best of our knowledge, it is the first structure-oriented technique which produces
continuous and plausible in-betweens undergoing topology variation. Our work operates
at the part level of the input shapes and focuses on the most fundamental topological
operations including split and merge, while also allowing growing and gradual removal of
extra parts. Plausible and versatile blending results (through multiple blending paths) on
man-made objects with moderately complex geometry and topology are presented. All the
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Figure 4.14: Implausible in-betweens generated by our method. Top row: lack of proper
segmentation and thus part correspondences result in unnatural in-betweens. Other im-
plausible results are due to violation of various physical or functional properties.

results shown were obtained in real time, further demonstrating the practical utility of our
approach.

The most general form of the problem we are addressing is highly challenging. The
current work is only a preliminary attempt. The ultimate goal of our work is to apply
topology-varying shape blending for general and large-scale novel shape creation.

The automatic fine-grained correspondence described in Chapter 3 can help better au-
tomate the required correspondence for our blending algorithm. However, we have not
utilized it in the examples shown in this chapter. In the next chapter, we will show how
the two methods can enable an intuitive fully automatic modeling system.

Limitations. Plausible blending results clearly depend on meaningful shape segmentation
and part correspondence. Figure 4.14, top row, shows a sequence of implausible blended
results from two chairs which are caused by an unnatural segmentation of the source shape;
user assistance in part correspondence could not even correct the problem. More implausible
in-betweens are shown in the figure and they occur since our implausibility filters are still
rather primitive. Functional criteria such as balance, proportion, or physical stability have
not been taken into account.

On the technical front, our current algorithm still leaves room for improvement. The
structural graph representation is only suited to shapes composed of tubular and sheet-
like parts. Though interestingly, this restriction is not as limiting for man-made shapes as
one might have expected due to practical considerations during manufacturing. Recursive
blending is not yet sufficiently automatic to allow easy generation of many variations from
few input shapes. That would require an elaborate correspondence inference scheme for the
generated in-betweens. Another limitation is that all topological variations are executed
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Figure 4.15: The level-set approach excels at highly complex topology transformations,
when the source and target are well aligned.

at the part level. For example, a part cannot be split in the middle to generate a handle
and a disk-like sheet cannot be morphed into one with a hole in the center. Currently, the
morphing scheme is only via linear interpolation; it does not take into account semantic
information nor is it guaranteed to be collision-free. Last and not the least, our blending
technique focuses on structure and not geometric details. As such, our mesh reconstruction
scheme is quite rudimentary; it is not designed to reproduce high-quality blended surface
geometry.

Future work. Aside from addressing issues raised in the above limitations, it would also
be interesting to look for principled ways to improve the granularity of our spatio-structural
shape representation to allow more fine-grained topological variation. Figure 4.15 shows
what is possible for implicit representations; our method cannot generate such results.
Hybrid representations, e.g., by combining skeletal and volumetric descriptions, seem to
offer a promising direction for future investigation. As a means for creative modeling,
it may be desirable for the blending process to more conveniently and more interactively
incorporate user control, in contrast to the (auto)generate-then-select paradigm we currently
adopt. From a theoretical point of view, one is tempted to consider a proper definition
of “topology space” which would allow rigorous topological analysis and modeling on 3D
shapes.

Finally, in this chapter, we do not answer the question of what makes a 3D shape
functionally plausible. Instead, we employ conservative criteria to filter out shapes that are
considered as implausible, i.e., shapes which fail to preserve certain structural properties of
the source and/or target. We leave as future work in-depth studies of functional plausibility
of synthesized 3D objects.



Chapter 5

Tools for Shape Creation and
Exploration

In this chapter, we introduce several applications that utilize the topology-varying matching
and blending framework presented in the preceding chapters. We start by describing a set of
easy-to-use geometry and topology-altering tools for interactive modeling. We later discuss
the possibility of using our framework in shape exploration, using an embedding based on
the distance metric resulting from our GeoTopo deformation (Chapter 3), and show some
interesting results.

It is important to note that the work described in this chapter only demonstrates the
potential of our framework with some promising preliminary results. The implemented
tools follow fairly standard modeling metaphors and mainly serve as a proof of concept
for incorporating the ideas in this thesis in a fully-integrated modeling system. Further
evaluation of both the usability and utility of this integrated system is not part of the thesis
and is left for future work. Furthermore, our system is targeted mostly towards novice
users with the general goal of prototyping ideas by mixing existing shapes. The quality and
accuracy of the generated shapes still leaves much room for improvement.

5.1 Shape creation via blending

The shape blending described in previous chapters has been limited to an input of shape
pairs and a stochastically sampled output. While such a modeling paradigm is quite simple
to use, it does not provide the user much control over the output. This control is especially
important for our continuous blending method, as the space of possible outputs is large and
not straightforward to sample.

We present a set of topology-altering tools for use in interactive modeling. The first
tool is a part shuffling and blending tool that continuously blends user selected parts of an
input shape, which we refer to as the active shape, with existing well-matching parts from
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a dataset. The second tool is an automatic shape synthesis tool aimed at inspiring new
designs by generating many blends from multiple input shapes. The third tool is a direct
application of our deformation model where the user can transfer structural properties,
such as part placement or cardinality, between different shapes. All three tools have been
implemented in our own modeling software, which we call TopoBlender. The entire source
code and example datasets are available online1.

5.1.1 User-controlled part blending

In this tool, the user has fine control over generating partial blended results. The main
goal is to provide the user with an editing interface similar to the one used in parametric
modeling. The user simply modifies sliders to control the overall blending ratio of a specific
set of parts and sees the final results synthesize in real-time.

In order to enable such an interface, we first need to analyze the active shape against a
collection of existing shapes. In our system, we assume that the user organizes the entire
shape collection into meaningful categories (e.g., chairs, airplanes, bicycles) in advance.
During an editing session, the user selects the desired category and the system computes
the part-to-part correspondences between an active shape and all shapes from the selected
category. Once a correspondence is established, the user can click on a part and a window is
presented to the user displaying all corresponding parts as possible suggestions. When the
user selects one of the choices, a slider is displayed, allowing the user to blend the part, both
geometrically and structurally, from its original shape to that of the selected target. Other
parts that are related to the selected part by symmetry are also affected by this blending
operation. Once the user accepts the blending operation, the final geometry of the parts
is computed and the structural graph of the active shape is updated. Further blending is
immediately possible on all parts of the active shape.

Figure 5.1 shows the user-controlled part blending tool in action. The user selects the
back bar of the chair and the system shows a gallery of the best precomputed matches in the
dataset. In the case of a many-to-one matching, parts are expected to merge as specified by
our blending process. The user can preview the entire merging sequence by moving a slider
from start to end. The bottom left image shows the halfway result of the merging sequence.
Further blending operations applied on the legs, seat, and back results in the novel shape
shown at the bottom right.

In our current implementation, we have not included the ability to manually grow or
shrink parts. The growing of parts can be integrated as a suggestion mechanism similar to
past methods on data-driven model assembly [66]. The shrinking of parts can incidentally
produce interesting variations. The inclusion of both functionalities should be trivial and
we leave it as future work.

1https://github.com/ialhashim/TopoBlender

https://github.com/ialhashim/TopoBlender
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Figure 5.1: User-controlled part blending. The user clicks on a part and our system shows a
gallery of reasonable matches automatically found in the dataset (top row). Once the user
clicks on a suggestion, the horizontal slider shown (bottom row) allows the user to preview
the expected blended results using different blending ratios. The bottom row shows some
successive edits where topology may possibly change (left) or a part or group of parts morph
from one shape to the other (middle and right).

5.1.2 Automatic shape blending

In this tool, the user simply specifies a set of input shapes that are blended together to
generate a set of synthesized in-between shapes. The goal of this tool is to generate new and
interesting designs that can hopefully inspire the user. This tool follows a similar interface
to the one described in the previous chapter, with two key differences: (1) the input is not
limited to shape pairs, and (2) the correspondence is computed fully automatically.

To perform multi-way blending, the system first needs to compute the pair-wise corre-
spondences of all shapes selected by the user. This is done using the GeoTopo deformation
model described in Chapter 3. Note that such a computation can always be done offline and
stored on disk for more efficient processing. The system then synthesizes a user specified
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Figure 5.2: Automatic shape blending. The user first selects a set of shapes from the dataset
(yellow boxes) and then asks the system to synthesize many shapes using the topology-
varying shape-blending process. Note that in this figure we only show user-selected outputs
(brown box) that were deemed interesting from the much larger set of automatically gen-
erated results.

number of in-betweens following our topology-varying shape blending (Chapter 4). The
scheduling of the blending tasks can be determined by the ordering followed during the
auto correspondence search for the least distorting blending path. The system can also
perform blending between the generated in-betweens, which can increase the diversity of
the results. The generated shapes can be further modified and fine tuned using the user-
controlled blending tool described above. Figure 5.2 shows the tool being used to synthesize
new chairs from a set of existing ones selected by the user.

As discussed in the previous chapter, the plausibility of the resulting blended shapes
is limited to approximately preserved structural properties, such as global symmetry and
part contact. Better filtering of the results and, more importantly, defining a functionality
preservation measure for a class of shapes would greatly improve the plausibility of the
automatically synthesized results. One realizable filtering mechanism is that of a user-
guided evaluation of the generated set as demonstrated by Xu et al. [15]. In this thesis, we
do not try solve for such problems and leave this for future investigations.
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5.1.3 Structure transfer

This tool enables the user to transfer, across different shapes, structural attributes including
part cardinality and placement rather than the geometric details of the parts. The deforma-
tion model described in Chapter 3 was mainly used to solve the problem of corresponding
shapes with large geometric and topological disparity. Applying the same deformation to
both the part abstractions and the surfaces they represent produces interesting results. Re-
cently, there has been growing interest in studying the problems of style transfer and style
similarity [9, 118, 119, 120, 121, 122]. Using this tool, one can think of a shape style as the
combination of parts’ spatial arrangements, extent, and cardinality that can be transferred
across different shapes. Geometric surface details remain mostly preserved when the defor-
mation is applied. However, visual artifacts can become more apparent due to differences
in surface sampling. In order to minimize these issues, we allow the user to apply a basic
remeshing step [123]. In Figure 5.3, we show several examples of applying structure transfer
to a single chair model. Note the change in parts cardinality in the bottom left result due
to a many-to-one correspondence of the legs.

5.1.4 Sketching of structured shapes

The set of tools presented above facilitates shape creation by leveraging existing examples.
In order to better support free-form shape creation, we also provide the user with a part
sketching interface. This tool provides an intuitive interface for basic modeling or prototyp-
ing of man-made objects represented using the structural graphs described in this thesis.
The user can add new parts to the active shape by sketching generalized cylinders of variable
thickness, simply by drawing curves, or by sketching board-like parts using cuboids. Each
sketched part would then have an exact medial abstraction defined by a parametric curve
(for generalized cylinders) or a parametric sheet (for boards). We also provide the user with
a simplified interface to generate groups of parts that share a transitional-, reflectional-, or
rotational- symmetry. The user can also re-sketch a part to modify its shape or apply stan-
dard rigid transformations. We ensure that the active shape remains ready for processing
during sketching and editing by enforcing all parts of the shape to be connected together
forming a valid structural graph (Section 4.4.1). Note that sketched parts can also serve
as proxies for retrieval of existing dataset parts in a manner similar to previously proposed
part-assembly systems [46, 66, 4]. Figure 5.4 shows sketches of different pieces of furniture
created entirely using our system.

5.2 Shape exploration of topologically diverse sets

In this application, we provide the user with the ability to explore the topological diver-
sity of a collection of 3D shapes. Our goal is to show an overview of the collection that
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helps users explore the space of plausible continuous shape interpolations facilitated by our
framework. We do so by embedding the shapes into a 2D space based on the distance ma-
trix of computed pair-wise correspondence costs (Chapter 3). Such an interface combines
both exploration of model collections and direct synthesis of new shapes, similar to the
recently proposed ShapeSynth system by Averkiou et al. [124]. There are two main steps
for our unsupervised shape exploration method; an offline preprocessing step and an online
synthesis and exploration step.

In the offline step, we start by computing all pair-wise correspondences of a shape
collection of size n into a distance matrix Dn×n. Next, we embed this shape collection
using multidimensional scaling (MDS) into a 2D space where similar shapes are embedded
closer together and dissimilar ones are further apart. In Figure 5.5, we show how our
embedding has resulted in the clustering of shapes with similar structure. In order to
simplify the exploration process, we provide visual indicators of plausible blending paths
using a set of connecting edges. We connect nearby shape pairs with an edge, where its color
visualizes the similarity of the pairs. In order to both emphasize more plausible blending
paths and minimize visual clutter, we initially show the user a limited set of edges. We
do so by computing a Delaunay triangulation of the embedded points and show only those
edges with similarity greater than that of a specified threshold. We also allow the user to
add more edges by connecting any two shapes.

During the online exploration step, the user clicks on any region of the 2D space and the
system immediately computes a blended in-between of the shape pair sharing the closest
edge to the point clicked. The blending factor of the shape pair is decided based on the
proximity of the point clicked to either shape. The user can slide along a selected edge and
see the synthesized results generated in real-time. Since there are many possible blending
paths (Section 4.4.5), we opted to use a default scheme in which unmatched parts of the
source shape first shrink, followed by the blending of common parts, and finally the growth
of the target’s unmatched parts. The synthesized shapes can be exported and included in
the original collection, which in turn enriches the shape collection and possibly provides a
bridge for computing better correspondences between topologically different shapes.

Our system can provide the user with a richer experience in exploration and synthesis
than that of existing part-replacement based model synthesis methods. This is due to the
fact that the synthesis enabled by our framework is both continuous, with a large number of
possible blending paths, and allows for topology changes, including splitting and merging,
rather than being limited to a fixed set of bounding box abstractions.

Initial results on the discriminative power of our embedding are promising. In Fig-
ure 5.6(b), we qualitatively compare the embedding of a topologically diverse set of chairs
using our distance measure against an existing shape descriptor. We used an embedding
based on the light-field descriptor (LFD) [125] as a baseline. We can see that our embedding
results in a better grouping of structurally similar chairs.
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Limitations. There are several limitations to our current system. Being limited to the
curve/sheet abstraction supported by our current implementation reduces the applicability
of our framework to existing large shape repositories that typically lack good initial seg-
mentation. Furthermore, the distances we computed between shape pairs are non-metric,
resulting in a sub-optimal embedding with possible improvements using recently proposed
visualization methods [126]. In practice, we found that our exploration method is more
suited to exploring local variability in the collection. As discussed in Chapter 4, we do not
enforce any constraints on preserving functional properties of the in-betweens, which leads
to functionally implausible synthesized shapes especially for highly dissimilar models (e.g.,
an office chair and a beach chair). Lastly, our embedding might not be the optimal choice
for exploring a class of shapes with small topological variability, such as airplanes, where
the dissimilarity of geometric details is the more important factor.
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(a)

(b)

Figure 5.3: The structure transfer tool. (a) The user applies the structure transfer operation
to the active shape (Barcelona chair) by simply clicking on a desired target shape from the
gallery (thumbnails shown at the top). (b) Several results show the original chair parts
changing in arrangement while also being deformed into different target shapes.
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(a)

(b)

Figure 5.4: Sketching structured shapes. (a) Our system allows the user to create man-
made objects by constructing multiple curve and sheet primitives in a typical multi-view
sketching interface. At each stage during the modeling process, we ensure that all part
relations, including contact and symmetry relations, are encoded in a structural graph that
is ready for future processing. (b) The ability to easily sketch new shapes (yellow boxes)
within the application enables both rapid prototyping of multiple designs and discovering
interesting variability within a set using the automatic shape blending tool. Both the chair
model in (a) and the set of tables in (b) were created entirely using our sketching tool.



CHAPTER 5. TOOLS FOR SHAPE CREATION AND EXPLORATION 75

Figure 5.5: Shape exploration of a topologically diverse set. In this tool the user can get a
quick glance of the structural variability of a set by looking at a 2D embedding of all of its
shapes. We use the correspondence costs computed using our GeoTopo transform as the
dissimilarity measure for MDS. A subset of edges connecting close shapes in the embedded
space is presented to the user. The user can interactively explore possible blending paths
between any connected pair simply by sliding along that path. We highlight some interesting
shapes generated using this tool (bottom row).
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Figure 5.6: Embedding of a topologically diverse set of chairs. (a) Using our proposed
dissimilarity measure, a more meaningful grouping of structurally similar shapes emerges
(colored regions). (b) Embedding the same set, using a standard shape descriptor (LFD),
results in reasonable grouping of only a subset of the shapes.



Chapter 6

Conclusion and Future Work

We conclude this thesis with a review of our main contributions followed by a discussion on
possible directions for future work.

6.1 Summary of contributions

In this thesis, we mainly looked at two challenging and related problems: (1) how to better
match man-made 3D shapes exhibiting large geometric and topological disparity, and (2)
how to continuously interpolate such shapes. In order to address these problems, we pro-
posed a comprehensive framework comprised of a skeleton-based shape abstraction, a more
capable deformation-driven correspondence search, and a topology-altering shape interpo-
lation scheme.

Shape abstraction. Chapter 4 described our proposed shape abstraction that represents
the geometry and structural relations of parts using a graph of simple geometric primitives:
parametric curves and sheets. This results in similar benefits of generality and efficiency
afforded by bounding boxes, the current standard shape abstraction, with added benefits
of more faithfully capturing the part’s shape. This shape abstraction also simplifies the
execution of topology-changing operations (e.g., splitting, merging, growing). Skeletal shape
representations have enjoyed wide success in the shape analysis literature. We believe
extensions on these representations, as was the case with the work shown in this thesis, can
help simplify solving other shape analysis and modeling problems for topologically complex
shapes.

Shape matching. In Chapter 3, we presented an algorithm that computes reasonable
correspondence for topologically different shapes at a finer level than was possible using
existing work. By defining a topology-varying deformation energy that focuses on evaluating
the distortion in structure rather than geometry, we are able to match parts of largely
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dissimilar form but of somewhat similar function or context. Furthermore, being applicable
to pairs of shapes allows for the computation of fine-grained part correspondences that
may not be consistent or meaningful to define across a set of shapes or that may change
depending on the context. Traditional measures of shape distortion are well suited for shapes
represented with a single connected surface of low topological complexity (e.g., organic
shapes). The use of our energy definition allows for the evaluation of shape distortion of
man-made shapes composed of a disconnected set of parts. Such an energy may have other
applications, for example, in the area of structure-aware shape editing.

Shape creation. The key application of the work proposed in this thesis is developing a
more capable tool for shape synthesis from existing examples. In Chapter 4, we presented
an algorithm for the efficient generation of plausible continuous blends of 3D shapes with
different topologies. Our algorithm enables the synthesis of new shapes from a larger shape
space than was afforded by existing part recombination methods. Our proposed solution
handles part count discrepancy through the support of one-to-many and one-to-null corre-
spondences. The arrangement of the parts and the contact relations are also continuously
interpolated, resulting in a sequence of shapes gradually changing from a source to a target
shape. The plausibility of the results is better maintained by ensuring that the parts remain
well-connected and respect all identified symmetry relations as best as possible.

In Chapter 5, we further investigated the utility of our automatic correspondence and
blending algorithms when applied in both standard and novel 3D modeling paradigms.
We have shown how having a good correspondence at the individual part level provides
the user with the ability to quickly perform shape modifications, via part blending, with
automatically-identified suggestions. We have also developed a fully automatic shape syn-
thesis tool that can expand the size of the set by producing many variations, or possibly help
inspire new designs. Lastly, we looked at a new approach for utilizing a set of shapes that
goes beyond simply reusing geometric entities and into transferring structural properties,
including spatial part arrangements and their overall shape.

We expect this framework to be helpful in other shape creation and analysis problems;
therefore, we have published an open source implementation for all concepts discussed in
this thesis along with all the used shape sets and ground truth data.

6.2 Future work

This thesis presents a possible framework for solving existing problems in shape analysis
and synthesis for topologically complex 3D man-made shapes. In the following, we discuss
several avenues for future work that can build on the work proposed in this thesis.

Our shape abstraction and structural graph representation can represent only a subset
of man-made shapes decomposable into cylindrical or board-like parts. Other types of part
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abstractions are needed in order to handle container-like parts, which are often found in
kitchenware, fused parts common in home appliances and vehicles, or boxy parts like those
found in sofas. Even with the availability of a general abstraction, it might prove difficult
to directly interpolate between such parts in a meaningful manner. Therefore, it would be
interesting to investigate extracting a multi-level structural graph of a shape whereby more
abstract levels are represented by the bounding volume of a part or group of parts and
the finer levels are represented by curves, sheets, or other parametric entities (e.g., point
sets, implicits). While such an abstraction would not enable the direct computation of a
continuous interpolation between shapes, it has the potential to enable partial interpolation
for more classes of shapes by performing shuffling or continuous blending at the different
levels of abstraction.

We have evaluated our algorithms on different shape classes of reasonable size. An in-
teresting research direction is to investigate the different problems when applying our cor-
respondence and continuous synthesis algorithms on much larger shape repositories (e.g.,
Trimble’s 3D Warehouse). The most obvious challenge is the segmentation of raw models,
often randomly disconnected or containing non-manifold faces, into meaningful parts. Re-
cent methods that utilize part-based templates [13, 65] have shown great promise in this
area. However, they still expect an initial template with a somewhat fixed topology as in-
put. Therefore, it is worth investigating how our shape abstraction or deformation model,
and its associated energy function, can play a role in a fine-grained consistent segmentation
algorithm for large 3D shape sets.

Our correspondence method is designed to match between shape pairs. In Chapter 3,
we have shown an example where transitive shape correspondence can improve the results.
One direction for improving the quality of our correspondence is to discover consistent
matchings between multiple shapes. Existing methods have looked at the idea of discovering
consistency by looking at a group of shapes in both the unsupervised [88, 12] and semi-
supervised [127, 83] setting.

Further investigation into our proposed correspondence cost and the constrained defor-
mation model is needed for more topologically-complex shapes, such as bicycles. In our
current formulation, we do not assign any weights to the amount of contribution for each
part, thus treating all parts as equally important. Incorporating other aspects –such as con-
tact with the ground, connectedness with neighboring parts, and the part’s relative volume–
may help identify core parts that should be the focus of the correspondence search. For
example, by identifying that the wheels carry more importance for the class of bicycles, we
could improve the overall correspondence since the remaining parts are more easily matched
after the alignment of the wheels.

Another interesting area is identifying functionally similar parts using our fine-grained
correspondence. Recent works have looked at how a good correspondence can help when
trying to identify high-level functional properties of shape regions in a supervised man-
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ner [14]. A similar approach can utilize our correspondence results for a more extended
set of low-level functional properties (e.g., support part, decorative element). This would
have the potential of enabling not only part geometry transfer, but also possibly enable a
“functionality transfer” between shapes.

Finally, the shapes synthesized by our framework suffer from the same drawbacks as
those reported by existing automatic shape synthesis methods. The plausibility of com-
bining parts from different shapes is highly dependent on their overall level of compatibil-
ity. Combining very different shapes, both geometrically and structurally, often results in
unnatural-looking shapes. Many factors contribute to this problem including unsatisfied
structural soundness constraints and incompatible stylistic properties (e.g., varying part
thickness, curviness). It would be of great interest, for both existing and future synthesis
methods, to study these problems. Possible extensions on the work of extracting recurring
part arrangements [29] might help identify what parts should always connect to each other
or what parts should not. Furthermore, advances in the area of identifying and representing
shape styles could help improve plausibility as a post-processing step. Such a process may
have to deform the added or modified parts to better confirm with the overall shape’s style.

This thesis proposed a new pipeline for the matching and modeling of man-made objects
that are geometrically and topologically very different. The general steps of our pipeline are:
(1) extracting a parametric representation of the shape; (2) finding a continuous reasonable
matching at the part level; (3) devising a plan that continuously transforms one shape to
the other; (4) synthesizing the blended geometry. We believe that future developments on
each of these steps can bring us closer to having fully automated modeling systems that
support creative design via the blending of existing examples.
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