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Abstract 

An image of a scene depends on the reflectance properties of the objects in the scene 

and on the illuminant incident upon those objects. Colour constancy is an ability to 

determine some properties related to or implied by an object’s reflectance regardless of 

the illuminant illuminating the scene. One of the main approaches to colour constancy 

relies on illumination estimation. While many illumination estimation algorithms exhibit 

excellent performance in terms of median error, the performance in the worst-case 

scenario remains quite poor. This thesis focuses on reducing the maximum errors. 

Several options were investigated and show promising results. These include: combining 

a variety of clues, multispectral imaging and “outlier” reduction.  

Combining a variety of clues has been explored in the past with a focus of minimization 

of median error. This thesis explores avenues that lead to lowering of worst case or high 

percentile errors.  

Additional information present in multispectral images may influence the performance of 

illumination estimation algorithms. The performance of illumination estimation algorithms 

for multispectral images was investigated and a new colour constancy algorithm that 

uses multispectral images was developed.  

It is possible that a single strong clue is wrongly influenced by a small part of an image. 

An algorithm is presented that splits the image into many parts, runs an illumination 

estimation algorithm on each of the smaller parts and combines the results in a manner 

that is less sensitive to outliers.     

Keywords:  Illumination estimation; colour constancy; white balancing; machine vision 
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1. Introduction 

1.1. Illumination Estimation Problem 

An image of a scene depends on the reflectance properties of the objects in the 

scene and on the illuminant incident upon those objects. RGB values measured off a 

white paper under a warm incandescent illuminant would have higher Rs and lower Bs 

compared to values measured off the same white paper under the bluish light of the 

morning sky.  

Colour constancy is an ability to determine some properties related to or implied 

by an object’s reflectance regardless of the illuminant illuminating the scene. For 

example, a system exhibiting colour constancy may characterize the surfaces in a scene 

by RGBs that would be recorded as if the scene were illuminated by some canonical 

illuminant. 

Colour constancy is, in general, an underdetermined problem [4, 5, 54, 63]. A 

camera sensor imaging a perfectly matte white surface under a yellow illuminant may 

return the same responses as if the sensor were imaging a perfectly matte yellow 

surface under a white illuminant.  Nevertheless, in many cases, humans seem to exhibit 

colour constancy with a fair degree of accuracy [67]. 

There are two widely researched approaches to algorithmic colour constancy. 

The goal of the first approach is to create descriptors of the object that depend on its 

reflectance, but do not depend on the illuminant [34, 36, 47, 51, 59, 60, 87]. The second 

approach is equivalent to producing RGBs of surfaces as they would appear under a 

canonical illuminant by estimating the illumination of the scene, and then using the 

estimate to compute the resulting RGBs [4, 5, 54]. This thesis follows the second 

approach and focuses on the illumination estimation part of it. 
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A single illuminant illuminating a scene is assumed throughout most of this 

thesis. An algorithm that shows promising results on scenes with small number of 

illuminants is presented in Chapter 6. 

This thesis focuses on colour constancy and illumination estimation from 

machine vision point of view. Little emphasis is placed on perceptual qualities of colour. 

1.2. Worst-case Performance of Illumination Estimation 
Algorithms 

Evaluation of the performance of an illumination estimation algorithm is usually 

performed by running the algorithm on one or more of the known test sets and 

computing one or more error measures [4, 5, 54, 63]. One of the most often used errors 

in the illumination estimation literature is angular error [4, 5, 54, 63]. The angular error 

alpha between the sensor response vector of the estimated illuminant ce and real 

illuminant cr is defined as  

α = acos( (ce . cr) / |ce| |cr| ) 

where “.” denotes scalar product and |x| denotes L-2 norm.  

While many illumination estimation algorithms exhibit excellent performance in 

terms of median angular error, the performance in the worst case scenario remains quite 

poor. It is not uncommon for algorithms to return median angular error on the 321 

images of SFU Colour Constancy Set of laboratory images [5] in the range of 2.5-3.5 

degrees and then return the worst case errors of close to 30 degrees [54]. 

Figure 1.1 shows the performance of two widely known algorithms that perform 

at the state-of-the-art levels in terms of median error: MaxRGB [69, 46, 45, 44] and 

Edge-based Colour Constancy Algorithm [105]. The algorithms were tested against a 

standard SFU set of 321 images [6]. The figure shows angular error on Y-axis plotted 

against a given percentile shown on X-axis.  
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Figure 1.1 Performance of MaxRGB and Edge-based Color Constancy 
algorithms in terms of angular error at the given percentile 

 

The algorithms perform very well in terms of median error. At 50-th percentile, 

the algorithms return angular errors of less than 3 degrees. The errors increase almost 

linearly and fairly slowly until approximately 75-th percentile, where the errors start to 

increase rapidly. At the 81-st percentile for MaxRGB and 84-th percentile for Edge-

based Color Constancy, the error rises above 10 degrees. That is, more than 16% of the 

images return angular errors above 3 times that of the median and so basically fail. The 

maximum errors are almost 10 times that of the median error. 

The existing literature compares the performance of the existing algorithms in 

terms of average or median errors [4, 5, 54, 63]. Although maximum errors are often 

reported, to the author’s knowledge, no algorithms focus directly on reducing maximum 
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errors or on reducing higher percentile errors. Yet, it is the higher percentile errors that 

seem to be the most important for the general reliability of the algorithms. 

1.3. Approaches to Improve Illumination Estimation Errors 

This thesis focuses on reducing the maximum or high-percentile errors and 

introduces a number of techniques in this area. Illumination estimation in multispectral 

images was explored as another potential avenue or reducing illumination estimation 

errors. The various approaches explored in this thesis are described below. 

1.3.1. Combining a Variety of Clues 

The first approach relies on combining a variety of clues. The idea is that if one 

clue fails completely for a given image, other clues may still provide enough information 

for reasonable illuminant estimation. The idea of combing a variety of clues has been 

explored in the past with a focus of the minimization of median or average errors [13, 9]. 

This thesis explores avenues that lead to lowering worst case or high percentile errors.  

A novel technique based on linear programming is introduced. The problem of 

illumination estimation is formulated as linear regression with the input are the clues and 

the output is the chromaticity of the illuminant estimate. A set of linear equations and 

inequalities is constructed. Each solution defines a set of linear weights that should be 

applied to the input clues in order to produce an illuminant estimate. Linear programming 

is used to find the weights that minimize errors over a training set of images. A special 

set of inequalities is introduced to limit illumination estimation error for each training 

image to a pre-defined maximum error. As the pre-defined maximum error is 

progressively lowered, the linear programming solutions yield weights that perform better 

and better in terms of maximum errors, with a small penalty in terms of median-error.  

Another technique that is proposed in this thesis is based on formulating the 

illumination estimation problem within a probabilistic framework and then selecting a 

solution that “hedges the bets” towards smaller errors for a given percentile of the 

images. Using probabilistic frameworks for illumination estimation has been explored in 

the existing literature [42, 48, 93, 15]. The proposed technique combines image features 
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consisting of outputs of existing algorithms and colour constancy clues in a novel way—

the probability distribution of the correct illuminant chromaticity given the image features 

is estimated even though the combined algorithms and clues do not output likelihoods 

directly. Once the probability distribution estimate for a given chromaticity channel is 

known, the smallest interval estimated to contain the right answer with a desired 

probability (e.g., 99%) is chosen. The point in the middle of the interval is reported as the 

chromaticity of the illuminant. Assuming a correct probability distribution estimate, the 

algorithm is likely to not make an error higher than ½ of the interval in the desired 

percentile (e.g., 99%) of the images.  

Both techniques were evaluated on the standard SFU set of 321 images and 

show non-trivial improvements in terms of maximum or high-percentile errors. 

1.3.2. “Outlier” reduction.  

There are two types of outliers that create problems for illumination estimation 

algorithms. In the illumination estimation context, an outlier is an observation that does 

not fit the illumination model well. One type of outlier arises from noise in the image data 

created, for example, by a dirt on the imaging sensor, or by clipping of high digital 

counts. A second, more interesting, type of outlier arises from scenes that do not fit the 

expected model of the scene illumination—for example, a predominantly indoor scene 

with some light also coming through a window.  Noting that outliers of the two types 

mentioned above will mislead most illumination estimation algorithms, a novel technique 

to improve upon any given algorithm or set of algorithms is proposed. The technique 

deals with outliers explicitly. The proposed method divides the input image into smaller 

sub-images, runs the algorithm(s) on each of the parts independently and then combines 

the resulting estimates.  Outliers are identified and eliminated as part of the process of 

combining the estimates. The RANSAC (random sample consensus) [40] technique is 

used for the purpose of identifying and eliminating the outliers.   

The rationale behind the proposed method is that many illumination estimation 

algorithms rely on information that can be significantly influenced by a small part of an 

image. For example, MaxRGB [46] and retinex [69] both can be influenced by a single 

pixel having a spuriously high R, G or B value. Gamut mapping algorithms such as 
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Forsyth’s [41] can be influenced by a single erroneous pixel that happens to stretch the 

convex hull of the gamut significantly in the wrong direction. For a single-illuminant 

scene, the estimates from multiple sub-images should be consistent. Those that are 

inconsistent can be identified as outliers and eliminated. 

The proposed algorithm was evaluated on Shi’s reprocessed version of Gehler’s 

original ‘colorchecker’ set of 568 images [48, 96] and found to reduce the high-percentile 

angular errors by roughly 30%.  

1.3.3. Multispectral imaging 

Illumination estimation methods for colour constancy have been generally based 

on analysing the RGB values from a 3-channel colour image; however, the Chromagenic 

algorithm [32] is an exception in that it uses a total of 6 channels. The Maloney-Wandell 

[109] is another notable exception. It is defined for an arbitrary number of channels. It 

might be expected that the greater the number of channels, the better, but is this the 

case?  In other words, will using a multispectral camera potentially lead to better 

illumination estimates than a standard colour camera? 

This question is addressed by testing a number of illumination estimation 

algorithms on 3-channel, 6-channel and 9-channel multispectral image data, and 

comparing their accuracy as the number of sensors and their spectral sensitivity 

functions are varied. The algorithms are tested on synthetic multispectral images based 

on real reflectance and illumination spectra and variations on real camera sensitivities as 

well as on real image data. The Greyworld, Max RGB, Chromagenic, and Maloney-

Wandell algorithms are tested. In addition, a new modified version of the Maloney-

Wandell algorithm called Subspace Testing is introduced.  

Subspace testing begins with Maloney and Wandell’s observation that the image 

colours (the term ‘colour’ is extended from 3 to N dimensions) will lie in a linear 

subspace of the N-dimensional image input space. The modification is in the way in 

which the subspace is identified. Firstly, the Subspace Testing algorithm is trained on a 

set of illuminants using many images under each. For each illuminant, an M-dimensional 

subspace is fitted over the sensor responses from its entire collection of images. This 
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hyperplane represents the gamut of possible colours (N-dimensional) under that 

illuminant.  To identify an image’s illuminant, Subspace Testing—rather than fitting a 

subspace over the responses present in the image as the Maloney-Wandell method 

does—tests the fit of the image colours to each of the training-derived hyperplanes. In 

particular, the hyperplane for which the root mean square distance between it and the 

input image’s colours is smallest is selected. Since this hyperplane is from the training 

set, it has an illuminant associated with it. The colour of that illuminant is then output as 

the estimate of the colour of the image’s illuminant.  

The new algorithm was evaluated using both synthetic and real world images 

and found to work surprisingly well.  

1.4. Thesis Outline 

Chapter 2 provides background information on illumination estimation and 

surveys the relevant literature. 

Chapter 3 introduces a new pre-processing algorithm that improves performance 

of existing illumination estimation algorithms. The pre-processing is subsequently used 

by algorithms described in chapters 4, 5 and 6. 

Chapter 4 describes the novel illumination estimation algorithm that uses linear 

programming techniques to minimize the maximal error in training set. A novel and very 

simple way of representing gamut of chromaticities is also introduced in this chapter. 

Chapter 5 introduces the algorithm based on a probabilistic framework that is 

capable of minimizing illumination estimation errors at a given percentile of the images in 

a set. 

Chapter 6 talks about outlier detection and removal using RANSAC and reports 

on improvements in illumination estimation that can be obtained by applying the 

technique. 



 

8 

Chapter 7 describes experiments in multispectral illumination estimation using 

synthetic and real images. The new subspace testing algorithm is introduced here as 

well.  

Chapter 8 summarizes the contributions made in this thesis and outlines possible 

future work. 
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2. Related Work 

2.1. Introduction 

An image of a scene depends on the reflectance properties of the objects in the 

scene and on the illuminant incident upon those objects. RGB values measured off a 

white paper under a warm incandescent illuminant will have higher Rs and lower Bs 

compared to values measured off the same white paper under the bluish light of the 

morning sky.  

Colour constancy is an ability to determine some properties related to or implied 

by an object’s reflectance regardless of the illuminant illuminating the scene. For 

example, a system exhibiting colour constancy may characterize the surfaces in a scene 

by RGBs that would be recorded as if the scene were illuminated by some canonical 

illuminant. 

Colour constancy is, in general, an underdetermined problem [4, 5, 54, 63]. A 

camera sensor imaging a perfectly matte white surface under a yellow illuminant may 

return the same responses as if the sensor were imaging a perfectly matte yellow 

surface under a white illuminant.  Nevertheless, in many cases, humans seem to exhibit 

colour constancy with a fair degree of accuracy [67]. 

There are two widely researched approaches to algorithmic colour constancy. 

The goal of the first approach is to create descriptors of the object that depend on its 

reflectance, but do not depend on the illuminant [34, 36, 47, 51, 59, 60, 87]. The second 

approach is equivalent to producing RGBs of surfaces as they would appear under a 

canonical illuminant by estimating the illumination of the scene, and then using the 

estimate to compute the resulting RGBs [4, 5, 54]. This thesis follows the second 

approach and focuses on the illumination estimation part of the second approach.  
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This thesis focuses on colour constancy from machine vision point of view. Little 

emphasis is placed on perceptual qualities of colour. 

This chapter surveys models, assumptions, clues, algorithms and testing 

methodologies described in existing literature on single illuminant colour constancy from 

machine vision point of view. It heavily relies on existing surveys of the area [4, 5, 54, 

63, 22]. 

 

2.2. Image Formation Models 

Most of the illumination estimation approaches rely on one or more image 

formation models explained in this section. 

2.2.1. Camera Model 

Irradiance E is defined as the power of electromagnetic radiation Φ incident upon 

the unit area A at the surface [22]: 

dA
dE Φ

=
 

Power of electromagnetic radiation Φ is sometimes also referred to as flux. 

Radiance L is defined as power of electromagnetic radiation Φ radiated into a unit solid 

angle Ω from a unit of a projected source area A [114, 22]  

 θcos

2

Ω
Φ

=
ddA
dL

 

where θ is an angle between the surface normal and the observer. Spectral 

Irradiance E(λ) and spectral radiance L(λ) are defined as spectral distributions of 

irradiance E and radiance L. 
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A simple model of a camera is assumed where sensor output C(x) at each pixel 

is directly proportional to radiance L of the surface at the point x that the pixel 

corresponds to [109]. Sensor output C(x) of a sensor at pixel observing point x is then 

defined as  

( ) ( ) λλλ
λ

dRnxLxC xo∫= ,,)(
 

where L(x, nxo, λ) is spectral radiance at the observed point x emitted in the 

direction of camera nxo and R(λ) is spectral sensitivity of the sensor.  

Although the model simplifies many attributes of the real camera such as 

influence of the angle between camera axis and observed pixel, presence of noise, de-

mosaicing effects, focus (or the lack of), sensitivity of the camera lens refraction index to 

wavelength, lens imperfections, internal reflections within the lens and others, it serves 

well for working with issues related to colour constancy. 
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Figure 2.1 Image formation models 

 

2.2.2. Reflectance Model  

Spectral reflectance properties of a surfaces in a scene at point x can be 

characterized by the bidirectional reflectance distribution function S(x, nxo, nxl, λ) defined 

as [112] 

( ) ( )
( )λ

λ
λ

,,
,,,,,

xl

xo
xlxo nxdE

nxdLnnxS =
 

where E(x, nxl, λ) is a spectral irradiance falling onto the point x from a direction 

nxl of a light source at the point l and L(x, nxo, λ) is spectral radiance due to the light 

source measured from direction nxo  

This simple model assumes that the observed radiance L(x, nxo, λ) does not 

depend on light entering the material at other places than x, at different times than the 

present nor at other wavelengths than λ. That is, it cannot model translucent materials, 

Ω 

o - observer 

 
 nxo  

 dA 

 nxl  
 nx  

l - light source 
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fluorescence effects and phosphorescence effects. Similarly, wave optics effects such 

as polarization or interference are not taken into consideration. 

2.2.3. Illumination Models 

An often used model of illuminant spectral distribution is that of the Planckian 

radiator [23], where the spectral distribution depends on a single parameter T denoting 

the radiator’s temperature [22], [115]: 

( )
1

,
2

5
1

−

=
−

T
c

e

cTE
λ

λ
λ

 

 For visible wavelengths and usual illuminants, the term T
c

e λ
2

 is orders of 

magnitude larger than 1 [23] and the model is often simplified to 

 

( )
5

1
2

,
−

=
T
c

e

cTE
λ

λ
λ

 

 The Planckian radiator model serves to define a standard CIE illuminant 

A for given values of constants c1, c2 and T. CIE defines other standardized illuminants. 

CIE standard illuminants B and C are currently not used often. CIE standard illuminant 

series D (e.g., D50, D65, D75), which was designed to simulate daylight, is based on a 

base spectral distribution and a linear combination of 2 other spectral distributions [18]. 

(x, y) chromaticities of the CIE XYZ space (described below) follow the following 

quadratic equation: 

275.0000.3870.2 2 −−= xxy  

A set of real life illuminant spectra was measured by Barnard, Funt and Coath 

[6]. Gerasimov [49] measured a large set of real life light sources in RGB space and 

suggested a model that describes it. 
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2.2.4. Simplifying Assumptions 

Single Illuminant 

Quite often, a single illuminant is assumed for the whole scene [4, 5, 54, 63]. 

Under this assumption, irradiance E(x, nxl, λ) incident at a point x of an observed surface 

is directly proportional to irradiance Es(λ) := E(s, nsl, λ) at some directly illuminated point 

s in the scene. That is 

( ) ( )λλ sxxl EcnxE =,,  

where cx is a shading coefficient at the point x. 

The single-illuminant assumption is quite strong as it cannot model multiple light 

sources illuminating a scene at the same time, such as scenes that contain sunlight and 

skylight. Interreflections, which are present in almost every scene, cannot be modelled 

either. However, many surfaces in a scene are usually directly illuminated by a single 

illuminant such as the sun, cloudy sky or a single lamp. For these surfaces, the single-

illuminant assumption works quite well. 

A single illuminant is assumed throughout this thesis with the exception of 

Chapter 6. 

Lambertian Surfaces 

Given the reflectance model, a Lambertian surface can be defined as a surface 

where the bidirectional reflectance distribution function S(x, nxo, nxl, λ) is constant with 

respect to the direction of the observer nxo and the direction of the light nxl [22]. It 

depends only on the wavelength λ and the properties of the material m forming the 

surface at the point x. For any direction nxo of the observer and for any point x made of 

material m, the following holds: 

( ) ( ) ( )λλλ ,,, xESnxL mxo =  

where E(x, λ) is a total spectral irradiance at point x and Sm(λ) is the spectral 

reflectance function of the material m. 
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 When combined with the single-illuminant assumption and with the 

camera model introduced in the previous section, the sensor response to the surface 

area at point x can be computed as 

 
( ) ( ) ( ) ( ) λλλλ

λ

dREScxC smx ∫=
 

The Lambertian model approximates matte surfaces, but cannot handle 

specularity. 

Dichromatic Model  

Dichromatic model [94] assumes that reflection from an area of a surface 

consists of a body (“diffuse”) reflection and an interface (“specular”) reflection and that 

these are combined in a linear fashion. More formally, S(x, nxo, nxl, λ) can be modelled as  

( ) ( ) ( ) ( ) ( )λλλ ixlxobxlxoxlxo SnnxiSnnxbnnxS ,,,,,,, +=  

where b(x, nxo, nxl) and i(x, nxo, nxl) are body and interface factors depending only 

on geometry of the scene and Sb(λ) and Si(λ) are body and interface reflectance 

functions of the material at the point x.  

If a single illuminant is assumed, sensor responses to the radiance at point x can 

be written as  

( ) ( ) ( ) ( ) ( ) ( ) ( ) λλλλλλλλ
λλ

dRESidRESbxC sixsbx ∫∫ +=
 

where bx := cx b(x, nxo, nxl) and ix := cx i(x, nxo, nxl) are factors that combine 

illuminant shading coefficient cx and geometry factors of body and interface reflectance 

and because of a fixed position (or spatial distribution) of the illuminant and fixed position 

of the observer, for any given scene depend only on the position of the observed point x. 

Neutral interface reflection Si(λ) is often assumed. That is, Si(λ) = 1 for all 

wavelengths λ in the spectral domain of interest. 
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The dichromatic model can describe a fair number of surfaces including grainy, 

matte or highly specular surfaces made of dielectric materials.  

Basis Functions 

Spectral distributions of any kind can be modelled using basis function. Spectral 

distribution U(λ) is computed as  

 

 

where Uj(λ) is the jth basis function and uj is a scalar. The idea is often applied to 

spectral distributions of reflectances and illuminants [79].  

For example, assuming a single illuminant and a Lambertian surface, sensor 

response Ci(x) of the ith sensor corresponding to a point x in a scene is given by 

( ) ( ) ( ) ( ) λλλλ
λ

dRESxC isxi ∫=
 

where Sx is a spectral reflectance function at the point x (including shading 

coefficients), Es(λ) is irradiance at any directly illuminated point in the scene and Ri is a 

spectral sensitivity function of the ith sensor. 

Applying basis functions to the reflectance of the surface Sx yields 

( ) ( ) ( ) ( ) ( ) λλλλ
λ

dRESxsxC isj
j

ji ∫∑=
 

where Sj is jth basis function. Note, that the basis function is constant for the 

whole scene and does not depend on the point x. The equation above can be written as  

 ( ) ( )xsAxC =  

where C(x) is a column vector of Ci(x), s(x) is a column vector of sj(x) and A is a 

lighting matrix [79] whose coefficients Aij are defined as 

( ) ( )∑=
j

jj UuU λλ
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( ) ( ) ( ) λλλλ

λ

dRESA isjij ∫=
 

The lighting matrix depends only on the illuminant as defined by Es(λ). Basis 

functions Sj(λ) and Ri(λ) can be, for a given camera, considered constant across all 

scenes. Applying basis functions to reflectances then simplifies the relationship between 

the surface reflectances in a scene and the sensor response to a simple linear 

transformation. 

Narrow Band Sensors 

A common simplifying assumption is that of narrow band sensors ([21], for 

example). That is, sensor sensitivity Ri(λ) of an ith sensor is defined as  

( ) ( )iiR λλδλ −=  

where δ is a Dirac delta function and λi is a characteristic wavelength of the ith 

sensor. One of the advantages of the colour spaces based on narrow band sensors is 

that computing sensor responses for a scene with a changed illuminant amounts to 

simple von-Kries style transformation, that is, to channel-by-channel scaling. Assuming a 

single illuminant A, sensor response of the ith sensor to a point x is given by 

 ( ) ( ) ( )iAixiA ESxC λλ=  

where Sx is a spectral reflectance function at the point x (including shading 

coefficients) and EA is a spectral irradiance at a point in the scene illuminated by the light 

A. It is easy to see, that given a sensor response CiA(x), a sensor response CiB(x) of the 

same point x in the same scene now illuminated by the light B can computed as 

( ) ( ) ( ) ( ) ( )
( )iA

iB
iAiBixiB E

ExCESxC
λ
λ

λλ ==
 

where EB is a spectral irradiance in the scene illuminated by light B. 
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2.2.5. Pixel Value Spaces 

Image pixels are typically represented in a 3D space. There are several known 

spaces in wide use, each of which defines its own sensor sensitivities and/or other 

numerical transformations that define the pixel values. 

Linear Camera RGB Space 

Camera RGB space is defined by sensor sensitivities of a given camera ([22], for 

example). Generally, the red (R) channel corresponds to the output of a sensor sensitive 

to the lowest frequencies of the visible spectrum, the green (G) channel corresponds to 

middle frequencies and the blue (B) channel corresponds to the highest frequencies of 

the visible spectrum. 

Linear RGB space assumes that the values of RGB channels are linear to the 

radiance of the surfaces that they image.  

Linear sRGB [116, 101] is an RGB space that assumes standardized sensors. It 

is described below in more detail. 

Chromaticity Space 

Chromaticity of individual channels is usually denoted by lower case r, g, b letters 

and defined as  

BGR
Bb

BGR
Gg

BGR
Rr

++
=

++
=

++
=

 

 

where R, G and B are pixel values in a linear RGB space ([22], for example). All 

pixels of a Lambertian surface illuminated by a single illuminant would return the same 

chromaticity regardless of shading coefficient.  
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CIE 1931 XYZ Colour Space 

CIE 1931 XYZ Colour Space [21, 100, 16] has its basis in the human perception 

of colour. It relies on colour matching functions ( ) ( ) ( )λλλ bgr ,,  that denote relative 

power of primaries at the wavelengths 700nm, 546.1nm and 435.8nm that have to be 

combined in order to match a perception of light source of constant power and 

wavelength λ at a 2 degree viewing angle. In order to obtain a match for certain values 

of λ, the primaries have to be added to the colour that is being matched (as opposed to 

the matching colour). These values are recorded as negative.  

Matching functions were determined experimentally and reported at 5nm 

intervals. XYZ values are derived from linear CIE RGB space with sensor sensitivities 

defined by matching functions ( ) ( ) ( )λλλ bgr ,,  and from photopic luminous efficiency 

function V(λ) for the CIE standard photopic observer. The resulting XYZ space is defined 

to produce positive values for positive spectral distributions within the visible spectrum. 

Corresponding “sensor sensitivity” y’(λ) is exactly equal to the photopic luminous 

efficiency function V(λ) for the CIE standard photopic observer. Constant energy spectra 

were set to return equal values for X, Y, and Z. 

Gamma Correction 

Gamma correction is used to compensate for the nonlinearity of human 

perception of lightness as a function of luminance [90]. (For a given spectral distribution, 

luminance is proportional to radiance). The human eye is more sensitive to the changes 

in luminance in the darker areas of the image. Therefore, when quantizing luminance, it 

is desirable to code darker areas with smaller steps. This is achieved by applying a 

gamma correction. In its simplest form, luminance Y is coded with code C defined as  

γ
1

YC =  

where gamma is a constant larger than 1 and decoded as  

 
γCY =  
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Different colour spaces may specify different forms of gamma correction that take 

into account non-zero black levels and sensitivity to noise in almost black areas of the 

image. 

sRGB 

sRGB is a standard RGB colour space created cooperatively by Hewlett 

Packard and Microsoft in 1996 for use on monitors, printers, and the Internet [116, 101]. 

It is based on CIE 1931 XYZ colour space. Linear sRGB values Rlinear, Glinear and Blinear 

(these are not to be confused with CIE rgb colour matching functions described above) 

can be obtained from XYZ values by multiplying the vector of XYZ values by a 3x3 

matrix. Final sRGB values are obtained from linear sRGB values through gamma 

correction: 

otherwiseC
CifC

C
linear

linearlinear
sRGB 55.0055.1

0031308.092.12
4.2/1 −

≤
=

 

where C stands for any of the R, G or B. 

Other Colour Spaces 

Many colour spaces attempt to represent qualities such as lightness, hue, 

chroma, saturation and include Hue Saturation Lightness (HSL), Hue Saturation Value 

(HSV) (also known as Hue Saturation Brightness (HSB) [113, 66, 99] 

CIE L*a*b* and CIE L*u*v* [18] are colour spaces based on models of human 

colour perception that try to model the perceptual distance between colors. The models 

were further improved by CIE in 1995 [17]. CIEDE2000 [19, 76] is based on CIE L*a*b*, 

colour space and introduces even more advanced modelling of perceptual differences. 

This thesis focuses on colour constancy from machine vision point of view. Little 

emphasis is placed on perceptual qualities of colour. 
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2.3. Illumination Invariant Descriptors 

Widely used illumination invariant descriptors are based on von-Kries-style linear 

diagonal transformation [4, 5, 54, 63, 69, 111], that separately scales individual channels 

of the image in a given sensor space.  

A descriptor dxw of the colour at pixel x with respect to a colour at arbitrarily 

chosen white patch w is given as  [25, 24] 

( )[ ] xwxw ccdiagd 1−=  

where cw is a sensor response vector at the arbitrarily defined white patch w  

(usually characterized by neutral spectral reflectance over visible spectrum), cx is a 

sensor response vector at the pixel x and diag() denotes a transformation from a vector 

to a corresponding diagonal matrix. Once a sensor response to an illuminant cw is 

known, the illumination invariant descriptor is very easy to compute. The descriptor, in 

effect, estimates the sensor responses of the scene as it would appear under an 

illuminant that returns sensor response vector cw = (1,1,1). 

The descriptor works perfectly in RGB spaces with narrow sensor bands. 

Finlayson et al. [25] show  that the descriptor can be used in other sensor spaces such 

as XYZ standard observer if the sensor response vectors are mapped first via an 

illuminant independent linear transform. The suitability of different sensor spaces for 

colour constancy was explored by Xiao et al. [117]. Finlayson, Drew and Funt [26] 

developed a method for creating suitable linear transforms to create “sharpened” and 

therefore theoretically better performing sensor spaces. 

2.4. Illumination Estimation Clues 

Although colour constancy is an underdetermined problem, there are clues that 

can be used to estimate the scene illuminant. This section describes the clues used in 

existing work and how they apply to solving the illumination estimation problem. 
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2.4.1. MaxRGB 

There is a high probability that an image of a scene contains a surface with 

almost ideal neutral spectral reflectance (i.e., a white surface), a surface with neutral 

interface reflection or the light source itself. Assuming this to be true in all cases, adding 

the single-illuminant assumption and assumptions of no fluorescence, phosphorescence 

and wave and particle effects leads to Max RGB algorithm that simply finds the highest 

values of R, G and B in the image and returns the triplet (max Rx, max Gx, max Bx) as the 

estimate of the illuminant of the scene. In fact, the assumptions for Max RGB can be 

relaxed somewhat. The algorithm does not require that maximum values of R, G or B 

occur at the same pixel.   

This algorithm is one of the earliest and simplest algorithms used for illumination 

estimation [69] and works surprisingly well, especially for high dynamic range images 

[46, 45, 44] where the brightest points in the image are not clipped.  

MaxRGB performs better when suitable pre-processing is applied. MaxRGB over 

a Gaussian-smoothed image is investigated by Gijsenij [56] and found to perform better 

than MaxRGB applied directly to an image without pre-processing. Funt and Shi [46] 

show that image pre-processed by either bi-cubic interpolation or 5x5 median filtering 

improves the performance of the MaxRGB on a known data set. 

2.4.2. Grey World  

Grey world assumption simply states that total reflectance of a scene is 

achromatic [11, 4, 5, 54, 63]. A simple algorithm based on the grey world assumption 

returns (avg Rx, avg Gx, avg Bx) as the illuminant estimate.  

Another way to look at the grey world algorithms is as follows. Let us imagine a 

sensor placed not at the point occupied by observer, but at a point in a scene that is 

being observed and then averaging the irradiance coming in from all directions. The 

resulting average will effectively measure the illuminant at that point. In another words, 

applying grey world algorithm to a wide-angle lens camera residing in a point in a scene 

will produce not an estimate, but the actual answer to the illumination estimation 

problem. Further assuming a single illuminant, the grey world algorithms can then be 
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viewed as assuming that irradiance coming from all directions is proportional to 

irradiance coming from a solid angle of a scene.  

Modifications to grey world algorithms include segmenting the image and then 

computing the average by counting all pixels from a segment as one [50]. This may 

improve the accuracy of the algorithms on a scene with large surfaces taken up by 

single colour (for example, a lawn or foliage). It may decrease the accuracy for images 

with large white surfaces such as ceilings or walls. 

Another grey world class algorithm is DB-Grey World [4] that assumes constant, 

instead of achromatic, mean scene reflectance and computes the constant reflectance 

based on a training set of images. 

2.4.3. Dichromatic Planes 

The dichromatic model of reflectance combined with the basis functions 

technique of estimating spectral distributions implies that sensor response vectors of all 

pixels of a single dichromatic surface will fall onto a single plane [94].  

When neutral interface reflection is assumed, then the plane will include the 

vector corresponding to the RGB of the illuminant. This result is used in numerous 

algorithms [70, 97, 94, 103, 104, 71] to estimate the illuminant. Many algorithms require 

segmentation of the image into surfaces made of the same material, but some 

algorithms [92, 103, 97] do not require such pre-processing. 

The early algorithms based on the dichromatic planes often exhibited numerical 

instability, especially for images with little or no interface reflection, but some of the 

current algorithms overcome the problem [92, 103, 97].  

2.4.4. Spatial Derivatives and Spatial Filtering 

Given an image taken under a canonical illuminant where RGB of the illuminant 

is (1, 1, 1), the relationship between the luminance signal (defined as R+G+B) and the 

chrominance signal (defined as the component orthogonal to (1,1,1)) depends on spatial 

frequency [15, 14]. In particular, the luminance signal dominates the chrominance signal 
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at higher spatial frequencies. This appears to be true especially for highly textured 

surfaces, such as foliage or grainy materials.  

Spatial Correlations algorithm [15] learns a statistical model of spatial 

correlations under a canonical illuminant and then finds a mapping that transforms an 

image taken under an unknown illuminant to an image that best fits the learned model. 

The resulting image is therefore assumed to represent the image of the scene as if it 

would appear under the canonical illuminant. 

A variation on the Grey World algorithm was introduced by Edge-based Colour 

Constancy Algorithm [105] that assumes that the average of spatial gradients and higher 

order derivatives in an image is achromatic. Therefore averaging a given spatial 

derivative on a channel-by-channel basis returns an estimate of the illuminant. The 

algorithm is generalized to compute an average of a chosen p-norm of a chosen 

derivative over a Gaussian-smoothed image of a chosen sigma. Chen’s, Shen’s and 

Tsai’s algorithm [62] adds illumination constraints. Wang, Xu and Li combine edge-

based colour constancy with support vector regression [110]. 

2.4.5. Reflectance Distribution 

Another clue that can be used in estimating an unknown illuminant of a scene is 

the fact that the set of reflectances commonly occurring in a scene is restricted.   

Maloney and Wandell’s algorithm [77, 109] assumes that reflectances in a scene 

should fall into an n-dimensional subspace. Assuming a dimensionality of the subspace 

being n, the algorithm can estimate an illuminant in an image with n+1 channels.  PCA of 

all RGBs in the image is computed and then the transformation that will orient the n-

dimensional subspace of the colors in the image into an n-dimensional subspace 

corresponding to a canonical illuminant is derived. Given the transformation, it is 

possible to estimate the illuminant. Unfortunately, the algorithm does not work in practice 

[35].  

Another approach to using reflectance distribution clues is gamut mapping 

introduced by Forsyth [41]. The main idea is that RGBs of all reflectances under a 

canonical illuminant fall into a convex gamut. The position of the gamut in RGB space 
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changes with the illuminant. The algorithm finds all possible diagonal mappings from the 

convex hull of pixels in the image into the canonical gamut and deduces the scene’s 

illuminant by picking the most suitable mapping and computing what illuminant 

corresponds to that mapping. The algorithm picks a mapping that results in a largest 

subset of the canonical gamut. Other strategies were introduced and tested [3] and 

include averaging of the feasible illuminants. 

Gamut mapping in rg chromaticity space was developed by Finlayson [23, 28, 

27]. One of the shortcomings of the gamut mapping method is that, in some situations, 

no suitable mapping from the gamut of pixels in the image into the canonical mapping is 

found. This can be caused by inconsistencies of the von-Kries type transforms or by 

simply encountering reflectances not covered by the canonical gamut [54]. Solutions 

include increasing the size of the canonical gamut if no mapping is found [3, 23], 

simulating additional reflectances including specularities [7, 102], or allowing non von-

Kries transforms [38]. Gamut-constrained Illumination Estimation (GCIE) algorithm [37] 

assumes a small set of known illuminants and finds a gamut for each of them off-line. 

The on-line process simply finds the best match. 

Another class of algorithms that use reflectance distributions are learning-based 

methods that divide colour space of observed colour values into bins based on 

chromaticity or chromaticity and brightness and then use machine learning-based 

regression or classification algorithms to estimate the illuminant. 

Colour-by-Correlation algorithm [30] computes, in its off-line phase, the likelihood 

of pixels occurring in each of the bins under each of the illuminants from a set of 

possible illuminants. On-line, a naïve Bayes categorizer is used to pick the most likely 

illuminant given the distribution of the pixels of the image in the bins of chromaticity 

space.  

Support Vector Regression, kernel regression, neural networks regression and 

linear learning methods were all employed in the past  [2, 1, 108, 118, 12].   
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2.4.6. Spatial Reflectance Distribution 

Thin Plate Spline (TPS) interpolation algorithm [95] is based on interpolating 

illuminant chromaticities using thin-plate splines over a set of training images. Training 

images are represented by 8x8 thumbnails. The 8x8 thumbnails provide clues not only 

on the range of RGBs present in the image but also about the spatial distribution of 

those RGBs. For example, outdoor images tend to have the upper portion of the image 

dominated by the colour of the sky.  

2.4.7. Illuminant Distribution 

Similar to reflectances, the set of commonly occurring illuminants is limited. 

Moreover, the actual distribution of the illuminants varies with their intensity [49]. 

Physical plausibility conditions placed on the illuminant, such as nonnegative spectral 

distribution and nonnegative sensor response, are very simple clues that are used by 

some algorithms [41, 3]. Many algorithms assume that the single illuminant of a scene is 

a Planckian illuminant or CIE D-series illuminant. Finlayson and Hordley’s Colour 

Constancy at a Pixel [29] is an example. The assumption seems to work well in practice 

and often dramatically improves the performance of the algorithms.  

Another approach is to rely on a finite set of known illuminants obtained from a 

training set of images or from independent measurements and assume that an unknown 

illuminant of a scene is close in colour space to one of the known ones. This approach is 

used by many algorithms that convert the illumination estimation problem to 

categorization [30, 33] or regression [95, 2, 1, 108, 118], where a finite set of illuminants 

is used for training.  

 Probabilistic distribution of illuminants or conditional probabilities of observed 

colors given an illuminant that can be estimated from such a set is incorporated into 

algorithms based on Bayesian frameworks [42, 48]. 
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2.4.8. Semantic Information 

Image Category 

Categorizing the image into one of the known scene types such as outdoor vs. 

indoor can provide additional information about potential scene illuminant. This approach 

is used by [53] where the image category is used to select the most appropriate 

algorithm.  

Known Objects 

Skin colour from a perspective of colour constancy has been explored [98]. Skin 

colour depends mostly on the content of melanin and haemoglobin. In log chromaticity 

space, the variation in skin colour due to haemoglobin content was found to move in the 

same direction as black body radiator illuminants. Variations due to melanin were 

linearly independent. Moving the chromaticity of the skin along the 

illuminant/haemoglobin direction to a specified point then yields skin tones that are 

independent of the illuminant. 

Edge Category 

Edges in images can be classified in many different ways [31, 51, 52, 106], for 

example, into material, shadow-geometry and highlights. Such classification is used to 

compute the weighted average of spatial derivatives, where derivatives coming from 

edges of different types are weighted differently [57]. The classification improves the 

performance over the Grey Edge algorithm by 9%. 

Semantic Category of Pixels 

An approach similar to latent semantic indexing [61] used in document retrieval 

was proposed by Weijer [107]. Colour, texture, and pixel position within image are used 

as features. The features are analyzed to produce semantic categories. For each image, 

the approach tests a number of proposed illuminants generated by different grey-edge 

methods and by the DB grey-world-like method applied to pixels within each category. 

The image is corrected for each of the proposals. The Bayesian probabilistic framework 

is then used to derive the probability of the corrected image given the features of the 

pixels in the image. The probability is calculated via the probabilistic distributions of 
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features given the categories and probabilistic distribution of categories. Authors report 

an improvement of 10-20% in median angular error against the performance of a single 

hand-picked proposal generating algorithm on a subset of 600 images taken from a 

grey-ball set divided equally into testing and training. 

A similar approach is proposed by Manduchi[78]. A probabilistic model based on 

Gaussian distribution of chromaticities observed under a canonical illuminant is built for 

each semantic category. A similar model is built for the distribution of illuminants. The 

models are applied on a pixel-by-pixel basis assuming up to two illuminants per scene.  

2.4.9. Scene Statistics 

Scene statistics such as Weibull distribution can be used to select an algorithm 

most appropriate for a given scene [53]. 

2.5. Clue Combination 

The clues described in the previous section are applied to the illumination 

estimation problem in many different ways. In general, there are algorithms based on a 

single clue, algorithms based on a single clue combined with illuminant distribution 

constraints and then algorithms based on the combination of output of other algorithms. 

2.5.1. Single Clue 

Earlier algorithms rely primarily on one particular kind of clue to estimate the 

scene illuminant. These include: 

• Max RGB algorithms [69, 46, 45] 

• Grey world algorithms [11, 50, 39] 

• Edge based algorithms [15, 105]  

• Unconstrained versions of dichromatic algorithms, for example [103] 
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2.5.2. Single Clue Combined With Illuminant Distributions 

Distribution of possible illuminants is a very powerful clue that is often used to 

improve a performance of an algorithm.  

Illumination distribution can be used to simply constrain the output. To some 

degree gamut mapping algorithms [41, 3] use this technique and consider any illuminant 

with negative sensor response implausible. Toro [103] uses illumination constraint to 

improve upon dichromatic plane algorithms by requiring the algorithm to return only a 

Planckian illuminant.  

Colour-by-correlation [30] and GCIE [33] are predominantly categorization 

algorithms. A category corresponds to a known illuminant and contains images that were 

taken under that illuminant. Given an image and its clues (based on a distribution of 

reflectances), the algorithm finds a category that fits the image the best thus effectively 

constrains the illuminant estimate to one of the known illuminants. 

Regression algorithms that use a set of images for training [95, 2, 1, 108, 118] 

effectively use the illuminant distribution clue, because the algorithms are biased to 

return an illuminant seen in the training set.  

Another approach to combining illuminant probabilistic distribution with another 

clue is to use it as a probabilistic prior or a condition of a probabilistic distribution of a 

clue. The probability P(l|c) of the image being taken under an illuminant l given a set of 

clues c is given as  

( ) ( ) ( )
( )cP

lcPlPclP || =
 

where P(l) describes prior distribution of illuminants in a set of images and P(c|l) 

is a conditional probability of observing clues c under the illuminant l. This approach is 

used by Bayesian algorithms [42, 48] that combine reflectance distribution clues with 

illuminant distributions. 
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2.5.3. Combination of Algorithm Outputs 

Averaging   

Averaging the estimates from multiple algorithms based on different clues was 

explored in the past. A simple approach is an arithmetic mean [13, 9]. Weighted average 

with weights trained by least squares, and a neural network combining algorithm outputs 

through a nonlinear neural net where explored by Cardei and Funt [13]. 

Shades of Grey [39] and Edge-based Colour Constancy [105] algorithms 

combine max RGB-type and grey world-type clues. In both cases, the results are 

proportional to Minkowski or p-norm of the form  
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where C stands for R, G, or B values of individual (pre-processed) pixels in case 

of Shades of Gray and R, G, or B channel of nth derivative of a Gaussian-smoothed 

image in case of Edge-based Colour Constancy. P-norm returns an arithmetic mean of 

values for p = 1, and maximum of values Ci for p = infinity. By varying the parameter p, 

the algorithms return results between the grey world and max RGB. This way, the results 

are affected by both clues. 

A similar idea is proposed by Gijsenij et al.[56] where MaxRGB and Grey World 

are combined by having MaxRGB not to work on a single pixel, but to select max R, max 

G and max B from an image to which a Gaussian smoothing filter was applied. The 

algorithm returns MaxRGB when σ parameter for Gaussian smoothing is set to 0 and 

Grey World when σ is set to infinity. 

Consensus 

Various forms of computing the results based on a consensus between a fair 

number of algorithms were explored by Bianco et al. [9] including picking the median, 

mean of the two closest results, the mean value of the results of the algorithms with 

relative distances below the (100+N)% of the distance of the two closest results of the n 
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algorithms and “No-N-Max” combination. Shi and Funt [97] are using Hough transform to 

find local maxima in the illumination space that fit the dichromatic model the best and 

then select the most likely answer by picking the local maxima within a given range of 

the Shades-of-Grey [39] result. 

Selection of the Most Suitable Algorithm 

Another approach to combining the results of multiple algorithms is explored by 

Bianco et al. [10] and Gijsenij et al. [53]. Semantic or statistical clues derived from an 

image are used to select the best algorithm suitable for the image. The selected 

algorithm is then applied.  

Gijsenij et al. [57] uses information about the types of edges to produce a 

weighted average of the algorithms, each of which is effectively applied only to a subset 

of an image. 

van de Weijer at al. [107] build a statistical model using semantic categories 

derived from texture, position and colour. The model is used on an image-by-image 

basis to select the best result from a set of results produced by a number of algorithms. 

Probabilistic Methods 

Schaefer and Finlayson [93] combine the dichromatic plane algorithm [92] with a 

reflection distribution algorithm [30]. Both algorithms return a log likelihood of the image 

being taken under a given illuminant. The approach taken to combining the algorithms is 

to assume that the probability distributions are independent and then to select a result 

based on the weighted average of the log likelihoods of both algorithms.  

Note, that the approach requires that algorithms being combined return 

likelihoods and cannot be directly applied to algorithms that do not. 

Combinational colour constancy methods were evaluated on real images by Li et 

al.[72] 
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2.6. Pre-processing 

The image pre-processing algorithms try to address problems introduced by 

random pixel noise such as shot noise and colour shifts created by chromatic aberration 

and demosaicing artefacts. Generally, colour constancy algorithms assume there is only 

a single scene illuminant. Hence secondary sources of illumination and interreflections 

present in the scene may affect the performance of the algorithms and removing them in 

pre-processing phase may lead to better illumination estimation results.   

Some of the pre-processing methods reported in the literature are: 

1.  Region-growing. Region-growing has been used by Barnard [4, 5], as 

well as by many other authors, to stabilize the RGB values used in 

subsequent colour constancy processing. The region-growing was 

subjected to two constraints: chromaticities in a region were within an 

absolute threshold of each other, and the brightness values in a 

region were within a relative threshold of each other. Regions that 

contain less than a given number of pixels are discarded. Once the 

regions are found, the averages of the RGBs in each region are used 

as input to the colour constancy algorithms.  

2.  Block averaging. The RGBs of pixels within fixed-sized, non-

overlapping blocks are averaged and the resulting average RGB 

values are used in subsequent processing [4, 5]. A variation on the 

block-averaging method checks the variance and discards those 

image blocks having high RGB variance. 

3.  Median filtering. Each pixel value in each channel is replaced by a 

median value from pixels of a surrounding NxN block [46, 45]. The 

effect is reduction of noise.  

4.  Gaussian smoothing. Gaussian smoothing reduces the noise and is 

used as a pre-processing step for the Grey Edge method [105, 56]. 

5. Bi-cubic interpolation. Image is resized using bi-cubic interpolation 

[46, 45] as implemented, for example, by imresize Matlab ® function 

[80]. 



 

33 

6.  Binarized RGB processing [4, 5]. This technique distributes blocked 

averaged results into discrete bins in RGB space, with 100 discrete 

values per channel resulting in a total of 1,000,000 bins. The average 

RGB value from each bin is used as the pre-processing output. Note, 

that the binarized RGB technique removes the information about the 

number of pixels in each of the bins and simply reports the presence 

or absence of each of the 1,000,000 possible colors. 

7.  Dark pixel removal. Dark pixels, those with R + G + B < Threshold are 

removed. Dark pixels tend to be adversely affected by camera and 

quantization noise, veiling glare[81], and other sources of error. Some 

algorithms such as Colour-by-correlation [30] and GCIE [37], report 

additional improvement by removing less dark pixels as well [63]. A 

possible explanation is that the darker parts of the image are more 

likely than the brighter parts to be illuminated by a secondary 

illuminant and so the pre-processing that removes them from further 

consideration may improve the results. For example, objects 

illuminated by the sky are darker than objects that are illuminated 

directly by the sun. However, it is also possible that the very nature of 

the algorithms (they are both based on reflectance gamuts) is in play 

where gamut obtained by brighter reflectances is smaller and may 

lead to better illumination estimates. 

8.  Clipped pixel removal. Pixels whose RGB values are above the upper 

limit of the camera’s dynamic range are removed. These are typically 

pixels with R=255, G=255 or B=255. Van de Weijer [105] removes 

clipped pixels together with a 3x3 neighbourhood surrounding each of 

these pixels.  

As Barnard showed [4, 5], the illumination estimation errors measured in RMS 

distance in rg-chromaticity space (r = R/(R+G+B), g = G/(R+G+B)) may vary by as much 

as 30% depending on the pre-processing method used. As an example, the well-known 

MaxRGB colour constancy algorithm is selected. The MaxRGB RMS distance in rg-
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chromaticity space error ranges from 0.53 to 0.79 depending on the pre-processing 

method. 

2.7. Evaluation 

Evaluation of the performance of an illumination estimation algorithm is usually 

performed by running the algorithm on one or more of the known test sets and 

computing one or more error measures [4, 5, 54, 63]. 

2.7.1. Test Sets 

SFU Synthetic Test Set 

The Simon Fraser University dataset [6] contains a selection of reflectance 

spectra, illuminant spectra and spectral sensitivity functions of a camera.  

The reflectance spectra consist of Macbeth colour checker patches, Munsell 

chips, DuPont paint chips, and other objects and surfaces [75, 68] and contains 

altogether 1995 spectra.  

The illuminant spectra are divided into sets of 11, 102, 87 and 287 spectra. The 

set of 11 spectra contains direct and filtered light sources also used to illuminate scenes 

in a real world data set described below. The set of 102 illuminants consists of 81 

spectra measured around the SFU campus at different times of day under different 

lightning conditions, 11 spectra mentioned above and additional 10 light source spectra. 

The set of 87 spectra contains the 11 direct and filtered lights, a subset of 102 spectra 

selected in such a way that each 0.02 x 0.02 part of rg-chromaticity space contains at 

most 1 spectra and then filled in with linear combinations of selected spectra in order to 

cover rg chromaticity space evenly. The set of 287 illuminant spectra contains even 

more linear combinations. 

The camera sensor sensitivities were derived from SONY DXC-930 camera. 
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The data set can be used to generate synthetic images consisting of predefined 

number of surfaces. 2, 4, 8, 16 and 32 surfaces are often used [4, 5]. Images containing 

neutral interface reflections can be generated using the dichromatic model [53]. 

SFU Set of Laboratory Images 

SFU colour constancy test set [6] is based on images of 51 scenes illuminated by 

each of 11 illuminants mentioned above. The set was carefully constructed not to 

contain many clipped pixels. The images are provided in 16-bit linear RGB space of the 

SONY DXC-930 camera. Each image is a result of averaging 50 consecutive video 

frames depicting a particular scene under a particular illuminant.  

The set is divided into four sets of 223, 98, 149 and 59 images. The set of 223 

images contains minimal specularities, the set of 98 images contains non-negligible 

dielectric specularities, the set of 149 images contains metallic specularities and finally 

the set of 59 images contains fluorescent surfaces. 

Colour constancy algorithms are often evaluated against 321 images from non-

specular and dielectric set [4, 5, 54, 63]. 

SFU Grey Ball Set 

SFU grey ball set is a test set of 11,346 images that contains selected frames 

from a video footage [20]. Indoor and outdoor sequences from a variety of locations are 

present. Video camera had a grey ball mounted in a field of view, which is in this set 

used to determine the illuminant of the scene.  

Bianco selected a 1,135 image subset of the SFU grey ball set by applying video 

summarization algorithms to reduce the redundancy in terms of video content and retain 

only the most representative images from the set [8]. 

Gehler’s Colour Checker Set 

This set [48] consists of 568 images taken indoors and outdoors, including some 

portraits. All images contain a MacBeth ColorChecker. The authors state, “In each image 

a MacBeth colour checker chart was placed as a reference. We took care to place the 

chart so that it is illuminated by what we perceived as the most dominant illuminant of 
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the scene.”  (page 4 [48]). Achromatic patches of the colour checker can be used as a 

ground truth for illuminant estimation. The set includes both RAW images and images 

pre-processed into 8-bit gamma corrected white balanced demosaiced TIFF format. 

The set was re-processed by Shi [96]. The re-processed images are 12-bit linear 

images with minimal demosaicing applied. The ground truth values were recomputed 

using median RGB values of the brightest achromatic square whose values are less 

than 3300 and are therefore far from clipping and nonlinearities present at the high end 

of the camera’s dynamic range. The re-processed set is more suitable for evaluation of 

colour constancy experiments. RGB values in the set are offset by a positive constant 

related to the black level of the camera used, which has to be accounted for when 

working with the images.  

SFU High Dynamic Range Set 

High dynamic range images of 105 scenes were constructed by combining 

multiple images of the same scene taken under different exposure settings [46]. Only 

scenes with a single obvious illuminant were selected. Each scene was imaged with, 

and without, 4 colour checkers placed at an angle to each other. The achromatic 

patches of the colour checkers were used to provide illumination ground truth. 

2.7.2. Measures 

The angular error alpha between the sensor response vector of the estimated 

illuminant ce and real illuminant cr is defined as  

α = acos( (ce . cr) / |ce| |cr| ) 

where “.” denotes scalar product and |x| denotes L-2 norm. Angular error is 

widely used for reporting illumination estimation error performance of various algorithms 

[4, 5, 54, 63]. 

Gijsenij, Gevers and Lucassen [55] show that the angular error is a reasonably 

good indicator of the perceptual performance of colour constancy algorithms. 
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Although the RMS of the angular error has been used to compare performance 

of the algorithms in the past [4, 5], it has been pointed out [63] that the angular error is 

not normally distributed and therefore the median is a more appropriate measure. 

Statistical significance tests such as Wilcoxon’s should be used when judging whether 

one algorithm performs significantly better than another. 

Although maximum angular errors or high percentile angular errors within a test 

set of images are often reported, very little attention has been given to minimizing them. 

2.8. Discussion 

An image of a scene is dependent on the reflectances of the objects present in 

the scene and on the illuminants illuminating the objects. Colour constancy removes the 

effect of the illuminant and provides properties dependent only on the reflectances of the 

objects in the scene. If accurate, the reflectance properties can be used by machine 

vision systems in a variety of tasks, for example, in object recognition. 

Colour constancy is an underdetermined problem. However, there exist a 

number of algorithms that solve the problem fairly well. This thesis focuses on those 

algorithms that take the illumination estimation approach to colour constancy. The idea 

is that once the scene illuminant is known, the reflectance properties are fairly easy to 

compute. 

Image formation models and simplifying assumptions used by the algorithms 

were described. Various illumination estimation clues, such as MaxRGB, grey world 

assumption, dichromatic planes, spatial derivatives and spatial filtering, reflectance 

distributions, semantic information clues and illuminant distribution clues were presented 

and algorithms that use the clues surveyed. Algorithms that combine multiple clues as 

well as output of multiple other algorithms were described. 

As the performance of the algorithms non-trivially depends on image pre-

processing, a section describing commonly used pre-processing tasks was included. 
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Although many algorithms achieve good performance in terms of median errors, 

existing literature gives very little attention to minimizing worst-case performance. 
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3. Even Blocks Pre-processing 

3.1. Introduction  

Pre-processing is known to significantly affect the performance of illumination 

estimation algorithms [5]. In this chapter, a new pre-processing algorithm is introduced. 

The algorithm significantly improves the performance of both the MaxRGB and Grey-

World algorithms. 

The pre-processing algorithm is published, together with the Cubical Gamut 

Mapping algorithm, by Mosny and Funt [84]. 

3.2. Related Work 

Related work on existing pre-processing methods used in illumination estimation 

work as well as their advantages and disadvantages is described above in Section 2.6. 

3.3. Algorithm Description 

The proposed pre-processing method is similar to clipped-pixel and dark-pixel 

removal combined with a modified block averaging strategy. Each pixel is considered 

relative to its N-by-N neighbourhood of surrounding pixels. If the R, G, B and r, g, b code 

values of each surrounding pixel do not differ from the corresponding means of the R, G, 

B and r, g, b code values in the neighbourhood by more than some threshold amount 

then the central pixel is kept and the output (R, G, B) for the central pixel is set to be the 

mean code value of the pixels in the neighbourhood. If any one of the R, G, B or r, g, b 

values from any of the surrounding pixels differs from the R, G, B or r, g, b means by 

more than the given threshold, then the central pixel is flagged as unreliable in the 
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output. Any color constancy algorithm that uses the pre-processed output then simply 

disregards all the flagged pixels.   

In the experiment, R, G, B code values are first normalized to the range [0, 1]. 

Size of the block N was set to 5 and the threshold to 0.1. A fairly high threshold for the 

removal of dark pixels is used; namely, the mean image intensity, where intensity is 

computed as (R+G+B)/3. All pixels whose R, G or B value is equal to 1.0 are removed. 

The effect of the algorithm is to reduce noise by averaging pixels from within an 

N-by-N block. The algorithm removes pixels whose neighbourhoods vary in any of the 

channels R, G or B or any of the chromaticities r, g, or b. Therefore, the algorithm tends 

to discard pixels near sharp edges. One of the possible implications is that the algorithm 

may remove pixels affected by chromatic aberration, bleeding of colour and demosaicing 

effects that are often present near the sharp edges. The algorithm may preserve more 

colour variation in the scene than segmentation because the regions from which the 

average is computed are limited in size. Also note, that segmentation may not remove 

chromatic aberrations along longer edges because the pixels along the edge may 

collectively form a large enough region to be kept. Gaussian smoothing, bi-cubic 

interpolation and block averaging both tend to reduce the effects of chromatic aberration 

by averaging edge pixel values with their neighbours, but do not eliminate chromatic 

aberration’s effects completely. Methods based on dividing the image into blocks reduce 

the variation in colors as some colors “between” the blocks can be missed.  

  

3.4. Results 

The pre-processing algorithm has been tested with MaxRGB and Grey World on 

the SFU colour constancy test set [5].  The set consists of 321 16-bit images of 30 

scenes containing both matte and specular objects illuminated by 11 different illuminants 

(the test-set authors removed a few of the 11 x 30 possible scene/light combinations). 

The performance of the algorithms is measured in terms of median angular error 

computed in the RGB sensor space of the camera. The MaxRGB algorithm combined 

with the new pre-processing technique returns a median angular error of 3.0 degrees. To 
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the author’s knowledge, the best reported result for the MaxRGB algorithm on the same 

test set using the same error metric before the pre-processing technique described in 

this chapter was published had been 4.0 degrees [63].  Similarly, the pre-processing 

algorithm reduces Grey World’s median angular error to 6.0 degrees from 6.8 degrees 

obtained when simple Gaussian Smoothing is used [105].  

3.5. Discussion 

A simple pre-processing algorithm has been introduced. The pre-processing 

algorithms removes colors near sharp edges and thus removes potential effects of 

chromatic aberrations, reduces noise through averaging and preserves colour variation 

in the scene by avoiding re-sampling. The proposed pre-processing algorithm improves 

performance of MaxRGB and Grey-World algorithms over previously published results. 
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4. Cubical Gamut Mapping Algorithm 

4.1. Introduction 

While many illumination estimation algorithms described in Chapter 2 exhibit 

excellent performance in terms of median error, the performance in the worst-case 

scenario remains poor. It is not uncommon for algorithms to return median angular error 

on 321 images of SFU Colour Constancy Set of laboratory images in the range of 2.5-

3.5 degrees and then return the worst-case errors close to 30 degrees. 

This, and following, chapters explore possibility of reducing the maximum error. 

The approach taken is to combine a variety of clues with the hope that at least some of 

the clues would work in all cases. 

In this chapter, a novel, very simple and yet fairly effective approach for 

incorporating reflectance distribution clues is introduced, where minimum and maximum 

rgb chromaticity of pixels in the image is used to represent all chromaticities present in 

the image. Cubical Gamut Mapping Algorithm (CGM) is designed to improve the worst-

case performance. The algorithm was tested on 321 images of SFU Colour Constancy 

Set of laboratory images with good results. 

The results were published by Mosny and Funt [84]. 

4.2. Related Work 

The proposed algorithm uses the reflectance distribution clue described in 

Chapter 2. However, the algorithm represents the gamut of reflectances as a simple 

cube in rgb chromaticity space defined by minimum and maximum rgb chromaticity of 

pixels in the image. The representation significantly differs from the way that the gamut 

is represented by gamut mapping algorithms ([37, 41], for example) that compute (or test 
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for pixel’s presence in) a convex hull of all RGB vectors or chromaticity vectors in the 

image and from histogram-based methods ([30], for example) that represent 

chromaticities in the image through the presence or quantity of pixels falling within a 

specified bin in a quantized colour space.  

Section 2.5 above describes several algorithms and approaches for combining 

outputs of existing algorithms. The proposed algorithm differs in that it uses linear 

programming techniques previously not explored for this task. Perhaps the most 

significant difference between the proposed and existing illumination estimation 

algorithms is that the use of linear programming allows us to attempt minimization of 

maximal (or worst-case) errors. 

4.3. Algorithm Description 

4.3.1. Illumination Estimation Clues 

In the algorithm proposed here, the modelling of the gamut is simplified. Instead 

of computing the gamut as the convex hull of the observed sensor responses, the gamut 

is represented by the smallest cube in rgb space containing all chromaticities in the 

image. The bounding cube is found by simply determining the largest and smallest 

values of r, g and b (separately) in the image. In addition to the gamut of the observed 

colors, the algorithm also uses the maximum R, G, B values from the image. As is 

apparent from excellent performance of the MaxRGB algorithm shown in the previous 

section, the 3 maximal R, G and B values potentially carry a lot of useful information 

about the scene illuminant.  

The chromaticity of the scene illuminant is estimated by a linear mapping 

transforming a column vector P of 9 input values Pi to a column vector O of 3 output 

values Oj corresponding to the rgb of the illuminant. The 9 input Pi values are the 

chromaticity of the maximum RGB values, the maximum rgb values, and the minimum 

rgb values. That is, the vector P contains the output of MaxRGB algorithm as well as the 

cubical gamut representation of the gamut. Note, that chromaticity of maximum RGB 

values, as opposed to the actual RGB values, are taken as input. Using chromaticity as 
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opposed the actual RGB values removes effects that higher or lower exposure may have 

on the algorithm. 

The mapping is represented by a 9-by-3 matrix W. The output rgb O is computed 

as  

WPO =  

4.3.2. Training Phase 

The coefficients Wij of the matrix W are computed off-line using a training set of 

6,650 synthetic images. A database of 1995 real-world reflectances and 87 illuminants 

[5] was used to define the reflectances of the objects and illuminants in the images. The 

training images were generated using the POWRay ray tracing graphics package [88]. 

Examples of the generated images are shown in   Figure 4.1. Each image contains 

two different background planes, and between 0 and 32 spheres of random size. Each 

surface is painted with a random choice of one of the 1995 reflectances. The degree of 

specularity is varied randomly according to a Gaussian distribution with zero mean and 

standard deviation of 0.2, clipped to the interval [0, 1]. The roughness parameter was 

chosen randomly from the interval [0, 0.25]. The diffuse parameter was set to 1.0. No 

gamma correction was done, thereby preserving the linearity of the generated images. 

 

Figure 4.1  Five examples of synthetic training images generated using 
POWRay 

 

The training data was collected from the training set by computing the 

chromaticity of max RGB, max rgb and min rgb and pairing these with the rgb of the 

synthetic scene illuminant.  However, it is also be possible to train the algorithm using a 

large set of real images for which the rgb of illuminant has been measured. Knowledge 
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of camera sensitivities is not required because only max RGB, max rgb, min rgb from 

each training image and rgb of the corresponding illuminant are needed for training. 

When the camera sensitivities are known, training with synthetic images is perhaps 

easiest since it is simpler to generate a large number of images on a computer than to 

acquire them in real world.  

A set of linear equations describes the training set of images. Let Pk be a column 

vector consisting of chromaticity of the maximum RGB values, the maximum rgb values, 

and the minimum rgb values obtained from the training image k. Let Lk be the true 

scene-illuminant chromaticity vector for training image k. The estimated illuminant 

chromaticity of the kth image is given by Ok = WPk. Column vector Ek is defined as the 

channel-by-channel difference between the estimated and true chromaticities of the 

illuminant for the training image k,  

kkk WPLE −=  

For each chromaticity channel j ϵ {r, g, b}, the equation becomes 

∑−=
i

ikijjkjk PWLE
 

The task of training the system given a set of pre-processed training images is 

then formulated as a problem of finding the matrix of weights, W, minimizing the sum, E, 

of the absolute values of errors Ejk. In other words, W must minimize 

∑=
jk

jkEE
 

The minimization is accomplished using the curve-fitting-with-linear-programming 

technique explained by Swanson et al. [58] in which the absolute value |Ejk| is handled 

by rewriting the minimization in terms of an equivalent linear problem. Each error Ejk is 

represented as a difference Ejk = E+
jk – E−

jk of a nonnegative “underestimation” error E+
jk 

and nonnegative “overestimation” error E−
jk. If Ejk is > 0, then E−

jk = 0 and E+
jk = Ejk. If Ejk 

< 0, then E−
jk = −Ejk and E+

jk = 0. Absolute value |Ejk| can be then computed as |Ejk|  = 

E+
jk + E−

jk. The system of equations becomes 
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∑ −+ +=
jk

jkjk EEE
 

∑−=− −+

i
ikijjkjkjk PWLEE

 

subject to the constraints 

0≥+
jkE , 0≥−

jkE  

This system has the same solution, W, as the original formulation, with the 

advantage that it can be solved via linear programming.  

4.3.3. Maximum Error Optimization  

This section introduces a modification to the CGM algorithm that allows for 

minimization of the maximum error. The modification is based on the approach 

described by Narula [86]. Minimization of the maximum error is achieved by introducing 

additional constraints that limit each training-point error Ek to a predefined maximum 

value Emax. The predefined maximum value is then progressively lowered until it is no 

longer possible to find a solution to the linear programming problem. The constraints 

take form: 

∑ ≤+ −+

j
jkjk EEE max     for each training point k. 

Although this actually minimizes the sum of chromaticity errors and not the 

angular error, the sum of chromaticity errors imposes an upper boundary on the 

corresponding angular error.  

Another option is to minimize the maximum errors Emax,j on a per-channel basis: 

jjkjk EEE max,≤+ −+  for each channel j ϵ {r, g, b},  and each training point k 

This formulation makes it possible to set different upper limits on the errors from 

different channels. 
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4.4. Results 

The algorithms were tested on the 321 images of the SFU colour constancy test 

image set. CGM uses even block pre-processing introduced in Chapter 3. The median 

angular error, mean angular error, RMS angular error and maximum angular error are 

reported. All errors are calculated in the RGB sensor space so as to make them readily 

comparable to the results published for other algorithms. Results for CGM and CGM with 

maximum error optimization are compared to the current state-of-the-art algorithms, 

which can be roughly divided into two groups. The first group contains simple, 

computationally inexpensive algorithms including Shades of Grey, standard Grey World, 

2nd degree Grey Edge algorithm, and MaxRGB. While the performance of these 

algorithms in terms of median error is comparable to more complex algorithms, their 

RMS errors tend to be higher, which may indicate the presence of a larger number of 

poor illumination estimates. The second group contains more sophisticated, possibly 

more computationally expensive, algorithms that have a lower RMS error. The results 

are summarized in Table 4.1. 

CGM is computationally very simple. It outperforms all other computationally 

inexpensive algorithms in terms of median error, mean error, RMS error and max error. 

It also outperforms all the more complex algorithms on all statistics shown here with a 

single exception. The only algorithm that outperforms CGM in terms of median error is 

GCIE, which is given prior knowledge about the specific 11 lights used in the test set. 

However, CGM outperforms (in terms of median angular error) GCIE when it uses the 

more general set of 87 lights. In terms of worst-case performance, CGM with maximum-

error optimization clearly outperforms all the other algorithms with respect to the 

maximum angular and RMS errors, while still producing very good results in terms of 

mean and median errors.  
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Table 4.1  Median angular error, mean angular error, RMS angular error and 
maximum angular error for selected algorithms. (Results for region 
growing pre-processor are sourced from Horley and Finlayson’s 
study [63].)  

Algorithm Pre-processor 
Median 
Error 

Mean 
Error 

RMS 
Error 

Max 
Error 

Grey World Gaussian sigma=6 6.82 9.74 13.45 36.72 
Grey World even blocks 6.00 9.81 14.03 38.16 
Shades of Grey, Minkowski norm = 7 none 3.72 6.40 9.31 29.60 
Grey Edge, 2nd derivative, norm = 7 Gaussian sigma=5 2.74 5.26 7.82 27.17 
MaxRGB region growing 4.02 6.30 8.77 26.19 
MaxRGB even blocks 3.02 5.23 8.16 25.29 
Colour by Correlation region growing 3.19 6.56 10.09 28.78 
GCIE v3, 11 lights region growing 1.31 4.18 6.88 27.64 
GCIE v3, 87 lights region growing 2.60 4.75 7.11 19.43 
Gamut Mapping region growing 2.92 4.17 5.60 23.19 
CGM even blocks 2.46 3.77 5.22 19.34 
CGM Emax,j = 0.21 even blocks 3.65 4.50 5.52 16.19 

4.5. Discussion 

A simplified gamut-mapping colour constancy algorithm called Cubical Gamut 

Mapping (CGM) is introduced. In CGM, the colour gamut is represented by a cube rather 

than a convex hull. The training phase depends on an optimization that is solved by 

linear programming. Experimental results on a standard test set show that CGM 

outperforms all other similar algorithms in terms of median angular error, mean angular 

error and RMS angular error. The algorithm outperforms or ties the other algorithms in 

terms of maximum angular error.  

An important feature of CGM is that it can be tuned to minimize the maximum 

error. CGM with maximum error optimization clearly outperforms all the other algorithms 

with respect to the maximum angular and RMS errors, while still producing very good 

results in terms of mean and median errors. 



 

49 

5. Reducing Worst-Case Illumination Estimates 
for Better Automatic White Balance 

5.1. Introduction 

Similarly to the previous chapter, this chapter focuses on the worst-case 

performance of illumination estimation algorithms. However, a somewhat different 

approach is taken. An algorithm for minimizing errors at the desired percentile is 

presented. For example, it is possible to tune the algorithm to minimize 90th or 99th 

percentile errors. The algorithm keeps median error performance close to the state-of-

the-art.  

The algorithm combines image features consisting of outputs of existing 

algorithms and colour constancy clues in a novel way—the probability distribution of the 

correct illuminant chromaticity given the image features is estimated even though the 

combined algorithms and clues do not output likelihoods directly. Once the probability 

distribution estimate for a given chromaticity channel is known, the smallest interval 

estimated to contain the right answer with a desired probability (e.g., 99%) is chosen. 

The point in the middle of the interval is reported as the chromaticity of the illuminant. 

Assuming a correct probability distribution estimate, the algorithm is likely to not make 

an error higher than ½ of the interval in the desired percentile (e.g., 99%) of the images.  

The algorithm was evaluated on the SFU colour constancy set of 321 images. 

The median error results are close to the state-of-the-art algorithms, while high-

percentile errors are considerably lower. The algorithm and these results were reported 

by Mosny and Funt [85]. 
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5.2. Related Work 

Illumination estimation algorithms that combine multiple clues and/or results from 

different algorithms using an average or weighted average were described in section 

2.5. However, none of these methods attempts to minimize worst-case errors at a given 

percentile.  

Perhaps closest to the proposed algorithm is Chakrabarti’s algorithm, [15] which 

uses multivariate Gaussian probability distribution of features derived from the spatial 

frequencies of training images of scenes illuminated by a canonical illuminant, and 

Schaefer’s and Finlayson’s algorithm, [93] which combines algorithms capable of 

producing likelihood of an input image being illuminated by a particular illuminant. 

The proposed algorithm for combining the features differs from that of 

Chakrabarti et al. in that a Gaussian (and therefore symmetric) distribution of the feature 

probabilities is not assumed. Moreover, the algorithm is trained using scenes illuminated 

by wide set of illuminant spectra and therefore is not limited to von-Kries diagonal 

transforms when constructing the models. Unlike Schaefer’s algorithm, the proposed 

Reduction of Worst Case Algorithm (RWC) can combine outputs of any algorithm 

regardless of whether or not they produce likelihood estimates. Neither Chakrabarti’s nor 

Schaefer’s algorithms focus on minimizing high-percentile errors as proposed here. In 

terms of minimizing large errors, Cubical Gamut Mapping described in Chapter 4 

attempts to minimize the maximal error, but it cannot be tuned to minimize the error for a 

given percentile. 

5.3. Proposed Algorithm 

The proposed RWC algorithm estimates each of the three channels of the rgb 

chromaticity separately. Although any one of the channels in principle can be calculated 

from the other two, all three are estimated separately in order to improve the stability of 

the final estimate. Values in each chromaticity channel are quantized into N bins of equal 

size. Given an input image, the algorithm estimates the probability of the scene 

illuminant having the chromaticity associated with a particular bin. Once the probability 
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distribution estimate for a given chromaticity channel is known, the smallest interval that 

is likely to contain the right answer with a desired probability (i.e., the smallest 

chromaticity interval whose sum of probabilities is greater or equal to the desired 

probability) is chosen. The point in the middle of that interval is then reported as the 

chromaticity of the illuminant. Given an accurate probability distribution, the algorithm will 

not make an error greater than ½ of the interval in the desired percentage (e.g., 90%) of 

the images. Figure 5.1 shows an example of the computed probability distribution 

estimate for a single channel, an interval covering chromaticity bins with at least 90% 

chance, and the resulting chromaticity returned by the algorithm. Note that the answer 

does not have to correspond to the maximum likelihood estimate.  

 

Figure 5.1  An example of the probability estimate of the illuminant’s r 
chromaticity. The smallest interval covering the desired percentile is 
shown in grey. The middle of the interval is shown in solid black. 
The algorithm returns an r chromaticity of 0.3, even though the 
maximum likelihood estimate for the r chromaticity is 0.2. 

 

The algorithm depends on correctly estimating the probability distribution of the 

illuminant chromaticity as a function of the chromaticity component bins. For each bin ci, 

a model is created consisting of all feature vectors, Fij, collected from training images Tij, 

r chromaticity 0.2 0.1 0.3 0.4 0.5 0.6 

Probability Estimate 
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j=1, ….Mi whose actual illuminant corresponds to the chromaticity component bin ci 

represents.  

The feature vector Fij contains: 

• The estimated illumination chromaticity rgb for image Tij provided by each of 

the underlying algorithms (e.g., from MaxRGB, Greyworld, and Edge-based 

Colour Constancy),  

• The minimum r, minimum g, and minimum b from Tij, 

• The maximum r, maximum g, and maximum b from Tij. 

The minimum rgb and maximum rgb together provide a rough measure of the 

image’s colour gamut. As shown by Forsyth [41], the gamut is a useful feature because 

the illumination directly affects the gamut of image colors.  

Given an input image, I, of a scene taken under an unknown illuminant, its 

feature vector, F, is constructed the same way by concatenating the chromaticity 

estimates of the underlying algorithms along with the minimum and maximum rgb 

values.  To estimate the probability P(ci|F) that the unknown illuminant’s chromaticity 

corresponds to bin ci, Bayes rule is used:  

( ) ( ) ( )iii cPcFPFcP |~|        (5.1) 

The probability P(F|ci) of feature vector F  belonging to bin ci is based on 

Loftsgaarden-Quesenberry multivariate density function estimation [74] for the point in 

feature space occupied by F relative to all the training feature vectors Fij in the bin ci. 

The value fi(F) of the probability density function fi at point F is estimated as  

fi est =
k ni( )−1

ni
⋅
Γ d 2( )d
2rdπ d 2         

where ni is number of training points in the bin ci, k(n) is  a non-decreasing 

sequence of positive integers (smallest integer greater or equal to n1/4 is used here), d is 
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the dimensionality of F, r is a radius of the smallest sphere centered around F that 

covers at least k(ni) training points Fi,j from bin ci, and Γ is the gamma function. The term 

(Γ(d/2)d)/(2rdπd/2)   is an inverse of the volume of a sphere of radius r in a d-dimensional 

space. Assuming that  Pest(F|ci) ~ fi est(F) and removing the constant terms yields 

( ) ( )
d
i

iest r
nkFcP 1~| −

 

As a result, the probability estimate Pest(ci|F) in Equation (5.1) is easily computed 

from the feature vectors Fi,j obtained during training. 

5.4. Results 

The training images for the algorithm were produced the same way as in the 

previous chapter. Approximately 6,500 synthetic images were generated [84] using the 

1995 reflectance spectra, the set of 87 illuminant spectra, and the camera sensor 

sensitivities of the SFU colour constancy dataset [6]. The images were generated using 

a random illuminant from the set and between 2 and 32 random reflectance spectra. 

Each scene contained two perpendicular planes forming a background and randomly 

placed spheres of random size. A computer graphics image of the scene was then 

generated using PovRay 3.6 ray tracing graphics software [88].  

For algorithm testing, strictly real world images were used. In order to be able to 

compare the performance of the algorithm to others reported in the literature, the 

algorithm is evaluated against the 321 images from non-specular and dielectric subset of 

the SFU colour constancy test set [6]. Unfortunately, the other publicly available test sets 

are not useful for testing RWC because they do not include the camera sensor 

sensitivities (e.g., the Gehler set [48]) or they are all of outdoor scenes (e.g., the 

Barcelona set [91]) and hence include only a very limited range of illuminants. 

Features used in the algorithms include illumination estimates from MaxRGB and 

Edge-based Colour Constancy [105] and the minimum and maximum rgb chromaticities 

in the image. The following combinations of features were evaluated:  



 

54 

1. MaxRGB 

2. MaxRGB plus Edge-based Colour Constancy 

3. MaxRGB plus minimum rgb and maximum rgb 

4. Edge-based Colour Constancy plus MaxRGB, minimum rgb, and 

maximum rgb. 

The following types of pre-processing were applied to the images depending on 

the method being used: 

• Gaussian smoothing. Gaussian smoothing reduces the noise and is used as a 

pre-processing step for the Edge-based Colour Constancy method [105, 56]. 

• Even blocks pre-processing as described in Chapter 3. 

MaxRGB and the computation of the minimum rgb and maximum rgb features 

are all subjected to even-blocks pre-processing (including dark-pixel removal and 

clipped-pixel removal). Edge-based Colour Constancy is subjected to Gaussian 

smoothing, which is an intrinsic part of that algorithm. 

The results are evaluated in terms of angular error [4, 5, 54, 63]. Treating rgb 

chromaticities as vectors in a 3D space, the angular error is the angle in degrees 

between the rgb chromaticity of the estimated illuminant and the rgb chromaticity of the 

actual scene illuminant. Figures 5.2 and 5.3 and Table 5.1 show the results.  

The plot in Figure 5.2 shows the angular errors obtained using MaxRGB, Edge-

based Colour Constancy, and 4 variants of the RWC algorithm corresponding to the 4 

different feature sets. The variants are all set to minimize the 90th percentile error. From 

Figure 5.2, it is easy to see that RWC outperforms both MaxRGB and Edge-based 

Colour Constancy for 75th percentile and higher errors. At the 90th percentile, the 

difference is quite significant, with the error reduced by almost half. The variants that 

include the minimum rgb and maximum rgb features obtain errors of less than 10 

degrees for up to 93% of the test set, while at the same time performing similarly to 

Edge-based Colour Constancy in the lower portion of the percentile range. RWC running 

with MaxRGB and Edge-based features outperforms the Edge-based Colour Constancy 
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algorithm on the whole range. It is interesting to see that MaxRGB performs extremely 

well for the first 40% of the percentile range. 

The plot in Figure 5.3 shows the effect of choosing different percentiles at which 

to minimize the illumination estimation error. The figure compares MaxRGB alone to 

RWC using the estimates from MaxRGB and Edge-based Colour Constancy as features 

when minimizing the 50th, 90th, 98th and 99.9th percentile errors. The 50th-percentile-

optimized algorithm outperforms the others in the 40-65 percentile range, the 90th-

percentile-optimized leads in the 65-83 percentile range, the 98th-percentile-optimized 

algorithm leads in 84-90 percentile range and the 99.9th-percentile-optimized algorithm 

leads at the high-percentile errors. The differences between the desired best 

performance and actual best performance percentile range are likely caused by 

imperfections in the probability estimation. 
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Figure 5.2  Performance of MaxRGB algorithm, Edge-based colour constancy 
and 4 variations of the proposed algorithm that correspond to 4 
different feature sets described above. The algorithms attempt to 
minimize 90th percentile error. X axis ranges from 0 to 100%, Y axis 
shows angular error at the given percentile. 

Table 5.1 shows the performance of the various algorithms when RWC optimizes 

the 90th percentile angular error. The comparison is in terms of the median error, the 

error at the 90th and 98th percentiles, the maximum error, the mean error and the root 

mean square error. The RWC variant based on MaxRGB combined with Edge-based 

Colour Constancy outperforms either of them taken separately, especially at the 90th 

percentile. Adding the image gamut information provided by of the minimum rgb and 

maximum rgb yields a further improvement at the 98th percentile. 
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Figure 5.3 Performance of MaxRGB algorithm and the proposed algorithm with 
features of MaxRGB and Edge-based colour constancy minimizing 
50th, 90th, 98th and 99.9th percentile errors 

 

Table 5.1 Performance of the Edge-based Colour Constancy (EBCC), MaxRGB 
and 4 variants of RWC (using MaxRGB, using both MaxRGB and 
EBCC, using MaxRGB with the minimum and maximum rgb, using 
MaxRGB, EBCC and the minimum and maximum rgb) when 
optimizing the 90th percentile angular error reported in terms of the 
median error, root mean square error, mean error, 90th percentile 
error, 98th percentile error, and maximum error. 

Method Avg RMS 50th 90th  98th  Max 

EBCC                              5.3 7.8 2.8 14.4 23.4 27.2 

MaxRGB                              5.2 8.2 3.0 14.9 22.8 25.3 

RWC on MaxRGB                                      4.0 5.6 2.8 8.3 17.4 21.5 

RWC on MaxRGB & EBCC                     3.8 5.6 2.4 9.6 16.9 21.7 

RWC on MaxRGB & minmax  4.1 5.4 3.2 8.7 13.9 22.6 

RWC on MaxRGB, EBCC & minmax  4.2 5.3 3.2 8.5 13.8 22.5 
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5.5. Discussion 

The goal was to improve estimation of the scene illuminant’s chromaticity in the 

sense of reducing the number and seriousness of poor estimates even if that reduction 

comes at the cost of slightly poorer estimates on average. A novel algorithm was 

presented that accomplishes this goal, in essence by hedging its bets, so to speak, of 

estimates obtained from other standard illumination estimation algorithms. The RWC is a 

general framework so other algorithms can be substituted for the MaxRGB and Edge-

based algorithms tested thus far. Testing on a dataset of real images shows that the 

proposed reduced-worst-case method can reduce the error at the 90th or 98th percentile 

range by as much as 50% with only a marginal increase in the mean error. 
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6. Removing Outliers in Illumination Estimation 

6.1. Introduction  

There are two types of outliers that create problems for illumination estimation 

algorithms. In the illumination estimation context, an outlier is an observation that does 

not fit the illumination model well. One type of outlier arises from noise in the image data 

created, for example, by a speck of dust on the imaging sensor, or by clipping of high 

digital counts. A second, more interesting, type of outlier arises from scenes that do not 

fit the expected model of the scene illumination—for example, a predominantly indoor 

scene with some light also coming through a window.  In this chapter, RANSAC (random 

sample consensus) [40] technique is applied to randomly sampled subwindows of the 

input image as a means of handling outliers of both these types.  The proposed 

algorithm was evaluated on Shi’s reprocessed version of Gehler’s original ‘colorchecker’ 

set of 568 images [48, 96] and found to reduce the high-percentile angular errors by 

roughly 30%.  

Noting that outliers of the two types mentioned above will mislead most 

illumination estimation algorithms, a novel technique to improve upon any given 

algorithm or set of algorithms is proposed. The technique deals with outliers explicitly. 

The proposed method divides the input image into smaller sub-images, runs the 

algorithm(s) on each of the parts independently and then combines the resulting 

estimates.  Outliers are identified and eliminated as part of the process of combining the 

estimates. 

The rational behind the proposed method is that many illumination estimation 

algorithms rely on information that can be significantly influenced by a small part of an 

image. For example, MaxRGB [46] and retinex [69] both can be influenced by a single 

pixel having a spuriously high R, G or B value. Gamut mapping algorithms such as 

Forsyth’s [41] can be influenced by a single erroneous pixel that happens to stretch the 
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convex hull of the gamut significantly in the wrong direction. For a single-illuminant 

scene, the estimates from multiple sub-images should be consistent. Those that are 

inconsistent can be identified as outliers and eliminated. 

 Sub-images, of course, do not carry as much information as the whole image. 

Therefore, the performance of an algorithm on each of the parts is likely to be worse 

than its performance on the full image; that is, assuming the full image contains no 

outliers. However, it is often the case that even a fairly small sub-image contains enough 

information for the underlying illumination estimation algorithm to work reasonably well. 

As an example, consider the images in Figure 6.1. It is likely that quite a few of the 

vertical or horizontal slices will cover a sufficient proportion of the complete set of image 

colors to make gamut mapping algorithms work. Similarly, there is a good chance that 

they contain the necessary high R, G or B digital counts that MaxRGB requires, or are 

sufficiently textured for Edge-based Colour Constancy [105] to succeed.  

Illumination estimation algorithms generally assume there is a single illuminant 

lighting the imaged scene, or at least that even if there is more than one illuminant then 

there is only one dominant illuminant. It is expected that white balancing the image 

relative to the dominant illuminant will suffice. In terms of the second type of outlier — 

those related to multiple illuminants — the information from a sub-image is likely to be 

more reliable, not less, than that from the image as a whole, because by being smaller 

the sub-image is more likely to involve only a single illuminant.  
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Figure 6.1 Examples of images from Gehler’s set [48, 96] where vertical (left) 
and horizontal (right) slicing of the image may drive as many 
illumination estimation clues as the whole image. However, some 
sub-images, such as the lowest horizontal one in the bottom image, 
will not contain enough information for a good estimate to be made. 

6.2. Proposed Algorithm 

The proposed algorithm combines illumination estimates obtained from sub-

images using RANSAC as a method of eliminating outliers. The core idea of RANSAC is 

to determine which observations are inliers and which are outliers and to base the final 

result only on the inliers. The data is assumed to fit some underlying model defined by 

some parameters (e.g., a model could be a straight line with the slope and intercept 

being the parameters). The process works by: (1) randomly selecting some 

observations; (2) determining the model parameters that best fit those observations; (3) 

testing all the remaining observations and classifying them as inliers or outliers based on 

how well they conform to the model; (4) checking to see that a sufficient number of 

inliers remain, and if not, discarding the model; (5) re-computing the model parameters 

based on the complete set of inliers. The algorithm repeats the steps (1) to (5) to 

generate many possible models. The model that fits the observations the best is 

returned as the result. 

RANSAC is used to deal with the two types of outliers mentioned above. The 

underlying model of the image data that RANSAC fits is different for each of them. To 

handle multiple sources of illumination, the model is that the scene contains 3 distinct 

illuminants. Any additional illumination chromaticities that are observed (i.e., calculated 
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from a sub-image by an illumination estimation algorithm) will be classed as outliers. 

Applying the RANSAC steps in this case means obtaining illumination estimates from 3 

sub-images of random size and location (the ‘observations’), sorting the remaining 

estimates as either inliers or outliers, checking that a sufficient number of inliers has 

been found, and re-computing the estimates for each of the 3 clusters obtained this way 

based on the final set of inliers. For this last step, the inlier estimates within each cluster 

are simply averaged. 

In terms of the outliers of the pixel-noise variety, the scene model is that there is 

only a single illuminant, and hence all the sub-image estimates should conform to this. 

Those that do not will be considered to be outliers. Note that this definition of outlier will 

also deal with secondary illuminants to a certain extent. If a secondary illuminant only 

lights a small portion of the scene then the estimates from the corresponding sub-

windows will be excluded as outliers and therefore not influence the estimate of the 

dominant illuminant.  

The algorithm was published by Funt and Mosny [43]. 

6.3. Related Work 

Combining estimates from multiple illumination-estimation algorithms applied to 

whole images has been explored before, but generally not to sub-regions of images.  

One simple method of combining estimates is to use the arithmetic mean [13, 9]. 

Other strategies are to use a weighted average with weights determined by a training 

stage using least squares, or to use a trained neural network or support vector 

regression to combine the estimates [13, 73]. 

Shades of Grey [39] and Edge-based Colour Constancy [105] combine MaxRGB-

type and Greyworld-type clues. In both cases, the results are proportional to the 

Minkowski or p-norm of the form  
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where C stands for R, G, or B values of individual pixels in the case of Shades of Gray, 

or of for the nth derivative of a Gaussian-smoothed image in case of Edge-based Colour 

Constancy. P-norm returns an arithmetic mean of values for p = 1. It returns the 

maximum of values ci for p = infinity. By varying the parameter p, the algorithm returns 

results between grey world and MaxRGB, and in this sense it combines the two 

methods. 

A related approach is that of Gijsenij et al. [56] in which MaxRGB and Greyworld 

are combined by applying MaxRGB not to the raw image data, but instead to a 

Gaussian-smoothed version of it. In either case, MaxRGB selects the maximum R, 

maximum G and maximum B of the image (smoothed or not smoothed). The Gijsenij et 

al algorithm is equivalent to MaxRGB when the scale parameter for Gaussian smoothing 

is set to 0, Greyworld when σ is set to infinity, and a combination of the two for values in 

between. 

Various methods of computing the results based on a consensus between a 

given set of algorithms were explored by Bianco et al. [9] including picking the median, 

mean of the two closest results, the mean value of the results of the algorithms with 

relative distances below (100+N)% of the distance of the two closest estimates, and “No-

N-Max” combination where the estimates are sorted by the sum of distances from other 

algorithms’ estimates and the mean of the estimates excluding the N having the highest 

distance is returned.  

The algorithm proposed here differs from the above-mentioned methods in that it 

combines the estimates from many image sub-regions as opposed to combining 

estimates from many algorithms applied to the whole image. To the best of the author’s 

knowledge, RANSAC [40] has not been used previously as a means of combining 

illumination estimates. 
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6.4. Implementation Details 

The proposed algorithm entails splitting the image into multiple parts, running a 

selected illumination estimation algorithm on each of the parts and then combining the 

results in some fashion.  

Four distinct ways of splitting the image into parts were implemented. These 

include splitting the image into overlapping vertical slices, overlapping horizontal slices, 

regular overlapping rectangles and random (possibly overlapping) rectangles. Each slice 

covers one tenth of the image. Slices are obtained by moving an initial slice at the left or 

top of the image one thirtieth of the image width or height to the right or down. Each slice 

(except for the left-most or top-most) covers two-thirds of the previous slice. This way, 

the image is split into 28 vertical slices or 28 horizontal slices. Overlapping regular 

rectangles are generated in a similar manner. Each rectangle is one tenth of the image 

wide and one tenth of the image tall. Rectangles were placed in the corners of a regular 

30 by 30 grid. The size of the random rectangles varied from a thirtieth to a half the 

image width, and between a thirtieth and a half of the image height. They were placed 

on a random point of a regular 30 by 30 grid covering the input image. In total, 100 

random rectangles where generated.  

MaxRGB was used as the algorithm to run on each of the image parts but other 

choices are certainly possible and will be explored in the future. On its own, MaxRGB 

performs reasonably well on the Gehler-Shi colorchecker set so it provides a good, 

simple baseline with which to compare any improvement that the removing outliers might 

make. 

RANSAC is applied as described above using 5 degrees of angular difference 

between its current model and a candidate estimate as the threshold for determining 

which estimates to classify as outliers. In other words, for the single-illuminant case, a 

sub-image illuminant estimate is considered to be an inlier if the angle between the 

illuminant rgb estimated for the sub-image and the rgb of the current candidate model is 

less than 5 degrees. The candidate model that fits the highest number of sub-regions is 

selected and the mean of all subwindow illuminant estimates that fit the model is 

returned as the final estimate.  
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For the multiple-illuminant case, the threshold is also set to 5 degrees.  The 

candidate model is formed by picking 3 random sub-images and using their 3 separate 

estimates as the model of the 3 illuminants. For each input image, 400 candidate models 

are generated. The process returns the model that fits the estimates produced from the 

largest number of subwindows. A subwindow fits a candidate model if its illuminant 

estimate differs by no more than 5 degrees from at least one of the three rgb 

chromaticities of the model. The algorithm essentially clusters the estimates, while at the 

same time eliminating those that do not fit any cluster. This is in contrast to k-means 

clustering, which includes all initial points in the final clusters. The mean of the cluster 

that contains the most estimates is returned as the final illuminant chromaticity.  

6.5. Test Results 

The proposed outlier removal method in its numerous variations (horizontal vs. 

vertical slices vs. regular rectangles vs. random rectangles, single-illuminant RANSAC 

model vs. three-illuminant RANSAC model) was evaluated on the Gehler-Shi 

colorchecker set [48, 96]. For comparison, the sub-image estimates were also combined 

by simple averaging. 

Images were pre-processed using even-blocks pre-processing as described in 

Chapter 3. 

The results are evaluated in terms of the angular error between the rgb 

chromaticity vector of the estimated illuminant and the chromaticity vector of the true 

scene illuminant as provided in the dataset. The error is reported in degrees. Figures 

6.2, 6.3, 6.4 and Table 6.1 show the results.  

The plots in Figures 6.2 and 6.3 show the angular error as a function of the 

percent of images having that error or less. The figures include MaxRGB on its own, the 

simple mean of the sub-image estimates, and 8 variations of the RANSAC method 

corresponding to vertical slices vs. horizontal slices vs. regular rectangles vs. random 

rectangles, and single-illuminant model versus three-illuminant model.  
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For the three-illuminant model, Figure 6.4 shows both the error based on the 

estimate from the most populous cluster (i.e., the algorithm’s best guess) as well as the 

smallest error between the true illuminant and the estimate from any of the three clusters 

(labeled “Best of Three” in the figure). In essence, this last error measure is using the 

best of the algorithm’s three guesses. As such, it will necessarily reduce the error. It is 

included in the results here for comparison because of a problem with the Gehler data 

set, which is that the colorchecker used for measuring the ‘true’ illumination often 

appears not to be ideally located. For example, in the upper image of Figure 6.1, the 

dominant illuminant is from the window, but the colorchecker is facing inwards and is 

therefore illuminated from the room light. This is clearly a multi-illuminant scene for 

which a single colorchecker measurement is insufficient. 

Figures 6.2, 6.3 and 6.4 show the distribution of errors over the test set and it can 

be used to determine angular error at a particular percentile. The outlier-removal 

strategy outperforms MaxRGB at the 50th percentile and higher. At the 90th percentile, 

the difference is significant. The vertical vs. horizontal variations are fairly similar to one 

another. 
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Figure 6.2  Performance comparison between MaxRGB using the entire image 
versus the mean of MaxRGB estimates from the various types of 
sub-windows. The y-axis is the angular error in degrees between the 
estimated illuminant and the true illuminant. The x-axis is the 
percentage of images for which the error in the illuminant estimate 
is less than or equal to the y-axis value 

 

Figure 6.3  Performance comparison between MaxRGB using the entire image 
versus the proposed single-illuminant RANSAC model applied to the 
MaxRGB estimates from the various types of sub-windows. Axis 
labels as in Figure 2. 
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Figure 6.4  Performance comparison between MaxRGB using the entire image 
versus the proposed three-illuminant RANSAC model applied to the 
MaxRGB estimates from the random rectangular sub-windows. For 
Best of Three description see text.   Axis labels as in Figure 6.2. 

Table 6.1 shows the performance of the algorithms in terms of median, 90th, 98th 

and maximum angular errors. Root mean square error and mean angular errors are 

reported as well. The outlier-removal strategy outperforms the base MaxRGB algorithm 

for all reported error measures.  

An interesting feature of the three-illuminant RANSAC implementation is its 

ability to estimate secondary or tertiary illuminants. Figure 6.5 shows the rectangles 

fitting the most populous cluster in red, the second most populous cluster in green and 

the third cluster in blue. In the top image, the red rectangles identify the outdoor 

illuminant, whereas the green rectangles identify locations illuminated from indoors. The 

bottom image shows clusters corresponding to direct sunlight (red rectangles) and 

shade (green rectangles). 
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Figure 6.5 Two sample images processed with the three-illuminant RANSAC 
algorithm. The images are overlaid with rectangles showing the sub-
images that are not consider as outliers and are kept. Other sub-
images were tested, but automatically excluded by RANSAC.  Sub-
images belonging to the most populous cluster are shown in red, 
the second most populous cluster in green, and the third in blue. In 
the upper image, the red rectangles correspond primarily to the 
outdoor illuminant seen through the window, and the green ones to 
the indoor illuminant. In the lower image, the red rectangles 
correspond primarily to sunlight and the green to shade. 
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Table 6.1 Performance of the algorithms in terms of median (i.e., 50th 
percentile), 90th, 98th and maximum angular errors. Root mean 
square error and mean angular errors are reported as well.  

 50th Mean RMS  Max 90th  98th 

MaxRGB Full image 3.0 4.5 6.5 25.5 11.3 18.9 

Mean Horizontal 2.7 3.6 4.8 20.8 8.4 11.6 

Mean Vertical 2.5 3.5 4.8 17.9 8.0 14.0 

Mean Rectangle 2.8 3.6 4.7 20.5 7.9 11.6 

Mean Random 2.6 3.6 4.8 21.5 8.2 12.4 

RANSAC Horizontal 2.5 3.4 4.6 24.2 7.4 12.5 

RANSAC Vertical 2.3 3.2 4.4 21.7 6.8 12.6 

RANSAC Rectangle 3.1 3.9 5.0 26.9 7.6 11.7 

RANSAC Random 2.8 3.6 4.6 25.6 7.5 11.8 

RANSAC 3-illum 2.3 3.5 5.1 29.6 8.1 13.8 

RANSAC Best of 3 1.4 1.9 2.4 10.7 3.8 6.3 

 

6.6. Discussion  

The accuracy of illumination estimation methods is hampered by outliers. Outliers 

can be due to simple noise or to the presence of unexpected secondary illuminants. A 

method of detecting and removing these outliers based on the RANSAC algorithm was 

presented and shown to lead to significantly better illumination estimates on the 

colorchecker dataset of 568 images. The proposed method of removing outliers entails 

splitting the input image into smaller sub-images, obtaining illumination estimates on 

each of the sub-images, eliminating those estimates that do not fit the existing 

illumination model, then combining those that do fit to make a final estimate, or 

estimates. An advantage of this technique is that even when the illumination model 

assumes the scene should only contain a single illuminant, it is able to discard the 

distracting information from any secondary illuminants that happen to be present. On the 

other hand, when multiple illuminants are expected, the method identifies the image 

regions corresponding to the different illuminants. 
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Future work includes testing on other image sets, exploring different methods of 

selecting sub-images, finding the optimal number of sub-images to use, experimenting 

with base algorithms other than MaxRGB, and randomly choosing from a set of multiple 

base algorithms to use on a given sub-image. 
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7. Multispectral Colour Constancy and 
Subspace Testing Algorithm 

7.1. Introduction 

Illumination estimation methods for colour constancy have been generally based 

on analysing the RGB values from a 3-channel colour image; however, the Chromagenic 

algorithm [32] is an exception in that it uses a total of 6 channels. The Maloney-Wandell 

[109] is another notable exception. It is defined for an arbitrary number of channels. It 

might be expected that the more channels, the better, but is this the case?  In other 

words, will using a multispectral camera potentially lead to better illumination estimates 

than a standard colour camera? 

This question is addressed by testing a number of illumination estimation 

algorithms on 3-channel, 6-channel and 9-channel multispectral image data, and 

comparing their accuracy as the number of sensors and their spectral sensitivity 

functions are varied. The algorithms are tested on synthetic multispectral images based 

on real reflectance and illumination spectra and variations on real camera sensitivities as 

well as on real image data. The Greyworld, Max RGB, Chromagenic, and Maloney-

Wandell algorithms are tested. In addition, a new modified version of the Maloney-

Wandell algorithm called Subspace Testing is introduced. The new algorithm works 

surprisingly well.  

This section is organized as follows. First, the error measures for performance 

evaluation in high-dimensional colour spaces are discussed. Second, the standard 

algorithms to be tested are described along with the changes required in extending them 

beyond 3 channels. Third, the Subspace Testing algorithm is introduced. Fourth, the 

procedures for introducing the additional camera sensitivity functions and for 

synthesizing multispectral images in higher dimensions are described. Fifth, the results 

are given followed, sixth, by the somewhat surprising conclusion they lead to. 
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The results for both synthetic and real-world images were published by Mosny 

and Funt [82][83]. 

7.2. Performance Measures 

The angle between the rgb of the actual illumination and the estimated rgb 

provides a good measure of the performance of an illumination estimation algorithm and 

has been widely used [4, 5, 54, 63].  The measure is used here as well, but in two new 

ways. The first is simply to extend the definition to N dimensions, where N is the number 

of channels, and measure the angle between two N-dimensional vectors. The second is 

to convert N-dimensional illumination estimates into the rgb chromaticity space of a 

given 3-channel camera and then measure the angle in 3-space. The sensor sensitivities 

of Sony DXC-930 are used for the conversion. 

The advantage of converting the results into rgb space is that it allows for fairer 

comparison across results achieved in spaces of different dimensions. Conversion also 

helps determine whether the additional information that comes from higher dimensions 

will help achieve better illumination estimation in conventional RGB space. The 

conversion from N-dimensions to 3 is done by identifying which illuminant from a 

database of known illuminants it is most similar to, and using that illuminant’s rgb as the 

conversion value.  Associated with each illuminant in the database is its ‘colour’ in N-

dimensions. The N-dimensional colour to be converted is compared to those in the 

database to find the one with the smallest angular difference.  

Since the illuminants in the database will not cover the N-dimensional space 

continuously, some error is introduced through conversion. The conversion also 

introduces an additional constraint on the estimated illumination; namely, the conversion 

constrains the results to fall into the space of known illuminants. Here, it was found that 

the conversion into the space of known illuminants improves the performance of some of 

the algorithms, Maloney-Wandell in particular. 

For a set of test images, the following error measures are calculated and 

reported in the Tables below. 
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Median Angular Error in Image Space (Image). This is the median of all angles 

between the illuminant estimate in N-dimensional space and the actual illuminant in the 

N-dimensional space. 

Median Angular Error in rgb Space (rgb). Some algorithms, for example 

Maloney-Wandell, output rgb vector of the estimated illuminant directly, without using the 

lookup in the illuminant database. This measure is a median of all angles between 

illuminant estimates in rgb space (as output directly by the algorithm) and the actual rgb 

vector of the illuminant. 

Median Angular Error for Illuminant Estimates Converted to rgb Space (Lookup 

rgb). This measure is obtained by converting the N-dimensional vectors output by the 

algorithms into rgb space via the lookup in the illuminant database described above. The 

median of the angles between converted illuminant estimates (which are now in rgb 

space) and rgb vectors of the actual illuminants is computed.  

Mean of the Top 0.5% Angular Errors of Converted Illuminant Estimates in rgb 

Space  (Max Lookup rgb).   This measure is obtained similarly to the “Lookup rgb” 

measure. The N-dimensional illumination estimates output by the algorithms are 

converted to rgb space via lookup in the illuminant database as described above. The 

mean of the top 0.5% of the angles between converted illuminant estimates (which are 

now in rgb space) and rgb vectors of the actual illuminants is computed. This measure 

shows the magnitude of the largest errors produced by the algorithms. 

Median Error of the Lookup Conversion in the Image Space (Error Lookup) As 

mentioned above, the illuminant database used for conversion from N-dimensional 

image space into rgb space does not cover the N-dimensional space completely. This 

measure shows the median of angles between the illumination estimates produced by 

the algorithms and the closest match in the illumination database.  
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7.3. Algorithm Summaries 

Greyworld and Max RGB algorithms were included in the experiments since 

they bridge across results reported by different authors. As both of these algorithms 

work on a per-channel basis, their extension to N channels is trivial. 

Results for ‘do nothing’ algorithm are also included. The ‘do-nothing’ algorithm 

simply assumes the scene illuminant is always white. The do-nothing angular error 

provides a measure of the variation in incident illumination and establishes a benchmark 

with which to compare other algorithms. 

The Chromagenic algorithm [32] is somewhat more complex than Greyworld 

and Max RGB. The Chromagenic algorithm requires a 6-channel image, but the 6 

channels are related to each other in a specific way. One way to acquire a 6-channel 

Chromagenic image is to take two registered images of the same scene. The first is 

taken in the usual way using a standard colour camera with 3 RGB sensors. The second 

is taken using the same camera, but with a filter placed in front of its lens. Clearly, the 

second 3 channels are related to the first 3. The Chromagenic algorithm exploits the 

relationship between them. 

The Chromagenic algorithm aims to identify the scene illuminant as one member 

of a set of known illuminants. It requires a training set of images with numerous images 

taken under each different illuminant. During the training phase, the Chromagenic 

algorithm [32] computes a linear mapping from filtered RGB responses to non-filtered 

RGB responses for each of the illuminants. The mapping is computed as follows: 

Let Pj and Pj
F denote Nx3 matrices of RGBs and filtered RGBs for N surfaces 

measured under the jth of M training illuminants. The linear mapping Tj for jth illuminant is 

computed as 

𝑇! = 𝑃!!
!𝑃!                                                                             (7.1)  

where + denotes pseudo-inverse. 
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Given an input image under unknown illumination, the Chromagenic algorithm 

considers each of the training illuminants in turn as a candidate. The candidate 

illuminant whose linear mapping best maps filtered RGB responses of the input image to 

non-filtered RGB responses of the input image is returned as the estimate of the 

unknown illumination.  

The Chromagenic algorithm is extended to N-dimensions by simply dividing the 

set of channels into two sets. Two sets represent “filtered” and “unfiltered” image. The 

number of channels in the two sets need not to be the same. However, for the 

Chromagenic algorithm to work successfully, the “filtered” channels must not be 

completely independent from the “unfiltered” channels. The algorithm then computes 

and uses a mapping from “filtered” to “unfiltered” channels as described above. 

In the Maloney-Wandell algorithm [109, 77], Maloney et al. assume that the 

subspace of reflectances of all surfaces is linear and of reasonably small dimension. The 

dimensionality of the reflectances, M, is assumed to be smaller than the number of 

sensors, N, used to obtain the image. Hence the sensor responses for the surfaces 

under a single illuminant fall within a linear subspace of the same dimensionality. The 

illuminant defines the specific subspace.  The algorithm proceeds by fitting an M-

dimensional hyperplane through the origin to the sensor responses from the N-channel 

input image. The orientation of the plane determines the illuminant under which the 

image was taken.  

The Maloney-Wandell algorithm estimates the spectral power distribution of the 

illuminant (up to a scaling).  This is one of the algorithms that can output its illuminant 

estimate directly in rgb space. The spectral power distribution of the illuminant can be 

converted into N-dimensional images space (by using the spectral characteristics of the 

N sensors) or directly into rgb space (by using spectral characteristics of the RGB 

sensors).  

7.4. Subspace Testing Algorithm 

This section introduces a modification to the Maloney-Wandell algorithm called 

the Subspace Testing algorithm.  Subspace testing begins with Maloney and Wandell’s 
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observation that the image colours (the term ‘colour’ is extended from 3 to N 

dimensions) will lie in a linear subspace of the N-dimensional image input space. The 

modification is in the way in which the subspace is identified. Firstly, the Subspace 

Testing algorithm is trained on a set of illuminants using many images under each. For 

each illuminant, an M-dimensional subspace is fitted over the sensor responses from its 

entire collection of images. This hyperplane represents the gamut of possible colours (N-

dimensional) under that illuminant.  To identify an image’s illuminant, Subspace 

Testing—rather than fitting a subspace over the responses present in the image as the 

Maloney-Wandell method does—tests the fit of the image colours to each of the training-

derived hyperplanes. In particular, the hyperplane for which the root mean square 

distance between it and the input image’s colours is smallest is selected. Since this 

hyperplane is from the training set, it has an illuminant associated with it. The colour of 

that illuminant is then output as the estimate of the colour of the image’s illuminant.   

7.5. Tests on Synthetic Images 

7.5.1. Data Preparation 

All the synthetic data experiments are based on images created using the 

reflectance spectra, illuminant spectra and spectral sensitivity functions contained in the 

Simon Fraser University dataset [6]. Of the illuminant spectra present in the data set, 87 

are used for training. All 287 illuminants are used for testing.  

Multispectral images are synthesized for the case of 3, 6 and 9 sensor classes. 

For the 3-sensor case, the sensitivity functions of Sony DXC-930 are used. They are 

normalized to have equal total sensitivity.  To extend the sensor set to 6, the same Sony 

DXC-930 RGB sensors are added while being shifted by a fixed wavelength towards the 

red part of the spectrum. To extend the sensor set to 9, the same camera sensors are 

added twice; one copy shifted towards red and the second towards blue.  Various 

amounts of shift are experimented with. Figure 7.1 shows the spectral sensitivity 

functions for 9 sensors based on shifts of ±16nm.  



 

78 

  

Figure 7.1  Multispectral sensitivity functions for the 9-sensor case. Sensitivity 
is plotted as a function of wavelength. The normalized Sony DXC-
930 camera RGB sensors are the middle of each group with copies 
shifted by +16 nm and –16 nm. 

The training data set consists of the 87 illuminant spectra and the 1995 

reflectance spectra. The various algorithms require the data in different formats, so the 

data is optimized for each algorithm separately, but they are all restricted to the same 

set of spectra. 

A set of test ‘scenes’ is constructed as follows. The test ‘scenes’ contain 2, 4, 8, 

16, 32, or 64 surface reflectances. For each illuminant from the set of 287 test 

illuminants, and for each surface count, 5 different ‘scenes’ are created. Each scene 

contains a random selection of the specified number of surface reflectances that were 

illuminated by the illuminant. This results in 287x6x5=8610 scenes that are then 

converted to multispectral images based on the ‘camera’ sensitivities. Some 

experiments use only test images with a surface count of 16. 

Each test image consists of 64 pixels independent of its surface count.  Images 

are normalized so that the largest sensor response across all channels equals 1. This 

somewhat simulates adjustment of the camera’s exposure settings.  Gaussian additive 

noise is applied to the sensor values at each pixel. Unless specified otherwise, the 

standard deviation of the noise is set to 2%. 

7.5.2. Results 

The first set of results addresses the question as to how the performance of the 

Maloney-Wandell algorithm varies as a function of its subspace dimension.  This 

subspace is restricted to being N-1 dimensional or less, but is it optimal to use the 

highest possible subspace dimension? The results are shown in Table 7.1 for the case 
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of a 9-channel (based on 36nm shifts) images of scenes with 16 distinct surfaces. 

Perhaps surprisingly, the algorithm performs the best if the dimensionality of the 

reflectance subspace is equal to 1. This result holds in the 3-channel case as well where 

for subspace dimension 1, the error (Lookup rgb) is 3.24, while for dimension 2, it 

becomes 26.3.  

Table 7.1 Maloney-Wandell Algorithm’s Performance 

Dim Image rgb Lookup rgb Lookup Error 
1 5.29 4.49 3.15 3.90 

2 27.80 27.62 11.05 13.97 

3 20.41 20.70 9.22 10.73 

4 29.38 27.15 10.32 17.67 

5 22.40 21.55 9.44 12.49 

6 44.54 40.35 11.58 32.60 

7 50.62 43.71 11.83 37.18 

8 52.26 48.60 12.30 40.09 

The second set of results is from tests with the Subspace Testing algorithm. As 

with the original Maloney-Wandell algorithm, it also performs best when the 

dimensionality of the reflectance subspace is chosen to be 1, although there is less 

volatility in this case. The images were generated with 9 sensors and 16 surfaces per 

image.  The results are given in Table 7.2.  

Table 7.2  Subspace Testing Algorithm Performance  

Dim Image Lookup rgb 

1 3.20 2.70 

2 3.87 3.61 

3 3.69 3.59 

4 4.40 4.05 

5 6.26 5.73 

6 9.86 8.24 

7 13.11 10.85 

8 16.58 13.53 
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The next set of results compares the performance of the various algorithms for 3, 

6, and 9 sensors for scenes containing 2, 4, 8, 16, 32 and 64 surfaces. Some initial 

experimentation was done to find the best amount of sensor shift and these are the 

sensors used. The best performance was with a sensor shift of 36nm. “Med” columns in 

Tables 7.3 to 7.8 show the results in terms of the median angular error for illuminant 

estimates converted to rgb space (Lookup rgb). For each case, “Max” columns show the 

mean of the top 0.5% angular errors of converted illuminant estimates in rgb space  

(Max Lookup rgb) to provide a measure of how badly a method might fail. All Maloney-

Wandell and Subspace Testing results in this table are based on a 1-dimensional 

subspace since it was shown above to be the best choice. Results for the Chromagenic 

algorithm are reported but it is important to remember that the sensors here do not 

satisfy the algorithm’s assumptions. Results for other sensors are considered below. 

Overall, the results in Tables 7.3 to 7.8 indicate a slight improvement in performance as 

the number of channels increases from 3 to 6. A further increase from 6 to 9 sensors 

exhibits no additional improvement.   

The Wilcoxon test was performed on the results for 16 surfaces. For each 

algorithm, the performance with 6 sensors was compared to the performance with 3 

sensors, and the performance with 9 sensors was compared to performance with 6 

sensors. Given a significance level α = 0.01, in all cases save for the ‘do nothing’ 

algorithm, the performance with 6 sensors was statistically better than the performance 

with 3 sensors. However, at that significance level, the performance with 9 sensors is not 

statistically better than the performance with 6 sensors.  

This is contrary to the expectation of a significant and continuing improvement as 

the number of channels increased. One possible explanation might be simply that all the 

important information in the input spectra is captured with very few sensors.  Principal 

component analysis (PCA) of the 1995 surface reflectances in the SFU data set finds 

that 3 dimensions explain 93.7% of the variance, 6 explain 99.2% of the variance, and 9 

explain 99.7% of the variance. 
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Table 7.3  Algorithm Performance for 2 Surfaces 

Dimensions 3 6 9 

 Med Max Med Max Med Max 

Max RGB 6.42 32.08 5.52 33.57 5.52 32.14 

Greyworld 6.43 31.03 5.42 31.82 5.30 30.61 

Chromagenic n/a n/a 6.45 38.68 6.29 37.29 

Subspace Testing 7.48 33.28 6.29 33.58 5.93 33.76 

Maloney-Wandell 7.78 34.55 6.45 34.55 6.55 34.01 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 

Table 7.4  Algorithm Performance for 4 Surfaces 

Dimensions 3 6 9 

 Med Max Med Max Med Max 

Max RGB 5.45 28.08 4.90 28.33 4.71 28.47 

Greyworld 5.53 24.83 4.80 24.06 4.54 24.16 

Chromagenic n/a n/a 5.74 36.88 5.72 33.99 

Subspace Testing 5.80 27.74 5.01 28.60 4.80 27.69 

Maloney-Wandell 6.02 29.62 5.18 28.70 5.02 29.34 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 

Table 7.5  Algorithm Performance for 8 Surfaces 

Dimensions 3 6 9 

 Med Max Med Max Med Max 

Max RGB 3.95 21.51 3.66 22.56 3.60 23.74 

Greyworld 4.59 18.38 4.03 18.55 3.88 18.15 

Chromagenic n/a n/a 4.45 33.37 4.62 31.63 

Subspace Testing 4.13 19.80 3.71 19.80 3.49 19.79 

Maloney-Wandell 4.32 20.67 3.78 20.47 3.99 19.80 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 
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Table 7.6  Algorithm Performance for 16 Surfaces 

Dimensions 3 6 9 

 Med Max Med Max Med Max 

Max RGB 3.29 18.83 2.98 18.43 2.95 18.43 

Greyworld 4.04 15.79 3.56 15.54 3.57 16.31 

Chromagenic n/a n/a 3.80 27.86 3.95 26.38 

Subspace Testing 3.11 14.88 2.71 14.86 2.70 14.38 

Maloney-Wandell 3.24 15.36 2.88 14.42 3.15 14.59 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 

Table 7.7  Algorithm Performance for 32 Surfaces 

Dimensions 3 6 9 
 Med Max Med Max Med Max 

Max RGB 2.53 12.53 2.40 13.44 2.39 13.68 

Greyworld 3.68 12.66 3.35 14.20 3.42 14.55 

Chromagenic n/a n/a 3.27 24.57 3.67 23.29 

Subspace Testing 2.22 8.91 2.06 10.67 2.00 10.63 

Maloney-Wandell 2.41 8.92 2.10 11.31 2.66 12.36 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 

Table 7.8  Algorithm Performance for 64 Surfaces 

Dimensions 3 6 9 
 Med Max Med Max Med Max 

Max RGB 2.24 10.10 2.09 11.02 2.15 10.71 

Greyworld 3.60 10.05 3.41 12.23 3.53 12.32 

Chromagenic n/a n/a 3.04 25.53 3.52 21.28 

Subspace Testing 1.85 6.50 1.80 9.66 1.78 9.77 

Maloney-Wandell 2.01 7.28 1.86 8.61 2.49 10.66 

Do Nothing 17.44 29.00 17.44 29.00 17.44 29.00 

 

To see how the algorithms are affected by noise, images with varying amounts of 

Gaussian additive noise were synthesized. Tests were based on synthetic 3-, 6- and 9-
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channel images containing 16 distinct surfaces with noise of increasing standard 

deviation. Table 7.9 tabulates the Lookup rgb performance measure. As expected, the 

performance of the algorithms worsens as the standard deviation of the noise increases.  

Different algorithms seem to exhibit different levels of performance degradation. Max 

RGB, Greyworld, Maloney-Wandell and Subspace Testing degrade gracefully. The 

Chromagenic algorithm exhibits a steeper performance decrease. 

To test the Chromagenic algorithm, an appropriate 6-channel sensor space is 

needed. In particular the second set of 3 sensors is required, that is derived from the first 

by the addition of a filter. Results for two types of Chromagenic filter are presented.  The 

first type is a straight-line cooling/warming filter defined as follows. 

 

The spectral transmittance of the cooling/warming filter is 

𝐹! 𝜆 = 1 − 𝑠  
𝜆 −   𝜆!"#

𝜆!"# − 𝜆!"#
 

where λ ranges from λmin = 380 nm to λmax = 780 nm. The filter slope s was varied over 

the set {-1, -0.1, -0.01, 0.01, 0.1, 1}. The best results were obtained with s set to 1.0. 

Table 7.10 compares the results for this filter type across all the different algorithms. 

 

Table 7.9  The effect of noise on algorithm performance 

Noise STD  0 0.005 0.01 0.02 0.05 0.1 

Dimensions=3       

Max RGB 3.43 3.36 3.36 3.29 3.53 4.96 

Greyworld 4.03 4.03 4.01 4.04 3.91 3.88 

Subspace Testing 3.16 3.15 3.13 3.11 3.17 3.43 

Maloney-Wandell 3.29 3.28 3.27 3.24 3.26 3.53 

Do Nothing 17.44 17.44 17.44 17.44 17.44 17.44 

Dimensions=6       

Max RGB 3.13 3.03 2.99 2.98 3.15 4.25 
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Greyworld 3.55 3.55 3.56 3.56 3.49 3.55 

Chromagenic 3.69 3.73 3.71 3.80 4.84 7.66 

Subspace Testing 2.71 2.71 2.71 2.71 2.82 3.16 

Maloney-Wandell 2.83 2.84 2.88 2.88 2.95 3.17 

Do Nothing 17.44 17.44 17.44 17.44 17.44 17.44 

Dimensions=9       

Max RGB 3.17 3.11 3.07 2.95 3.14 4.35 

Greyworld 3.57 3.59 3.57 3.57 3.48 3.36 

Chromagenic 3.57 3.59 3.57 3.95 6.63 9.57 

Subspace Testing 2.64 2.66 2.67 2.70 2.72 2.84 

Maloney-Wandell 2.73 2.82 2.91 3.15 4.21 5.36 

Do Nothing 17.44 17.44 17.44 17.44 17.44 17.44 

 

Table 7.10 Results for Chromagenic Filters 

 
Aggressive 

Filter 
Cooling Filter RGB Sensors Only 

Dimension 6 6 3 
 Med Max Med Max Med Max 

Max RGB 2.97 18.92 3.26 18.44 3.29 18.83 

Greyworld 3.69 15.90 3.94 16.07 4.04 15.79 

Chromagenic 6.91 41.88 17.72 42.57 n/a n/a 

Subspace Testing 2.93 14.82 3.16 14.91 3.11 14.88 

Maloney-Wandell 2.97 15.13 3.39 15.18 3.24 15.36 

Do Nothing 16.15 27.62 17.44 29.00 17.44 29.00 

 

A more aggressive Chromagenic filter was also considered. The more 

aggressive filter cuts off large portions of the original sensor spectra. The filter has 3 

narrow bandpass windows, one for each of the original sensors. Each window has 

Gaussian shape with standard deviation of 10 nm. The windows are centered 24 nm 



 

85 

beyond each of the respective sensor’s peaks. The filter spectral characteristics and 

resulting sensors are shown in figure 7.2.  

Results using this Chromagenic filter are also tabulated in table 8.10. 

 

Figure 7.2  Top: percent spectral transmittance of the aggressive Chromagenic 
filter. Bottom: resulting 6 sensor sensitivity functions. X-axis is 
wavelength in nm. 

7.6. Tests with Real Images 

This section describes real-image tests based on 28 scenes photographed under 

10 different illuminants using a Sony DSC-V1 camera with added filters. The same 

scene is first imaged three times: once without a filter, then with a brownish ‘warming’ 

filter, and finally a bluish ‘cooling’ filter.  Combining the 3-channel RGB images of the 

same scene taken under the same light but through different filters produces 6-channel 

and 9-channel images.  

7.6.1. Data Collection 

Altogether 28 scenes were photographed under 10 different illuminations through 

clear lens, warming filter and cooling filter producing a total of 840 images. The 3-

channel images of the same scene taken under the same light but through different 

filters were combined to produce 6-channel and 9-channel images.  

Scenes 

All scenes contained a small number of objects placed against a background of 

colored cardboards. There are 6 scenes of books and magazines, 6 scenes with toys, 6 

scenes that contain pieces of clothing, 6 scenes with different objects from a household, 
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3 scenes of fruit and a single plant scene.  The colour of the background cardboard was 

varied as to prevent the colour constancy algorithms from training solely on the 

background. The left side of all scenes included a Macbeth colour checker. The medium 

grey patches of the colour checker were used to determine the illuminant values. The 

colour checker was also included during training phases of the Chromagenic and 

Subspace Testing algorithms. Only the right half of each image, which contains no 

portion of the colour checker, was used during testing. Figure 7.3 shows the scenes 

illuminated with two Sylvania Soft White mini 60 13W CF13EL/MINITWIST/BL/2/CDN 

fluorescent bulbs. 

     
 

     

Figure 7.3  Examples of photographed scene types: books and magazines, 
toys, clothing, household objects, fruits and vegetables, a plant. 

Illumination 

 

Illumination was provided by 10 different bulbs. Incandescent, fluorescent and 

halogen lamps were represented: Sylvania 60W frosted incandescent bulb, type T-3 

300W clear halogen bulb mounted in a white stand-up Torchiere lamp reflecting off a 

wooden ceiling, 2x JRD C6010 120V 50W Cool Lamp small halogen bulb, Phillips 

Daylight 27W Mini Energy Twist BC-EL/MD T27DL fluorescent bulb, 2x Phillips Natural 

Light Plus 75W 75PAR30/NLP/FL halogen flood lights, 2x Phillips Softone Pastels 60W 

60A/STP/PK incandescent bulbs, Phillips Halogen 2000 flood 90W 90PAR38/HAL/FL28 
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halogen floodlight, 2x Phillips Plant Light 75W 75BR30/AG60 blue frosted incandescent 

bulbs, 2x Sylvania Soft White mini 60 13W CF13EL/MINITWIST/BL/2/CDN fluorescent 

bulbs, and finally 2x GE 14W FLE14TBX/827 fluorescent bulbs.  Figure 7.4 shows the 

spectral power distributions as well as plot of r/(r+g+b) vs. b/(r+g+b) values of the 

illuminants. 

  

    

Figure 7.4  Spectral power distributions of the illuminants (left) and plot of 
r/(r+g+b) vs. b/(r+g+b) values.  

 

Camera 

Sony DSC-V1 camera was set to auto-exposure with no flash and white balance 

set to daylight. The camera was placed on tripod and fired through a remote control to 

minimize shaking. 

Filters 

Hoya 80A cooling (bluish) filter and Tiffen 81A warming (brownish) filters were 

used. The scenes were also photographed without any of the filters. Figure 7.5 shows 

spectral transmittance of the cooling and warming filters as measured using a 

Photoresearch PR650 spectroradiometer. 
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Figure 7.5  Left: percent spectral transmittance of the cooling filter. Right: 
percent spectral transmittance of the warming filter. 

 

Multi-channel Image Composition  

The cooling filter shifts sensor sensitivities towards the shorter wavelengths and 

the warming filter shifts sensor sensitivities towards the longer wavelengths. Thus, 

combining multiple 3-channel images of the same scene taken under different filters 

amounts to taking a single multi-channel image. The technique of placing filters in front 

of a 3-channel camera has been used previously to obtain multispectral images [64, 89, 

65]. Due to the fact that the camera was mounted on a tripod with very little or no 

movement, the images taken with different filters could be overlaid to produce multi-

channel images. The experiments were performed using the 3-channel image set taken 

with no filter; the two 6-channel image sets that were constructed by combining no-filter 

images with corresponding cooling filter images and by combining no-filter images with 

warming filter images; and with the 9-channel image set that was constructed by 

combining no-filter images with cooling and warming filter images.  

7.6.2. Results 

Table 7.11 compares the performance of the various algorithms for 3, 6, and 9-

channel images as described above. It tabulates the results in terms of the median 

angular error in image response space (Image), and for illuminant estimates converted 

to rgb space (Lookup RGB). The angular error is measured between the N-channel 

camera response to the actual illumination and the N-channel response to the estimated 
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illumination. For the ‘Lookup RGB’ case the N-channel illumination estimate is first 

converted into an rgb estimate and then the angle is measured in 3-space. The 

conversion is done by looking up the closest N-channel illuminant from a database of 

known illuminants and using its rgb as the conversion value. Table 7.11 also shows the 

maximum error (Max Lookup RGB).  

Overall, the results in Table 7.11 indicate a slight improvement in performance of 

the algorithms in moving from 3-channel rgb images to 6-channel ones by adding the 

cooling filter images. However, adding the warming filter instead of the cooling filter 

makes less difference. Moving from 6 to 9 sensors leads to no additional improvement.  

Table 7.11 Performance of the various algorithms for 3-channel, 6-channel and 
9-channel data. 

  3-channel rgb 
without filters 

6-channel using 
cooling filter 

6-channel using 
warming filter 

9-channel using 
cooling and 

warming filters 
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max_rgb 9.30 7.80 24.99 7.99 6.01 17.90 9.73 7.93 26.39 8.74 6.25 17.76 

grey_world 8.37 3.80 25.27 8.58 3.81 24.43 8.52 4.31 26.96 8.44 3.52 23.49 

chromagenic 17.00 17.00 43.74 5.64 4.98 36.56 7.86 8.25 39.32 6.45 5.93 35.42 

best_light 1.39 1.39 6.69 2.67 1.94 9.97 1.76 1.41 11.19 2.79 1.84 9.93 

subspace_testing 5.54 5.54 33.07 5.51 3.87 25.22 5.83 5.61 29.71 5.33 3.98 29.97 

do_nothing 24.29 27.53 45.91 18.63 11.97 28.00 25.42 27.34 45.82 21.43 27.75 46.23 

7.7. Discussion 

The experiments reported indicate that multispectral imagery is unlikely to be of 

much benefit to illumination estimation algorithms for colour constancy and automatic 

white balancing. This conclusion goes against the intuition that the additional information 

provided by the additional sensor channels should be useful. Of course, this conclusion 
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is only valid for the algorithms tested and conditions under which they were tested. It is 

demonstration of what can be expected in general, not a theoretical analysis or proof.  In 

addition to exploring the value of multispectral imagery for illumination estimation, a new 

Subspace Testing algorithm, an extension of the principles embodied in the Maloney-

Wandell algorithm, was introduced that obtains very competitive results. 
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8. Conclusion 

8.1. Summary 

The thesis focused on illumination estimation algorithms and introduced a 

number of novel techniques. While existing research focuses on improving median or 

average errors in illumination estimation, this thesis explored the problem of high worst-

case illumination estimation errors. It is the worst-case errors that affect the overall 

usefulness of the algorithms and are perhaps one of the most important aspects of the 

algorithms to consider in practical applications. 

A simple pre-processing technique was introduced that was shown to improve 

the performance of existing illumination estimation algorithms. The pre-processing 

technique was further utilized by other illumination estimation algorithms introduced in 

the thesis. 

A novel illumination estimation algorithm that is capable of minimizing the 

maximal errors was introduced. The algorithm relies on linear programming. To the 

author’s knowledge, linear programming has not been utilized for illumination estimation 

before. More importantly, the linear programming technique allows for the minimization 

of maximal errors. The algorithm also introduces a simple and effective way of 

representing gamut of chromaticities within the image by a simple cube in chromaticity 

space. The algorithm has been shown to outperform a number of existing illumination 

estimation algorithms in terms of maximal as well as median error. The tests were 

performed on a standard SFU set of 321 images. 

A novel illumination estimation algorithm capable of minimization the errors for a 

given percentile of the images was introduced. The algorithm combines image features 

consisting of outputs of existing algorithms and colour constancy clues in a novel way—

the probability distribution of the correct illuminant chromaticity given the image features 
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is estimated even though the combined algorithms and clues do not output likelihoods 

directly. Once the probability distribution estimate for a given chromaticity channel is 

known, the smallest interval estimated to contain the right answer with a desired 

probability (e.g., 99%) is chosen. The point in the middle of the interval is reported as the 

chromaticity of the illuminant. Assuming a correct probability distribution estimate, the 

algorithm is likely to not make an error higher than ½ of the interval in the desired 

percentile (e.g., 99%) of the images. The algorithm was evaluated on the SFU colour 

constancy set of 321 images. The median error results are close to the state-of-the-art 

algorithms, while high-percentile errors are considerably lower.  

The accuracy of illumination estimation methods is hampered by outliers. Outliers 

can be due to simple noise or to the presence of unexpected secondary illuminants. A 

method of detecting and removing these outliers based on the RANSAC algorithm was 

presented and shown to lead to significantly better illumination estimates on the 

colorchecker dataset of 568 images. The proposed method of removing outliers entails 

splitting the input image into smaller sub-images, obtaining illumination estimates on 

each of the sub-images, eliminating those estimates that do not fit the existing 

illumination model, then combining those that do fit to make a final estimate, or 

estimates. An advantage of this technique is that even when the illumination model 

assumes the scene should only contain a single illuminant, it is able to discard the 

distracting information from any secondary illuminants that happen to be present. On the 

other hand, when multiple illuminants are expected, the method identifies the image 

regions corresponding to the different illuminants. 

The thesis explored the idea of using multispectral images to improve accuracy 

of illumination estimation. The experiments were performed on both synthetic and real 

images. The experiments reported indicate that multispectral imagery shows a small 

improvement, but is unlikely to be of much benefit to illumination estimation algorithms 

for colour constancy and automatic white balancing. This conclusion goes against the 

intuition that the additional information provided by the additional sensor channels 

should be useful. Of course, this conclusion is only valid for the algorithms tested and 

conditions under which they were tested. It is demonstration of what can be expected in 

general, not a theoretical analysis or proof. In addition to exploring the value of 

multispectral imagery for illumination estimation, a new Subspace Testing algorithm, an 
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extension of the principles embodied in the Maloney-Wandell algorithm, was introduced 

that obtains very competitive results. 

8.2. Future Work 

8.2.1. Pre-processing 

It is surprising that a simple pre-processing technique could dramatically improve 

the performance of the illumination estimation algorithms. Further research in the area 

can, perhaps, improve the performance even further. Further analysis of various aspects 

of pre-processing and their impact on illumination estimation can prove to be useful.  

8.2.2. Additional Test Sets 

The proposed algorithms were tested on a standard, but fairly limited number of 

images and usually only on a single test set per algorithm. Tests on additional test sets 

are desirable to further validate the results and perhaps identify areas for improvement. 

8.2.3. Algorithm Extensions 

The algorithms proposed in chapters 4, 5 and 6 can be viewed as wider 

frameworks that simply take a variety of clues and outputs of various illumination 

algorithms and produce a result that is better than each individual input algorithm or clue 

can produce on its own. In particular, only a single clue based on a simple 

representation of gamut of chromaticities, maxRGB and Edge-based Color Constancy 

algorithms were used as inputs. That is, only specularity, grey world applied to spatial 

derivatives and reflectance distribution clues were used directly as inputs. Exploring the 

performance of the proposed algorithms on a wider range of inputs may lead to 

significant improvement in performance. This is because clues such as dichromatic 

planes, semantic information and scene statistics from chapter 2 and others may bring 

information that was simply not available to the algorithms as described and tested in 

this thesis. The extension of each of the proposed algorithms to take outputs of other 

algorithms based on the new set of clues is almost trivial. 
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Another interesting experiment may include combining the algorithms introduced 

in chapter 4 or 5 with the RANSAC-based algorithm as the algorithms use orthogonally 

different approaches. 

8.2.4. Multiple Illuminant Estimation   

The RANSAC-based algorithm introduced in chapter 6 shows promise at being 

able to detect multiple illuminants in the scene. The area can be explored further with the 

aid of techniques for the generation of synthetic images used in chapter 4 and 5. As the 

current graphics rendering algorithms are capable of producing very realistic images that 

include even inter-reflections, a synthetically produced test set can be used to at least 

validate and quantitatively measure a potential of using the proposed RANSAC-based 

algorithm for estimating multiple illuminants. Such a test set can be also used for 

development of other algorithms capable of estimating multiple illuminants in a scene. 

8.3. Contributions 

The thesis introduced a number of illumination estimation algorithms and 

techniques focused primarily on improving worst-case errors. This chapter summarizes 

the proposed algorithms and techniques and lists contributions made by the author. 

Chapter 3 introduced a new and fairly simple pre-processing method that was 

shown to significantly improve the performance of some illumination estimation 

algorithms. The technique was conceived, coded and tested by the author under the 

supervision of Dr. Brian Funt. It was published by Mosny and Funt [84]. 

Chapter 4 introduced a new illumination estimation algorithm that exhibits state of 

the art performance in terms of median angular errors and can be tuned to minimize the 

maximum error. The idea of exploring the minimization of maximal errors was introduced 

by Dr. Brian Funt. The new algorithm was proposed, coded and tested by the author 

under the supervision of Dr. Brian Funt. It was published by Mosny and Funt [84]. 

 Chapter 5 introduced a new illumination estimation algorithm that can be tuned 

to minimize errors at a desired percentile. The algorithm shows state-of-the-art 
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performance. The algorithm was conceived, coded and tested by the author under the 

supervision of Dr. Brian Funt. It was published by Mosny and Funt [85]. 

Chapter 6 explores Dr. Brian Funt’s idea of splitting the image into smaller parts, 

running an illumination estimation algorithm on each part separately and then combining 

the results thus allowing for outlier elimination. An example of the suggested technique 

that uses MaxRGB algorithm was coded and tested by the author and was found to 

significantly improve performance at higher percentile errors. The technique can also be 

used to identify multiple illuminants in the image. The results were published by Funt and 

Mosny [43]. 

Chapter 7 explores Dr. Brian Funt’s question as to whether or not using more 

than 3 colour channels would improve illuminant estimation. A new illumination 

estimation algorithm that works on multi-channel images was introduced. The algorithm 

was proposed, coded and tested by the author under the supervision of Dr. Brian Funt. 

The algorithm itself, as well as results of tests of other algorithms on synthetic and real-

world multi-channel images, were published by Mosny and Funt [82, 83]. 
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