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Abstract

In the proposed thesis, we address two challenges related to skeletons. The first is to

formulate novel ways to define and compute curve skeletons - a specific type of skeleton.

The second is to employ skeletons to enhance surface reconstruction for geometry affected

by severe amounts of missing data. In solving these challenges we discuss three different

approaches. In the first approach we focus our attention to watertight geometry. We

propose a curve skeletonization algorithm that evolves the shape’s surface towards a curve

by means of a motion that accentuates its local shape anisotropy. In the second approach

we shift our attention to acquired data, where severe amounts of missing data introduce

a significant challenge. To tackle this issue, we propose a technique that robustly extracts

curve skeletons by interpreting its branches as local axes of rotational symmetry. We also

propose an application that, by exploiting the extracted skeletons, helps to repair the data

by performing a skeleton-based volumetric inpainting. Our last approach further explores

the idea of volumetric inpainting by replacing curve skeletons with medial skeletons. Thanks

to the fact that medial skeletons provide a natural volumetric representation of the shape,

we propose a surface reconstruction method that considers volumetric smoothness as a novel

and effective shape prior.
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Glossary

Unless otherwise stated, these are the meanings of the mathematical symbols employed

throughout the thesis:

O: a solid shape (an inside/outside labelling of Rn).

S: manifold surface (boundary of O).

p: point (according to context p ∈ Rn, p ∈ S, p ∈M).

n: surface normal (at a point p ∈ S).

∆: Laplacian operator of S.

k1: maximum curvature (at a point p ∈ S).

k2: minimum curvature (at a point p ∈ S).

H: mean curvature (at a point p ∈ S).

P: point cloud (sampling of S).

φ: implicit function (x lies in the interior of O when φ(x) < 0).

M: medial axis of O.

A: area of the object’s surface S.

R(p): radius of medial ball at p ∈M.

ix



Chapter 1

Introduction

Geometric models of solid objects are commonly used in a large variety of disciplines: com-

puter graphics, medical imaging, computer aided design, visualization and digital inspection,

etc. The information contained in these models typically encodes the “interior” of the ob-

ject (i.e. implicit/volumetric representations) or the “interface” between the inside and the

outside (i.e. explicit/surface/parameterized representations). While they are invaluable in

capturing details of the shape at an arbitrarily fine scale, more expressive and compact rep-

resentations are often needed. Each of these representations has its own strength. Explicit

representations are particularly effective in applications where it is essential to query local

neighborhoods of a given point on the surface; however, inside/outside queries, the computa-

tion of changes in topology and point to surface distances are relatively expensive. Implicit

representations offer complementary traits, effectively capturing the inside/outside labelling

and allowing fast computation of dynamically changing topology and distance queries.

In this thesis we will focus on the use of skeletons as an alternative means of shape repre-

sentation. Skeletons are effective shape abstractions that augment the information conveyed

by traditional three dimensional representations. Their capability is complementary to the

one of implicit/explicit representations and lies in effectively capturing a shape’s essential

topological and volumetric characteristics. A variety of applications including shape seg-

mentation, matching, retrieval, and reconstruction have utilized skeletal representations of

3D shapes (Sec. 2). It is important to note that for three dimensional shapes the term

skeleton is ambiguous as it is used to refer to both medial skeletons (Sec. 1.1), which are

composed of (up to) two-dimensional structures (surfaces), and curve skeletons (Sec. 1.2),

which are composed of one-dimensional structures (curves).

1



CHAPTER 1. INTRODUCTION 2

1.1 Medial skeletons

(a) (b)

Figure 1.1: (a) The medial skeleton (red)

of a planar solid shape (black). (b) The

medial skeleton and the radius of the me-

dial balls defined thereon provides a dual

representation of the shape as the union

of medial balls.

Medial skeletons originated in the context of two

dimensional shape understanding, as a way of re-

ducing the large amount of information carried

by a shape down to a “skeleton” of crucial in-

formation that can be more readily assimilated.

The extraction of medial skeletons can be dated

back to Blum’s work on the Medial Axis Trans-

form [24], which tracks the loci of centers of

maximally-inscribed circles in two dimensional

shapes. In Fig. 1.1 an example of a medial skele-

ton for a planar shape is shown.

Essentials. In two dimensions, the precisely

defined curves of the Medial Axis Transform are

the commonly accepted form of skeletons [113]. Although the MAT of a shape is unique,

there exist several equivalent definitions (Sec. 2.1.1), each highlighting different properties

of this construct. In essence, medial skeletons provide a dual representation of the shape

that is topologically equivalent to its volumetric/surface counterpart, while exposing local

volumetric properties as radii of maximally-inscribed balls (Fig. 1.1). The medial skeleton

of two-dimensional shapes is a set of curves, but for three-dimensional solids its model is

generally a non-manifold containing surface sheets that are hard to store and manipulate

directly.

Applications. Medial skeletons have predominantly found applications for problems ex-

pressed in two dimensions [113] where they retain a curvilinear nature. Nevertheless, in

three dimensions they have been employed in a number scenarios including surface recon-

struction [2], collision detection [58], and computer animation [16]. In this thesis, we will not

only review a few of these applications in Section 2.1.3, but also propose a novel application

in surface reconstruction in Section 5.
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1.2 Curve skeletons

(a) (b)

Figure 1.2: Even for seemingly noise-free

3D shapes, the medial skeleton (a) is com-

posed of surfaces connected with a com-

plex non-manifold topology. Curve skele-

tons (b) offer a much simpler, yet still in-

formative, shape representation.

When modeling three dimensional objects me-

dial skeletons retains their curvilinear character-

istics only when we restrict our consideration to

networks of tubular structures. For more general

shapes, the medial skeleton is composed of sheets

(two dimensional manifolds) stitched together in

a complex fashion, as illustrated in Fig. 1.2-left).

This shortcoming often makes them difficult to

use in practical applications, creating the need

for a simpler representation of three-dimensional

shapes. Curve skeletons address this issue by

providing a simple curvilinear representation.

Essentials. A curve skeleton can be thought of as a graph-like coding of the shape’s essen-

tial structure. This encoding attempts to represent shapes in ways that agree with human

intuition – by representing components and the way they connect to form a whole. Thus,

curve skeletons can be thought of as a form of shape descriptor: a compact and expressive

representation suitable for solving tasks which are computationally expensive if performed

on large data sets. The cost of this simpler representation is the loss of invertibility; given

only a curve skeleton and a radius function defined thereon, only an approximate shape

approximation can be generated.

Definition and computation. It is important to note that while medial skeletons are

defined precisely the same does not apply to curve skeletons. Indeed, there is no universally

accepted (rigorous) definition of what a curve skeleton of a shape is. Its computation is

consequently application dependent; a selection of curve skeletonization algorithms will be

presented in Section 2.2.2.

Applications. Curve skeletons have been employed in a number of applications includ-

ing shape animation [71], collision detection [73], segmentation [13], correspondence [14],

topology-fixing [145], and virtual navigation [99]. In Section 2.2.3, we will review these

applications in more detail, while in Section 4 we will introduce a novel application of curve
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skeletons to surface reconstruction.

1.3 Challenges

In this thesis we identified two challenges involving skeletons. In the first, the focus lies in

the development of techniques for the extraction of curve skeletons. In the second, the focus

will be shifted toward applicative scenarios, where we will introduce the use of skeletons in

the context of surface reconstruction.

1.3.1 Defining and extracting curve skeletons

The vast majority of algorithms for curve skeleton extraction attempts to generalize one

of the definitions/core-properties of the Medial Axis Transform to define and extract curve

skeletons [122]. This extension is known to be non trivial, resulting in algorithms that are

only able to partially satisfy the desired quality and performance requirements [38].

For watertight geometry, where any point in space can be labelled as being either inside

or outside, algorithms capable of extracting skeletons that are well-centered within the shape

either require volumetric representations [53] or computationally expensive geodesic distance

computations [48]. To address these limitations, in Section 1.4.1 of this thesis we introduce

a method inspired by the grassfire definition of medial axis. In essence, the computation of

curve skeletons can be seen as the extraction of the shock-graph of a specifically designed

surface motion (i.e. mean curvature motion). Not only does the proposed solution produce

well-centered curve skeletons efficiently, but the resulting definition is also intuitive and

straightforward to implement.

Similarly to other techniques in the literature, even the method proposed above is only

able to operate on high-quality, watertight representations of the input shape. Nevertheless,

it is desirable to extract curve skeletons from imperfect geometry, so that skeleton-based

geometry processing algorithms can be readily applied without requiring a full reconstruction

of the shape’s surface. To achieve this objective, in Section 1.4.2, we propose to extend

the planar symmetry interpretation of medial skeletons to the one of generalized rotational

symmetry of curve skeletons. The proposed method inherits resilience to missing data from

symmetry, as this can be interpreted as a form of redundancy in the data.
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1.3.2 Skeleton assisted surface reconstruction

(a) (b) (c)

Figure 1.3: The reconstruction of a point

cloud affected by missing data (a) is chal-

lenging when only surface-based regular-

izers are used (b). By exploiting the vol-

umetric content of geometric-skeletons,

better geometry and topology can be ob-

tained (c). Figure kindly provided by

M.Berger [20].

Surface reconstruction from acquired data is a

fundamental problem in geometry processing.

When dealing with an imperfect acquisition sys-

tem, holes in the data must be filled appropri-

ately. Implicit methods like [63, 1] handle miss-

ing data by requiring the reconstructed shape to

be a solid and by imposing a certain degree of

surface regularization (i.e. smoothness). Never-

theless surface smoothness priors are only effec-

tive in filling small holes in the data; for larger

gaps, the resulting topological and geometrical

choices are often incorrect with respect to the

ground truth; see Figure 1.3. In this thesis we

propose to explore two different methods to en-

hance the performance of classical surface recon-

struction methods: the first based on curve skeletons and the second on medial skeletons.

Given a curve skeleton, either provided by the user or extracted, we can enhance the

performance of surface reconstruction algorithms. Indeed, curve skeletons provide both

topological and geometric information that could be useful for reconstruction. The solution

introduced in Section 1.4.2 of this thesis, first parameterizes the shape’s local thickness using

the curve skeletons, and then in-paints the thickness values in regions of missing data to fill

in the gaps.

As curve skeleton assisted reconstruction is only suitable for shapes that exhibit a certain

degree of (local) rotational symmetry, in this thesis we also propose a more generic method

based on medial skeletons. In particular, the Medial Axis Transform provides a local measure

of the shape’s thickness, as well as a domain where this measure is defined. In Section 1.4.3,

we briefly introduce how volumetric inpainting can be performed by minimizing variations

of the thickness function on the medial domain.

1.4 Thesis organization and overviews

We briefly outline the content of the following chapters discussing for each method its its

motivation, core ideas and identifying its contribution.
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(a) (b) (c) (d) (e) (f) (g) (h) (i)

Figure 1.4: The watertight surface of a hand model (a) and its medial axis (b). The surface
flow we propose (c,d,e,f,g) simultaneously evolves the shape’s original surface toward a
curvilinear representation (as a result of curvature flow) and toward the medial axis (as a
result of grassfire flow) resulting in high quality curve skeletons that are well-centered within
the shape (h).

1.4.1 Skeletonization by Mean Curvature Flow

Motivation. To define curve skeletons, a number of works have attempted to generalize

one of the definitions of medial skeletons, but often with limited success [38]. Methods that

attempt to extend the concept of centeredness of the curves within the shape’s volume [53]

require expensive potential field estimations and complex field tracing algorithms. Skele-

tonization based on Reeb-graphs [55] produce skeletons whose embedding within the shape

is of low quality, while methods that attempt to erode the medial skeleton into a curve [48]

are very expensive to compute, even for data at modest resolution.

Proposed approach. The solution proposed in this thesis is inspired by the grassfire

definition of medial skeletons, where the medial loci are given by the locations where the

evolving fronts of the surface motion Ṡ = −n collide with each other (i.e. the so called

“shock graph”). Following a similar approach, in this thesis, we propose to define curve

skeletons as the shock graph of a surface motion and, in particular, of mean curvature

motion Ṡ = −Hn. Mean curvature flow is the appropriate choice not only because it

converges to a zero-area geometric construct [45] (i.e. a point or a network of curves), but

most importantly because it captures the local anisotropic characteristic of the shape. As

this motion does not generate curves that are necessarily centered within the shape, we

propose to combine grassfire and curvature motions, resulting in an effective algorithm for

well-centered curve skeleton extraction.
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Results. A selected result of the proposed approach on the shape of a hand is illustrated in

Figure 1.4. Notice that it is the mean curvature component that drives the surface toward

a zero-area construct, while its medial component drives the resulting curves toward the

middle of the shape. The algorithm is not only computationally efficient, as it can exploit

the large body of works related to the computation of curvature-motion, but it also produces

high quality curve skeletons equipped with skeleton-to-surface correspondences.

Contributions. The contribution within this chapter is multi-faceted. At its core we pose

the foundations for a simple and intuitive formulation for the curve skeletonization problem

based on the well known mean curvature motion. By recognizing skeletons as descriptors of

anisotropy, we discuss the appropriateness of the approach by highlighting how curvature

flow results in a motion that accentuates the shape’s local anisotropy. We then show how

medial and curvature motions can be combined to obtain an effective algorithm for well-

centered curve skeleton computation by incorporating medial information in the evolution

process. Surprisingly, the incorporation of medial information does not only allow us to

extract medially embedded curves, but also results in the generation of meso-skeletons – a

representation that mixes simple (medially centered) curves with (medial) surfaces in those

areas where the local geometry presents a high degree of eccentricity.

1.4.2 Skeletonization of Incomplete Point Clouds

Motivation. Incomplete data are common as the result of acquisition via laser scanning

due to self occlusion or less than ideal conditions of the surface material. As the number of

camera views is typically limited, the raw point clouds contain large gaping holes and severe

under-sampling (Fig. 1.5-b). Traditional techniques for skeletonization typically require the

shape to be either represented by a watertight surface or a voxelized volume [122]. Never-

theless, the ability to compute skeletons for incomplete data is appealing, as it facilitates

shape understanding and manipulation (e.g. geometry repair).

Proposed approach. In Section 4, we introduce a novel approach for curve skeleton

extraction from incomplete point cloud data. The method extends the concept of reflectional

symmetry of the medial axis in two-dimensions to the one of generalized rotational symmetry

in three-dimensions. In essence, a portion of the skeleton can be seen as a localized axis of

rotational symmetry, which can be estimated by minimizing the angular variations of a set
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(a) (b) (c) (d) (e) (f)

Figure 1.5: (a) Rotational symmetry can be estimated by analyzing the normals of a set of
(oriented) samples. Given a model affected by missing data (b), rotational symmetry allows
us to robustly estimate a skeleton (c). The skeleton branches provide us a parameterization
domain (d) over which we can perform volumetric inpainting in regions of missing data. The
surface reconstruction of the model (e) can then be substantially improved by exploiting
the in-painted information (f).

of oriented points (Fig. 1.5-a). Having the ability to compute curve skeleton for incomplete

data, we also develop a method to employ curve skeletons in assisting surface reconstruction

of challenging data. We employ branches of the skeleton as a parameterization domain of

the local shape thickness (Fig. 1.5-d) on which inpainting can be performed to infer the

geometry in regions of missing data.

Results. An example of the results achieved by the proposed method is reported in Fig-

ure 1.5. The local rotational symmetry in the data is first estimated resulting in a curve

skeleton, which is then exploited to fill the gaps in the data; see Fig. 1.5-e,f. The novel

skeleton-assisted reconstruction outperforms traditional methods which do not impose any

model on the data.

Contributions. The core contribution of this work is a novel way to treat curve skeletons

as descriptors of rotational symmetry, and an algorithm to reduce symmetry information

to a curvilinear representation. The proposed algorithm was the first to be able to extract

curve skeletons from incomplete data. Of importance is also the development of a novel

application of curve skeletons for the repair of incomplete data.
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(a) (b) (c) (d) (e)

Figure 1.6: The surface of a digitally acquired 3D point cloud (a) is reconstructed by
traditional methods (b) and by our proposed volume-aware reconstruction (c). The proposed
solution evolves an initial surface enclosing the object using a level-set approach (d). The
motion results from the minimization of internal and external energies; we propose a novel
internal energy that minimizes volumetric variations by requiring the radius of medial balls
to vary smoothly over the medial domain (e).

1.4.3 Volume Aware Surface Evolution

Motivation. Surface reconstruction from incomplete point scans is a difficult and in-

herently ill-posed problem, requiring geometric priors to guide reconstruction away from

available data. Most priors adopted to handle missing data essentially depend on local sur-

face estimation near available data. Positional and normal information at point samples are

taken into account to complete data gaps by means of a smooth surface interpolant [63].

Such approaches are well-suited to fill small holes, but still leave the reconstruction problem

under-constrained when large amount of data are missing (e.g. Fig. 1.6-(a,b)).

Proposed approach. In this thesis we propose a method that focuses on a volumetric

model of the shape. More precisely, this volumetric model is based on medial skeletons,

which naturally provide local volumetric measurements by means of the radii of maximally-

inscribed balls (e.g. Fig. 1.6-e). On these premises, we propose a novel prior that makes the

natural assumption that the magnitude of the radii along the medial axis vary smoothly.

The technique adopts a geometric approach to the problem, where, using the level-sets

framework, we evolve the surface of an initial enclosing volume (see Fig. 1.6-d). Within this

framework, in addition to traditional data-fitting and curvature-minimizing energies, we

define an internal energy that attempts to minimize variations of medial radii (see Fig. 1.6-

e).
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Results. A selected result of the proposed approach on a digitally acquired three-dimensional

point cloud is shown in Figure 1.6-(a,b,c). Notice how the proposed volumetric prior is able

to enhance the reconstruction quality, w.r.t. traditional reconstruction methods, both from

a geometrical and topological point of view. The geometry of the cavity of the object is cor-

rectly recovered, whilst topological mistakes (i.e. holes) due to under-sampling are avoided,

as they would result in a large volumetric variation.

Contributions. The core contribution lies in the introduction of a novel volumetric prior

and its realization within the computational framework offered by level-sets. To the best

of our knowledge, this technique is the only one able to cope with challenging datasets like

the one in Figure 1.6.



Chapter 2

Background and Related Works

In this chapter we explore the literature and discuss the shared background of this the-

sis. We start this discussion in Section 2.1 by describing medial skeletons and the Medial

Axis Transform, by considering its definition, properties, techniques for its extraction and

possible applications. This discussion will be helpful in understanding the curve skeletons

presented in Section 2.2, as many of the ideas therein are inspired by the what is dis-

cussed in Section 2.1. Finally, as in this thesis we propose novel applications of skeletons to

surface reconstruction, we present a brief overview of surface reconstruction techniques in

Section 2.3.

Notation. In the context of this thesis a shape/object is nothing but a solid O ⊂ Rn

with boundary S = ∂O. Note that while we will define them and discuss their properties

predominantly in two dimensions, these, unless otherwise noted, generalize to three dimen-

sions. In R2 we will refer to the S as the “contour” of the shape, while in R3 it will be

simply referred to as its “surface”. Also note that while in general the medial skeletons can

be defined both for O and its complement space Rn \ O, our focus will be on the skeletons

of O: the internal medial skeleton.

11
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(a) (b) (c) (d)

Figure 2.1: The four possible definitions of medial skeletons: (a) as the centers of maximally-
inscribed balls; (b) as the shock graph of grassfire evolution; (c) as points with more than
one corresponding surface sample; (d) as a local axis of reflectional symmetry.

2.1 Medial Skeletons

Medial skeletons are a dual representation of a solid shape that can computed by applying

the Medial Axis Transform [24]. The most common way of defining medial skeletons is as

“the loci of the centers of all maximally-inscribed spheres”, but in Section 2.1.1, we will

reveal other interesting ways of defining these constructs. These definitions will expose the

volumetric essence of medial skeletons and its applications in a variety of practical scenarios

(see Sec. 2.1.3). While in two dimensions medial skeletons are composed of curves, we

will understand the potential presence of two-dimensional components referred to as medial

surfaces or sheets in medial skeletons of three-dimensional shapes. We will then discuss the

sensitivity of medial skeletons to perturbations in the object’s boundary and a selection of

methods to extract stable medial axis (Sec. 2.1.2).

2.1.1 Definitions and properties

In this section, we will present four alternative, yet equivalent, definitions of Medial Axis

Transform (i.e. medial skeletons). As the medial skeleton of a shape is unique, these defini-

tions are equivalent and reporting just one of them unequivocally defines medial skeletons.

Nevertheless, these alternative formulations are very informative, as they reveal essential

properties of this shape representation. These properties will offer key insights that will

pose the foundations for the creation of medial skeletonization algorithms (see Sec. 2.1.2)

and for their applications to practical scenarios (see Sec. 2.1.3).
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Maximally-inscribed balls. The original idea of medial skeletons was introduced in the

two dimensional domain by Blum [24]. Blum proposed that the skeleton of an object O can

be extracted by fitting maximally-inscribed balls [122] in O and noting the locus of their

centers (see Fig. 2.1-a). By augmenting the location of these centers M with the radius of

the corresponding spheres R we obtain the Medial Axis Transform [M,R] = MAT(O).

Definition 2.1.1. The Medial Axis Transform of O is the set of centersM and

radii R of all the maximal inscribed balls in O.

Note that since we only consider balls which are maximal, many inscribed balls and their

associated loci will simply be discarded. The representation that we will obtain will conse-

quently be sparse: the medial axis of O ⊂ Rn has at most dimensionality n−1. In addition,

by superimposing medial balls of radius R at locationsM we can recreate the original shape

O (see Fig. 1.1). This allows us to understand how the MAT is indeed a transform as it

admits invertibility. While Blum’s original definition provides us with much insight on its

capabilities, it is challenging to think in terms of maximally-inscribed balls. Indeed, a more

intuitive definition is the one based on the grassfire analogy.

Grassfire analogy. Imagine O ⊂ R2 as if it were a patch of grass whose whole boundary

S is set on fire at t = 0. The fire will propagate isotropically from the boundary towards

the interior of the shape with uniform speed along the normals n. At certain locations, the

fire fronts coming from different parts of the shape will meet and quench, thus defining a

shock graph [65]:

Definition 2.1.2. The Medial Axis Transform of O with boundary S is given

by the shock graph of the motion Ṡ = −n and the time t at which each shock is

formed.

This definition not only stands at the core of various medial axis computation algorithms,

which we will analyze in Section 2.1.2, but it also allows us to intuitively understand why

these skeletons are called medial. As two different sides of the boundary move at the same

speed, their quenching location is located deep in the object, along its centerline.
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Maxwell set. As the grassfire propagates isotropically, quench points will always be

equidistant from the boundary. Consequently medial points are always associated with

at least two (Euclidean) closest points on S. This very property lies at the core of the

Maxwell set definition of Medial Axis Transform [80]:

Definition 2.1.3. The Medial Axis Transform is the set of locationsM internal

to the object with more than one corresponding closest boundary point and their

distance R from the boundary S.

This definition has a key importance in the geometric setting as it lies at the basis of medial

extraction algorithms based on the Voronoi diagram discussed in Section 2.1.2.

Symmetry axis. Let us momentarily focus our attention on objects with C1 continuous

boundaries. If we take a points x ∈ R2, then the closest point on the boundary s∗ ∈ S
will define a ball Bx,r center at x of radius r = ‖x− s∗(x)‖. This ball can be proved to be

tangent1 to S at s∗ [4]. If we restrict our attention to medial points, which have at least

two closest boundary points, then the associated medial balls will be bi-tangent to S:

Definition 2.1.4. The Medial Axis Transform of O is the set of centersM and

radii R of all the inscribed balls in O that are bi-tangent to its boundary S.

The locus of bi-tangent balls constructs the symmetry set formally introduced by Giblin in

in [51]. The medial axis, consisting only of inscribed balls, is then a subset of the symmetry

set. The captured symmetry relationship posseses a local nature, relating two points on

the boundary with a local reflectional symmetry relationship about the axis’s tangent (see

Fig. 2.1-d).

Correspondences and local thickness. By observing Figure 2.1-c we can perceive the

existence of a natural link between points on medial axis surfaces and points on the object

boundary surfaces. Definition 2.1.3 allowed us to understand the first of these links: for

each point on the medial axis, there is one or more corresponding points on the boundary

1Note that while this equivalency required smooth boundaries, it extends to non-smooth ones by consid-
ering bi-tangency in the general sense.
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of the object. It is interesting to note that, for at least C1 smooth boundaries, the opposite

relation is quite different, as for each point on the object boundary, there is exactly one

corresponding point on the medial surfaces. This observation is fundamental because it

allows us to attach to each of the boundary points the size of the corresponding medial ball

B. The injectivity of the correspondence allows us to map the scalar function R defined on

M onto the shape surface S. This scalar function lies at the core of a number of applications

that rely on medial skeletons as a way of studying the local volumetric properties of the

shape.

Figure 2.2: The medial skeleton of a

simple shape affected by boundary noise.

Medial skeletons, in their original form,

are highly sensitive to surface perturba-

tions.

The “curse of instability”. In order to bet-

ter understand the limitations of medial skele-

tons, it is important to observe what causes the

creation of medial skeleton branches. To ana-

lyze this behaviour we can restrict our attention

to planar polygons, whose medial axis transform

simply consists of straight lines and parabolic

arcs. In this simplified scenario, illustrated in

Fig. 2.2, we have a straightforward relationship:

a medial branch can be found for every convex

vertex of the boundary. This is indeed a cause

for concern, since polygonal objects with very

similar geometry can result in very different medial skeletons. Ideally we would strive to

have a branch for any “important” geometric part/feature of the shape. Here, the concept

of importance is to be intended in terms of relative geometric scale with regards to other

shape features. Note, however, that the classical medial skeleton is scale insensitive: the

addition of an arbitrarily small geometric feature results in large, yet local, change on the

medial axis. The extraction of stable medial skeletons has been subject of extensive research

[11] and in Section 2.1.2, alongside techniques for medial extraction, we will mention two

simple techniques for stable axis computation.
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(a) (b) (c) (d)

Figure 2.3: The Voronoi diagram of a sampled boundary with increasing uniform sampling
density. The Voronoi vertices and edges completely enclosed within the boundary approxi-
mate the medial axis. As the density increases, the approximation quality improves. Notice
how a minimum sampling distance is necessary to obtain skeletons that are topologically
equivalent to the shape.

2.1.2 Extraction of medial skeletons

The computation of medial skeletons has received much attention in the literature [113, 122].

Medial skeletons can be computed in exact form, given a precise representation of the shape

[86], by emulating a grassfire motion on a voxelized discretization of the object [95], or by

detecting ridges in the distance transform of the shape’s boundary [112]. When the input

data is in the form of surfaces embedded in R3, a common approach for medial skeleton

extraction lies in the computation of the Voronoi diagram of a sampling of the surface. Note

that in the discussion below we focus on scenarios where the full input data is available;

nevertheless, there exists the possibility of computing medial skeletons incrementally and

this has direct applications in motion planning [34].

Voronoi skeletons (2D). The Maxwell set interpretation of the medial axis addressed in

Definition 2.1.3 provides us with what we need to formulate the medial axis computation in

terms of Voronoi diagrams. This connection can be immediately understood in two dimen-

sions, as a Voronoi edge (vertex) is the locus of points that has two closest neighbors. As the

Voronoi diagram input is a point set, the boundary S of the object O typically needs to be

sampled. Once a sampling is obtained, we can simply compute its Voronoi diagram V. As

illustrated in Figure 2.3, the medial axis can then be approximated by an appropriate subset

of V: the denser the sampling of the shape’s boundary, the better the medial approximation

achievable. More specifically, it was shown in [28, 12] that given a dense enough δ-sampling
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(a) (b) (c)

Figure 2.4: Visual comparison of medial approximation achieved by the interior voronoi
vertices (b) and poles (c) of a dense sampling of the shape’s boundary (a).

(i.e. uniform sampling) of S, a provably convergent and topologically correct medial ap-

proximation is possible. This was then generalized in [3], where the authors suggested an

adaptive ε-sampling (sparser in areas lacking geometric details; see [122]) was sufficient.

Voronoi skeletons (3D). Unfortunately, when we expand our interest to three dimen-

sional objects, the results of [12] or [3] do not directly hold. The problem is that, even for

arbitrarily fine samplings, the Delaunay triangulation dual to the Voronoi diagram often

presents sliver tetrahedra. These sliver tetrahedra correspond to Voronoi vertices, which

neither fall in proximity of the medial axis nor are related to any prominent feature of

the surface (see Fig. 2.4-b). To address this issue, [2] approximated the medial axis by a

more restrictive subset of the Voronoi Diagram by only considering the Voronoi poles2. The

validity of Voronoi poles for medial approximation was formally verified by [5], where the

authors showed that for an ε-sampled C1 manifold, the poles approach the medial axis of

the shape as ε vanishes. The validity of Voronoi poles is visually illustrated in Figure 2.4,

where the approximation power of poles to the one of Voronoi vertices is compared.

Stable medial skeletons. Although the Medial Axis Transform provides a dual repre-

sentation, a major shortcoming is that, as discussed in Section 2.1.1, it is not stable with

regards to small geometric variations. This issue is particularly important when we consider

samples that are noisy, as even slight amounts of noise can produce long spurious branches

2Given a finite set of points S in Rk and its Voronoi diagram, each sample point p is associated with a
convex Voronoi polyhedron. The vertices on the polyhedron on the two sides of the boundary (as determined
by the surface normal) which are further from p are the Voronoi poles of p. In this thesis we only consider
interior Voronoi poles.
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(a) (b) (c) (d) (e)

Figure 2.5: (a) A solid planar object and its medial axis. (b) Noise is added to the object
boundary resulting in many spurious branches of the medial axis. (c) Filtering medial loci
by object angle (λ-medial axis [32]) captures features across different scales but results in
large topological changes. (d) Filtering medial loci by the distance of the corresponding
surface points (γ-medial axis [6]) retains topology but removes small scale features before
getting rid of all the spurious branches. (e) The global approach of the scale axis transform
[81] is able to remove the noise while retaining small scale features. Image courtesy of
M.Pauly [81].

in the medial axis. This noise can be caused by a measurement process when samples have

been acquired by scanning the surface of real a world object, or by the fact that we are

sampling a discretization of the shape. Typically, a simpler medial axis can be obtained

by performing a smoothing operation; however, controlling the right amount of smoothing

has been shown to be a challenging problem [11]. The most common way of creating stable

medial skeletons is by pruning its branches according to some local criteria. A traditional

choice lies in using some local measurement of a medial sample like the corresponding pair

of points on the surface of Figure 2.1-c. For example, [32] proposed the λ-medial axis, where

medial samples whose corresponding surface samples have a circumradius larger than λ are

discarded. For particular choices of the λ parameter [31], the medial axis approximation

is homotopic to the shape, and its approximation quality is provably convergent. Unfortu-

nately, this criterion doesn’t allow the capture of details across different scales, as important

features of the shape are removed before eliminating all of the noise (Fig. 2.5-c). An alterna-

tive choice was presented by [6], where a thresholding of the spoke aperture angle was used

as a filtering criterion. However, while this approach is able to retain features at different

scales, it might result in an axis whose topology is drastically different as we change the
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thresholding parameter (Fig. 2.5-d). While local filtering proved sufficient in the context of

this thesis, it is important to note that it is possible to obtain stable medial representations

capable of dealing with multi-scale structures. This is achieved by resorting to more global

approaches (e.g. the Scale Axis Transform [81], see Fig. 2.5-e), which are associated with a

much higher computational cost however.

2.1.3 Applications of medial skeletons

The most well-known use of medial skeletons is in two-dimensions, where its simple curvi-

linear structure provide a compact, yet geometrically meaningful, graph encoding of the

shape’s topology. Such a compact representation is well suited to reduce the combinato-

rial complexity arising while solving problems in shape retrieval and correspondence [114].

Although many other applications exploiting the topological structure of medial skeletons

exist, we will primarily focus our attention on applications that exploit the geometric struc-

ture of medial skeletons, while referring the reader to [113] for a more exhaustive discussion.

Computer animation and modeling. In computer animation, medial skeletons have

been used to compute blending weights that take into account the shape’s local thick-

ness [23], and in techniques attempting to automate animation transfer to embed animation

armatures within the target shape [16]. Although medial skeletons can provide a dual shape

representation, a set of spheres encapsulating the object can also be used to accelerate

collision detection [58] by coarsening the dual representation of medial balls.

Shape modeling and analysis. In the domain of computer-assisted medial diagnosis

local volumetric properties have either been used to study the shape’s statistical structure

directly [87], or by first fitting a stable medial template through the data [100]. A scalar field

encoding volumetric measurements can be used to segment the shape in patches of similar

thickness [106], or to create shape-descriptors that are volume-aware [130]. Preserving

volumetric properties is also a concern in shape deformation, where large scale changes can

benefit from the preservation of local volume [142]. Even shape modeling of organic shapes

(i.e. solid) can be simplified if performed in a domain that naturally encodes volumes [8].

Analysis of incomplete data. In recent times, the use of medial skeletons for the pro-

cessing of missing data was further explored. Inspired by the technique presented in Sec-

tion 5, the authors of [20] introduced a way of computing distances in between points that



CHAPTER 2. BACKGROUND AND RELATED WORKS 20

took into account their relationship on the medial axis. Missing data may corrupt euclidean

proximity, but medial skeletons can effectively compensate for gaps in the data resulting in

applications to surface reconstruction [124, 20] and correspondence [19].

2.2 Curve Skeletons

Due to the topological complexity and sensitivity to surface perturbations of the medial axis

a common choice for skeletal representations in computer graphics has been curve skeletons.

It is important to note that while medial skeletons are precisely and uniquely defined, the

same does not apply to curve skeletons. There is no universally accepted rigorous definition

of what a curve skeleton is. A notable exception is the medial geodesic skeleton defined by

[48]. Without restricting ourselves to this formal definition, we can compute curve skeletons

in multiple ways; these different methods will be the subject of Section 2.2.2. The lack

of a common formal background makes the task of comparing these different algorithms

difficult. An attempt to compare these techniques was performed by Cornea et al [38],

where the authors defined a set of desired curve skeleton properties (see inset figure) and

then evaluated several algorithms accordingly. While repeating this discussion is beyond the

scope of this thesis, we will briefly review these properties in Section 2.2.1, as they provide

guidelines for the design of curve skeletonization algorithms.

2.2.1 Defining properties

Thinness

Homotopy

Part-awareness

Hierarchy

Robustness

Smoothness

Containedness

Centeredness

Reliability

Correspondences

Reconstruction

Strictly speaking, the only property a curve skeleton must

possess is thinness: it must be composed of (at most) one-

dimensional entities (i.e. curves) embedded in the three di-

mensional domain. As in medial skeletons, it is also often re-

quired that this network of curves is homotopic to the shape –

by reproducing a topologically-equivalent geometric structure.

Curve skeletons should also be part-aware in the sense that its

branches should provide a one-to-one association with impor-

tant shape features, where the importance of a feature should

be identifiable in a hierarchical fashion to allow multi-scale

processing. We would like their computation to be robust, in
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such a way that the presence of surface noise should not re-

sult in the generation of spurious branches. The smoothness

of curve skeletons is also important, not only for its visual appeal, but also because smooth

structures are generally representable with a smaller set of geometric elements.

As curve skeletons are often employed as representations of solid objects, it is often desirable

for its curves to be contained within the object. In some scenarios, an even more restrictive

requirement on its positioning is necessary: the curves are required to be centered within

the object, in a similar way to how medial skeletons are located medially within the shape.

The positioning of the medial axis is also critical in situations that require reliable curve

skeletons – where every point on the surface is visible from at least one curve skeleton

location. In a variety of applications it is necessary to map surface information onto the

compact skeletal structure, and for this reason the availability of correspondences to points

on the generating surface is advantageous. Differently from medial skeletons, curve skeletons

are not a dual representation, as we cannot perfectly reconstruct the original shape given

a curve skeleton. Nevertheless, they can be used for the generation of an approximated

reconstruction of the object – by performing an appropriate convolution of a primitive, like

spheres or ellipsoids, along its branches. It is important to note that not all properties are

essential in every application scenario. Furthermore, strictly requiring a skeleton to offer

one of these properties might make the satisfaction of others unfeasible. As an example, it is

difficult to obtain exactly centered yet smooth skeletons, because of the natural instability

of medial skeletons w.r.t. boundary perturbations.

2.2.2 Extraction of curve skeletons

While a formal definition of curve skeletons has been proposed by Dey et al. [48], in prac-

tice, curve skeletons are better defined in a domain-specific fashion. Given a subset of

desired properties (Section 2.2.1) the chosen curve skeletonization algorithm is that which

is most efficient while satisfying these requirements. The algorithm in [48] remains imprac-

tical in practical applications as it is not equipped with surface correspondences and, most

importantly, is hindered by a high computational cost.

Volumetric or geometry skeletonization. The rich research literature on curve skele-

ton extraction has been broadly classified by [38] into volumetric approaches and geometric

approaches. Volumetric approaches rely on a voxelization of the ambient space of the input
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shape. In this setting, accuracy and robustness of the skeletonization results are dictated by

the chosen discretization, while in practice, choosing the appropriate discretization can be

challenging. As a result, volumetric skeletonization may miss features or run into numerical

instability. Gaining more prominence are geometric approaches, which directly operate on

meshed/sampled representations of the shape’s surface, thus retaining variable precision.

Surface based methods are also known for their simplicity and efficiency.

Skeletonization taxonomy. It is possible to classify other skeletonization methods be-

yond a simple consideration of whether they work on a volumetric grid or on a discretized

surface. Reeb-graph based solutions [21] focus on capturing the shape topology by encoding

it as a scalar function defined on its surface. Methods based on medial skeletons attempt to

prune medial surfaces down to a graph of curves – by either using morphological operators

[69], or with the help of geodesic distances to compute a medial axis onto the medial surfaces

themselves [48]. Other approaches attempt to generalize the concept of medialness to that

of centeredness; these methods generate a scalar field inside the shape’s volume whose crit-

ical points can be traced to define a skeleton [35, 53]. More extrinsic properties can also be

used by clustering points that are likely to be mapped to the sample of the curve skeleton,

using criterions like similarity of transformations [62, 104] and shape convexity [74]. Recent

attempts to robustly estimate skeletons by considering space-time integration of data [144]

by fitting a template [78] have also been performed. While this discussion will be extended

in the context of Section 4 and Section 5, we also refer the reader to [122] for a more generic

description of these methods.

Contraction methods. For static watertight geometry, the most successful methods

for building curve skeletons are based on contracting the shape to a degenerate surface

(i.e. curves or points in space) by applying a controlled smoothing process [13, 29, 36, 123].

This class of approaches have the ability to work on meshed surfaces directly and can be

efficiently computed. Simultaneously, they are naturally resilient to noise and directly pro-

vide skeleton-to-surface correspondences. As the technique described in section Section 3 is

also a contraction method, a more detailed analysis of these methods will be provided there.
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2.2.3 Applications of curve skeletons

Because of their simple yet informative structure, curve skeletons have found uses in many

areas including scientific visualization, computer animation, shape analysis, and computer

assisted medical diagnosis, etc.

Shape analysis. Curve skeletons have broad applications in the modeling and analysis of

geometry. They are part-aware and associated with important shape features, allowing the

development of efficient segmentation algorithms for simple human-like objects [141, 138],

as well as for shapes with more complex structures [103, 127, 13]. Their ability to compactly

represent topology has been exploited to automatically correct topological problems in iso-

surfaces of implicit functions [140] and low quality surface models [145]. Its approximate

reconstruction properties have been exploited for the modeling of organic shapes [9, 60] as

well as for the correction of geometry in acquired data [125, 29, 144]. The decomposition of

geometry into bounding volume hierarchies can also be performed by skeletons [73], whose

branches can act as a parameterization domain to blend geometry [67]. Curve skeletons are

also helpful in the context of shape correspondence – particularly for datasets consisting of

shapes characterized by many protrusions. Their compactness allows to greatly reduce the

input size of what is essentially a combinatorial problem [22, 55, 121, 14].

Computer animation. In computer animation, where posing digital characters is an

essential task, “armatures” (a domain-specific form of curve skeletons) provide the most

commonly used control structure [71]. Curve skeletons mimic the way real-world bones

create deformations in our own bodies. To obtain a desired pose, a set of transformations

are first applied in hierarchical fashion to a “rest-pose” skeleton and then the posed shape is

obtained by transferring the bone transformations onto surface vertices. As the generation

and skinning of kinematic skeletons is a time consuming task, a number of algorithms has

addressed the problem of automating the process. In [133, 44], the authors considered the

problem of fitting templates of skeletons in digital human models, while [16] generalized

the approach considering more general articulated shapes whilst also performing animation

transfer across models. Given a set of posed shapes, a number of algorithms have also

attempted to estimate the underlying skeletal deformation model and its parameters, with

application in animation compression [42] and animation reverse-engineering [104].
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Medical shape analysis. In the medical domain, curve skeletons are well suited to de-

scribe anatomical structures that have characteristic tubular shapes like vessels, nerves, and

elongated muscles [90, 50]. The compactness of the representation allows to efficiently per-

form computational tasks like registration of partially overlapped vessel images [15] and the

flattening of their three dimensional structure to a plane [61]. Furthermore, the encoded lo-

cal volumetric information can help in the detection of abnormalities in vascular structures,

like stenosis [117] and aneurysms [119]. Skeletons satisfying centeredness and reliability are

also particularly important in medical applications. Indeed, in virtual navigation [134], it

is essential that the physician is able to examine the full internal surface of an organ [54].

In this context, appropriately extracted curve skeletons can be used to generate camera

fly-through paths for the inspection of the intestine [56, 135], lungs [99], and blood vessels

[17]. In addition, when the structure is so tangled that even a virtual navigation would be

uninformative, the skeleton can be used to straighten the organ to a linear structure that

can be more easily analyzed [115].

2.3 Surface Reconstruction

In this section we describe fundamental techniques addressing surface reconstruction with

a focus on their ability to deal with missing data. Incomplete data is common as the result

of acquisition via laser scanning, due to self occlusion or less than ideal conditions of the

surface material (Fig. 4.1). Such problems are more prevalent during real-time capture of

moving objects [82, 136, 98, 109]. As the number of camera views is typically limited, the

raw point clouds contain large gaping holes and severe under-sampling. With missing data,

cumbersome user intervention is often necessary to clarify object topology [110]. Broadly

speaking, techniques for surface reconstruction from point clouds can be categorized into

explicit and implicit approaches.

2.3.1 Explicit methods

Explicit methods attempt to discretize the embedding space as a set of tetrahedra whose

vertices are (often) required to interpolate the input point set. Given this setup, the task

of reconstructing a surface becomes the one of partitioning the volume (by labelling the

tetrahedra) into inside and outside regions. Under stringent sampling conditions, Amenta et

al. [4] observed that Delaunay triangulations can be employed to identify surfaces separating
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the two regions of space with a theoretical guarantee. Intuitively, the sampling conditions

requires samples originating from the same neighborhood to be sufficiently close, such that

Delaunay edges/triangles representing the discrete surface will be created. A number of

extensions to this method can be found in the literature [46], either attempting to relax the

restrictions imposed on sampling conditions or to improve its robustness to noise. While

able to guarantee correctness of the reconstructed surface (provided certain conditions are

satisfied) these methods are typically unsuccessful in dealing with significant missing data,

as this creates an immediate violation in any necessary sampling condition.

2.3.2 Implicit methods

Implicit methods first construct an implicit function, either a signed-distance function or

an indicator function, from the input data and then compute the surface by extracting

the function’s zero level-set [57]. A first characterization of these methods can be done by

observing the way in which this implicit function is represented: volumetric grids [39], radial

bases [30], piecewise polynomials [91, 88], B-splines [63], or wavelets [79].

Of high importance is also whether the technique is able to work on completely unstruc-

tured data, that is, only the set of 3D points is provided as input, or additional information

is available. A number of techniques exploit the organization of sampled points in range im-

ages and the associated line-of-sight information [39, 139]. Widespread is the use of surface

normals that can be assumed to be provided as input [63], estimated by either local [57] or

global [85] heuristics, or even be treated implicitly within the optimization problem [1].

To achieve resilience to noise, implicit methods often do not simply look for a function

approximating the point set, but for a regularized (i.e. smooth) function. Nevertheless, as

the computational complexity quickly increases with the considered order of smoothness, the

optimization typically involves the minimization of harmonic [63] or biharmonic [1] energies.

It is also important to note that they are specialized in the reconstruction of solid shapes,

as choosing a separating iso-surface implies a clear inside/outside partition of the space.

Implicit methods for surface reconstruction are naturally able to handle missing data

thanks to a combination of these two factors. Gaps in the data are automatically filled to

ensure a water-tight surface is produced; simultaneously, the geometry of the surfaces is

regularized, typically filling the holes with (typically) C1 or C2 continuity at the boundary.

As illustrated in Fig. 1.3, such surface smoothness priors are only suitable to fill small holes

in the data.



Chapter 3

Skeletonization by Mean Curvature

Flow

One can obtain the medial skeleton of a three-dimensional shape by an inward surface

evolution; see Section 2.1.1. A natural question to ask then is whether a curve skeleton of

a shape can also be obtained through a surface evolution. A good candidate seems to be

the mean curvature flow (MCF) [45], owing to its area minimizing characteristic [13, 36]. In

this chapter, we closely examine MCF as a means for curve skeleton extraction from a 3D

shape.

Skeleton by anisotropic motion. Noting that area minimization alone does not explain

the tendency of MCF to produce 1D structures, we analyze the differential geometry of

the flow and show that MCF favors contractions of a surface along the direction of the

largest curvature. In other words, MCF induces a surface motion that accentuates local

shape anisotropy. This motivates the use of MCF for computing curve skeletons as curve

skeletons cab be interpreted as a representation of the shape’s anisotropy (e.g. compare the

skeleton of a sphere, a fully isotropic shape, with the one of an highly anisotropic ellipsoid).

Mean curvature skeletons. We formulate the skeletonization problem using MCF and

call the resulting skeletal structures mean curvature skeletons. Given an input triangle

mesh, we drive the flow towards the extreme so as to collapse the geometry and obtain a

skeletal structure (see Fig. 3.3). The resulting algorithm is entirely mesh-based and we adopt

the discrete form of MCF for triangle meshes [45, 27]. To ensure faster convergence, the

26
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(a) (b) (c) (d)

Figure 3.1: Given a watertight surface (a), the well-known medial axis transform (b) often
produces too complex of a structure to be of practical use. Our skeletonization algorithm
can produce intermediate meso-skeletons (c), which contain medial sheets where needed and
curves where appropriate, while converging to a medially centered curve skeleton output (d).

algorithm relies on an implicit scheme that allows large time steps. This scheme is realized

by a constrained Laplacian smoothing process, but with two important modifications to

achieve stable and efficient processing of the collapsed geometry:

1. First, since the tendency of MCF to create skinny triangles leads to numerical issues

for the implicit solver, we perform local remeshing via edge splits and edge collapses

concurrently with the geometry flow. This not only produces a more regular tessella-

tion of the collapsed shape and eliminates an otherwise-required post-processing step,

but also leads to more efficient computation, as mesh connectivity is simplified with

the flow.

2. Second, the algorithm takes advantage of the connectivity updates to control the

discrete flow. The flow stops as soon as further local contraction leads to a non-

manifold edge collapse, corresponding to a pinch in the surface.

Skeleton extraction by contraction. The presented algorithm is not the first to con-

nect MCF to curve skeleton extraction. The most representative method of this kind, which

inspired our investigation, is the mesh contraction scheme of Au et al. [13]. Their work also

relies on an implicit scheme to execute a constrained Laplacian smoothing. To prevent the

contraction from shrinking the input mesh into a point, the contraction force is counterbal-

anced by attraction forces directed towards the vertices from previous time steps. A balance

between the two forces is controlled heuristically by tuning several parameters. Throughout

the contraction, both the topology of the shape and connectivity of the mesh are preserved.
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However, there is no control to center the thinned structure. Both curve skeleton extraction

and centering are performed as post-processes.

Differences from mesh contraction. The differential analysis of mean curvature flow of

Section 3.3.1 reveals a more intricate connection to skeletonization. The insight gained leads

to a better understanding of the tuned parameters, fewer of which are required, and they

are associated with precise mathematical interpretations and, therefore, more predictable

behaviour. Like that of Au et al. [13], the resulting surface flow is also topology-preserving.

However, the mesh connectivity is simplified throughout the flow, leading to simplified con-

trol of the contraction and skeleton formation. In contrast to Au et al. [13], the technique in

this chapter does not require boosting contraction forces at each iteration to combat stiffness

in the Laplacian system. Moreover, already-contracted vertices are pinned to prevent the

boosted contraction from pulling vertices past the point of full contraction without requiring

a custom-tailored heuristic.

Meso-skeletons. A key advantage of the simplified flow control is that we can easily

incorporate new energy terms. In the presented technique we define such a term using the

Voronoi medial skeleton (see Sec. 2.1.2) and obtain a medially centered skeleton as a result

of the geometry flow itself rather than a separate post-process (like in [13]). Furthermore,

intermediate results of the skeletonization process are what we call meso-skeletons, which

consist of a mixture of curves and surface sheets as appropriate to the local 3D geometry

they capture; see Fig. 3.1. Indeed, insisting only on curve skeletons might not always provide

us with the most appropriate shape abstraction. For example, a meso-skeleton is a more

appropriate representation of a coffee cup (see Fig. 3.2).

The main contributions of the proposed technique are:

• A differential geometric analysis of the MCF to reveal its intricate connection to curve

skeleton extraction – further motivating the use of MCF for the task and making the

formulation cleaner and more mathematically justified.

• An efficient and robust 3D skeletonization algorithm that is topology-preserving and

produces medially centered curve skeletons in a unified control framework.

• A simplified MCF flow control via local dynamic remeshing for efficiency and numerical

stability.
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(a) (b) (c) (d)

Figure 3.2: Meso-skeletons produced by our algorithm on a cup model. The container part
obviously does not admit a natural curve skeleton. We can produce a range of results from
medial axis-dominant (b) to curve-dominant (c). Note that in all of our results, the skeleton
stays interior to the model. In contrast, the result from Au et al. [13] (a) is outside the
shape and does not abstract the cup well. We obtain a result similar to Dey et al. [48] (d),
but with greater smoothness and reduced computational effort.

• The ability to generate meso-skeletons to more faithfully abstract shapes of more

general varieties.

3.1 Background and related works

Skeletons by contraction. The technique is closely related to that of Au et al. [13], in

which the surface is contracted by a Laplacian force while collapsed features are anchored

to avoid convergence to a degenerate solution. We extend the work of [13] by performing

a thorough analysis of the contraction process in which we interpret it in the differential

setting as a mean curvature motion. This justifies the use of this motion for accentuating

shape anisotropy and producing a high-quality skeletonization.

Given this improved understanding, we were able to understand the issues that [13]

had when attempting to generate a truly well-centered (or even medial) curve skeleton. By

comparison, the proposed solution provides a simpler control structure, which allows us to

merge the contraction and local remeshing processes into a unique framework that produces

higher quality skeletons. In addition, this simplified control system lets us augment the

optimization with energies that attempt to perform medial embedding directly within the

evolution and permits the generation of meso-skeletons as a by-product.
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Meso skeletons. While any object can be exactly represented by a medial skeleton, the

same is not true for curve skeletons. Only a shape that has a generalized cylindrical cross-

section can be correctly approximated. The advantages of both approaches can be combined

by considering what we call “meso-skeletons”. Meso-skeletons use a compact curve skeleton

in areas of the shape that are approximately cylindrical, with the ability to represent local

volume with medial axes where needed. An algorithm for the generation of meso-skeletons

on digital volumetric objects was introduced in [77]. The approximation quality provided

by a skeletal representation is fundamental whenever they are used for studying the local

volumetric structure of a shape like in segmentation [106] or statistical volumetric analysis

[100]. Meso-skeletons can provide necessary precision by including medial surfaces where

the aspect-ratio of the shape’s cross-section is too large.

Mean curvature flow. Given a surface S, mean curvature flow or MCF is a motion that

iteratively moves each surface point along its anti-normal with a speed proportional to the

local average curvature H:

Ṡ = −Hn H = (k1 + k2)/2 (3.1)

If we measure surface fairness in terms of its membrane energy, which measures the area

of the surface S, by applying variational calculus, we see that a fair surface is associated

with a vanishing Laplacian [27]. Noting how Hn = ∆p, the flow described by Eq.3.1 can

be interpreted as an implicit fairing operation; see [45]. We can draw a connection between

this flow and the skeletonization problem by interpreting curve skeletons as zero-area, zero-

volume degenerate manifolds with infinitesimal cross-section. As a solid object has non-zero

area, any flow that performs skeletonization must progressively reduce surface area. It

is important to note that drastically different results can be obtained depending on the

discretization of S. By discretizing the problem in a level-set framework [93], the flow could

result in changes of shape topology. Instead, here we consider a version of curvature flow

that does not change shape topology even if the surface becomes arbitrarily thin; rather, we

detect and avoid potential topology changes as part of the algorithm.
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(a) (b) (c) (d) (e) (f)

Figure 3.3: An overview of our skeletonization algorithm. The input mesh (a) is first re-
meshed (b) to obtain better-quality Voronoi poles, from which a medial skeleton is computed
(c) to constrain our construction of a medially centered skeleton. The algorithm performs
iterative mesh contractions to generate a series of meso-skeletons in intermediate steps (d).
Note that mesh connectivity is simplified throughout the contraction process. The last
iteration produces a thin skeletal structure (e) that is finally converted into a curve skeleton
(f) via edge collapse. The inserts in (e) and (f) show close-ups at the center of the palm.

3.2 Algorithm overview

function compute skeleton(shape Sin)

S ← Resample(Sin)

vor← Voronoi poles(S)

while has area(S) do

update laplacian and weights(S, vor)

perform mesh contraction(S, vor)

update connectivity(S)

end while

collapse shortest edges(S)

return S
end function

The input of the skeletonization algorithm is

a watertight manifold triangle mesh. After

a preprocessing step, the algorithm itera-

tively invokes an implicit constrained Lapla-

cian solver and optimizes the triangulation

by local remeshing, until the volume of the

shape vanishes. Once the algorithm reaches

full convergence, it produces a medially cen-

tered curve skeleton. The algorithm can be

halted before full convergence to produce

a meso-skeleton, composed of curves in re-

gions with circular cross-section and sheets

elsewhere. Pseudocode is provided in the

inset figure.

Preprocessing. The algorithm employs QHull to compute the Voronoi diagram of the

mesh vertices and process its output to compute medial poles. As discussed in Section 2.1.2,

these poles are known to lie on the medial axis when the surface is sufficiently well-sampled.
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To obtain such a sampling, the shape’s surface is re-meshed uniformly following the criteria

in [26]; this does not only give us higher quality Voronoi poles, but it is also beneficial as it

produces a good finite element approximation of the surface.

Iterative mesh contraction via MCF. As previously discussed, the area-reducing prop-

erties of the MCF make it a good candidate for the core of a skeletonization algorithm, but

several modifications are required to obtain a mean curvature motion that performs effec-

tive skeletonization. We justify the suitability of MCF in Section 3.3.1, describe the basis

for our implicit solver in Section 3.3.2, and follow with details of the implementation in

Section 3.3.5.

Updating Laplacian and weights. As the input surface is contracted towards the re-

sulting meso-skeleton, the local curvature of the surface changes, and thus the Laplacian

operator must be updated. Control of the velocity of the motion is obtained using a regu-

larization scheme introduced in Section 3.3.2 and refined in Section 3.3.4 and Section 3.3.5.

Local dynamic remeshing. Since the constrained Laplacian solver increases local anisotropy

by contracting edges aligned with directions of high curvature, it tends to produce trian-

gles with high aspect ratio and hinders solver performance. In Section 3.3.3, a method that

splits badly-shaped triangles and collapses short edges to mitigate this problem is presented.

Performing these steps at each iteration speeds up the solver and avoids a post-processing

step.

Mean curvature skeleton formation. When an iteration is completed, a simple edge

collapse operation is performed to reduce the degenerate manifold surface to a set of curves.

The shortest edge on a vertex that has two neighbouring faces is repeatedly collapsed.

Conversely, edges in medial sheet portions of the meso-skeleton are not collapsed.

3.3 Mean curvature skeletons via MCF

In this section we describe algorithmic details for computing mean curvature skeletons. In

Section 3.3.1, we argue that mean curvature flow is particularly suitable for skeletonization:

first by relating skeletonization to curve parameterization, then by studying the changes in

local surface geometry throughout mean curvature motion. In Section 3.3.2, we discuss flow
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discretization and the practical implications of such a model. In Section 3.3.4, we describe

the control scheme needed to obtain a curve skeleton as the steady state of the discrete

motion. In Section 3.3.5, a technique for the computation of medially embedded skeletons

is introduced by extending the MCF motion; we also discuss how the intermediate states of

our evolution provide a suitable meso-skeletal structure.

Given a solid object O with manifold watertight boundary surface S = ∂O, its triangle

mesh approximation is G = (V,E) where V = [v1; v2; ...; vn] are the vertices and E are the

edges. There exist several possible discretizations of the Laplace-Beltrami operator [137];

Due to the positive-definiteness requirements imposed by the employed Cholesky solver,

this technique employs cotangent Laplacian discretization of [45] and we refer to its matrix

representation as L.

3.3.1 Suitability for curve skeletonization

As discussed in Section 3, the area-reducing properties of the MCF only make it a good

candidate for skeletonization. We now provide further insight by interpreting skeletonization

as a curve parametrization, then studying the anisotropic effects such a motion causes via

a differential analysis.

Curve parameterization. Recall that by exploiting the fact that Hn = ∆p, we can

relate MCF to Tutte’s embedding [129]. In Tutte’s parameterization, we fix a set of vertex

positions to a convex polygon {pi = p0
i }i∈1..n and then look at the steady state of Eq. (3.1)

∆p = 0. This observation allows us to interpret the problem of skeletonization as one of

curve parameterization. A simple skeleton could be produced by marking two extremities

on a shape and solving Tutte’s embedding using the marked points as boundary constraints.

However, this curve parameterization is fundamentally different from computing the flow

described by Eq. (3.1): In the former, we only need to compute the Laplacian matrix L once

to obtain our final solution; in the latter, the mean curvature of the surface changes over time

and the matrix must be updated. In addition, skeletonization algorithms are often expected

to compute extremities rather than receive them in input. This is problematic as the

discretization in Eq. (3.5), in the limit, will contract the surface to a point rather than a curve

skeleton. Fortunately, as we will soon discuss, Eq. (3.1) already possesses characteristics

that allow it to identify branches and extremities, while the behaviour of Eq. (3.5) can be

controlled by the scheme described in Section 3.3.2.
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(a) (b) (c) (d) (e)

Figure 3.4: The effect of changing the ratio wL/wH and its effect on the embed-
ding. The flow corresponding to Eq. (3.5) is executed, setting wH = 20 and wL

−1 =
{1.5, 3.0, 6.0, 12.0, 24.0}. This results in the skeletonization flow converging in (resp.)
{26, 12, 6, 3, 2} iterations. Note that while increasing wL

−1 results in faster convergence,
it has a severe effect on the quality of the embedding (i.e. centeredness).

Anisotropic flow. Consider a curve α(s) lying on the input surface St=0 and parametrized

by arc length s. As mean curvature motion takes place, we obtain a family of curves

αt : I → St. We take p = αt(0) ∈ S0 with v = d
dsα0(s) as the unit tangent vector. Now

consider the evolution of vt = ∂
∂tαt(0) with respect to time t:

∂
∂t vt|t=0 = ∂

∂t
∂
∂s αt(s)|(0,0) = ∂

∂s
∂
∂t αt(s)|(0,0) = − ∂

∂sH (α0(s))n (α0(s))|s=0

= −D̄v (H(p)~n(p)) = −dH(v)pn(p)−H(p)D̄vnp
(3.2)

where D̄v is the covariant derivative in R3. We can now use Eq. (3.2) to examine the change

of a tangent vector with respect to t by evaluating 〈v̇, v〉. As v is a tangent vector, the first

component of the last line of Eq. (3.2) vanishes:

〈v̇, v〉 = −H(p)
〈
D̄vnp, v

〉
= −H(p)Πp(v) (3.3)

where Πp(v) is the second fundamental form. Equation (3.3) helps us understand the

anisotropic distortion caused by Eq. (3.1) around a point p ∈ S. If we consider an in-

finitesimal geodesic disk around the point p, this disk will be distorted in the direction of v

according to the orientation of v with respect to the principal curvature directions. Conse-

quently Eq. (3.3) demonstrates the utility of MCF as a tool for skeletonization, as it favours

a contraction of the surface in the direction of largest curvature. That is, it creates a motion

that accentuates local shape anisotropy.

3.3.2 Discrete mean curvature flow

A simple discretization of the MCF in Eq. (3.1) can be obtained by noting that Hn = ∆p

and by applying a forward Euler integration: vt+1
i = vti + h∆vti . Explicit discretizations of
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this type are typically used for surface smoothing where the limitations on small time-steps

imposed by its elliptic structure are not a problem [45]. However, in skeletonization, we are

not interested in a fine discretization of the flow movement. We prefer implicit schemes that

allow us to discretize Eq. (3.1) with much larger time steps.

An implicit scheme for MCF can be obtained by using the discretized Laplacian operator

L. Directly solving the Laplacian equation LV = 0 is problematic, as L is singular and the

system admits a trivial solution V = 0. To address this problem, we solve the regularized

version:  L

WH

V t+1 =

 0

WHV
t

 (3.4)

where WH is a diagonal matrix such that WH,i = wH . The solution of this linear system

minimizes the following quadratic energy:

E =
∥∥LV t+1

∥∥2
+ w2

H

∑
i

∥∥vt+1
i − vti

∥∥2
(3.5)

Examining the right hand side of Eq. (3.4) shows that this regularizer works to bound the

velocity of vertices undergoing curvature motion. Slowing down the motion is essential,

not only from a numerical point of view, but also from a geometrical one. As the surface

evolves, the local curvature of the surface changes, and thus the Laplacian operator must

be updated to construct a good quality approximation of Eq. (3.1). This is demonstrated

in Fig. 3.4.

3.3.3 Local dynamic remeshing

Due to the anisotropic behaviour discussed in Section 3, particular care must be taken

when solving an optimization problem like Eq. (3.5). For example, consider an highly

anisotropic shape, where k1 >> k2 = 0 (e.g. an infinitely extended cylinder of small radius,

where k1 = const). The anisotropy boosting effects of the mean curvature flow described

by Eq. (3.3) will cause edges aligned with the principal curvature direction ~k1 to vanish

rapidly, while edges aligned with ~k2 retain their length. This results in the formation of

very high aspect ratio triangles, that hinder the performance of the finite element solver by

stiffening the system. In [13] this problem was overcome by employing a multi-grid solver.
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In the proposed algorithm, we can perform a simple local remeshing at each iteration that

collapses edges deemed too short, provided that the collapse retains the manifoldness of

the shape, and splits badly shaped triangles. In particular, an edge e is split whenever one

of its incident triangles has an angle greater than θ0 = 110◦ at the opposite vertex. The

new vertex is heuristically positioned by perpendicularly projecting the third vertex of the

split face onto e. Since the mean curvature flow reduces edge length in proportion to the

edge’s curvature, this process allows us to reduce the vertex count of the skeleton, which is

already significantly smaller than that of the mesh, as the iteration progresses rather than

maintaining a dense skeleton which is later simplified in a post-processing step. In addition,

it permits us to maintain a correspondence between points on the skeleton and associated

vertices on the mesh, rather than recomputing such a correspondence as a post-processing

step. This facilitates the use of the skeleton for mesh-editing operations.

3.3.4 Discrete skeletonization flow

As we maintain the manifold properties of the surface during evolution, it is important to

note that solving Eq. (3.5) as presented would result in a straightening of already collapsed

branches of the shape, pulling them away from the medial axis. Furthermore, the tips

of skeletal branches exhibit a very large curvature and, consequently, they would be very

strongly contracted back into the shape. We would like to stop the movement of a point on a

branch of the skeleton as soon as the creation of such a branch is detected. As we identify a

branch as an infinitesimal cross-section manifold, the problem reduces to measuring whether

the local shape cross-section is below a certain threshold (i.e. close to zero).

In the continuous setting, determining whether a surface has a locally vanishing cross-

section can be achieved by looking at an infinitesimal geodesic disk centered at a point

p. If the local surface has disk topology, then the local geometry is non-degenerate. The

employed dynamic regularization of topology allows us to adapt this process directly to the

discrete setting. We can test for degeneracy by monitoring the Euler characteristic of an

infinitesimal (w.r.t. the edge collapse threshold) neighborhood of a vertex. Whenever this

neighborhood does not exhibit disk topology, we set the corresponding diagonal element

in WH to a sufficiently large number, effectively fixing its position in space throughout

evolution.
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3.3.5 Medial skeletonization flow

One of the fundamental flaws of geometric contraction for skeletonization [13] is that it does

not guarantees centeredness of the skeleton. To compute a well-centered curve skeleton

(i.e. one that lies on the medial axis), the energy of Eq. (3.5) can be modified as follows:

E = Esmooth + Evelocity + Emedial

where the individual energies are defined as:

Esmooth =
∥∥WLLV

t+1
∥∥2

Evelocity =
∑
i

wH
∥∥vt+1

i − vti
∥∥2

Emedial =
∑
i

wM
∥∥vt+1

i − µ(vti)
∥∥2

(3.6)

The energy term Emedial pulls the evolving surface toward the medial axis. This is done

by defining µ(vi) as a map that establishes the correspondence of a vertex vi with a chosen

medial axis Voronoi pole. At t = 0, each surface vertex is simply mapped to its associated

medial pole. As the motion progresses, a simple update is applied: whenever an edge is

collapsed, we retain the Voronoi pole that is closest to the resulting vertex.

Note that when the motion associated with Eq. (3.6) has converged, the generated

curve skeleton lies along the medial axis in an approximating (as opposed to interpolating)

sense. The energy Et=∞velocity will have vanished, while Esmooth and Emedial will balance each

other out, keeping the skeletal curves smooth yet medially embedded. This variational

interpretation of medially embedded skeletons produces noticeably smoother skeletal curves

than those typical of other medial axis-based algorithms (see Fig. 3.7). At the same time,

it provides robustness against possible under-sampling of the medial axis.

Performing a motion like the one associated with Eq. (3.6) is not only interesting be-

cause of its steady state. It is clear from the non-converged iterations in Fig. 3.3 that an

informative decomposition of the shape is obtained before the skeleton converges to a curve.

This flow is able to generate a meso-skeleton, composed of curves in approximatively cylin-

drical regions but retaining a surface representation in regions associated with strong local

reflectional symmetry.
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Mesh Timings Distances

Name Size [48] [13] Proposed Method [13] Prop.

Cuboid 37k 10’ + .009” 16.61” + 1’77” 1.57” + 8.0” + .032” .02820 .00449

Dragon 72k 30’ + .013” 31.83” + 5’01” 2.54” + 12.9” + .048” .01589 .00769

Fertility 36k 9’ + .007” 13.77” + 1’11” 1.30” + 4.2” + .054” .01202 .00447

Hand 35k 11’ + .008” 09.61” + 1’15” 1.44” + 2.7” + .152” .01027 .00476

SGP 60k 25’ + .011” 11.13” + 3’28” 2.19” + 5.2” + .049” .03067 .00381

Table 3.1: Quantitative comparison of the proposed method to the state of the art for
the models in Fig. 3.7. In columns 3–5, recorded execution times are shown; execution
times are split as [48]: (tgeodesic + terosion); [13]: (tcontraction + tsurgery); for the proposed
technique we report (tvoronoi + tcontraction + tsurgery). In columns 6–7, we measure average
asymmetric Euclidean distances to the skeleton produced by [48], normalized by the length
of the bounding box diagonal. To compute this distance, the skeletons were re-sampled such
that no edge is longer than 0.1% of the bounding box diagonal.

3.4 Results and discussion

In this section, we present the mean curvature skeletons generated by the proposed algorithm

and compare them to curve skeletons obtained from two state-of-the-art approaches: the

mesh-based contraction scheme of Au et al. [13] and the volumetric, medial geodesic based

approach of Dey et al. [48]. In Figure 3.5, we demonstrate the performance of the presented

skeletonization algorithm on a set of heterogeneous shapes, and showcase the generated

meso-skeletons in Figure 3.6.

Input, preprocessing, solvers. The skeletonization algorithm was tested on a range of

meshes of varying resolution. In the examples, the mesh sizes ranged from 50k to 200k faces.

As the algorithm employs a Voronoi approximation of the medial axis, it was important to

re-mesh the surfaces in such a way that the sampling (i.e. the mesh vertices) was adequate to

resolve the local feature size. Optimally, an ε-sampling would have been preferable, but with

no code publicly available we opted for a simple uniform sampling which, if dense enough,

provides poles that approximate the medial axis just as well. To achieve such a sampling, a

tangential remeshing based on Laplacian smoothing and local connectivity changes [26] was

employed. To solve the large sparse linear systems with a structure similar to Eq. (3.4), a

direct solver based on Cholesky factorization (LLt) was used. It is noted in [27] that such

a method not only outperforms other types of solvers in general, but also that the observed
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Figure 3.5: A gallery of models that have been skeletonized by the presented algorithm. On
each model the algorithm took less than a minute to produce a skeleton, which was produced
with the parameters {wL = 1, wH = 20, wM = 40, ε = .002∗bbox.diag()}, with the exception
of the elephant model, where we illustrate how lowering the parameter wM = 20 results in
a coarser skeleton.

runtime of factorization grows linearly with the size of the mesh.

Parameters. The proposed algorithm requires a total of four parameters {wL, wH , wM , ε};
of these, however, only three require tuning. First, the wL, wH , and wM parameters have

a partition of unity property over multiplication; thus, only two of them need to be set.

Also, ε controls the resolution of the generated skeleton, as throughout the process any edge

‖e‖ < ε (provided that such a collapse is manifold) is collapsed. The triplet of parameters

{wL, wH , wM} offers a clean mathematical interpretation. The ratio wL/wH controls the

velocity of the movement and the approximation quality with which the motion is resolved

(see Figure 3.4). The ratio wL/wM controls the smoothness of the medial approximation,

and wM controls the degree to which the surface is attracted to the medial axis. This

parameter seems to be closely related to the number of features, particularly medial features,

that will be retained in the extracted skeleton. An example is provided in Figure 3.5, where

varied wM obtained different scales of features for the elephant model.

Comparison to Au et al. Figure 3.7 shows that the necessity for post-processing and re-

centering in [13] generally results in a severe under-sampling of the skeleton. Re-centering

exploits correspondences between nodes on the skeleton and the surface and re-locates a

node to the center of mass of its corresponding surface points. This re-centering is often
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Figure 3.6: Not all shapes are well abstracted by curves. Meso-skeletons can characterize
regions with circular cross-sections as well as those exhibiting local reflectional symmetry.
Note how the meso-skeletons produced by the algorithm in this chapter (red) are not hin-
dered by noisy medial poles (green).

unable to position the curves on the medial axis (see the distance measures reported in

Table 3.1) or even inside the shape (see the last row of Figure 3.7). Furthermore, in order

to make this re-centering effective, a large set of surface points must be taken in order to

form a uniform radial distribution; this causes the coarseness in the resulting structure. In

addition, the topology surgery algorithm required by [13] is based on quadric edge collapses,

and is far more complex than the shortest edge collapse in the proposed algorithm. This is

notable in light of the lengthy running times we recorded for the surgery step, illustrated

in Table 3.1. As the method of [13] emphasizes efficiency over precision, it doubles the

contraction weights at every iteration W t+1
L = 2W t

L. Another important difference lies in

the fact that the presented solution is highly tied to mean curvature flow, while in [13] the use

of the vertex area ratio Ati/A
0
i to control attraction constraints eliminates this connection.

Taken as a whole, these improvements allow the presented algorithm to produce better
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(a) (b) (c) (d) (e)

Figure 3.7: Curve skeletons computed from mesh contraction [13] (top row), medial geodesics
[48] (middle row), and the discussed method (bottom row). Note that we also show the
top views of the “SGP” model. The cross-sectional profile of each letter along the curve
skeleton is not circular, but a concave shape resembling the letter ‘U’. Note how the skeletons
generated from [13] are not only far from being medial, but also lie exterior to the shape
(seen as being centered in the top view of the SGP in contrast to the other two methods).
Note also the sparsity and coarseness of the generated skeletal vertices, and that medial
geodesic skeletons are often noisy. The method discussed in this chapter produces smoother
skeletons which are contained within the shape and lie close to the shape’s medial skeleton.

results with more intuitive parametric control.

Comparison to Dey et al. The algorithm of [48] relies on the computation of geodesic

distances in between every pair of points, consequently requiring O(n2 log n) computational

time, resulting in long running times even for models of moderate complexity as shown

in Table 3.1. While we are not aware of an equivalent result for three dimensions, it is

known that curvature flow in two-dimensions is associated with a constant decrease in area:

Ȧ = −2π [52]. We believe a similar argument applies to three-dimensional mean curvature

flow, which implies that the complexity of the discussed algorithm is a constant factor of the

volume of the model times the complexity of a single iteration of the solver – which, for the

employed solver, is linear. A minor disadvantage is that, by computing a skeleton as a strict

subset of the medial axis, the method of [48] produces branches that are quite noisy (see
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for example Figure 3.5). However, one significant advantage of [48] is the ability to change

the resolution of the skeleton quickly once the initial geodesic computation is complete; in

comparison, the presented method would need to construct a new skeleton for each tuple of

input parameters.

3.5 Conclusions and future work

In this chapter we presented a mesh-based contraction algorithm for curve skeleton extrac-

tion. The technique was inspired by the mesh contraction scheme of Au et al. [13] but offers

several marked improvements, both in its formulation as well as the results it achieves.

Qualitatively speaking, the extracted curve skeletons are more similar to those obtained

by the algorithm of Dey et al. [48]. In retrospect, this latter algorithm also takes a flow

approach: it involves two distance transforms, one on the input 3D shape and one on the

medial sheets. While [48] was the first to define curve skeletons formally, we believe that

mean curvature flow is also an excellent candidate for an alternate definition. In the pre-

sented technique, we employed Voronoi poles to guide the surface toward the medial axis.

Nevertheless, as the MAT offers a direct interpretation as the first order discontinuities of

the Euclidean distance field, we believe that it is possible to provide a formal definition of

the medially-centered curve skeletons of Sec. 3.3.5 in the continuous setting.

An interesting direction for future work would be to further investigate mean curvature

meso-skeletons and produce a flow that generates them as the steady state of a properly

constructed differential equation. Performance-wise, we found that highly detailed surfaces

caused issues for the evolution as the resulting Voronoi pole structure is dense and noisy.

Simply removing medial poles with small spoke angles (see Sec. 2.1.1) is not effective, as

internal energies are known to be “stiffer” than external ones, resulting in an unnatural

motion. Finding a solution to this problem within the presented framework would be desir-

able. Finally, it would be interesting to further improve the efficiency of the algorithm by

attempting to use a multi-grid approach [36] or by appropriately controlling the direction

of a conjugate gradient solver as discussed by [128].



Chapter 4

Skeletonization of Incomplete

Point Clouds

Figure 4.1: An ac-

quired shape affected

by missing data.

The vast majority of the skeletonization algorithms discussed in

Section 2.2.2 are designed to deal with shapes specified by closed

polygonal meshes [55, 62, 35, 48, 123]. Computing a curve skele-

ton from point cloud data is possible, for example, via a deformable

blob grown from the “inside” of the input cloud [107], by contract-

ing a set of points to a curvilinear structure [29], or by attempting

to measure geodesic distances on the point cloud [131]. However,

by design, none of the proposed methods so far handle highly in-

complete data like the one in Figure 4.1. In this chapter, we present

an algorithm for curve skeleton extraction directly from incomplete

point cloud data. Our problem setting is unique in that we aim

to cope with significant missing data without the aid of a data

sequence (i.e. by integrating information in time [109]) to comple-

ment each other and possibly fill in the gaps. To handle significant missing data with only

a single point cloud available, an appropriate shape prior is necessary. A general premise of

our approach is that the shapes of interest should be covered by generally cylindrical regions

(except at their joints). This is a reasonable assumption as only such shapes would admit

meaningful curve skeletons.

43
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(a) (b) (c) (d)

Figure 4.2: ROSA definition for a set of oriented points in 3D. (a) Optimal direction of
rotational symmetry (red arrow) minimizes sum of angular variations with the surrounding
normals. (b) Optimal center of rotational symmetry (red dot) minimizes sum of projected
distances to the normal extensions. Even when we remove more than half of the input points
a ROSA point can be robustly estimated (c,d).

Skeletons as symmetry loci. We achieve the desired goal by generalizing one of the

possible definitions of medial skeletons (Sec. 2.1.1): by expressing them as loci of symmetry.

Figure 4.3: the vari-

ance of angles in be-

tween normals (red)

and the candidate ro-

tational symmetry axis

(yellow) vanishes when

the correct axis is se-

lected.

The key insight we hereby present is that instead of considering

reflectional symmetry of medial skeletons, curve skeleton are most

appropriately thought of as a generalized rotational symmetry axis

of a shape (ROSA). To compute ROSA, we take advantage of avail-

able point normals and introduce a variational formulation (see in-

set) that works on a local subset P̃ of oriented samples in the input

point cloud P = {(xi,ni), i = 1..N}. We define an oriented point

p = (x,d), called a ROSA point, with position x and direction d,

that is most rotationally symmetric about P̃ by requiring that:

1. the orientation d minimizes the variance of the angles be-

tween d and the normals in P̃. In other words, x is to make

the same angle with these normals as much as possible, con-

sistent with the notion of rotational symmetry – see inset

figure.

2. the position x minimizes1 the sum of squared distances to

the line extensions of the point normals ni ∈ P̃.

1Note that computing ROSA samples in this fashion is only suitable for shapes having approximately
cylindrical cross-section; however, this is fundamental assumption of this work.
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Figure 4.4: Orientation in-

formation compensates for

missing data.

Normals and missing data. Figure 4.2 illustrates our for-

mulation at work with significant missing data. Note how

orientation information is not only necessary for the estima-

tion of rotational symmetry, but can effectively compensate for

missing data in curve skeleton extraction. Relying on point

orientation for shape inference has been a common practice

in several other contexts, such as neighborhood identification

via Mahalanobis distance [7, 70] and surface reconstruction

with the assistance of point normals [30, 63]. In Figure 4.4

we illustrate our solution by considering (incomplete) samples

taken from two touching circles. Without normal information,

samples are clustered together, leading to a single centroid

that incorrectly interprets the data. Using oriented samples

reveals the two clusters, leading to two ROSA points from which the correct shape can be

inferred.

Iterative optimization. Building on the local ROSA formulation, we present an iterative

procedure via planar cuts to locate the best subset P̃ for deriving the rotational symmetry

axis of the whole point cloud. It is interesting to note that if such procedures were to be

applied to a two-dimensional shape, we would arrive at a point on the symmetry set of the

shape boundary [51], of which the medial axis is a subset. This connection is discussed

further in Section 4.2.

Contributions. The main contributions of our work include a novel definition of gen-

eralized rotational symmetry axis for a point set that is: (i) designed to model generally

cylindrical regions of a shape, and (ii) robust to missing data. We develop a curve skele-

ton extraction algorithm from incomplete point clouds based on recursive planar cuts and

local ROSA construction, as well as a scheme to robustly detect and skeletonize the non-

cylindrical joint regions of a shape. The computed curve skeleton is complete, despite a

potentially incomplete data source, and it is guaranteed to be a 1D structure with asso-

ciated correspondence to points in the input cloud. We demonstrate experimentally that

quality curve skeletons can be constructed from a variety of shapes under imperfect data

conditions. Finally, we introduce a novel application of our algorithm for shape completion

under significant missing data.
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4.1 Background and related works

Curve skeletonization with missing data remains a challenging problem as most of the as-

sumptions made by existing algorithms simply do not hold. Volumetric approaches require

a voxelized representation of the volume (i.e. a clear knowledge about the interior of the

input shape), making them inapplicable to incomplete data. A similar issue affects any

geometric approach that requires medial skeletons, which by definition are a representation

of a well defined solid object; see Sec. 2.1. Other works that require complete data include

[73], which decimates the discrete surface to a curvilinear structure, or the segmentation

approach of [62]. Even the popular surface contraction methods, of which the one in Sec-

tion 3 is an exemplar, require a watertight surface in input, as they are formulated in a way

that only considers boundary-free geometry.

Curve skeletons of point clouds. While not able to successfully deal with missing

data, algorithms capable of dealing directly with point-cloud data are highly relevant in

our context. Topology-driven methods like [55, 97, 131] extract and link critical points of

and function over the (sampled) surface of the geometry. Most commonly, this function is

based on geodesic distances, which are difficult to compute on a point cloud and simply not

meaningful in the presence of missing data. In the recent work of [29], contraction approaches

have been directly extended to point clouds, where the authors even demonstrated the

possibility to process geometry with boundaries, but the performance of the algorithm

quickly degraded with increasing amounts of missing data. Another relevant approach is

the one of Sharf et al. [107], where a smooth blob is grown from the inside of a point cloud

and the centroid of individual growing fronts trace out a curve skeleton. This approach can

handle moderate missing data, where properly set tension parameters can prevent the blob

from “leaking outside” over incomplete data regions.

Curve skeletons from space-time data. Of relevance to the proposed approach is also

the possibility to extract skeletons from a sequence of deforming geometry [59, 104, 41, 10].

These methods either utilize vertex correspondence across frames or assumptions on the

underlying motion (e.g. piecewise rigidity) to extract the skeleton or bones from complete

data. Even though reconstruction of individual frames prior to skeletonization could be used,

these algorithms are not designed to directly cope with significant missing data (Sec. 2.3).

In this category we also find recent methods that consider a template of either the curve
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(a) (b) (c) (d) (e) (f)

Figure 4.5: Overview of our algorithm. (a) Input point cloud with a joint (blue). (b)
Optimal cutting plane and relevant neighborhood points (blue) anchored at a point cloud
sample (red particle). (c) Skeletal cloud after ROSA and joint recovery. (d) After thinning
with branch (green) and joint (blue) identification. (e) After re-centering, still a skeletal
cloud. (f) The final 1D curve skeleton.

skeleton [111] or of the shape underlying deformation [72]. Our method is different from

these as it only requires one frame of data and no template.

Symmetry detection and processing. There has been a great deal of recent research

[84] on symmetry detection and symmetry-aware geometry processing ([64, 83, 101, 94], to

name a few). Most methods deal with reflectional symmetry and when general symmetries,

including rotational ones, are considered, the focus has so far been on intrinsic analysis over

a shape using geodesic distances. Hence these methods do not apply to our problem. Of

high relevance to the work presented in this chapter is [126], which utilizes symmetries for

shape completion from 3D range images, but the types of symmetries considered are only

elementary (global) ones. To the best of our knowledge, our work is the first to introduce a

generalized, local rotational symmetry axis definition, while [120] is a notable exception in

the context of global symmetry detection. We are the first to employ this idea to oriented

point clouds and apply it to curve skeleton extraction.
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4.2 Algorithm overview

Given a single point cloud with normals, we extract a curve skeleton, a compact 1D ab-

straction of the sampled shape. Point normals can be acquired via photometric stereo [89]

or computed from unorganized points via a normal estimation and orientation scheme; e.g.

[57]. Denoising or outlier removal from a raw point set is not a focus of our work. When

necessary, we apply the parameterization-free projection operator LOP by Lipman et al [76]

to obtain a clean and evenly distributed point set. Note that LOP makes no attempt at

completing missing data. Our method does not rely on any ambient field, volumetric dis-

cretization, sampling assumptions, or an intermediate surface representation. We assume

that the input point cloud samples a shape that is composed of generally cylindrical regions,

which we call branch regions, except at their joints, as shown2 in Figure 4.5-a. The branch

regions are well described by rotational symmetry and ROSA is designed to extract a gen-

eralized, local rotational symmetry axis from such a region to form a skeleton. Joint regions

are typically non-cylindrical and require special handling. We devise a scheme to ensure

spatially coherent connection of the skeletal structures within joints. This is combined with

thinning and centering to obtain the final curve skeleton.

Cutting planes. We observe that each point on the rotational symmetry axis of a gener-

ally cylindrical shape should correspond to a narrow “band” on the shape that is approxi-

mately planar; see Figure 4.5-b. This motivates the use of planar cuts over the input point

cloud to localize the search of a ROSA point on the shape’s skeleton. Obviously, not all

cutting planes imply desirable rotational symmetries. We search for a best cutting plane

and anchor the search at each sample point in the input cloud. There are three advantages

to anchoring the search. First, the anchor point can seed the search for the relevant set of

samples near a cutting plane for ROSA construction; see Section 4.3.1 for details. Secondly,

anchoring of the cutting plane implies a natural correspondence between the point cloud

and the computed skeleton. Finally, this approach leads to a simplified search for the best

cutting plane.

De-coupling and iterative optimization. Instead of optimizing for both orientation

and position of a ROSA point at the same time, leading to a higher dimensional search,

2Note that we adopt a point cloud example without missing data for illustration purposes only.
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we de-couple the two components and optimize for orientation and then position; each of

these optimizations is then a linear problem that can be solved in closed form. Specifically,

through each sample in the point cloud, we find a best cutting plane whose normal minimizes

the variance of angles with the normals at a set of relevant points close to the cutting plane;

see Figure 4.5-b for an illustration of this relevant set. The optimal orientation is found

iteratively, as illustrated in 2D in Figure 4.6-(a,c). Once the cutting plane is found, we

compute the optimal position of a ROSA point based on that relevant set of oriented points;

see Section 4.3.1.

Connection to medial skeletons. Figure 4.6 reveals that there is a close connection

between ROSA construction in 2D and the medial axis. Indeed, if the iteration converges,

simple geometric arguments show that the optimal ROSA point is the center of a bi-tangent

circle of the shape boundary. This point lies precisely on the medial axis if the bi-tangent

circle is inside the shape. Since we do not constrain the circle to be inside, the ROSA points

generally belong to the symmetry set of the boundary curve, which is the loci of centers of

all bi-tangent circles [51]. Note however that since we incorporate point orientations, the

set of ROSA points is more restricted than the full symmetry set.

Joint handling and curve extraction. A joint region is generally non cylindrical and

lacks a simple rotational symmetry axis. We exploit spatial coherence between the point

cloud and skeleton to ensure that points on the skeletal structure provide a smooth connec-

tion between the ROSAs of the branches, as shown in Figure 4.5-c. Since this step does not

constrain the structure near joints to be 1D or well centered, we apply thinning and centering

in post-processing. The thinning process uses 1D moving least squares (MLS) construction

[68] which also allows us to differentiate between joints and branches; see Figure 4.5-d.

Points on the resulting skeletal structure are centered according to ROSA within a branch

and collapsed to a single center within a joint and then connected to nearby branches. The

resulting structure, shown in Figure 4.5-e, is sufficiently close to being 1D and can be easily

converted into a set of curve segments, as shown in Figure 4.5-f.

4.3 Curve skeleton extraction via ROSA

We first present ROSA construction in Section 4.3.1. Section 4.3.2 describes a procedure to

convert the resulting skeletal cloud into a 1D skeleton. In the following, we refer to a point
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d0

d1 d2

(a) (b) (c) (d)

Figure 4.6: 2D illustration of iterative ROSA construction and connection to medial axis.
(a-c) The orientation of the cutting plane anchored at the blue sample goes from d0 to d2

where it finally converges. At each iteration, the normal of the next cutting plane (red)
is updated to the one forming the same angle with the boundary normals (black). (d) At
convergence, the ROSA point (green) is the intersection between two boundary normals and
it lies on the medial axis.

from the input cloud as a point cloud sample, a point computed by the ROSA formulation

as a ROSA point, and a point that lies on the currently computed skeletal structure as a

skeletal sample.

4.3.1 Computation of symmetry orientation and centers

Let pi be a point cloud sample. Let us consider a cutting plane πi through pi, with orientation

vi, and identify a narrow band of point cloud samples within a distance less than δ from

πi. The thickness value δ is applied globally and it is a free parameter set to be 2.5% of

the bounding box diagonal of the input point cloud in all examples. Determination of the

plane orientation vi will be described later. For a complex shape, the cutting plane may

encompass multiple shape parts; see Figure 4.5-a. Thus we first need to further identify

from within the narrow band of points near πi, a relevant neighborhood Ni of point cloud

samples, for ROSA construction. In general, the configuration of points in the entire band

can be complex. However, we avoid having to solve a full-fledged clustering problem since

Ni is anchored at pi, i.e., pi ∈ Ni. Note also that while having point positions may only lead

to ambiguities when we group around pi under missing data, point normals can effectively

compensate for the missing data in identifying the relevant neighborhood .

Identification of local neighborhood. To identify the relevant neighborhood Ni (re-

ferred to as P̃ earlier on in the chapter) we utilize Mahalanobis distance, which combines
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Figure 4.7: Optimal cutting plane orientations at branches (well-behaved) and joints (noisy
due to lack of rotational symmetry).

Euclidean and orientation-space information. We adopt the formulation from Lehtinen et

al. [70] to compute an orientation-aware distance dMah between point cloud samples with

normals. We use this distance measure and an appropriately chosen threshold εMah to con-

struct a graph on all the point cloud samples, where there is an edge between pj and pk

if and only if dMah(pj , pk) < εMah. The relevant neighborhood Ni at pi is then extracted

by computing the connected component in the Mahalanobis distance based graph defined

above: we execute a breadth first search rooted at pi and recursively add point cloud sam-

ples from within the narrow band around πi. Note that while the set Ni changes with the

threshold εMah, the final computed ROSA point remains quite stable due to the robustness

of ROSA definition to missing data. Thus, we choose a relatively aggressive threshold in

our experiments.

Cutting plane direction optimization. At sample pi, we wish to find an optimal cut-

ting plane π∗i through pi which best models its local rotational symmetry. Specifically, the

normal of π∗i should be most rotationally symmetric about the point normals in the relevant

neighborhood Ni. The corresponding optimization problem is difficult and non-linear, thus

we solve it by an iterative approach. We start with an initial orientation v0
i and iteratively

update the orientation by solving the following problem involving the variance of angles

between the plane normal and point normals from the relevant neighborhood associated

with the current cutting plane:

vt+1
i = argmin

v∈<3,‖v‖=1

var {〈v,n(pj)〉 : pj ∈ N (t)
i }, t ≥ 0, (4.1)
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where N
(t)
i is the relevant neighborhood for the cutting plane at the t-th iteration and n(pj)

is the unit normal at point pj . Equation (4.1) has a closed form solution as it can be

re-written as one that minimizes the quadratic form vTMv, subject to ||v|| = 1,

M =


X 2 −X 2

2XY − 2X Y 2XZ − 2X Z
2XY − 2X Y Y2 − Y2

2YZ − 2Y Z
2XZ − 2X Z 2YZ − 2Y Z Z2 −Z2

 .
where X denotes a random variable for the x-component of the point normals in N

(t)
i ,

similarly for Y and Z, and X denotes the sample mean, which in our case, is simply an

average over the set N
(t)
i . The quadratic problem can be solved analytically via singular

value decomposition. In Figure 4.7, we zoom in and show optimal orientations computed

near a branch region; they are well-behaved. However, near a joint, the lack of local rota-

tional symmetry makes the orientations noisy. This issue is addressed in Section 4.3.2. The

initial direction v0
i is selected randomly among those perpendicular to the normal at pi, as

motivated by the cylindrical shape prior. Experimentally, we have observed fairly fast con-

vergence, with no more than ten iterations required before the plane orientation stabilizes.

However, we currently do not have a convergence proof. Problematic local minima are rare

and such occurrences can be corrected by enforcing spatial coherence during joint handling.

Computation of centers of rotational symmetry. Given an optimal cutting plane

π∗i at pi, we next compute the corresponding ROSA point r∗i , the center of local rotational

symmetry. The computed ROSA points collectively form the initial skeletal cloud. We again

utilize orientation information at the points and solve the following problem to minimize

the sum of squared distances from pi to the normal lines,

r∗i = argmin
r∈<3

∑
pj∈N∗

i

‖(r − pj)× n(pj)‖2, (4.2)

where N∗i is the relevant neighborhood for the optimal cutting plane. Equation (4.2) is again

a standard quadratic minimization and has a closed form solution through straightforward

differentiation.
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4.3.2 Converting skeletal clouds into curve skeletons

While in branch regions the computed skeletal cloud resembles a 1D structure, the same

does not hold for joints, as shown in Figure 4.8-a. Indeed, a joint region is generally non-

cylindrical and does not possess a meaningful optimal cutting plane. As a result, ROSA

points within a joint can be rather scattered.

Enforcement of spatial coherence. To consolidate the scattering in joint regions we

exploit spatial coherence: close-by samples over the underlying shape of the point cloud

should correspond to close-by skeletal samples. To enforce spatial coherence, we apply

Laplacian smoothing to the ROSA points where the point connectivity is implied from

Mahalanobis proximities between the corresponding point cloud samples. Intuitively, this

operation “tightens” the skeletal cloud within joint regions (see Section 3 to understand why

this is the case) and reveals more clearly the branch connections; see Figure Figure 4.8-b. In

addition, skeletal cloud noise caused by imperfect cutting planes (e.g. due to local minima)

can be removed.

Thinning and branch/joint identification. While being spatially coherent, the result-

ing skeletal cloud requires further thinning to converge to a 1D structure. This is especially

necessary within branch regions near a joint, as the smoothing step above may distort the

linearity of the skeletal cloud therein. We apply 1D MLS construction on the skeletal cloud

for thinning. MLS techniques are well known for curve or surface reconstruction, and in

the 1D case, we repeatedly project skeletal samples onto their locally best-fitting lines via

principal component analysis (PCA). Local PCA and well-thinned branch regions give us a

simple and robust way to distinguish between branch and joint skeletal samples. Specifically,

we examine a standard linearity measure:

ψ(ri) = λ
(1)
i /(λ

(1)
i + λ

(2)
i + λ

(3)
i )

at skeletal sample ri, where λ
(j)
i is the j-th largest eigenvalue from local PCA at ri. We only

apply 1D MLS to ri when ψ(ri) > εMLS, typically indicating that ri is in a branch. Applying

1D MLS to skeletal samples within a joint is not so meaningful, as the data there do not

possess a line-like structure. The tolerance εMLS is set conservatively to 0.4 throughout our

experiments. Figure 4.8-(b,c) illustrates the effect of thinning.
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Skeletal cloud re-centering. Steps taken so far for joint handling may distort the

centered-ness of the skeletal cloud. Thus we re-center the skeletal cloud, according to the

type of skeletal samples, either within a joint or a branch. The scalar field given by ψ,

defined above, on the skeletal samples provides exactly the means to achieve the latter.

Re-centering within a branch follows Equation (4.2). Specifically, a branch skeletal sample

ri is moved to the ROSA point computed for a small neighborhood of point cloud samples

which correspond to a small neighborhood of ri in the skeletal cloud. Within a joint, skeletal

samples collapse to a unique joint center again according to Eq. (4.2), using all the point

cloud samples corresponding to the joint; see Figure 4.8-d.

Skeletal curve extraction. In final post-processing, we re-distribute the skeletal sam-

ples by smoothing constrained by spatial coherence as before. The resulting skeletal cloud

still maintains a line-like structure within the joints with only the joint skeletal samples

“pulled” out of the collapsed center and distributed along line-like connections to the ad-

jacent branches; see Figure 4.8-e. From the final skeletal cloud, that is sufficiently close to

being 1D, we apply subsampling and connect the samples with short curve segments [68] to

obtain a classical 1D curve skeleton representation; see Figure 4.8-f.

4.4 Skeleton-assisted surface reconstruction

In this section we present a novel skeleton-driven point cloud completion scheme to assist

conventional surface reconstruction algorithms, such as RBF and Poisson reconstruction, in

proper recovery of surface topology when the missing data is significant. Based on the curve

skeletons extracted in this chapter, we develop a mesh-less approach to shape completion

where we fill the missing data regions using points only. The more complete point cloud

can then be subjected to RBF or Poisson reconstruction to obtain the final surface.

Acquiring and coping with missing data. Missing data are common during 3D shape

acquisition. When such cases are only caused by shallow concavity or occasional surface

material artifacts, the missing regions are quite small and interpolation schemes, such as

RBF [30] or Poisson [63] reconstruction, have proven to be effective in completing the shape.

However, due to deep cavities in a shape, severe occlusion, or limited views generated by

the scanner, large portions of the data may be missing and shape completion over these

regions can be next to impossible without a reliable shape prior or user assistance [110].
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(a) (b) (c)

(d) (e) (f)

Figure 4.8: Joint handling, a zoomed-in view. (a) After ROSA construction. (b) After joint
recovery via smoothing. (c) After thinning. (d) After re-centering and joint collapsing. (e)
After re-distribution of skeletal samples. (f) Final 1D curve segments.

Data completion over large gaps is possible using the smoothness prior and via energy

minimization in the framework described in [75]. However, a prerequisite to these methods

is mesh connectivity, which is difficult to obtain in our case in the first place. Indeed, the

recovery of correct surface topology from imperfect point clouds is where the main challenge

lies. Most problems occur between nearby surfaces, where missing data typically occur and

reconstruction schemes such as RBF may infer the wrong topology; see Figure 1.3. This is

where a complete and topologically correct curve skeleton can be of great assistance.

Curve skeleton parameterization. The curve skeleton and associated correspondence

to the point cloud samples provide the necessary reference frame to allow a “space-time”

reconstruction (e.g. [109]) over large gaps using both the cylindrical shape and smoothness

priors; see Figure 4.9. Here the “time” axis is the direction along the skeleton and the

local parameterization is a radial one within the cutting planes, assuming that locally the

2D profile is star-shaped. First, we traverse branches of the obtained curve skeleton, gath-

ering point cloud samples lying near the corresponding cutting planes. For every cutting

plane, we construct a cylindrical parameterization of the collected samples; see Figure 4.9-c.
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(a) (b) (c) (d) (e) (f)

Figure 4.9: An outline of the curve skeleton inpainting algorithm: starting from an incom-
plete model (a), we extract a ROSA curve skeleton (b) and use it to parameterize local
thickness measures in a 2D image (c). By iteratively minimizing a membrane energy (d) lo-
cal thickness in regions of missing data (black) is interpolated, resulting in effective surface-
completion (e,f). These additional samples guide traditional surface reconstruction algo-
rithms in generating a surface capable of handling considerable amounts of missing data.

Specifically, at every radial angle θ, the distance from a point cloud sample and the current

ROSA center on the skeleton can be estimated. Given ti, which discretely parameterizes the

skeletal curve, and a set of discrete radial directions θi, we then construct a image D(ti, θi)

representing the local thickness.

Skeleton-based volumetric inpainting. Under the smoothness prior, the distances pa-

rameterized in D should be well represented by a smooth function. Thus, over the image D,

we solve a variational optimization, minimizing the membrane energy within the common

Laplacian processing framework; The optimization problem is solved iteratively, and in Fig-

ure 4.9-c we illustrate two of these iterations. While in these works the mesh connectivity

is available, in our mesh-less solution, adjacency information is naturally provided by the

cylindrical parameterization: elements with close-by parameters ti and θi are connected.

Recovering geometry from in-painted thickness measures. This solution provides

estimated distance values over missing data regions, which are filled with new point samples

reflecting the distances; see Figure 4.9-e,f. Finally, we employ RBF or Poisson reconstruction

on the resulting point cloud to obtain a smooth surface. We should stress here that the local
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 4.10: Curve skeletons extracted as virtual scans are removed. Here two scans are
sufficient to extract a complete skeleton, where about 40% of the points for the fertility
model and about 55% of the points for the camel model are missing. Camel dataset: (a) 1
scan, (b) 2 scans, (c) 3 scans and (d) 5 scans. Fertility dataset: (e) 1 scan, (f) 2 scans, (g)
4 scans and (h) 6 scans.

cylindrical parameterizations utilized in our approach are meaningful only within branch

regions. Hence we do not insert new samples over joint regions. However, it is interesting to

note that by its nature, a joint is typically well constrained by the meeting branches. Thus

smooth implicit schemes such as RBF or Poisson typically perform quite well in surface

completion over the joint regions, as shown in Figure 4.12.

4.5 Results and discussion

In this section we demonstrate results of curve skeleton extraction from incomplete point

clouds. For visualization, we render the back-facing points in black and front-facing points
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using transparent colored splats. The final skeleton is shown by segments of thin red cylin-

ders. The entire curve skeleton extraction algorithm has been developed within the MAT-

LAB environment, hence the speed of execution is not optimized. The most time-consuming

step is the construction of the Mahalanobis neighborhoods during ROSA construction. Typ-

ically, on a point cloud with 10K points, ROSA computation takes about 3 minutes, while

joint recovery and other post-processing steps are accomplished at interactive rates.

Skeletonization of virtual scans. To demonstrate the robustness of our method, we first

use a virtual scanner to collect point data from a set of views around a complete surface

model and then progressively remove points captured from the different views to simulate

incomplete data. Specifically, we place k viewpoints on a bounding sphere of the object

centered at the object centroid O. From each viewpoint Vi, we generate a set of samples via

orthographic ray casting from a uniform grid on the plane through Vi and perpendicular to

the vector ViO. In Figure 4.10, we show the curve skeletons extracted as points captured

by the k views are removed. While one scan does not result in complete skeletons, two are

sufficient for the camel and fertility models. Difficulties with the camel involve the hump

and close-by points near the knees. The skeletons extracted around these regions show the

robustness of our schemes for finding optimal cutting planes and relevant neighborhoods.

The fertility model shows our algorithm at work on a sampled high-genus shape whose

generally cylindrical parts may not have a circular profile; it also demonstrates robustness

in joint handling. As we can see, beyond two scans, the extracted curve skeletons remain

quite consistent. However, certain topological changes can occur within regions where there

are significant differences in the point samples; as an example, compare Fig. 4.10-b with

Fig. 4.10-c and Fig. 4.10-g with Fig. 4.10-h.

Skeletonization of acquired data. Figure 4.11 presents a small gallery of curve skeleton

results on a variety of 3D objects. The mannequin sequences were captured from a few views

(almost a single view for the standing pose) and this leads to a great deal of missing data.

However, as the mannequin is an articulated model whose body parts are mostly perfectly

cylindrical, our shape prior works strongly to allow the recovery of quality curve skeletons.

These results suggest the potential applicability of our method to the analysis of deformable

point cloud sequences when the views are limited and frames of capture are sparse. For each

raw input cloud, we remove outliers, denoise, and subsample the raw data to 10, 000 points

using the LOP operator [76]. The required point normals in all tests are estimated via local
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PCA followed by the normal orientation algorithm of Hoppe et al. [57]. Note that normals

obtained this way are not guaranteed to be accurate or even possess the correct orientations,

especially near regions of missing data; as the experiments show these potential errors are

quite well tolerated by our algorithm.

Skeleton-assisted surface reconstruction. Figure 4.12 illustrates how our method ef-

fectively exploits an additional shape prior and allows shape completion in highly challenging

situations. The assistance given by the curve skeleton effectively steers the reconstruction

towards a better interpretation of the object topology.

Limitations. The obvious conceptual limitation to our approach is the shape prior used.

Furthermore, ROSA is not guaranteed to be inside the perceived shape (e.g. when the

cut profile is highly concave). On the theoretical front, we lack a convergence proof for

the iterative planar cut procedure, though we have not experienced any non-converging

behaviour of ROSA construction experimentally. The main practical issue is parameter

tuning. Throughout our experiment, we aim to select a robust set of parameters, δ, εMah,

and εMLS, and in most cases, we have succeeded in doing so. However, as we observe

from Figure 4.10 for the 2-scan camel and 6-scan fertility models, using the same threshold

values can result in topological inconsistency of the extracted curve skeletons. More careful

parameter tuning can fix the problem, however, a more principled approach is to find an

automatic parameter-setting scheme. Lastly, there are always extreme cases which can cause

our method to fail (e.g., highly inaccurate normals or several under sampling such as the

1-scan cases in Figure 4.10). However, it is worth iterating that our algorithm is statistical

in nature; it benefits from the data ensemble so that particular issues encountered in parts

of the data may not heavily influence the final result negatively due to more reliable data

or more suitable processing from other parts. Thus, occasional extreme data artifacts are

typically well compensated within such a statistical framework.

4.6 Conclusions and future work

Curve skeletons are intuitive and powerful abstractions for a large variety of shapes – in

particular articulated shapes and, more generally, those formed by generally cylindrical

components. There has been a great deal of work on curve skeleton extraction from surface

representations while the method presented in this chapter for the first time applies to point
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clouds where large portions of the data may be missing. Our approach builds upon the notion

of generalized rotational symmetry axis for curve skeleton extraction; with proper joint

handing, it leads to complete, characteristic curve skeletons even with significant missing

data. We demonstrate the effectiveness of our algorithm using numerous examples and also

show how the extracted curve skeletons can assist in RBF or Poisson shape completion in

challenging situations.

Space-time reconstruction. For future work, we would like to realize the potential of

curve skeletons for registration and reconstruction of time-varying point clouds. We believe

curve skeletons will serve as effective reduced models for such tasks. In particular, the

ability to extract complete skeletons from incomplete point clouds should allow less scans

per model and less captures across time for a more efficient solution to this important and

difficult problem.

Interactive geometry repair. Finally, shape inference from incomplete data is an ill-

posed problem and there are always challenging scenarios where user assistance is needed.

Curve skeletons are not only intuitive shape abstractions, but also easy to manipulate com-

pared to the point cloud itself. We wish to exploit this characteristic of curve skeletons and

the skeleton-shape correspondences obtained from our method for interactive shape repair.
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Figure 4.11: A gallery of curve skeleton extraction results. Except for the synthetic “fork”
model (green) and the horse, whose missing data are simulated via the virtual scanner, all
input come from raw scanned data.
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Figure 4.12: Skeleton-assisted reconstruction (a-2, b-2, c-5, c-6) more faithfully recovers the
topology of the digitally acquired models. Applying traditional reconstruction schemes (e.g.
Poisson/RBF) on the original input (a-1,b-1,c-3,c-4) does not, due to missing data.



Chapter 5

Volume Aware Surface Evolution

Figure 5.1: The proposed prior

exploits volumetric information

contained in medial skeletons

to aid the reconstruction of

acquired geometry affected by

missing data.

Surface reconstruction from incomplete point scans is a

difficult and inherently ill-posed problem, requiring geo-

metric priors to guide reconstruction away from available

data. Large amount of missing data are primarily caused

by self-occlusions, which frequently occur in objects pos-

sessing deep concavities. In practice, these kinds of ob-

jects are difficult to acquire digitally using common laser

scanners: the concavities, especially deep ones, are hard

to reach even by a hand-held scanner.

Data completion based on surface priors. Most

priors adopted to handle missing data in surface recon-

struction depend essentially on local surface estimation

near available data. Positional and normal information

at point samples are taken into account to complete data gaps by means of a smooth sur-

face interpolant [30, 63]. Such approaches are well-suited to fill small holes, but still leave

the reconstruction problem under-constrained when large amount of data are missing. In

such cases, topological ambiguities often cannot be resolved by smoothly interpolating local

surface estimates. Furthermore, over-fitting on sparse data can result in unnatural recon-

struction. Surface-based priors do not fully exploit available data beyond local smoothness

measures. In particular, they overlook volumetric properties of the reconstructed shapes.

63
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(a) (b) (c) (d) (e)

Figure 5.2: Volume-aware surface evolution or VASE at work (d) when reconstructing a
concavity-filled vase model with large amounts of missing data (c). Note the ability of our
reconstruction scheme to carve deeply into the concavity of the vase and to regularize its
volume, in contrast to Poisson reconstruction (b). Cross-sectional views of the respective
reconstructions are illustrated in (a,f).

Data completion based on volumetric priors. We introduce weak volumetric priors

to allow effective digital acquisition of objects exhibiting deep concavities; see Figure 5.2.

Our algorithm is specifically designed to handle the large amount of missing data caused

by these concavities. Volume-aware surface reconstruction provides a more global view and

permits better use of available data. Our priors exploit knowledge about the data acquisition

process and a natural volumetric shape property that the local thickness of the shape varies

smoothly. They impose external and internal forces which together drive the reconstruction.

• First, when acquiring data through laser scanning, acquired points must be visible

from the scanner head. By assuming that the scanner head only moves outside the

convex hull of the captured shape, we infer that each ray from an acquired point to

the scanner head, which we call a view ray, must lie entirely outside the shape. We

use these rays to complement available point data, where the rays collectively and

conservatively constrain the exterior volume of the shape.

• Second, we consider the interior volume of the shape from the perspective of its medial

axis and make a natural assumption that the magnitudes of the radii along the medial

axis vary smoothly – that is, its local thickness should vary smoothly. Internal forces

exerted by such a volumetric regularization can simultaneously influence regions that

are far apart along the surface. This key characteristic of the volumetric smoothness

prior allows a more global utilization of available data, in contrast to the local nature of
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(a) (b) (c) (d)

Figure 5.3: Overview of VASE for surface reconstruction. Across the three sub-figures the
ground truth is shaded in yellow, the scanned samples in black, the active surface in red and
the medial axis is represented by a blue dotted curve. (a) An illustration of the initialization
of the evolving surface which contracts over the view data samples. (b) Reconstruction
achieved by classical methods where only point constraints and smoothness are enforced;
samples deep within the concavity are misinterpreted as noise and ignored. (c) The effect of
our external view direction constraints. (d) VASE: The combined effect of view directions
and volume diffusion.

surface-based priors. For example, a large gap can be filled correctly by data available

from the opposite side of the medial axis.

Level-set problem formulation. We implement the two priors within a surface evolu-

tion framework, which we call Volume-Aware Surface Evolution or VASE. Specifically, we

present a level-set formulation [92] where the reconstructed surface is the steady-state solu-

tion of an interface motion. The algorithm is initialized with a conservative bounding box

of the input point cloud. The subsequent evolution of the interface surface moves it towards

the sampled data with its motion controlled by three combined forces (see Figure 5.3):

• Data fitting : This external force serves to bring the evolving surface close to the avail-

able point samples. View rays from the samples intersect the current surface and each

intersection point is moved along the view-ray direction by an amount proportional

to the (signed) distance between the point sample and the intersection point. We call

this process implicit carving as it resembles traditional space carving [39, 139, 105],

but uses the implicit evolving surface that is controlled by the piercing view rays to

carve the exterior volume.

• Surface regularization: This internal force diffuses the interface surface by minimizing

the bi-Laplacian energy. We choose this method over the more frequently used mean

curvature flow (i.e. Laplacian) due to the sparsity of available data. Mean curvature
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flow performs area minimization and tends to generate undesirable artifacts in the

proximity of missing data.

• Volumetric regularization: This second internal force diffuses, via a Laplacian formu-

lation, the distribution of radii over the medial axis of the evolving interface surface.

Throughout the surface evolution, we maintain and update an approximation of the

corresponding medial axis. The medial axis does not explicitly reconstruct the surface;

it only serves to define the volumetric regularizer.

We demonstrate the effectiveness and general applicability of VASE on synthetic and real

point scans including those of objects containing deep concavities. Comparisons are made

to Poisson reconstruction [63], which exhibits generally superior handling of missing data

over other methods.

5.1 Background and related works

Visibility priors. Visibility priors have been used to compensate for missing data by

using view ray directions to carve the exterior volume. Curless and Levoy [39] were the first

to use such information in range scans where the view rays serve to eliminate exterior voxels.

Davis et al. [40] take an implicit surface evolution approach and apply a surface diffusion

kernel to reduce artifacts in transition areas. Recent work by Shalom et al. [105] carves

large parts of the outside space using continuous cones. However, instead of anchoring

the cones by the view rays explicitly, they use maximal cones empty of point samples

and produce additional off-surface points based on signed distances to these cones to steer

a radial basis function construction. Our algorithm incorporates view rays in a surface

evolution framework to implicitly carve the exterior volume. This scheme is similar to the

early approach of Whitaker [139], which is also based on a level-set formulation but applied

to range images.

Volumetric priors. The method introduced in Section 4.4 adopts a non-local volumetric

prior which assumes that the reconstructed shape is locally cylindrical everywhere. There,

we relied on rotational symmetry about extracted curve skeletons to compensate for signifi-

cant missing data. The algorithm in this section does not need the cylindrical prior; instead,

it uses the weaker assumption of volumetric smoothness about the medial skeleton. In the
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context of surface reconstruction from volumetric images, the usefulness of medial skeletons,

which follow the internal and volumetric geometry of the object, has been demonstrated on

data suffering from noise and weak boundaries [113]. However, this line of work has not

been applied to surface reconstruction from points clouds with significant missing data.

Level-set in surface reconstruction. There is a rich literature on level-set based surface

evolution [93]. Level-set techniques have been widely used in image segmentation (e.g.

the well known Chan-Vese algorithm [132]), which can be considered as a form of surface

reconstruction in the context of volumetric images. Ballooning techniques (e.g. [37, 108])

start the evolution from inside the reconstructed shape while others (e.g. [49]), evolve an

active surface via shrinking from an initialization outside the input data. The surface energy

that drives the evolution accounts for data fitting and surface regularization, where the

latter is typically realized by minimizing curvature [143], thus aiming for area minimization.

Surface smoothness measures such as Laplacian and bi-Laplacian energies have been widely

applied to mesh fairing [18]. Our work introduces an additional energy term given by

volumetric smoothness over the medial axis to regularize the reconstruction when a large

amount of data is missing.

5.2 Algorithm overview

We define the reconstruction as the steady state solution to an interface motion problem

using the level-set technique of [92]. Our input consists of a set of scanned samples P =

{pi, i = 1 . . . N} with a unit-length view vector at each sample; we do not require surface

normals. We represent the evolving 2-manifold as the zero crossing Sφ of an implicit function

φ in R3: Stφ = {x | φ(x, t) = 0}, where t indicates time (i.e. iteration count).

Energy definition. The interface Sφ evolves according to a set of forces that modify its

geometry and topology by minimizing the following energy:

E = ω1Efit + ω2Esmooth + ω3Evol (5.1)

Intuitively, we want our resulting surface to fit the data while respecting the visibility

prior from the input scan, minimizing Efit. In order to solve the highly under-conditioned

problem created by large portions of missing data, we employ both a surface smoothness



CHAPTER 5. VOLUME AWARE SURFACE EVOLUTION 68

prior Esmooth as well as a volumetric smoothness prior Evol. The relative strength of these

forces is balanced by a tuple ωi of weights.

Energy minimizing interface motion. The algorithm is initialized by setting St=0
φ to

be a scaled bounding box of the input samples and the motion of the interface is determined

by the gradient descent of Eq. (5.1):

Ṡ + [ω1Ffit + ω2Fsmooth + ω3Fvol] n = 0 (5.2)

note these forces act orthogonally to the active surface. For this reason and because we

represent the interface by a implicit function Stφ kept as a signed distance field (‖∇φ‖ = 1),

we can rewrite the above expression in the level-set framework:

φ̇+ ω1Ffit + ω2Fsmooth + ω3Fvol = 0 (5.3)

Computation of motion forces. The forces F can be encoded by scalar functions de-

fined over the same domain of φ. In particular, the input point cloud P is converted during

initialization into a pair of scalar functions: a density function ρP and a view-distance

function νP . The density function ρP provides a soft specification of constraints in our

optimization, as information (i.e. curvature, thickness) will be propagated from regions of

high density to ones of low density (i.e. missing data). The view-distance function νP is

computed once during initialization by marching along each view direction and generates

a force that drives the interface toward the input samples. Conversely, surface smoothness

constraints are evaluated by first extracting the zero level set from φt as the mesh StM, and

computing Fsmooth by extracting the distance field of a bi-Laplacian smoothed version of

StM. Volumetric forces are obtained in a similar fashion: by extracting the Voronoi poles

associated with the vertices of StM and then computing a smoothed version of the medial

radius function R̃.

Two stage solver. Until convergence, we alternate between an efficient multi-scale level-

set solver (implicit, acting on scalar functions defined in the volume) and a force estimation

step (explicit, acting on a meshed surface representation). The level-set solver takes the three

force fields into account and evolves the surface by automatically adapting the topology of

φt. The force estimation step updates the values of Fvol and Fsmooth to reflect the current

geometry. We found this de-coupling necessary, as modeling geometry with varying topology
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is effortless in the implicit setting [27], while high-order smoothness and the estimation of

medial quantities (see Section 2.1) are more conveniently expressed in the explicit setting.

Data fitting energy. To fit the moving interface to the input data, we minimize the

residual distance between St and the view-ray measurements (see Figure 5.5):

Efit =

N∑
i=1

‖sti − pi‖2 (5.4)

Following the same derivation provided in [139], it can be shown that this results in the

following force field:

Ffit = δ(φ)

N∑
i=1

$(x
‖
i )x
‖
i f(x⊥i ) (5.5)

where δ(φ) is the Dirac function; the term f(x⊥i ) is a Gaussian function, with kernel width

proportional to the sampling density obtained from the scanner, and which is non-zero in

spatial locations in proximity of view rays. Similarly to what was done in [39] $(x
‖
i ) controls

the depth of the region behind the sample in which the view ray effects the surface. Where

view rays intersect the same voxel, we take a weighted average among the rays as in [39],

minimizing the least-squares error of the surface approximating the contributing samples.

Surface regularization energy. To deal with noise and fill

small holes, many surface reconstruction algorithms employ

surface smoothness as a shape prior. Low-order priors with

hard constraints, like those that seek to minimize mean cur-

vature [143], perform well when dealing with noise and small

holes but introduce unpleasant tangential discontinuities when

gaps are large – see inset figure. Our solution considers a bi-

Laplacian surface smoothness prior, which provides tangential

continuity across holes [75]. The bi-Laplacian energy func-

tional is given by:

Esmooth =

∫
‖∆SS‖2 (5.6)

This functional is minimized by the following surface smoothness force [66]:

Fsmooth = −∆2
SS = −∆SH, (5.7)
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where H is the mean curvature of the surface. In the level-set domain, forces in the form

of Eq. (5.7) give rise to interface motion known as surface diffusion. As shown in [33, 116],

the discretization of such motion can be quite challenging (i.e. require a large stencil and

small time steps). We discuss in the following sections how we overcome this problem.

Volumetric regularization energy. When the input con-

tains large gaps, the reconstruction problem becomes under-

conditioned. Surface-based priors like those described above

are sometimes insufficient to reconstruct a reasonable surface.

To better constrain the problem, we introduce a novel vol-

umetric prior based on the Medial Axis Transform M,R =

MAT (S); see Section 2.1. In three dimensions, The medial

skeleton represents the surface as a structure M composed of

sheets that encode local reflectional symmetry, and a radius

function R defined on those sheets. Essentially, R provides a volumetric representation of

the surface; consequently, variations of R along the medial surface indicate variations in

the local volume of the object. Following this intuition, we propose to measure volumetric

smoothness by the following energy:

Evol =

∫
‖∇MR‖2 (5.8)

The volumetric force associated with this energy can be derived similarly to Esmooth. As

illustrated in the inset figure, the largest variation of radius value R at a point p can be ob-

tained by offsetting the surface in the direction of the medial spoke s; for smooth surfaces, a

medial spoke is known to be aligned with the surface normal n (see [1]). Consequently, anal-

ogously to other forces in our optimization, the force direction for volumetric regularization

is also normal to the object boundary, with magnitude:

Fvol = −∆MR (5.9)

Figure 5.3 illustrates the difference between a reconstruction which only employs surface

smoothness as a prior, as in Figure 5.3-b, and one that also equalizes volume across the

shape, as in Figure 5.3-d. We further demonstrate the effectiveness of this prior in Section 5.4

on a variety of data.
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Figure 5.4: A diagram of the optimization system used by the algorithm. Upon convergence,
the reconstructed model will be the iso-surfaced triangular mesh outputted from the Level-
Set solver.

5.3 Surface reconstruction by VASE

In Figure 5.4 we present a diagram of the optimization used by the VASE algorithm. We

start by describing the conversion of the point cloud into a pair of scalar fields from the

original data set to guide our reconstruction (implicit domain). We then describe the struc-

ture of our level-set solver (implicit domain) and, finally, we detail the computation of

regularization forces (explicit domain).

5.3.1 Conversion into density and view-distance fields

Density field computation. The density field ρP is computed from the input by convo-

lution of a Gaussian kernel with the input, producing a dense scalar field which we use to

guide later reconstruction steps. In particular, ρP influences the bi-Laplacian and volume-

diffusion steps described in Section 5.3.3 by constraining surface movement where input data

is present. We build ρP in the same manner as [63], weighting each element in a volume

enclosing P by the number of adjacent samples using the method described in [96]. We then

convolve the resulting 3D grid with a Gaussian kernel whose variance is proportional to the

resolution of P to produce a smooth representation of sample density.
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Figure 5.5: The value of

νP at a point x is found in

terms of the components x
‖
i

and x⊥i for each view ray vi.

View-distance field computation. Each sample in our in-

put has an associated view ray indicating the direction of the

scanner head. Here we compute a scalar field νP in which

every voxel intersecting a view ray contains the distance to

the sample on that ray. This field pulls the implicit surface

Sφ towards the samples in P against the influence of Fsmooth.

We build νP using a standard 3D-DDA algorithm to encode

the view-rays in a 3D grid. Next we populate the full grid by

computing a discretized version of Eq. (5.5) at each voxel:

Ffit(x) =
N∑
i=1

$(x
‖
i )x
‖
i f(x⊥i ) (5.10)

where $ is the windowing function used in [139], which pre-

vents view-rays from over-penetrating the shape, and f is a

Gaussian as in Section 5.3.1. The function Ffit is tri-linearly in-

terpolated after discretization. We compute νP over the whole

volume; thus, it is not restricted to Sφ as in Eq. (5.5).

5.3.2 Efficiently solving the motion equation

We apply the computed forces to the surface Sφ using a multi-scale narrow-band level-set

solver [139]. We initialize the solver with a trivial surface defined as a band around the

bounding box of the input point cloud. The sparse signed distance field is then evolved by

mean curvature flow, subject to the forces defined by Eq. (5.10). This procedure contracts

the active surface onto the data while respecting the position and orientation of the input

samples, thus producing a first approximation of the final shape.

Sparse field solver. As we are only interested in one particular level set – the zero

crossing of φ – the evolution can be performed efficiently by using a sparse-field method

[139]. The method applies motion only to a limited number of voxels of the solver’s domain:

those containing the zero crossing of the function. Voxels in a small neighborhood near the

zero crossing, where |φ| < 2.5, are also updated to retain the property that ‖∇φ‖ = 1. This

permits us to compute curvature measures necessary for the evolution directly from φ.
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Figure 5.6: The evolution of S over time on the “shyel” dataset of Figure 5.11. Cross-
sections of the right-hand segment are also shown. The end result exhibits correct structure
and volumetric smoothness.

Multi-scale level-set. In order to be able to evolve the surface onto the data efficiently,

we perform the surface evolution in a multi-scale fashion. Starting with a coarse represen-

tation of Sφ, we evolve the implicit function until convergence and we then refine it onto a

denser grid by trilinear interpolation. Once Sφ has converged at the desired resolution, we

extract its zero level-set using marching tetrahedrons [25] to produce a triangle mesh SM.

Two step optimization. We proceed by applying surface and volume diffusion to SM
as described in the next section, from which we derive the forces Fsmooth and Fvol which will

drive Sφ toward our final desired result. Due to the non-linearity of Evol, we need to perform

this operation in an interleaved fashion: by discretizing Stφ, computing a set of forces on StM,

and mapping them back into the domain of φ to compute St+1
φ . We choose an interleaved

approach for several reasons. Most importantly, computing bi-Laplacian flow directly on Sφ
is unusually difficult, and the mean curvature flow method described above would not suffice

as it does not allow us to obtain tangential continuity. In terms of efficiency, the medial axis

can be more quickly computed on an explicit representation as its complexity is O(n log n),

where n is the total number of voxels in the domain for implicit representations and the

number of vertices for explicit representations. Finally, an explicit representation permits

us to achieve sub-pixel accuracy in the positioning of the Voronoi loci, which a voxelized

representation of the medial axis would not allow.

5.3.3 Computing surface and volume regularization forces

Having extracted the zero level set of our implicit surface Stφ as a triangle mesh StM, we

next compute the surface and volume smoothness constraints directly from StM to produce



CHAPTER 5. VOLUME AWARE SURFACE EVOLUTION 74

representations for Fsmooth and Fvol. These forces1 are returned to the level-set solver and

applied to produce St+1
φ . Our surface-based diffusion computations most strongly differen-

tiate our approach from that of Whitaker in [139]. Since we do not assume any structure

in the view-ray data, having laser scans rather than range images, a straightforward im-

plementation of his approach is computationally impractical. Furthermore, our volumetric

smoothness prior, not easily calculated in an implicit setting, permits us to reconstruct a

variety of shapes with significant missing data.

Lazy evaluation. Until our initial approximation obtained by mean curvature flow has

converged, it is unlikely that SM contains the information necessary for the enforcement of

tangential boundary constrains for the bi-Laplacian solver. Similarly, the MAT of SM is

unlikely to contain useful information before convergence. Hence, until φ is in the process

of converging towards the data points in P, we omit the computation of Fvol or Fsmooth.

Bi-Laplacian surface regularization. In order to produce a surface without the tan-

gential discontinuities inherent in mean curvature flow, we apply bi-Laplacian smoothing

[118] to SM to compute a new smoother surface ˜SM, which we then use to encode the

smoothness force Fsmooth. Rather than treat each component of SM equally, however, we

respect the position of the input data and control the evolution of the vertices of SM using

the density field ρP . The density field allows us to specify boundary constraints, allowing

parts of SM that are far from the scanned data to move freely while restraining those that

are close to elements in P. Here we simply use the value of ρP at a vertex as the constraint

weight in our Laplacian operator. The smoothed surface can then simply be converted into

the volumetric force Fsmooth by constructing its associated signed Euclidean distance field in

the domain defined by the level-set solver. We also use this distance field Fsmooth to encode

Fvol as described later.

Voronoi construction (and filtering) of medial measures. As previously discussed,

the MAT of a surface provides an elegant description of the variation of its internal volume.

We approximate the MAT of SM by constructing its medial axis representation MS from

its Voronoi diagram VorS . We extract VorS by computing the Voronoi diagram of the

vertices of SM. Following the ideas in [4], we then associate each vertex on SM with the

1from now on we will omit the parameter t as all computation is performed at a given time/iteration.
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(a) (b) (c)

Figure 5.7: For each vertex of SM we display: (a) the radius function R, (b) the filtered

radius function R̃, and (c) the volumetric force which equalizes the volume as ˜̃R − R̃. In
(a,b) the colormap illustrates small (blue) to large (red) radius measurements. In (c), the
field implies an expansion (red) or contraction (blue) of the surface in the direction of the
surface normal. For a torus of uniform radii, the scalar field would be constant in (a,b) and
evaluate to zero in (c).

corresponding Voronoi pole in the interior of the shape; we can exclude exterior poles by

checking the value of φ at each pole. These poles represent the medial surface MS of SM;

see Figure 2.4. Note that in our context, it is not necessary to compute the connectivity

of MS in order to compute Fvol. As constructed, Mt
S may have a number of nodes close

to StM as the medial axis approaches small features in the surface. We explicitly filter the

medial axis when it approaches the surface, setting to zero the weights of nodes within the

width of one voxel from StM in the subsequent volume diffusion process. Voronoi loci so

close to the surface are not likely to contribute significant information to the MAT. We next

compute the aperture spoke angle αi at each node in MS , which we will use to weight the

importance of associated vertices in the volume diffusion step. As noted in [47], medial loci

with large α contribute more strongly to the MAT, and thus should exert greater influence

upon Fvol. Each nodeMi
S ∈MS is a Voronoi vertex of a number of vertices V on SM. The

aperture spoke angle αi of Mi
S is the maximum angle between two edges connecting Mi

S

to elements of V . We call the two mesh vertices which define αi the spoke vertices of Mi
S .

These spoke vertices give us an approximation of R at Mi
S , which we use to compute Fvol.

Volumetric regularization force. Having thus obtained an approximation ofR onMS ,

we next compute two smoothed radius functions R̃ and ˜̃R as scalar fields defined on the
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mesh surface. As shown in Figure 5.7-c, the difference ˜̃R− R̃ provides a force field on SM
which will attempt to enforce smooth volume variation along the medial axis of SM. As

shown in Figure 5.7-a, the function R contains a significant amount of noise. To overcome

this problem, we perform a first diffusion step, shown in Figure 5.7-b, where the strength of

the constraints is proportional to the spoke aperture angle α. Small spoke aperture angles

are associated with small surface features which obscure the general volumetric variation

of the object. While the spoke angle of a node near the surface may be large, nodes

near the surface have already been discarded, thus the remaining nodes along a branch

corresponding to a noisy feature will be small. Now that our surface is equipped with a

smooth function R̃, which represents volumetric information, we can express the volumetric

force as FSvol = ˜̃R−R̃, where ˜̃R is obtained simply by smoothing R̃. Here the equivalence to

Eq. (5.9) can be established by considering that, given a scalar function f , one can produce

a smoothed version f̃ by removing its local detail, that is, by taking the Laplacian of the

function: f̃ = f −∆f .

Combining surface and volume regularizers. Note that the force FSvol computed

above is defined over the mesh surface SM. We can however incorporate it with Fsmooth as

an offset to the signed Euclidean distance field computed in Section 5.3.3, constructing a

new field that combines both the regularizers discussed in this section. We generate a new

force field ftotal(x) = Fvol(xS) + ‖x− xS‖, where ‖ · ‖ is a signed Euclidean distance and xS

is the closest point on ˜SM to x. We pass this composite distance field to the solver from

Section 5.3.2 to enable computation of St+1
φ .

5.4 Results and discussion

In this section, we show results of surface reconstruction using VASE. The synthetic point

datasets used in Fig. 5.11 and Fig. 5.10 were taken from the work of Shalom et al. [105].

The raw point scans in Fig. 5.2, Fig. 5.8, Fig. 5.9, and Fig. 5.12 were obtained using a

Polhemus Cobra hand-held scanner. Each object was scanned under typical acquisition

settings, with algorithm parameters being set according to scanner resolution. However,

due to the presence of deep concavities in the three container-type objects, a large amount

of data is missing in the objects’ interiors. To obtain the view rays, we modified the scanner

interface software as instructed by the vendor.
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Figure 5.8: Results of VASE (yellow) and Poisson (orange) on a scan of a tapered vase; a
great deal of missing data is found in the cavity of the object as the laser “wand” cannot
fit through the neck of the vase. The prior used by Poisson leads to a truncation of the
concavity before reaching the vase’s taper, while VASE enables the recovery of the whole
interior. Poisson also erroneously preserves gaps in the scan as manifested by small holes in
the reconstructed surface.

Iterations visualization. Figure 5.6 shows the evolution of S over time. Note the way

the samples in the central channel pull S towards them (and contrast this with the result of

Poisson reconstruction in Figure 5.11, and the regularized volume in the final cross-section.

Both of these features reflect our novel volumetric priors.

Qualitative comparison to Poisson. In all the examples shown, we compare the results

from VASE to those from Poisson reconstruction. We note that Poisson reconstruction

requires normals at the point samples, estimated by applying PCA to a local neighborhood,

but VASE does not. Over areas representing deep concavities of an object, our method

outperforms Poisson due to the effect of the volumetric priors. In addition, the volumetric

smoothness prior avoided the creation of small holes over the tapered vase (Figure 5.8) and

led to better reconstruction near the knee of the jazzman model (Figure 5.12). As algorithm

behaviour varies roughly linearly between those shown in Figure 5.3-(c,d) when parameters

not directly related to scanner resolution are varied, these parameters can be chosen in

a principled way. Over other areas of the acquired objects, we do not observe noticeable

differences between results produced by the two reconstruction methods; VASE performs as

well as the state-of-the-art Poisson reconstruction, even on models with non-zero genus as

in Fig. 5.9 and Fig. 5.10. Our ability to reconstruct correct topology depends upon the view
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Figure 5.9: Reconstruction of a coffee cup with non-zero genus. Our method successfully
recovers the shape’s variations in interior volume while accurately reconstructing the interior
of the cup.

rays reported by the scanner; note that in Fig. 5.10 our volumetric prior is able to preserve

holes in the input, which are discarded by Poisson reconstruction.

Experimental setup and performance. We have implemented VASE in a combination

of MATLAB and C++, yielding runtime performance of roughly five minutes to reconstruct

the scans shown in this chapter using a maximum grid size of 2003 in the multiscale level-set

solver. One of the bottlenecks in our current implementation is zero level-set extraction:

the computation of the bi-Laplacian and volumetric smoothness forces requires a conversion

from the implicit representation to an explicit mesh representation. Subsequently, the me-

dial axis needs to be re-computed. The required conversion between implicit and explicit

representations of S increases runtime to the point that comparing efficiency to existing

techniques is not informative; however, we present a possible avenue for significant perfor-

mance improvement in future work.

5.5 Conclusion and future work

We introduce VASE, a surface reconstruction method built around novel volumetric priors

for visibility and interior volume smoothness. These priors are specifically designed to handle
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Figure 5.10: Surface reconstruction on a machine part. Note that our volumetric priors
preserve small and large holes, which are filled by Poisson reconstruction.

highly incomplete point scans, which are typically the results of scanner capture of objects

with deep concavities. VASE is generally applicable to a broader class of objects. However,

for scans with only a small amount of missing data, other state-of-the-art methods such as

Poisson reconstruction already offer efficient and effective solutions. As a diffusion-based

surface evolution, VASE is designed to reconstruct smooth geometry and does not strive to

preserve or enhance sharp features, e.g., for certain CAD models.

Limitations. One limitation of our current approach is its dependence upon view-ray

information when constructing the topology of the medial axis; our reconstruction priors are

designed for geometry inference. When the problem is severely under-constrained, correct

topology inference may inevitably require user assistance [110]. Consequently, it might be

helpful to perform concavity carving “on-demand”, that is, to allow the user to identify

areas interactively from which the surface evolution would grow into a concave region of

the object. Another limitation lies in our discretization of the volumetric force. While

our formulation of the surface evolution energy implies a diffusion over the medial axis, we

currently perform diffusion on the surface. This avoids explicit tracking of the topology of

the medial axis, which may become complex. While this choice has not caused problems

on the tested models, it is a potential source of error as high-frequency surface details

are removed as noise. Hence, our method performs best on shapes whose local thickness

values vary smoothly. We would like to investigate the magnitude of this error and consider

alternative solutions.
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Figure 5.11: The “shyel” mechanical piece is virtually scanned (left). The result achieved
by VASE (top right, in yellow) correctly reconstructs the central channel, while that from
Poisson (bottom right, in orange) both ignores the small set of samples within that channel
and is unable to use volumetric priors to compensate for the large amount of missing data.

Formulating VASE in the explicit setting. Finally, the major practical limitation is

speed. We note in Section 5.4 that iso-surfacing and medial axis re-computation form a sig-

nificant performance bottleneck. This bottleneck may be lifted if we resort to a fully explicit

formulation, calculating all forces on the mesh rather than within an implicit level-set solver.

This would permit us to update the Voronoi diagram and thus the medial axis during the

interface motion, pre-compute the Laplacian matrices for surface smoothing at each itera-

tion, and eliminate a number of parameters. Normal flows for explicit mesh representations

can be done by extending the work of [102] which creates an adaptive discretization of the

domain for surface evolution. A 3D implementation of this method was recently proposed

in [43] for reconstruction from range scans. We wish to investigate these improvements in

future work.
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Figure 5.12: Reconstruction of a stylized figure. Our volumetric priors allow us to recon-
struct the knee and trumpet more faithfully. Variations in the interior volume (R) are
handled without error, though sharp edges are not fully preserved.



Chapter 6

Conclusions

In this thesis, we presented techniques for the extraction of skeletons as well as proposed

novel techniques for their usage in the processing of acquired, incomplete data. Our dis-

cussion started in Chapter 2 by introducing the classical medial skeletons (i.e. Medial Axis

Transform), considering its definitions and properties as well as a selection of its many appli-

cations. We highlighted its fundamental drawback in the context of three-dimensional shape

modeling, where the skeleton is composed of non-curvilinear structures, motivating the cre-

ation of definitions and algorithms for the extraction of curve skeletons. In Chapter 3 we

introduced a novel algorithm for the efficient extraction of medially centered curve skeletons

– by identifying mean curvature flow as an essential ingredient in curve skeletonization. In

Chapter 4 we shifted our attention to incomplete data, where we proposed an algorithm that

modelled skeletons as loci of rotational symmetry; we also introduced an algorithm capable

of exploiting curve skeletons for the reconstruction of shapes affected by missing data – by

effectively performing a local volumetric inpainting. In Chapter 5 we extended the inpaint-

ing technique from curve to medial skeletons, proposing a complete surface reconstruction

algorithm that demonstrated the effectiveness of skeletons and volumetric smoothness for

the reconstruction of incomplete data. While limitations and immediate directions for future

work were presented in Sections 3.5, 5.5, and 4.6, we would like to conclude with Section 6.1

by providing a higher level overview of promising research directions.

82
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6.1 Future works

From medial to curve skeletons. Achieving a good understanding of medial skeletons

was fundamental, as curve skeleton properties and algorithms can be inspired by those of

medial skeletons. The first example of this strategy was the topic of Ch.3, where we started

from the grassfire flow of medial skeletons and proposed to extract curve skeletons by mean

curvature flow – a motion that we demonstrated capable of degenerating the shape into a

network of curves. Similarly in Ch.4, we extended the local reflectional symmetry definition

of medial skeletons into one that expressed curve skeletons as local rotational symmetry loci.

Thus, an interesting question is whether the remaining definitions could also be generalized

to extract curve skeletons.

A simpler curve skeleton definition. One of the fundamental challenges of curve skele-

tons is that they are not precisely/uniquely defined. The only attempt at a formal definition

was performed by [48]; however, because of its inherent complexity, it had received limited

usage in both theoretical and practical settings. Conversely, we believe that the elegant

curvature flow formulation of Ch.3 is an excellent candidate for an alternative formal defi-

nition. Following this formulation, even the generation of strongly centered curve skeletons

could be re-written as a (linear) combination of two differential motions: one degenerating

geometry to curves (mean curvature motion), the other driving the geometry embedding

toward the medial axis of the shape (grassfire motion). We believe that exploring the con-

tinuous characteristics of these surface flows toward the formalization of a precise definition

constitutes a promising direction for future work.

Stable medial and meso skeletons. In Chapter 3, we illustrated how the combination

of grassfire and curvature motion could result in much more than the sole generation of

medially centered curve skeletons (i.e. meso skeletons). While the normal flow pushes the

evolving interface toward a medial embedding, the curvature flow possesses a dual action.

Firstly, as seen in Chapter 3, curvature flow results in the anisotropic deformation suitable

for the generation of curvilinear structures. Secondly, and most importantly, this motion

has a smoothing effect. We believe this characteristic could be exploited in the efficient

generation of stable medial skeletons; see Section 2.1.2. This would be especially useful as

the state of the art achieves resilience to noise by giving up topological equivalence, and at

a large computational cost. The proposed technique could address both these issues.
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Skeletonization of point cloud data. In Chapter 4, we presented a technique capable

of extracting curve skeletons from point cloud data. The proposed algorithm is one of the

few capable of working in this setting and, to the best of our knowledge, the only one to cope

with incomplete data. Although our algorithm was proven successful on many datasets, its

inherent complexity motivates us to seek a more mathematically-elegant approach. In [29]

we took a first step in this direction by extending the “contraction methods” (i.e. Section 3)

to point clouds. However, by considering the connection of contraction with mean curvature

flow, we believe an even simpler algorithm could be designed – by discretizing curvature

motion in a way that does not require the specification of a differential operator on the

point cloud (e.g. moving least squares [68]). In this sense, note that part of the post-

processing on the skeletal cloud of Section 4.3.2 could be expressed as a curvature flow

process, further reinforcing the opportunities of this direction for future work.

Missing data processing via skeletons. The ability of medial skeletons to encode the

shape in a volumetric fashion through the radius of its medial balls we discussed in Ch.1

was cardinal to the development of the volumetric inpainting techniques in Ch.4 and Ch.5.

While in Ch.4, the inpainting of missing data required a curve skeleton in input and was only

able to cope with geometry having star-shaped cross-sections, in Ch.5 we were able to drop

these requirements by directly employing medial skeletons. Nevertheless, neither technique

can yet be considered perfect. More specifically, the curve skeleton technique of Ch.4 can

only be used in conjunction with traditional reconstruction methods, as it only introduces

additional samples in regions of missing data, and is only able to deal with “branch” regions

of the shape. On the other hand, volume-aware surface evolution (Ch.5) offers a complete

reconstruction pipeline, but it is affected by substantial performance bottlenecks caused by:

1) the necessity to alternate in between explicit and implicit representations; 2) the inability

to diffuse volume across features at different scales; and 3) the need to track an evolving

surface in the early stages that could be substantially different from the reconstructed one.

The effectiveness of volumetric diffusion in completing missing data has been demonstrated

in this thesis, as well as by others who have been inspired to investigate in this direction

(e.g. [20, 19]); nevertheless, we believe its true strength could only be demonstrated in an

algorithm that also interactively takes the user input into account.
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