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Abstract

A technique for measuring the relative strengths of associative learning of eye-
movements is introduced. In experiment designs that manipulate feedback signals, the 
strength of the learning associated with the signal can be measured by looking at the 
amount of perseveration to irrelevant information after a learning criterion is met. In 
contrast to previous models of attentional learning, shifts of attention are explained 
primarily by the joint influence of habituated motor movements and the gain derived from 
the anti-correlated components of abstract categories. For this to work, a realistic model 
of ocular-motor movements is required in order to ground the concept of attentional 
allocation. A dynamic neural field model of eye-movements is thus presented which 
captures a number of the mesoscopic neurodynamics known to influence visual attention 
during learning. Under a number of different simulation constraints, this model shows an 
ability to fit aspects of human performance. 

Keywords:  dynamic field theory, eye-tracking; cognitive modeling; Hebbian learning, 
neural networks, categorization
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1.0  Introduction

1.1  Measuring theories of learning

Learning to pitch in baseball is a skill that requires such a confluence of 
cognitive, sensory and motor factors that it would seem like only a human could ever do 
it well. The ability to throw a ball across home plate is one thing, but the ability to throw 
the right type of pitch for the right type of batter in the right type of situation takes 
considerable experience. In developing these skills, a pitcher requires feedback from the 
umpire to associate the movement of the ball through an imaginary zone 60 feet away to 
the specific body movements that the pitcher had to make to get it there. This seems 
straightforward enough until you consider the fact that the strike zone is not a fixed 
entity. Every batter has a different strike zone based on their height, and can even 
manipulate the perception of the strike zone differentially to the pitcher and the umpire 
based on their stance. At the pitcher’s disposal though are the “strike” or “ball” signals of 
the umpire, the missed swings of the batter, and a knowledge of what to look for in the 
scene based on past experience. This ensemble of signals is not unique to baseball, 
even if the specific information is. For people who study learning, manipulations of these 
context invariant interactions between feedback, past experience and attention, can help 
to test and refine different learning theories. Psychological studies of the abstract 
learning of categories are designed to do just this. Participants in these studies are 
sequentially provided with cues that they learn to associate with particular categories 
under highly controlled conditions while variables like accuracy, reaction time and even 
attentional allocation are recorded. Manipulations of the cues and categories allow 
researchers to study the influences of different signals and cognitive processes over the 
course of learning. 

The types of feedback signals that the pitcher in the example above could use to 
improve their performance have been given names in the learning literature. Balls and 
strikes are a type of confirmative feedback, in that they simply confirm the presence or 
absence of something, but not the magnitude. For this, corrective feedback is needed, 
which the pitcher might obtain when the batter swings too high or too late, and which 
specifies just how right or wrong something is. Mechanistic accounts of learning differ in 
their use of these signals. Those methods that learn primarily on confirmative feedback 
signals are known as reinforcement learning systems. Those systems which utilize 
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corrective feedback, are known as supervised or error-driven learning models. In 
contrast, a third kind of mechanistic account can be developed from the 
neuropsychological principle of Hebbian learning (Elliott, 2003; Faubel, & Schöner, 
2008), irrespective of the type of feedback. This learning rule simply strengthens the 
associations between paired stimuli.

Category learning experiments often inherit their structure from a long tradition of 
providing primarily corrective feedback to participants, which purposely conflates the 
error and teaching signals in order to improve learning. This makes sense when the 
effects of interest are variables like transfer skill and the models making predictions 
happen to be utilizing supervised learning methods (Kruschke,1992; Gureckis & Love, 
2003). However, learning under supervision is only one way of learning and the results 
that are obtained from studying learners under these conditions may have 
characteristics specific to that mode. In studies that have manipulated the type of 
learning in order to measure the differences in overt attentional allocation, the 
supervisory signal is usually still present in one form or another (e.g. Hoffman & Rehder, 
2010). This leaves a gap in our knowledge about the differing human responses to 
corrective and confirmative feedback, making it hard to delineate the contributions that 
the different mechanistic learning accounts might be making. This gap in the literature is 
especially surprising given that reinforcement learning has been strongly linked with the 
saccadic eye-movements that serve attention (Hayhoe & Ballard, 2005; Hikosaka, 
Takikawa & Kawagoe, 2000) and should therefore account for a considerable portion of 
how people learn categories (Shepard, Hovland & Jenkins, 1961). 

Despite the emphasis on supervised learning in the categorization literature it is 
clear that unsupervised learning is ubiquitous, happening even in the complete absence 
of feedback, attention and reward (Godde, Stauffenberg, Spengler, & Dinse, 2000; Seitz 
& Dinse, 2007). This kind of learning is usually studied within the framework of 
unsupervised clustering when it is studied at all within categroization (Gureckis & Love, 
2003). This tendency is so pervasive and fundamental to our neurophysiology that 
learning of this kind can be elicited from just simple paired sensory stimulation. Studies 
looking at somatosensory just-noticeable-differences have demonstrated that people 
have improved somatosensory discrimination abilities after just 2 hours of unattended 
electrical stimulation applied to the fingertips, in conjunction with unattended auditory 
pulses (Godde, Stauffenberg, Spengler, & Dinse, 2000). Similar learning interactions 
between low-level processing and higher-level perception can be found with attention 
and eye-movements. For instance, in tasks that involve distributed, as opposed to 
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focused attention, to discriminate brightness values of experimental stimuli, the 
perceptual sensitivity required for discriminating several things at once has a practice 
benefit for the seemingly low-level task of general brightness discrimination (Ito, 
Westheimer, & Gilbert, 1998). The statistics of eye-movements themselves are known to 
prime higher-level cognitive processes, even when participants have no awareness of 
the contributions of the eye-movements or believe them to be distracting. This was 
demonstrated by showing that skin-crossing eye-movements that embodied the solution 
to the famous Duncker radiation problem facilitated answers to the problem (Thomas & 
Lleras, 2007; Grant, Spivey, Spivey, & Grant, 2003). That the body can do this speaks to 
a kind of bi-directionality of activation that emerges as a natural consequence of 
Hebbian mechanisms but seems forced in alternative learning paradigms. Clearly, there 
is a Hebbian component to learning which has to be accounted for.

In this thesis, the impact of feedback type on category learning and attentional 
learning is examined in a standard categorization task with eye-tracking. A model that 
can learn under these varied feedback conditions and that can simulate both the 
categorization and attentional learning performance is subsequently presented. This 
model, named Tempus, simulates Hebbian learned ocular-motor movements using 
dynamic field theory (DFT), in order to honour the idea of co-activation type learning in a 
biologically realistic way.  DFT is a very complex modeling framework, so much of this 
thesis will be spent detailing the neurobiological plausibility and mathematical 
underpinnings of the approach. This is done in order to give the reader the background 
necessary to evaluate the theoretical claims that arise from capturing some of the 
interesting attention differences between conditions in the categorization task.

In terms of the predictions made by the different learning theories, one would 
expect that eye-movements controlled by reinforcement learning systems would show 
no influence of the teaching signal provided in supervised learning paradigms. Rather, 
the driving forces of attention would be the confirmatory accuracy signals, and as such, 
attentional optimization would be the mirror of accuracy under both corrective and 
confirmative feedback conditions. In error-driven accounts, learning would theoretically 
be limited to error trials, but to handle the confirmative feedback condition, learning 
might be said to be occurring on any of those trials that generate an internal mismatch 
between output weights and the answer. This makes sense in that error-driven models 
can generate error when they over-predict correct answers. An error-driven model then 
might get an internal error even when it answers something correctly, similar to how we 
might respond when learning that our favoured team only won by 1 goal instead of the 6 
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that we were expecting. In confirmative feedback type learning, the error signal is 
equivalent to a teaching signal on correct trials. As accuracy improves then, one would 
expect the behaviour of the participants to converge between conditions. 

If Tempus can allocate its attention similarly to humans when it is designed to 
only associate features with categories on correct trials, then theories that strongly posit 
a role for the teaching signal can be substantiated. However, if it can be shown that 
learning is happening on incorrect trials, without the aid of a teaching signal, this would 
be evidence against supervised learning accounts. To test this, a modeling condition with 
an anti-Hebbian term (Requarth & Sawtell, 2011) will have to be included to de-associate 
active units, namely the incorrect response and the seen features, on error-trials. This 
setup provides three learning rules: positive association between features and the 
correct category on every trial, positive association with features and categories only 
when an accurate guess is made, and both positive association between features and 
categories on correct answers as well as decoupling of features and categories on error 
trials, thereby approximating the two different corrective and confirmative feedback 
conditions.

An additional prediction that can be developed from a Hebbian learning account 
of ocular-motor movements during category learning, is that increased fixations to the 
irrelevant feature during learning will result in increased perseverative fixations to that 
feature post learning. This is a unique hypothesis but would appear to follow from the 
Hebbian accounts of perseveration in dynamic field models previously (Thelen, Schöner, 
Scheier & Smith, 2001; Buss & Spencer, 2009). Such a prediction can be tested by 
looking at the correlation between optimization changes and learning criterion point. The 
Hebbian account for such an effect can be further tested by running the same analysis 
on Tempus, for which the precise Hebbian formalism is known.

1.2  The role of eye-tracking in categorization

As there is a tight coupling between attention and eye-movements (Land, 2009), 
eye-tracking can be used to test theories of learning that make specific predictions about 
the allocation of attention. An example of this kind of work, comes from the testing of two 
classic formulations of the error-driven learning approach ALCOVE (Kruschke, 1992), 
and RASHNL (Kruschke & Johansen, 1999). These models shift attention to reduce 
performance error and associative learning itself is a means towards error minimization 
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(Kruschke, 2001). To be sure, tests of the trial by trial consequences of the error-driven 
assumption in these models showed that there was indeed a strong bias towards shifting 
attention on those trials that followed an error (Blair, Walshe, Barnes & Chen, 2011). This 
was in contrast to human eye-tracking data which showed very consistent, egalitarian 
levels of attentional shifting after both errors and correct trials. This thesis will apply a 
similar kind of logic in that eye-tracking data will be used to specify precisely the 
departures of human behaviour from extant theories of attentional learning during 
categorization.

Eye-tracking is good for getting a sense of the fine grained attentional processes 
that contribute to performance without having to infer it from trial level measures like 
accuracy or reaction time during categorization tasks. This is important for the work here 
because Hebbian learning has been associated in the past with attentional perseveration 
(Buss & Spencer, 2009), and differential levels of attentional perseveration cannot be 
inferred from errors if accuracy is being controlled. Without eye-tracking the deficiencies 
in theory are harder to recognize. In the case of the preexposure effect for instance, 
where passive viewing of a cue, given in advance of a learning trial employing that cue, 
delays its successful utilization, error-driven accounts were developed which minimized 
the incorporation of passive learning mechanisms into the architecture but that fit with 
inferences of attention at the trial level (Kruschke, 2001). Had the problems with error-
driven accounts, elucidated by eye-tracking years later (Rehder & Hoffman, 2005; Blair, 
Watson & Meier, 2009), been better understood at the time, this effect may have had a 
completely different explanation. However, if this level of temporal resolution is needed 
then the modeling of such effects also requires a framework that can match the temporal 
resolution of the eye-tracker. 

A cognitive modeling framework makes claims about how representations are 
structured in order show how those structures can interact to explain a behaviour. An 
example of the kind of claim that is often made in category learning models is that 
attention operates as a weight on category dimensions (Kruschke, 1992; Gureckis & 
Love, 2003; Jones & Cañas, 2010). How these weights relate to the body is 
underspecified however. Dynamic field theory was chosen as the modeling framework 
here because it can be used to model the physical processes that embody attention first. 
It can do this while capturing the fine grained temporal processes that cognitive 
processes are known to be sensitive to (Kalénine, Mirman, Middleton & Buxbaum, 2012) 
and are needed for realistic motor planning and execution (Erlhagen & Schöner, 2002). 
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Further, DFT utilizes graded representations that have interesting interactions not 
captured in simpler models. 
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1.3  Computational modeling and dynamic field theory

1.3.1  Introduction

The Dynamic Field Theory (DFT) is a biologically inspired approach to cognitive 
modeling that uses the emergent and stable pattern formation properties of abstract 
neural populations to represent activation of metric information. Within this framework, 
patterns develop and diffuse continuously in time along metric fields. These fields can be 
used to represent changes in the levels of activation of sensory, motor, or cognitive 
processes. Because part of each field’s activation is dependent on changes in their own 
activation over time, the models are constructed as the solutions to differential 
equations. These equations compose multiple sources of activation with functions that 
modulate this activation based on how the field is changing. By observing and 
calculating the behaviour of fields with tightly controlled inputs, it has been shown that 
they can form the stable states needed for long-term representation (Amari, 1977). 

 Self-sustaining peaks of activation on a dynamic field are stable fixed 
points, or attractors in phase space (Schöner, 2008), which within the framework of the 
model, represent the existence of something with the metric defined for that location. 
The relations between sites of these fields are governed by a number of known 
principles of biological neurons, such as local excitation and global inhibition, which give 
rise to a distinct neural field level of analysis. The metrics of the neural field may be 
embodied through space preserving arrangements/maps of neurons or understood 
functionally through a population level account of a group of neurons. Kernel functions 
define the geometric relations of sites on the field by their metric proximity to other 
varyingly activated sites within the field. These kernels normally take on a Gaussian or 
Mexican hat shape and may themselves be dynamic parameters (Gläser & Joublin, 
2011). Work by Shun-Ichi Amari (1977) demonstrated that these fields can give rise to a 
number of different types of patterns, which can be both self-sustaining and protected 
against diffusion because of the shape of the kernel function. Taken together, these 
properties of dynamic neural fields allow for concepts to be overlaid on the neural 
mechanisms used for sensation and motor movements.
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1.3.2  Mathematics of dynamic field theory

1.3.2.1  Formalism

 The basic form of the DFT field equation described by Amari (1977) and used in 
numerous models since then, is:

    1)

where ! u̇(x, t) = ! !u(x,t)
!t  in that the dot notation u̇ is the Newtonian notation for 

differentiation, used usually with respect to time, as it is in this case. This equation 

(equation 1) relates the activity changes at the locations on the 1-dimensional field u, 

when time is held constant at t, to the summation of the exogenous input 
S(x, t) with the 

intra-field excitation dynamics of u. This specification considers every point in the field u 

as representing a state variable. In the absence of exogenous or endogenous input, the 
field will return to its resting state, h, through the influence of the linear decay 

term �u(x, t), whose specific dynamics can be described by  
du

dt
= !!u, where 

� is the decay parameter. The parameter ⌧  scales the time by which the differential 

equation evolves and forms the basis for being able to look at motor/cognitive/sensory/
developmental effects as they unfold over time.  The endogenous input term (equation 

2):  

     2)

convolves the interaction kernel w (equation 3):

   3)

where ku specifies the strength of the co-activation and ! scales the width of the 

applied interaction, with the sigmoid thresholded locations (equation 4):

   4)

where ! defines the slope of the threshold and u0 defines the inflection point. The 

integral of the product of these two functions defines the new set of activations to the 
field. The sigmoid is used because it makes the activation insensitive to a certain 
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amount of signal noise in both learning and forgetting (Foundalis & Martínez, 2007). The 
2-dimensional case, (equation 5), of the field equation is similar to the 1-dimensional 

case in all respects except that the 2-dimensional integral convolution 

        5)

is considerably more computationally costly when applied, requiring that the kernel be 

convolved through the field u as many more times as there are locations in the second 

dimension of the field.

 The DFT modeling approach might be contrasted with other temporally 
continuous modeling approaches that evolve a single peak of activation acting as a lone 
state variable in an ordinary differential equation. These single neuron models are often 
used in conjunction with DFT type models as simple switches, but they do not 
necessarily have a field level of analysis. Rather, it is how the peaks of activation 
generated over a population of neurons will interact at different metric distances that is 
captured by DFT.

1.3.2.2  Analysis

 How the activation of a 1-dimensional state variable evolves at different levels of 
its own activation is characterized by the notion of a ‘flow on a line’ (Strogatz, 1994). 
When a state variable has a tendency to change in such a way that it comes back 
toward a particular level of activation, that level is called a fixed point attractor in phase 
space. With respect to the resting level of the field equation for instance, in the absence 
of inputs to the field, activity will move toward that resting level and remain there such 
that that level can be thought of as fixed point. 

 To obtain a precise description of the phase space, we must observe the rate by 
which changes to the activation of the state variable decay to fixed points. As an 

example, a neuron’s thresholding function could be described by the equation  

y =
1

1 + e�5(u�1) and its characteristic time scale, which can simply be observed in the 

1-dimensional case (equation 6) but is made explicit for higher dimensional analysis, 

could likewise be given by the lambda decay function y = 0.5x.
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Figure 6. Finding fixed points

Figure 6. Fixed points for the activation of u(x,t) can be determined by observing the points of 
intersection between the threshold function of the parameter and the lambda decay of the 
parameter.

−1 −0.5 0 0.5 1 1.5 2 2.5 3

−0.5

0

0.5

1

1.5

X

sigmoid(X,5,1) vs. 0.5x

Y

It is clear from graphical inspection that there will be a stable fixed point at x=0, where 
the sigmoid function is larger than the lambda decay parameter on the left, and smaller 
on the right. By similar logic there will be an unstable fixed point at x=1 and a stable fixed 
point at x=2. Producing the 1-dimensional phase portrait (Figure 7) for this function, 

x =
1

1 + e

�5(x�1)
� 0.5x , indeed yields that particular line flow:

Figure 7.  Phase portrait of 1-dimensional flow on a line

Figure 7. The phase portrait associated with the activation dynamics in figure 6. The magnitude 
and direction of the vector at a particular point in the field determines the evolution of the state 
variable at that timestep.
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This information can then be used to formally state the threshold conditions for the 
system. If this were a neuron controlling two modes of behaviour, we might 
conditionalize those behaviours on activations around 2 or 0, as these values distinguish 
the switch.

1.3.2.3  Application and discussion

 From this mathematical foundation comes a vast array of behavioural dynamics 
which can be implemented through simple modifications and interactions of fields. 
Memory processes for instance, can be modeled by setting the contents of one field as 

the input to another operating on a different parameter (Erlhagen & Schöner, 2002). 
Similarly, preshaping which might use a memory field or some other kind of task input 
that sets expectations about a process, can be accomplished through the use of multiple 
field inputs. It is the choice of representation that determines much of what can be done 
though. A brief, and by no means exhaustive list of metrics used in the past include, 
aspect ratio (Faubel, & Schöner, 2008), spatial attention (Spencer, Schneegans, & 
Hollingworth, 2010), working memory (Johnson, Spencer, Luck, & Schöner, 2009), long 
term memory (Erlhagen & Schöner, 2002), spatial location (Schutte, Spencer, & 
Schöner, 2003), colour (Johnson, Spencer, Luck, & Schöner, 2009), and shape (Faubel, 
& Schöner, 2008). These metrics have been used to account for phenomena as diverse 
as infant perseveration (Thelen, Schöner, Scheier & Smith, 2001), change detection 
(Johnson, Spencer, Luck, & Schöner, 2009), rhythmic oscillations and coupling (Schöner 
& Kelso, 1988), object recognition (Faubel, & Schöner, 2008), and general motor 
planning (Erlhagen & Schöner, 2002). Many more explorations of the mathematical 
underpinnings of DFT are possible but those issues are beyond the scope of this paper.

1.3.3  Neurophysiology
1.3.3.1  Introduction

 In advocating for DFT over alternative approaches to cognitive modeling, 
proponents point to the persuasive ecological validity of the neural field architecture. It is 
argued that working up to concepts from modeling sensori-motor processes makes the 
conceptual system of DFT naturally embodied, thus solving the ‘transduction’ problem 
(van Gelder & Port, 1995) of committing thought to action. With this in mind, it is then 
simply a scientific and empirical question to determine the actual neural processes which 
implement the mechanisms of DFT. 
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1.3.3.2  Dynamic field theory encoding schemes

 The choice of coding scheme determines how representations constructed on 
the scheme are naturally differentiated. The encoding assumption that makes DFT work 
the way it does is that representations can be thought of as activations on space coded 
metric fields (Schöner, Kopecz & Erlhagen, 1997). By knowing the time and place of a 
neural event, that event is considered fully characterized in models where neural pulses 
themselves are just simple tokens. Where the brain is organized in space preserving 
topographic maps, the interactions of representations on those maps can be studied in 
DFT type models. Schöner (2008) notes that in vertebrates, many cortical and 
subcortical components of the brain are thought to have this type of space coding. One 
area whose properties are now well studied and that adheres to this principle is the 
super-colliculus which is considered to be a part of a system including the lateral 
intraparietal area, frontal eye-fields and several other mid-brain structures that 
coordinate attention with eye-movements (Fazl, Grossberg, & Mingolla, 2009). The 
topography of the super colliculus is relevant to this paper because it has been 
established that neurons in parts of this brain structure code saccades in very precise 
retinotopic coordinates (Robinson, 1972). A DFT model exploring this property of the 
superior colliculus forms the basis of the eye-movement control mechanism in the 
Tempus model to be explained (Kopecz & Schöner, 1995).

 In those cases where the metrics of a representation are not laid out in simple 
topographic coordinates, a different technique using population vectors can be utilized 
for DFT-like representations. Using single cell recordings it is possible to measure the 
preferred associations between individual neurons and different sensory or motor 
metrics. As an example of this, Georgopoulous, Schwartz and Kettner (1986), showed 
that the angle of movement of an arm could be encoded as a population vector with the 
direction cosine coefficients for the neuron determined as the spike firing rate of a 
neuron in motor cortex given a particular movement (equation 8, equation 13). When all 
of the neurons in a cluster are measured during a precise movement, the sum of the 
weighted preferences of the neurons will average out to approximately to the right 
direction: 

  8)

where !v  is a vector that encodes the intended direction of movement,  !pi is the vector of 

direction cosines that encodes the preferred direction (tuning curve) of the neuron,  
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ri ! bi is the spike firing rate difference from baseline and mi is the modulation depth 

(Fraser, 2011). One example of how the tuning curves of individual neurons in a 
population can be parameterized along a dynamic field, is in Bastian, Riehle, Erlhagen, 
and Schöner’s (1998) model of the activity of a population of motor neurons in a rhesus 
monkey motor cortex during a pointing task. The purpose of the work was to determine 
whether or not the planning components of motor movements are captured by 
population vector motor cortex encodings. In this task, single cell recordings were taken 
from a monkey given differing levels of useful information about the onset of a target 
which was to be pointed at. The usefulness of the prior information could be used to 
quantitatively describe a preshaping activation curve on a motor activity field. The field 
itself took the typical DFT mathematical form where the sites of the field ordered the 
space between pointing locations. The activity of each site on the field was calculated as 
the vector sum of the neural population, given each neuron’s tuning curve. The results 
were consistent with the idea that preshaping occurs in motor cortex, proportional to the 
usefulness of the prior information. It also serves as a visceral demonstration of how 
DFT can work even in the absence of the space preservation assumption.

1.3.3.3  Learning

 One of the most simple, yet powerful (Foundalis & Martínez, 2007), methods of 
conceptualizing learning is by way of the Hebbian rule. When two units are active 

together the rule simply dictates a strengthening of the connection between them:  
!wij = !xiyj where wi,j  is the synaptic weight connecting the presynaptic neuron xi 

to the postsynaptic neuron at yj  and ! is the learning rate. 

 One of the well-known problems with Hebbian learning, that has to be addressed 
for the modeling work presented here, is that there is nothing inherent in the equations to 
prevent continuous synaptic weight growth, which is clearly biologically unrealistic (Oja, 
1982). A rule that strengthens the connection between things when they are together in 
context could strengthen that connection ad infinitum if those things are commonly found 
together. A number of different normalization techniques that assume different neural 
homeostatic mechanisms have been proposed to deal with this problem. One very 
common method uses Oja’s rule (Oja, 1982):

     9)
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The size of the weight adjustment dictated by this equation, (equation 9) is always going 
to be some fraction of the output activity of the post-synaptic neuron. In contrast to other 
normalization techniques that might be justified on the basis of synaptic competition for 
limited resources, Oja’s rule should be thought of more as a ‘leakage’ that scales with 
the size of the synapse (Oja, 1982). A possible disadvantage of naive implementations of  
multiplicative normalization techniques like Oja’s rule comes when trying to classify 
patterns with positively correlated components (Elliott, 2003). Because the weight 
update is proportionate to the post-synaptic activation, the increase of weight on one 
connection, is essentially coming at the expense of other connections. This limitation has 
implications for the kind of category structure that will be studied here but has been 
known to be overcome using a neurotrophic factor model (Elliott, 2003). Alternatively, a 
method known as subtractive normalization, which reduces the weights of all synapses 
by the average weight update, (equation 10), is known to be able to segregate spaces 
with positively correlated afferents. 

  10)

Subtractive normalization is not necessarily bounded, in that it is possible for some 
weights to grow indefinitely and it is also questionably non-local, in that it requires 
knowledge of the total weight update to work. Nonetheless a method like this might be 
necessary where the alternative is naive multiplicative normalization. Both methods will 
be tested in the modeling section of this paper. 

 A simple Hebbian system has no explicit mechanism for processing error signals 
during confirmative type learning. This is needed in order to test whether some form of 
learning happens on error trials during confirmative type learning. Typically unsupervised 
Hebbian learning is implemented through a competitive learning mechanism that simply 
clusters similar inputs. This is not particularly helpful for category learning because the 
inputs may be explicitly dissimilar and the desired output is a learned category label, not 
a clustering of inputs. One way in which we might think of learning with confirmative 
feedback is by pruning associations that do not work. Such an idea is anti-Hebbian. This 
kind of learning has in fact been observed (Requarth & Sawtell, 2011), and operates by 
way of using parallel circuitry to the pre and post synaptic neurons to mediate their 
learning. Biologically the rule derives from the need for animals to learn to predict the 
result of a particular motor movement which requires the predicted responses of the 
nervous system to be subtracted prior to the uptake of actual sensory consequences. 
This principle, thought to have evolved independently in the cerebellums of several fish 
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species, was detected as an anti-Hebbian association between the Cerebellum neurons 
related to specific movements. The mechanism driving the negative association between 
these neurons is an efference copy of the planned movement carried by parallel fibre 
synapses that weaken correlated neurons when active (Requarth & Sawtell, 2011).

 In contrast to Hebbian learning are the two rules introduced earlier as making 
different predictions with respect to corrective and confirmative feedback learning 
situations. The first is the class of learning systems based on gradient descent on error, 
like delta rule learning, (equation 11), which requires a supervised teaching signal. In 
multi-layered connectionist networks, input patterns are compressed through hidden 
units, connected to output units by synaptic weights. The difference between a teaching 
vector and the output units yields an error vector. This error vector, along with the 
weights connecting the two layers specifies a an error gradient. A proportion of that 
gradient can be reduced by adjusting the weights connecting a hidden unit and output 
unit in the alternate direction of the error gradient by some proportion specified by a 
learning rate:

   11)

where ⌘ is the learning rate, tj is the desired output, yj  is the actual output, xi is the 

hidden unit activation, and wi,j is the weight connecting the hidden unit with the output 

unit. Such an algorithm is said to be solving a structural credit assignment problem 
(McClelland & Rumelhart, 1986) because it is minimizing the gradient of error 
attributable to the structural elements of a network. With RASHNL (Kruschke & 
Johansen, 1999) for instance, attention is connected to a hidden layer gain, which acts 
as a multiplicative factor on a particular category dimension. The teaching signal for the 
attentional weights is derived from the size of the shift value elicited by the error vector 
between the teaching vector and the output vector. The attention error and the 
dimensional gain nodes allows the category dimension bias to again be adjusted by 
backpropagation. 

 Algorithms based on reinforcement learning principles change the value of a 
particular state-action pair as a function of the reward prediction error, (equation 12). As 
an example of this, a simple Q-learning algorithm defines the value of a particular action 
taken from a particular state at time t, by:

15

�wi,j = ⌘(tj � yj)xi



  12)

where Q is an S x A table that specifies the probabilities of particular actions in particular 
states, R is the reward collected from a particular state, and ⌘ is a learning rate. An 

iteration of this algorithm will see the current state updated as a function of both the 
reward obtained by the following state Q(s, a)t+1 and the difference between prediction 

probabilities between the current state and following state. Because algorithms like Q-
learning calculate updates based on state differences at particular times, they are 
considered to be solving a temporal credit assignment problem (Sutton & Barto, 1998). 
An implementation of such an algorithm, name Q-ALCOVE (Jones & Cañas, 2010) has 
been used to optimize attention by specifying a state as a particular weight on category 
dimensions which predicts a subsequent stimulus as the actions from the state. Accurate 
prediction of the subsequent stimulus earns a larger reward which is backward chained 
as reinforcement to the category dimensions that were relevant to prediction on the first 
stimulus. This is not the only way such a system could be used for attentional learning 
but a full discussion of that is beyond the scope of this paper. 

1.2.3.4  Neurophysiological evidence for dynamic field theory

 Where activation interactions in neural populations are observed, the idea of a 
DFT like mesoscopic level of analysis can be supported. In addition to the work done 
looking at the spatial relationships of neurons in the superior colliculus (Robinson, 1972), 
there is evidence suggesting that spatial relationships are being preserved across 
several structures in what Fazl, Grossberg, and Mingolla (2009) refer to as the eye-
movement and attention network. The use of space preserving neural fields goes 
beyond simple sensory or muscular control however, in that spatial correlates have been 
found in structures that are thought to represent abstractions like ‘working memory’, 
such as in the prefrontal cortex (Goldman-Rakic, 1995). This evidence complements the 
work showing that strict space preservation is not needed in order to encode metric 
functional relationships in neural populations (Georgopoulous, Schwartz & Kettner, 
1986). 

 Because Tempus utilizes a saccadic motor planning field, it is important to 
understand how this field might relate to the underlying neurophysiology. Systematic 
explorations of the superior colliculus (Robinson, 1972) have shown the neurons in this 
mid-brain region to be acutely tuned to triggering saccades with invariant amplitude and 
direction. By fixing the coordinate system around the currently foveated position, the 
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superior colliculus maps a grid of cells positioned spatially to represent left-right and up-
down saccadic end-points, where the magnitude of the stimulated cell from the origin 
specifies the amplitude of the saccade. Interestingly, when strong enough stimulations 
are provided to two points simultaneously in parts of the superior colliculus, a saccade 
will be made to their averaged distance and direction (Robinson, 1972). This effect was 
examined by Kopecz and Schöner (1995) with the idea of separating the functional 
contributions to saccades of prior information in a multi-level dynamic field model. 
Because there are, superficially at least, redundancies in spatial coordination of 
saccades throughout the attention and eye-movement network, a model that can clarify 
the level at which a particular map is integrated into the processing stream can act as 
useful top-down contribution to neuroscience. Specifically, very acutely tuned saccade 
neurons must be at some kind of final stage of processing if spatial averaging effects 
hold, and preprocessing using spatial representations on a separate map must mediate 
those activations. Kopecz and Schöner (1995) modeled this with a visual input layer, a 
motor planning layer and a gaze movement neuron whose activation could 
hypothetically be mapped to a point in an acutely tuned saccade grid. By combining 
probability information from historical cue-target associations with visual input and 
averaging the result, the dynamical system functions appropriately and also serves as 
an interesting methodological object lesson. Where multiple spatially localized bumps 
are detected along a cortical plane, you know that you are looking at a structure 
representing some kind of pre-decision process. In this case, the evidence is lines up 
with work showing visuo-spatio bias areas of the superior colliculus.

 Features used for classification in category learning tasks, are thought to be 
represented as complex activations in the ventral pathway (Buss & Spencer, 2009). 
Because of this, they will likely have population vector descriptions and not be 
represented by topographic maps. To better understand what this means for the DFT 
representation, it is worthwhile to look at how population vectors are constructed 
mathematically. Unlike those neurons in the superior colliculus which may be sharply 
tuned in their outputs, neurons in the primate motor cortex are broadly tuned to the 
direction of movement. To demonstrate that arm movements can be encoded as a vector 
sum of the response weights associated with preferred directions of the individual 
neurons within a neural population, Georgopulous and his colleagues (1986) had rhesus 
monkeys make arm movements in 8 different directions in 3-space. Single cell 
recordings were taken during the process to identify those neurons that were active 
during this kind of movement and those that were not. Those that were active, were fit 
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using a multiple regression model where movements to the 8 locations can be uniquely 

specified by the direction vector: (cos(!)2 + cos(")2 + cos(#)2)
1
2 = 1 using the model: 

d(M) = b + bxcos(!) + bycos(") + bzcos(#), where �,   and !  each specify an 

angle with respect to the basis. From this, it is simply a matter of finding the unit vector 
specified by the activated components, and taking each coefficient as a proportion of 
that to find the neuron’s direction preference, (equation 13): 

(bx(cos(!))2 + by(cos("))2 + bz(cos(#))2)
1
2 = k ,  cx = bx

k , cy =
by
k , cz =

bz
k  13)

That the vector sum indeed coded the location of monkey arm movements is some 
justification for developing DFT models based on similar functional representations.

 In that Tempus is modeling the cognitive process of category learning, it is 
important to know if there is actually evidence to substantiate space coding as a 
cognitive phenomenon. In fact there have been observations of abstract space mapping 
established by correlating activity in the prefrontal cortex with very short-term oculomotor 
memories (Goldman-Rakic, 1995). By using a delayed-response working memory task 
where monkeys must remember the location of some item of food as it is temporarily 
occluded, it was shown that there are neurons whose ‘memory field’ codes for particular 
location preferences and even show strong inhibition towards opposing locations in the 
same coordinate system (Goldman-Rakic, 1995). A DFT model of visual change 
detection (Johnson, Spencer, Luck, & Schöner, 2009) has even exploited this space 
coded characteristic of working memory. 

1.2.3.5  Implications for neuroscience

 The use of DFT in modeling attention during category learning may soon allow 
predictions with respect to the underlying neurophysiology for several reasons. Hebbian 
learning has been associated with the development of cortical maps (Seitz & Dinse, 
2007) and a recent DFT model incorporating synaptic wiring length minimization 
methods specified how these cortical maps might get structured by the learning 
processes happening on dynamic fields (Gläser & Joublin, 2011). It has also been noted 
(Simmering, Schutte, & Spencer, 2008) that the spatial precision hypothesis that forms 
the basis for dynamic field models looking at infant perseveration (Schutte, Spencer & 
Schöner, 2003) might be correlated with recorded fMRI activity. Finally, the event-related 
potential technique (ERP) has been used to corroborate a DFT account of reaction time 
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differences in a space and probability manipulated pointing/reacting response task 
(McDowell, Jeka, Schöner & Hatfield, 2002). 

 The complexity of the relationship between DFT and the physiological structure 
of the brain is not to be under-appreciated. Consequently, rather than trying to use 
dynamic field theory to model the brain, it may be more appropriate to first model 
aspects of cognition. With the tool of dynamic field theory at its disposal, cognitive 
science is now in the unique position of having a modeling framework that is inherently 
neurobiologically plausible from which human performance fits can direct discoveries in 
neuroscience. Chomsky once described this approach by analogy to the development of 
physics through the constraints imposed by relatively independent work in Chemistry 
(Chomsky, 2000). Interestingly, in the very paper that Chomsky lays out this analogy he 
alludes to unification of linguistic processes with biological processes by way of what he 
calls “extralinguistic...sensorimotor and conceptual systems”. Modeling the 
sensorimotor-conceptual interplay is precisely what DFT is about and the experimental 
and modeling work to follow should be seen as an attempt to apply this kind of 
unification philosophy to cognitive eye-movements.
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2.0 !Experiments

2.1  Experiment 1

2.1.1  Introduction

 As indicated in the introduction, eye-tracking can be used in conjunction with DFT 
modeling, to test the predictions that develop from error-driven and reinforcement 
learning accounts. Specifically, do participants always optimize their attention in simple 
correspondence with their accuracy or does the presence of a teaching signal during 
learning change the degree to which they optimize their attention? If there are no 
differences once accuracy has been controlled for, this would indicate that the teaching 
signal does little for attention, and support a reinforcement learning interpretation. If on 
the contrary, attentional optimization is improved by the teaching signal, this might 
substantiate a supervised approach. Participants were asked to categorize stimuli that 
parallel the colour type stimuli presented to Tempus. Results from this study were 
intended to guide the development of the Hebbian mechanisms Tempus needs to do 
confirmative type learning. Specifically, this would address the question of whether an 
anti-Hebbian mechanism is needed in order to model the participants in the confirmative 
type feedback condition.

2.1.2  Methods

2.1.2.1  Apparatus and stimuli

 Attentional allocation was inferred from eye gaze data that was collected with a 
Tobii X120 eye-tracker sampling at 120hz. Stimulus presentations consisted of three 
20px x 10px (0.529cm x 0.264cm) size coloured rectangles spaced 700 pixels away 
from each other horizontally, all at the same vertical level on the screen. Participants are 
placed such that their eyes are 60cm from the screen, so that each feature subtended a 
0.5o visual angle. Trials where less than 70% of the participant’s total gaze did not record 
properly were excluded from all analysis including performance. Participants with less 
than 30% of total trials included for eye-tracking analysis were then excluded. Fixations 
were calculated using a modified dispersion algorithm. This algorithm collects sequential 
gaze points within a 125px radius that sum over at least 75 ms. To weaken the location 
bias to the centre feature noted in a previous version of this experiment (Walshe, 2011), 
the fixation cross was made to appear at random locations on every trial, at the cost of 
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making systematic gaze drift difficult to separate from small variation in location bias, 
especially given that this even changes over the course of the experiment. Each feature 
could take on one of two possible colour values: blue/red, green/purple, pink/yellow. 
Colour locations were counterbalanced so that each pair of colours appeared in each 
feature location approximately the same number of times over all the participants. The 
category structure was defined as having 2 relevant dimensions and one irrelevant 
dimensions (see Table 1). 

Feature 1 Feature 2 Feature 3 Category

1 1 1 A

1 1 0 A

1 0 1 B

1 0 0 B

0 1 1 C

0 1 0 C

0 0 1 D

0 0 0 D

Table 1.  Experiment 1 category structure

Table 1. Colour codes demonstrating how a participant might be presented with the category 
structure employed. Attending features 1 and 2 is required in order to make an accurate  
category decision.

In previous experiments using the same feature structure (Walshe, 2011) a heavy 
location bias was noted to the central feature, thought to be the result of being able to 
covertly attend the far features when looking at the central one. In an attempt to control 
for this, the features were shrunk in size (from 4o visual angle to 0.50o).
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2.1.2.2  Procedure

 A total of 161 undergraduate psychology students at Simon Fraser University 
participated for course credit.  All participants had either normal, or corrected to normal 
vision. After being calibrated for the eye-tracker, participants read a series of instructions 
that explained the categorization task. They were told that they were in a monster’s jail 
cell and needed to learn a number of codes (feature values) in order to escape. 
Responses were collected via button presses on a game-controller. A trial would begin 
with a fixation cross that was randomized in location to mitigate any biases toward the 
central feature. After pressing a button on the game-pad, participants would be 
presented with the coloured stimuli and have as much time to view them as they wanted. 
Once a category selection had been made using the game-pad, either corrective 
feedback, detailing the selected answer in the top left corner and the correct answer in 
the top right hand corner, or confirmative feedback, detailing the selected answer in the 
top middle, would be provided, both with a brief green or red mask depending on 
accuracy. Participants again had as long as they wanted to view the stimuli and 
feedback boxes during this phase of the trial before pressing another button on the 
game-pad to continue the experiment. For 38 pilot participants, who were used to 
generate preliminary data to verify if the experiment was working properly, the 
experiment was mistakingly 2 blocks shorter than desired, at 312 trials. For the 
remaining 123 participants the experiment lasted 360 trials. The learning criterion point 
was set to 9 trials in a row which had a smaller than 1% chance of happening by chance, 
and about 10% of misclassifying one of the few partial learners as a complete learner. 

2.1.3  Results

 After excluding the pilot participants, 21 non-learners (14 from confirmative and 7 
from corrective) and participants with bad gaze capture, this left 54 participants in the 
confirmative condition and 52 participants in the corrective condition. Results from all 
participants, including the pilot data, were based on 59 participants in the confirmative 
condition and 63 in the corrective condition. On conducting the analysis, several 
problems with the experiment design were uncovered. The first was that location 
relevance counterbalancing did not work as intended. This left location 1 and location 2 
as relevant dimensions for all participants and location 3 as irrelevant for all participants. 
This should not have seriously affected the results however as the lack of 
counterbalancing simply confounds the location with relevance. Unless learning the 
category structure with corrective or confirmative feedback has a differential effect on 
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looking to the left or right, any analysis that requires looking at the relative frequencies of 
fixating relevant or irrelevant data should be safe. The second problem of note was that 
despite making the features a fraction of the size that they were in the previous studies 
that used these stimuli, there was still a very strong location bias to the centre feature. It 
was thought that making the features smaller would force the participants to look away 
from the center more and balance things out. This bias ultimately resulted in significantly 
more fixations to the center feature and increased fixation durations to that location. 
Consequently, it is the differential effects between the relevant location 1 and irrelevant 
location 3 that are analyzed. 
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Figure 14.  Accuracy and optimization curves for Experiment 1

Figure 14. Thick solid vertical lines indicate the criterion point for each experiment, with red for 
corrective and blue for confirmative condition. Dashed lines represent the probability of fixating 
the irrelevant 3rd feature over the course of the experiment. Thin solid lines indicate accuracy of 
the participants over the course of the experiment. Data is divided into 15 bins in order to have all 
8 stimuli appear 3 times in a particular bin.

! A two-way, mixed effects ANOVA analysis of accuracy (Figure 14), with condition 

as a between-subjects factor and trial block as a within-subjects factor uncovered no 
main effect of condition, F(1,95) = 1.47, p=0.23, but did detect an effect in the interaction 

between block and condition, F(14,1430) =2.57, p= 0.04, !2 = 0.01. A similar analysis of 
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optimization, as measured by the probability of fixating an irrelevant feature, uncovered 
no main effect of condition, F(1,94) = 2.34, p=0.13 but as with accuracy, did uncover an 

interaction effect, F(14,1316) =3.17, p= 0.01, !2 = 0.01. This analysis was not done as a 

3-way ANOVA to control accuracy in the analysis of optimization because accuracy is a 
quasi-continuous variable for which levels cannot be easily defined.

 A similar test that included all participants, focusing on the earlier part of the 
experiment when participants were still learning was conducted (Figure 15). In checking 
assumptions for the tests, the attentional optimization data was shown to have 
homogenous variance but the optimization variables showed a sigmoidal shape when 
plotted against normal distributions in QQ-plots. This is usually indicative of kurtosis, but 
in this case it is actually indicative of something worse: bimodality, which reflects a 
tendency for participants to either be optimizing well, or not much at all. While ANOVA is 
known to be robust with respect to violations of the assumption of normality, even in 
cases of strongly platykurtic data, a non-parametric test that does not assume normality 
will be provided as a double-check of the effects presented here. A main effect of 
condition and a condition by block interaction were uncovered in the analysis of 

attentional optimization (Figure 15), F(120)=4.09, p=0.05, !2 = 0.03 and 

F(11,1320)=3.73, p<0.01, !2 = 0.01. These effects were found after accuracy had 

successfully been controlled as measured by no effect of condition, F(1,120)=0.02, 
p=0.881 or interaction between condition and block F(11.1320)=1.6, p=0.17.
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Figure 15. Data from all participants over 312 trials, binned to 13 bins to keep 24 trials per block. 
Thick solid vertical lines indicate the criterion point for each experiment, with red for corrective 
and blue for confirmative condition. Dashed lines represent the probability of fixating the irrelevant 
third feature over the course of the experiment. Thin solid lines indicate accuracy of the 
participants over the course of the experiment. Data in the confirmative feedback condition was 
shifted by one block earlier in the experiment, with the first two blocks averaged together.
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Figure 15.  Shifted accuracy and optimization curves

 For t-tests, an equivalent non-parametric test is the Mann-Whitney-Wilcoxin test. 
This test rank orders the data and compares the sum of these ranks to an approximating 
normal distribution. The generalization of this test to ANOVA is called Kruskal-Wallis test, 
which is used for tests between more than two groups. Unfortunately this test cannot be 
used for repeated-measures ANOVA. For this, a non-parametric Friedman test is 
required. Again though, this test is unable to do between-subjects. Consequently there is 
no reliable non-parametric method for mixed-effects ANOVA. For this analysis then, a 
MWW two-sample rank sum test will be conducted on the 24 (1 block) post-CP between 
group individuals. This test will determine whether there is a delayed optimization effect. 
The median probability of fixating an irrelevant feature for the 2 groups was confirmative, 
M=0.50, n=58, and corrective, M=0.21, n=60. The results of the test were significant, 
z=1.99, p=0.05.
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2.1.4  Discussion

 The results from Experiment 1 show several interesting effects of the condition 
manipulation. First, people in the confirmative feedback condition seem reasonably able 
to learn the category structure, despite less information compared to those in the 
corrective feedback condition. Second, there is a delayed optimization effect in the 
confirmative condition. That the differences in optimization appear to eventually get 
smaller, as in the finals blocks of data shown in Figure 14, is in line with the idea that the 
confirmatory condition converges on the corrective condition as accuracy increases. As 
noted in the introduction, once high accuracy has been achieved in the confirmative 
condition, it is simply the same as being in the corrective condition. That the effect shows 
most strongly as a transient interaction during learning may be an artifact of the 
reinforcement history. Another possibility is that the effect is a result of an additive 
attentional boost from the teaching signal that has a weaker effect on performance. 
Delineating between these possibilities will be one of the purposes of experiment 2.

2.2  Experiment 2

2.2.1  Introduction

 The purpose of Experiment 2 was to replicate the results from Experiment 1 after 
correcting for the unequal assignment of functional relevance to location, making the 
features smaller to elicit more distinct fixations, and extending the experiment design to 
2 spatial dimensions, with the three features at constant, equidistant points on a circle. 
While having the features placed along a single spatial dimension in Experiment 1 is 
convenient for modeling purposes, this kind of format is atypical for attention and 
category learning experiments. It is at least plausible that the inherent location bias to 
the central feature in a 1 dimensional design may have some interaction with how 
people decide to look at the rest of the features, making the results of Experiment 1 less 
generalizable. By moving the features further away from each other, and to equidistant 
points in 2 dimensional space, the location bias issue can be obviated and increase the 
difficulty of covert attending from the centre of the screen. 

 Further, several interpretations for the delay in the optimization reported in 
Experiment 1 were put forward. An alternative hypothesis that optimization is mediated 
more by the criterion point for accuracy will be tested as a correlation between increases 
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in optimization and criterion point. Such a test was alluded to in the introduction as 
measuring the perseveration predicted by Hebbian accounts of learning.

2.2.2  Methods

2.2.2.1  Apparatus and stimuli

 Eye gaze data was again used to infer attentional allocation. Gaze points were 
collected with a Tobii X120 eye-tracker sampling at 120hz. Stimulus presentations 
consisted of three 8px x 8px coloured squares. With a screen resolution of 1680 x 1050 
a circle and a radius of 500px, the resulting spacing was 865 pixels between features, as 
opposed to 700px in Experiment 1. Each feature subtended a 0.25o visual angle with 
participants measured to be 60cm from the eye-tracker. Trials where less than 70% of 
the participant’s total gaze data did not record properly were excluded from all analyses, 
including those based on performance. Participants with less than 30% of total trials 
included for eye-tracking analysis were also be dropped. Fixation durations longer than 
10 seconds were identified as abnormal and excluded from analysis. As in experiment 1, 
fixations were calculated using a modified dispersion algorithm within 150px over at least 
75ms. Each feature took on one of two possible colour pairs: blue/red, green/purple, 
pink/yellow. Colour locations and functional relevance were counterbalanced so that 
each pair of colours and each dimensional relevance pairing appeared in each feature 
location approximately the same number of times over all the participants. The same 
category structure as Experiment 1 was used, with two relevant dimensions and one 
irrelevant dimensions (see Table 1).

2.2.2.2  Procedure

 157 undergraduate students from the Simon Fraser University psychology 
department participated for course credit. After dropping participants with bad gaze and 
32 non-learners, the group totals were 47 with confirmative feedback and 45 with 
corrective feedback. All participants were determined to have either normal, or corrected 
to normal vision. Once the eye-tracker had been calibrated, participants read a series of 
instructions that explained the task. The same basic structure was used such that 
participants were be told that they were in a monster’s jail cell and needed to learn a 
number of codes in order to escape. Input was collected via button presses on a game-
controller. A trial began with a fixation cross presented randomly at 3 locations lying on 
the circle-inscribed mid-points between features (Figure 16). After pressing a button on 
the game-pad, participants were presented with the coloured stimuli and had as much 
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time to view them as they wanted. When a category selection was made with the game-
pad, either corrective feedback, detailing the selected and correct answers randomly in 
the top right and left hand corners, or confirmative feedback, detailing the selected 
answer randomly in the top or bottom middle, was provided, both with a brief green or 
red mask depending on accuracy. 

Figure 16.  Example stimulus and feedback from Experiment 2

Figure 16. Example stimulus with feedback in the confirmative condition of experiment 2.

 Participants again had as long as they wanted to view the stimuli and feedback 
boxes during this phase of the trial before pressing another button on the game-pad to 
continue the experiment. As a consequence of the bottom feature being too close the 
edge of the computer monitor, causing disproportionate data loss for this location, the 28 
participants whose irrelevant feature was in this location were dropped from analysis, so 
as not to bias the results. Dropping these participants did not effect the functional-
relevance or condition counterbalancing participant numbers in the final analysis.

28



2.2.3  Results

 Significantly more fixations were captured by the changes made in the 
experiment design, making more analyses possible and the results more reliable (Figure 
17). The overall pattern of accuracy and attentional allocation was very similar to that 
found in Experiment 1. A small, yet significant difference in the overall speed of learning 
between conditions contrasts with a delayed attentional optimization tendency. The 
increased fixations created a broader, and more realistic, range for the probability of 
fixating an irrelevant feature.

Figure 17. Average raw fixations captured over the course of the experiment during a trial. Solid 
lines are from experiment 2 and dashed lines are from experiment 1. Clearly the measures 
taken to increase the sensitivity of the experiment succeeded.
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Figure 17.  Trial fixations in Experiment 1 and Experiment 2

 The equivalent accuracy and optimization analysis as Experiment 1 showed the 
same general pattern but with several more discernible characteristics (Figure 18). A 
main effect of condition and a marginal interaction between block and condition was 
detected in a two-way ANOVA mixed-effects analysis of optimization, with condition as a 

between-subjects factor and block as a within subjects factor, F(1,88)=4.59, p=0.03, !2 = 
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0.03 and F(14,1232)=2.04, p=0.08, !2 = 0.01, but with the attendant confounding 

differences in accuracy, F(1,90)=3.91, p=0.051, !2 = 0.02  and F(14,1260)=4.26, 

p<0.01,  !2 = 0.02.

Figure 18. Thick solid vertical lines indicate the criterion point for each experiment, with red for 
corrective and blue for confirmative condition. Dashed lines represent the probability of fixating 
the irrelevant 3rd feature over the course of the experiment. Thin solid lines indicate accuracy of 
the participants over the course of the experiment.
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Figure 18.  Accuracy and optimization curves of experiment 2.

As in Experiment 1, violations of normality in the probability of fixating irrelevant 
information again required a non-parametric test for analysis. The Mann-Whitney-
Wilcoxin test was employed to test the tendency for participants in the confirmative 
feedback condition to be more likely to fixate the irrelevant feature when accuracy was 
controlled for by looking at individual scores relative to their criterion point. The median 
probability of looking at the irrelevant feature in the block after CP was M

confirmative
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=0.79, n=46 and M
corrective

=0.38, n=45. The result of the test was significant, z=-2.13, 

p=0.03, indicating the confirmative feedback delays attentional learning. 

 An analysis of the correlation between the accuracy criterion point and the 
optimization differences in the block before and block after that criterion point was 
performed (Figure 19). Because the variables were not distributed normally, as indicated 
by a single sample Kolmogorov-Smirnov test, Spearman rank correlations were used. 

No correlation was detected for the corrective feedback condition, rcorrective(37)= -0.27, 

t(36) = -1.65, p = 0.11 but there was a significant correlation for the confirmative 
condition, rconfirmative(45) = -0.37, t(45) = -2.62, p = 0.01 and a test on the combined 

Spearman rank correlation was also significant, rtotal = -0.34, t(82)=-3.27, p < 0.01.
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Figure 19.  Optimization change at CP versus CP.

Figure 19. Data points represent 1 block pre-CP optimization - 1 block post-CP optimization. The 
negative correlation suggests that higher CP reduces the amount of optimization that occurs at 
that point. As there were no major significant differences between groups, the data was collapsed 
together for the whole experiment.

 To test whether it was something about the manipulation other than how 
condition mediates accuracy, a multiple regression using stepwise backward elimination 
was performed, with condition and criterion point included as predictors of optimization 
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differences at CP. Only these factors were included as the repeated measures obtained 
from within experiment factors introduced an unreasonably high amount of 
autocorrelation. A Levene’s test for homogeneity of variance was not significant, nor was 
a Durbin-Watson test for autocorrelation. Backward elimination reduced the model 
immediately to a simple correlation between CP and optimization difference at CP, F(1, 

80) = 8.09, p =0.01, R2 = 0.08 variance explained. 

2.2.4  Discussion

 The results from Experiment 2 replicate the key findings of Experiment 1, in that 
there is a small but reliable difference in the learning curves between conditions, and 
that confirmative feedback is associated with delayed optimization when the criterion 
point for accuracy has been controlled for. Additionally, a correlation between the 
criterion point and the degree of optimization at that point was uncovered. A multiple 
regression analysis showed that criterion point mediates the effect of condition.

 In interpreting the meaning of these results for error driven and reinforcement 
learning systems, two things can be noted. That the teaching signal improves accuracy 
which in turn mediates the growth of perseveration of attention to irrelevant information 
as learning is delayed, implies that reinforcement learning of eye-movements could be 
correct to the extent that reinforcement learning incorrectly specifies how the teaching 
signal helps participants learn the category structure. In assessing error driven accounts, 
the finding of delayed optimization is replicated (Rehder & Hoffman, 2005; Blair, Watson 
& Meier, 2009), which is not consistent with the idea of error-driven attentional learning. 
The results then, favour a model of category learning that utilizes the teaching signal to 
improve accuracy and shows continual optimization that is mediated by delays in 
learning.
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3.0 !Modeling

3.1  Introduction

 The experiment results presented here can be modeled using an extension of the 
Unnamed Category Model (Walshe, 2011) introduced earlier as Tempus. The original 
model was able to successfully capture within-trial fixation ordering effects observed in 
an attendant eye-tracking experiment and, as such, should have all the basic machinery 
necessary to capture aggregate indicators of attentional optimization. To bring the model 
up to a level where it could account for a richer set of findings however, required a 
number of modifications that will be described here, along with the complete model 
specification and a detailed discussion of the theoretical considerations that had to be 
balanced.

3.2  Design

 Many of the interesting predictions and fits generated by Tempus can be 
understood only after a thorough analysis of the construction of the system. The 
constraints applied during the development were twofold. First, only minimal Hebbian 
learning mechanisms were used in order to clearly measure the effect of these 
mechanisms. Second, the developments had to be incorporated into a model that 
processes information in the very particular recurrent flow shown in Figure 20. This flow 
of information in the model sees associations and decisions get made as experimental 
stimuli are presented to the visual field, which captures attention and drives saccades to 
the features of the stimuli. Features that are seen are remembered, such that during a 
feedback learning phase weights between those seen features and a particular category 
are strengthened or decayed. The very same learned associations then specify 
expectations about where to look next as categories get activated by fixations to features 
over the course of a trial. 

 This section will further detail three of the key developments that allowed Tempus 
to model the selective attention behaviours of the experiment participants, namely: the 
self-decision timing mechanism, the application of gain to the different category 
dimensions and the balancing of the Hebbian learning mechanism with the gain 
mechanism. 
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Figure 20.  Tempus graphical user interface.

Figure 20. Screen capture of Tempus processing a stimulus. Arrows indicate activation flows 
between fields and neurons.

 Tempus now makes decisions on its own time. The mechanism that does this 
had to be designed such that it would make a decision after getting the information it 
needs, while still looking at irrelevant information at least some of time but then also 
avoiding erroneous guesses based on the influence of that information. In a sense, the 
model had to be flexible enough to sometimes “look but not touch”. To solve this 
problem, gain, in the form of a multiplicative factor, is calculated and applied to the 
weights on category dimensions which are themselves defined as the two anti-correlated 
features that appear in each feature location. Gain is useful for several reasons. 
Kruschke (2001) argues that gain is needed to model the non-linear relationship 
between an increment of knowledge and the effect it has on selective attention. This is 
not the reason it is incorporated into Tempus though. As stated before, Tempus learns by 
Hebbian association. Because of this, without some kind of gain calculation, illusory 
correlations like those produced by the pairing of the irrelevant dimension with 
categories, can have undue influence on the processing of stimuli and cause errors as 
the associations between these features and categories are random.
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 The appropriate calculation of gain in Tempus has theoretical implications so a 
parsimonious account is important (equation 21). The approach opted for here was to 
weight category dimension by their average ability to distinguish categories:

     21)

Here we see the gain on the weight connecting category i 2 I  with both the anti-

correlated feature neurons j1 and j2 2 d category dimensions, is the average of the 

absolute differences between those neurons. I specifies the number of categories with J 

the number of feature locations, indexed as d category dimensions, and 2 neurons 

coding for the values at each feature location. In the simulations performed here, there 
were 6 colours that could appear in 3 locations. As specified in Table 1, the presence of 
a colour like light-blue indicated that brown would not be present because they represent 
the different values that the feature in that location can take. This mechanism is in line 
with work showing that feature-based attention multiplicatively modulates the preferred 
feature tuning directions of neurons within a neural population (Martinez-Trujillo & Treue, 
2004). Likewise, it seems plausible that the process would work in reverse, in that task 
specificity is encoded by neurons in regions like the lateral intraparietal area (Toth & 
Assad, 2002) that are also strongly involved in saccade planning and attention.

 The selection of learning rates and normalization rules again has theoretical 
implications. From the knowledge that that there is a positive correlation between 
criterion point and probability of fixating an irrelevant feature we know that the there 
must be a net strengthening of the weights between all features and categories under 
conditions of random reinforcement. We know this because the illusory correlations 
associated with the third feature get stronger as learning is delayed. The Hebbian 
account of this is based on fact that people who take longer to learn, will spend more 
time looking at the irrelevant feature which causes further weight build-up to that feature, 
which subsequently has to be overcome once the structure has been learned. However 
there can be a gain based explanation for this as well. It could be the case that longer 
learning time allows larger random variations in the differences between the anti-
correlated components of the irrelevant dimension. To control for this, the gain 
calculation is not dynamically proportional to the size of the synaptic weights, so when 
the weights get larger, the gaps between them do not. This has the effect of causing the 
model to start making errors if the differences between these anti-correlated features 
gets too large, thereby correcting the difference. This may have an interesting 
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consequence for the discrimination sensitivities of people to this dimension that is 
consistent with the findings of increased perceptual discrimination in unsupervised 
perceptual tasks (Ito, Westheimer, & Gilbert, 1998), in that the Hebbian weights may 
increase, while the value threshold remains constant.

3.3  Model Specification

3.3.1  Visual field

 22)

 The visual field update equation (equation 22) is defined as a 2-dimensional 
structure in the model. The input stimuli in the task are presented to the field as static 
activation on the retina. A log transformation, log(v(x, t)) is taken with respect to the 

currently foveated position that reduces the acuity of features on the spatial periphery. 
Attention paid to those features gives them a salience boost. Expectations mediated by 

gain, g(ft
expec

(y, t)), reflect learned differences in salience and are modeled as inputs 

on the y-axis of the field. Rather than applying a 2-dimensional convolution to the field, 
these expectation weights are collapsed onto the single spatial dimension, which gets 
represented for visual purposes in the uncollapsed form. Additional input from the 
saccade reset neuron r(x, t) dampens activation on the field during a saccade.

3.3.2  Attention field

 
  23)

 The attention field (equation 23) takes as exogenous activation, input from the 
visual field, V (x, t), inhibition of return neuron, IOR(x, t), high-level expectations from 

the category neurons mediated by gain, g(wij · c(i, t)), a foveal excitation neuron, 

Foveal

exc

(x, t),foveal inhibition neuron, Fovealinh(x, t) and input from the saccade 

motor planning field Sacc(x, t).  Input from the visual field reflects attention driven by 

salience. Inhibition of return models the refractory processes that inhibit attention to 
objects and locations after recent attention to them. To form self-sustaining peaks of 
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activation in the face of global inhibition to the field, the foveal excitation neuron sparks 
activation to the currently foveated position. To elicit changes in attention away from the 
current position, a neuron sensitive to alternative areas of the field is incorporated, in 
order to overcome the foveal excitation dynamics. Lastly, the saccade field provides a 
small amount of boost to the saccade end-point, to model a certain amount of attentional 
capture by virtue of where our fovea is going to be.

3.3.3  Saccade motor field

   24)

 The saccade motor field (equation 24) takes as input, activations from the 

attention field, a(x, t), and the saccade reset neuron, r(t). When a particular location 

on the attention field passes the threshold needed to initiate a saccade to the location, a 
ballistic accumulator composed as a function of the distance to the target from the 
current point of foveation, the constant specifying the degree of spatial change per 
timestep and the number of timesteps it takes before the saccade begins, is set. When 
the activity of the saccade field gets high enough, a gaze-change input will activate 
which also suppresses activity on the attention and visual fields, and in one ballistic 
motion, re-orients all of these fields with a magnitude proportional to the weight collected 
by the accumulator.

3.3.4  Colour feature neurons

   25)

 Features in Tempus are represented as neurons as opposed to attractors on 
continuous fields. This was done primarily as a computational simplification in the 
Unnamed Category Model and retained presently because the effects of interest are not 
dependent on the metric relationships of the features. Feature neurons (equation 25) 
receive input when, at a particular point in time, that feature is being foveated, v(t, j(j)). 

These neurons self-excite, ft
j exc

(t), but are also laterally inhibited by their anti-

correlated category dimension, ftj0 inh(t),  one another. The justification for this is that 

the binary valued stimuli preclude the possibility of the alternative category dimension for 
that location.
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3.3.5  Category neurons

  26)

 Categories in Tempus are again modeled as simple neurons (equation 26) as 
opposed to attractors on a field. Input from the feature neurons is transformed through 

the synaptic weight matrix, with gain applied, g(wij · ftj(t)). Categories again self-

excite, c
exc

(t), and can inhibit one another, cinh(t).

3.3.6  Feature expectation neurons

 27)

 The effect of learning on the salience of stimulus features is driven by activation 
on the feature expectation neurons (equation 27). These neurons receive activation from 
the category neurons transformed by the same weight matrix that is used to pass 

activation from the feature neurons to the category neurons, g(wij · ci(t)). These 

neurons self-excite, ft e
j exc

(t), and laterally inhibit one another on their anti-correlated 

dimensions, ft ej0 inh(t), similarly to how the feature neurons do. 

3.3.7  Impatience parameter

       28)

 To have the Tempus make decisions on its own, a variable (equation 28) that 
models the combined influences of a biological system to progress through a task is 
needed. While there many factors that could go into such a model, Tempus 
approximates this with a logarithmic impatience parameter. The dynamics of the 
impatience are such that the model initially receives a lot of pressure to make a decision 
but when it is clear that the model is not ready to do so, it gives the model the time it 
needs while modestly increasing the pressure to decide. k is a free parameter that 
scales how much pressure to apply.

3.3.8  Motor click neuron

  29)
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⌧ ḟ t e(j, t) = �ft e(j, t) + h+ g(w
ij

· c
i

(t)) + ft e
j exc

(t) + ft e
j0 inh

(t)

imp =
2

log(k)
· 1

! · log(t)
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 The decision to choose a particular category at a particular time is made by 
summating the input from the impatience parameter, imp(t) and the largest current 

activate category, max(c, t). When the output of the motor click neuron surpasses a 

particular threshold, the feedback phase is initiated by either selecting the largest 
category, or using a Luce decision rule to select one of the 4 categories. 

3.3.9  Hebbian weight matrix

 The associations between features and categories are learned and stored in an 
m x n matrix, where m = the number of categories and n = the number of features. The 
Hebbian rule that covers the supervised learning condition is (equation 30):

  30)

where the feedback ensures positive learning on every trial. Input is calculated as the 
product of the category neuron, ci(t), and the feature neuron, ftj(t). The learning rate is 

specified by � which changes the rate of learning and the eventual point of equilibrium. 

The learning rule for the simple confirmative feedback condition is (equation 31):

  31)

where simply nothing but decay happens on incorrect trials. Finally, the learning rule that 
includes an anti-Hebbian term is (equation 32):

 32)

The learning rate, which should approximate a kind of subtractive normalization should 
also conform to the inequality in the corrective condition (equation 33):

  33)

and in the confirmative condition (equation 34):

  34)

in order to show passive learning. Under the assumption that accuracy prior to hitting a 
category learning point is about random chance, a learning rate that is net positive must 
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be larger than the trial by trial decay of the weights and, with the anti-Hebbian rule 
applied, must be larger than the negative association that is applied for incorrect 
guesses of categories with positively correlated components. As an example, category A 
and B both share a light blue correlation for feature 1 in the category structure specified 
in Table 1. The value of that feature/colour combination goes down if an incorrect guess 
is made. That is a good thing if the chosen category does not have that component, as is 
the case for categories C and D. But, if B is chosen when A should have been, the joint 
ability for green and light-blue to activate category A will be harmed as green will be 
erroneously de-associated from category A. To mitigate this, the anti-Hebbian learning 
rate has to be scaled by the number of positively correlated features within the 
categories, or, if that is too slow, another positive learning rule has to be included in 
order for the learning to be net positive.

3.3.10  Saccade reset neuron

  35)

 The saccade reset neuron acts as a kind of switch. This neuron (equation 35) 

only takes as input, the sum of the activation on the saccade motor field, 
Z

s(x, t)dx0. 

When this neuron passes a certain level of activation it signals the start of a saccade 
which suppresses activation on the attention and visual fields and accumulates power 
for a ballistic movement of the eye.

3.3.11  Fixation excitation neuron

  36)

 The fixation excitation neuron, (equation 36), simply excites the foveal position 
on the attention field. The activation of the neuron is mediated only by whether or not 
there is a saccade in progress, r(t).

3.3.12  Gaze change neuron

  37)

 To add an extra inhibitory force on the foveal position when a saccade has 
started to be programmed, the inhibitory gaze change neuron, (equation 37), is activated 
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by the saccade reset neuron, r(t). This is needed because increased global inhibition to 

the attention field sparked by the saccade reset neuron is countered by the influence of 
the foveal excitation neuron. 

3.3.13  Inhibition of return neuron

   38)

The inhibition of return neuron is activated not by external sources of input but rather the 
detection of new foveation, S(t). This neuron applies an inhibitory signal to the previous 

location for 3 seconds (Samuel & Kat, 2003) or until a new saccade begins.

Figure 39. The first 1300 milliseconds of activation on Tempus’ attention field shows a number 
of the dynamics described formally here. The initial fixation falls between two of the features 
chosen at random, to simulate the placement of the fixation cross in Experiment 2. A saccade is 
made to the feature on the right, evidenced by a momentary dampening of the field and 
followed by a large peak of activation at the fovea location, x=100 on the spatial field. Activation 
at the fovea dampens at about 900ms and another saccade is made to the feature on the right. 
Because of the periodic boundary conditions, IOR can be seen as dampened activation to the 
previously foveated feature, now on the left-hand side at 1200ms.

Figure 39.  Tempus’ attention field activation over time
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! İOR(t) = !IOR(t) + h+ S(t)



3.4  Results

 Tempus was initially simulated under three different types of conditions, (Figure 
40). The first was a supervised learning condition where the learning phase 
strengthened the connection weights between the seen features and the provided 
category. The second condition simply decayed the weights on incorrect trials, such that 
learning only occurred during the feedback phase on correct guesses. The third 
condition, included an anti-Hebbian mechanism that decoupled the seen features and 
the chosen category.
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Figure 40.  Tempus accuracy and attentional optimization

Figure 40. Accuracy and optimization curves of the three types of models initially tested.

 While the learning curves of the model could approximate the human data under 
these circumstances, the delayed attentional optimization seen in the human data in the 
confirmative conditions was not replicated. What was seen instead was a pattern that fit 
almost perfectly the expected behaviour of a reinforcement learning system in that the 
attentional optimization is highly proportional to accuracy in all conditions. The reason 
this was happening was clear. The anti-Hebbian mechanism driving the learning in 
condition three of Tempus was doing so by virtue of weakening erroneous connections 
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and opening up a gap between the strengths of the correct associations and the 
strengths of the incorrect associations. Essentially, this approach starts with a bundle of 
association and prunes it down to just the correct connections. This approach is 
guaranteed to have less Hebbian weight on the connections between features and 
categories than that produced by consistent strengthening of the connections, as 
happens with corrective feedback in Condition 1. Lowering the anti-Hebbian learning 
rate down below the positive learning rate was able mitigate this to some extent but was 
never able to overtake the weights at CP measured in Condition 1 and primarily served 
to slow learning to an unreasonable extent.

 With this in mind, an additional positively associating mechanism was added to 
demonstrate how delayed optimization can be explained by simple Hebbian 
mechanisms. In this condition, synaptic weights between the chosen category and the 
unseen features were strengthened when there was an error. As can be seen from visual 
inspection, (Figure 41), such a mechanism has the effect of delaying optimization.1 
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1 The strange behaviour of the corrective condition around blocks 5 and 6 is a result of trying to 
artificially magnify the differences at CP between conditions. This problem would have been 
easier to remedy had the simulation server not been taken offline in the last week of writing this 
thesis.
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Figure 41.  Tempus with positive learning during errors

Figure 41. A similar version of Tempus to that in Figure 40, but with an added positive learning 
rule on errors and several minor parameter changes to handle the addition. Thin solid red lines 
are corrective accuracy and thin solid blue lines are confirmative accuracy. Dashed red lines are 
corrective probability of fixating an irrelevant feature and then dashed blue lines represent the 
confirmative condition on the same measure. Thick red and blue lines reflect average criterion 
points of corrective and confirmative conditions respectively. 

 In assumption checking for the appropriate test of differences to perform on the 
model conditions, clear violations of normality were found in the confirmative condition 
but not the corrective condition. Consequently, a similar MWW test was performed on 
the 24 trial individual post-CP optimization averages between conditions. The median 
probability of looking at the irrelevant feature in the block after CP was M

confirmative

=50, 

n=0.35 and M
corrective

=50, n=0.17. The result of the test was significant, z=4.25, p<0.01, 
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showing a higher post-CP probability of fixating an irrelevant feature.

Figure 42. Data points reflect the decrease in probability of looking at an irrelevant feature in the 
24 trials before and after reaching learning criterion point, as plotted against the value of the 
criterion point.
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Figure 42.  Tempus optimization changes at CP vs. CP

 To determine whether the effect was in fact mediated by CP, a similar correlation 
analysis, (Figure 42), to the one done for Experiment 2 was performed. The variables 
again did not appear to be distributed normally and additionally appeared to have 
homoscedasticity so a Spearman rank correlation was used. A test on the combined 
rank correlation was significant, rtotal = -0.51, t(86) =-5.48, p< 0.01. 

 In developing Tempus, it was often noted that fitting a particular measure could 
be obtained at the expense of another measure. Several further measures of human-like 
performance, including reaction times, within-trial fixation orderings, fixation durations 
and attentional response to error are provided in appendix B.
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3.5  Discussion

 With only very minimal learning assumptions, an embodied category learning 
system replicates the primary experiment findings, while keeping a number of alternative 
measures of human performance constrained. The combined Hebbian/gain explanation 
for the delayed optimization found in the eye-tracking experiments successfully predicted 
a similar result in Tempus. This said, the analysis revealed several fit discrepancies and 
performance limitations that should be addressed. 

 First, that there is some attentional learning happening before the criterion points 
are attained can be explained by the discrete increases in learning performance at 
individual category learning points. Participants rarely learn all 4 categories on the same 
trial, so there is staggered attentional optimization approaching CP. This issue was 
previously addressed in an analysis of the ordered learning point decreases in 
optimization. It was shown that optimization increases monotonically from a starting 
point of almost none at all at the first learning point to completely optimized, in discrete 
learning point jumps (Blair, Watson & Meier, 2009). With this in mind, it might be 
concluded that the differences in optimization at criterion point are a function of 
proportional density of learning points contained within the 24 trials pre-CP. However, the 
fact that the cumulative optimization is poorer, as indicated by the MWW tests speaks 
against this conclusion.

 Under the presented conditions, Tempus did not replicate human performance 
with respect to individual learning variability. It was noted in the experiment section that 
about 10% of participants are either unable or unwilling to learn the category structure. 
Experimental versions of Tempus with learning rules that not presented here, were better 
able to replicate human variability on this measure so this is not considered an inherent 
limitation of the approach.

 The factor produced by the product of the sum of Hebbian weights on the 
irrelevant feature(s),wt(conf,irrel) and wt(corr,irrel) and the gain on that feature(s) was 

only slightly different at criterion point between the two conditions,  

  43)

and 
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X

I

(wt(conf,irrel)) · g(conf,irrel) = 4.83 · 0.04 = 0.19



 44)

where I  is the number of categories and irrel specifies the 2 anti-correlated irrelevant 

features for a particular category. In order to demonstrate the point that the positive 
learning rate inequality is the driving factor of the effect, this difference was magnified 
somewhat arbitrarily by making the slope of the threshold between these differences 
very high, which had the unfortunate drawback of distorting the supervised model in 
Figure 41 somewhat. 

 Finally, simulations incorporating Oja’s multiplicative normalization rule produced 
erratic behaviour. This seems likely to have been caused by the known problems this 
rule has in separating positively correlated afferents. Normalization then was based on a 
kind of hand-chosen subtractive normalization scheme. While this works to model the 
behaviours intended, this has limitations in terms of generalizing the model.

 Given the focus of Tempus on the discrete components of Hebbian learning and 
the use of distal field interactions, it might be asked why the added complexity of a 
dynamic field model was necessary at all to model these effects. In the strictest sense, 
the experiment result could have been modeled without using dynamic field theory. That 
said, Tempus is now in a position to model the embodied consequences of such an 
experimentally validated learning circuit. How might the result change when the features 
are spatially or metrically closer together for instance? Even now, the application of 
inhibition of return to the previously viewed feature has an interaction with the learned 
inattention to the irrelevant feature. It could very well be that this results in more missed 
saccades as pressure to not look at the irrelevant feature competes with pressure to not 
go back to already viewed features. This in turn may have an interaction with reaction 
time which could interact with speed-accuracy trade-offs. All of this stemming from one 
small interaction and which can be readily analyzed now because the metric dimensions 
of the saccade and attention fields allow the recording of saccade placements. With all 
of this structure now in place, Tempus can produce a wealth of data connecting bio-
physical markers with manipulations of human category and attentional learning.
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(wt(corr,irrel)) · g(corr,irrel) = 4.48 · 0.03 = 0.13



4.0 !General Discussion
 Taken together, the eye-tracking experiment results and corresponding dynamic 
field theory modeling show that Hebbian learning type mechanisms can account for a 
number of experiment level indicators of selective attention. The perseveration of eye-
movements by both humans and Tempus to the irrelevant dimension, as modulated by 
criterion point, has a parsimonious Hebbian/gain explanation. While not unprecedented 
for dynamic field theory models (Spencer, Perone, & Johnson, 2008), the analysis of 
purposeless perseveration of attention as a lever of insight into broader aspects of 
human learning is unique for the field of category learning. The similar types of findings 
that have been reported in the literature before each have subtle but crucial differences. 
Kirkham, Cruess and Diamond (2003) reported an effect in children performing a 
dimension change card sort task that they labeled “attentional inertia”. Young children 
told to switch a given sorting rule to another sorting rule continue to sort by the initial 
criteria unless told to state the label they were sorting. Buss and Spencer (2009) went on 
to give a DFT/Hebbian account of this effect within the context of infant development of 
executive function. Their work can be contrasted with the results presented here in that 
this is perseveration of eye-movements in non-pathological adults.

 To make sense of the idea of measuring a ‘Hebbian component’ of selective 
attention, the experiment manipulation looked at what the teaching signal adds, above 
and beyond the confirmative signals required for reinforcement learning. In that there are 
both problems with the biological plausibility (Stork & Hall, 1989) and the empirical 
support (Rehder & Hoffman, 2005; Blair, Watson & Meier, 2009; Lipinkski, Spencer & 
Samuelson, 2010) for error-driven learning, the teaching signal might instead be thought 
of as supporting the processes of Hebbian association. This is how learning with 
corrective feedback was modeled in Tempus. By this account, learning the association of  
particular features with particular categories is simply a function of their co-activation. If 
this process is actually driving the way in which people activate categories, then it can 
be concluded that the same mechanistic process can work to drive eye-movements. In 
as much as this idea was validated by the experimental and modeling results, it can be 
said that the perseveration of eye-movements to the irrelevant feature after learning, is  
detecting that Hebbian learning. As previous research has shown that it is difficult to 
make an eye-movement and attend elsewhere (Hoffman & Subramaniam, 1995) it can 
further be argued that the perseveration is detection of a Hebbian component of 
selective attention. Within the mode, a precise measure can be given, as in equations 43 
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and 44, but with the eye-tracker we may limit the claim to simply detecting the 
component. 

 Building on the work presented here should bring together elements of the 
disparate models that were introduced earlier as being relevant to the embodiment of 
category learning. In addition to this, it is worth bearing in mind how embodied cognitive 
models can begin to be interfaced with more traditional models of abstract reasoning 
and high-level perception. In light of some of the shortcomings of Tempus, some 
suggestions are given here.

 While there is some simple biological basis for positing the anti-Hebbian rule, it is 
clear that the alternative Hebbian mechanism of Condition 4, equation 41, is something 
of a stand-in for a more complex and integrated learning faculty. One way that this might 
more realistically be developed is through the use of a visual working memory field. 
Recently seen features could leave traces in the field which keep the neurons 
representing ‘unseen’ features on a particular trial, active for association with the 
currently chosen, but perhaps incorrect, category. On a particular category learning trial 
for instance, one might easily find themselves saying, “Ahh, this one can’t be D because 
the last one was D and this one is all different colours!” Neurons representing incorrect 
or correct guess might interact with this field in such a way as to account for recency 
effects, i.e. typically, incorrect trials lead to response switching on successive matched 
trials and correct trials lead to response matching on successive trials. Tempus is 
currently in no position to account for such behaviours. A visual working memory, 
involving state detection neurons like ‘same’ or ‘different’, has been utilized in a previous 
DFT model with some success (Johnson, Spencer, Luck & Schöner, 2009). These kinds 
of structured interactions with working memory are the nascent attempts of DFT to 
grapple with another cognitive system that is conspicuously absent in the DFT literature 
so far, namely, semantic memory. In looking forward to a comprehensive theory of the 
structure of these interactions, a system that honours the graded and dynamic nature of 
DFT should be considered. The “Slipnet” used in the fluid-analogy system Metacat may 
be a suitable candidate in that the subsymbolic concepts of this semantic memory, are 
dynamically linked, producing strikingly psychologically plausible kinds of behaviours 
(Marshall, 1999). More consideration for how this might work will need to be given, but 
the possibilities of using the natural metrics of the dynamic fields to ground the activation 
of subsymbolic concepts is an appealing idea in this regard (e.g. a concept like 
‘opposite’ might be activated by simultaneous activations at the opposite ends of a field).
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 One of the lessons of the work here is that the pervasiveness of Hebbian 
learning cannot be disregarded. Even as more elaborate cognitive machinery is posited 
to better account for the findings, Hebbian learning has a place in that holding 
representations in working memory can co-activate representations across time and 
space and utilize the physicality of working memory (Goldman-Rakic, 1995) to do 
Hebbian type association. One could even see how systems that operate across space 
and time like this might be described by error-driven or reinforcement learning methods. 
How then might the theoretical structural differences be detected? This is again an issue 
that would require some consideration but the method of using non-standard learning 
heuristics similar to that used in Condition 4 of Tempus  to explain experimental findings 
might continue to be worth exploring. If we can think of a rule, then the cognitive 
Hebbian system hypothesized here would theoretically be enough to instantiate it. To be 
more precise, there are many different association rules Tempus could have used at the 
end of a trial. On a correct trial for instance, where the version of Tempus reported here 
simply associates the seen features with the correct category, one could imagine 
weakening the connections between the seen features and the unseen categories, or 
the seen category with the unseen features, or even strengthening the connections 
between the unseen features and the unseen categories on any given trial. If some 
combination of these rules could capture human performance, while having no obvious 
formulation from the alternative learning accounts, then this might be considered further 
evidence against their naive implementation in cognitive modeling. 

 Where the research on Hebbian type co-activation shows an enlargement of the 
cortical maps involved in the representations (Godde, Stauffenberg, Spengler, & Dinse, 
2000), aspects of the recent work in DFT based cortical plane wiring length minimization 
(Gläser & Joublin, 2011) can be incorporated. This work had the added advantage of 
including the neurotrophic models needed for more realistic Hebbian normalization 
schemes as opposed to the hand tailored schema used here. Incorporating these 
mechanisms would not be hard and would expand the field of category learning into 
making predictions about the specific characteristics of our learned cortical maps.

 In order to handle more complex features, Tempus will need to incorporate 
coupled feature fields. Examples of these can be found in Buss and Spencer (2009) and 
Faubel and Schöner (2008). By representing a feature component as an independent 
field, like size, or colour, or aspect-ratio, and binding it with a spatial dimension to form a 
two dimensional field, more complex and realistic representations are had. Not only is 
this neurophysiologically more realistic in the sense that we are thought to have a 
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‘where’ and ‘what’ processing stream in the dorsal and ventral pathways respectively 
(Buss & Spencer, 2009), but this kind of setup has also been shown to capture the 
timing dynamics of object recognition in very psychologically plausible ways (Faubel & 
Schöner, 2009). Specifically, when we learn about an object from a particular 
perspective, when future experience with that object does not fit exactly with how it was 
experienced before the bounded dimensions can aid recognition through a kind of field 
based spreading activation, i.e. peaks on the feature coupled feature fields enlarge and 
pull the misaligned dimensions over to them. That all of this is bound through the 
location in space of the experience provides an interesting philosophical connection to 
much contemporary work in linguistics (Lakoff & Johnson, 1980). Motivation for the 
embodiment philosophy was in part driven by linguistic data on grounding spatial 
metaphors. To the extent that category learning can further connect with linguistic 
processes, linguistic processes can be further understood in their relations to attention, 
memory and soon, cortical maps. 

 In summary, it has been shown here that confirmative feedback is associated 
with a delay in attentional optimization compared to corrective feedback. The 
mechanism of action is thought to be caused by the learning delay associated with 
increased difficulty of the task. This explanation is insufficient however, to explain the 
added transient delay in attentional optimization after controlling for the individual 
learning criterion point. The Hebbian account for this is that taking longer to learn implies 
more fixations to the irrelevant feature, which, under passive co-activation learning, will 
further strengthen weights to look at this feature even when it is known to be task 
irrelevant. Because this kind of habituation could be self-reinforcing, a gain on task 
relevant information is also necessary. Gain derived from the feature-attention based 
magnification of anti-correlated tuning directions in neural populations is sufficient to 
mediate the Hebbian weights connecting features with categories and eventually allow 
the disengagement of attention from task irrelevant information. These processes can be 
modeled in a neurobiologically plausible manner, while controlling for a number of other 
measures of human performance.
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Appendix A: Tempus change log

Time syncing
All update equations were unified under a single ⌧  time scaling parameter. This parameter was 
chosen to approximately match human saccade (~100 ms) and fixation (~200-500 ms) durations.

Self-made decision timing
As described in the modeling section, two new components that allow the model to make self-
timed decisions were implemented. The impatience parameter, (equation 28), which grows 
logarithmically over the course of a trial and acts as input the other new addition, the motor click 
Neuron, (equation 29), to make a decision.

Boundary conditions
The visual field was modified to have a toroidal shape such that the ends of the 1-dimensional 
vector have lateral interactions. This was visualized as a pseudo 2-dimensional surface in the 
graphical user interface, with an attentional spotlight indicating the current point of fixation. 
Components that were based on assumption of constant feature locations were updated to have 
their interactions made relative to the current point of foveation.

Confirmative feedback type Hebbian learning
Dynamic Hebbian learning conditions were added that decayed unused weights on a particular 
trial, as well as conditions that weakened and strengthened weights as specified by the equations 
in equations 30, 31, 32, 33 and 34.

Dimension Gain
The activation of categories, high-level feature attention and feature salience, was modulated as 
a function of the general utility of a particular feature location. The equation that specifies this 
calculation can be found in equation 21.

High-level attention 
Inputs from the category neurons were channeled into the spatial attention field in order to 
account for the idea of top-down attention, as opposed to simply learned differences to salience. 

IOR neuron 
The dynamics of the inhibition of return mechanism were re-written to last about 3 seconds but 
the overall strength of the inhibitory mechanism was lowered such that cycling of the features 
could be overcome by strong enough pressure to re-fixate.

Graphical User Interface
Annotations to the GUI included: 1) directional arrows indicating the flow of activation between 
fields and neural units 2) a pseudo 2-dimensional visual field to indicate the locations of features 
and foveation on the toroidally shaped spatial field 3) representations for all of the individual 
neurons contributing to the model’s behaviour 4) trial and timestep indicators.

58



Experimental components

Oja’s Rule
The normalization rule specified in equation 9 was written for the Hebbian learning 
conditions. This method did work to normalize the weights but had the problems detailed 
in the body of the thesis.

“Barnes’ Rule”
Under certain conditions Tempus would over-learn 2 or 3 categories which would interfere with 
the learning of the remaining categories. In a somewhat misguided effort to ameliorate this 
behaviour before realizing how the learning rate ratios were causing the issue, a method was 
developed that worked to individuate category dimensions. This method was not used in the 
analysis presented here and would cause problems for category structures with highly correlated 
category dimensions. The rule works by pairing correlated feature dimensions for categories, and 
then anti-correlating the weights on their additional pairwise category dimensions. To make this 
more concrete, Table 1, specifies that category A and B have a correlated light-blue dimension for 
Feature 1. These categories are anti-correlated on Feature 2, in that green is diagnostic of 
category A and purple is diagnostic of category B. Barnes’ rule would identify the similar sign of 
their Feature 1 activations after finding the difference between the anti-correlated dimensions of 
Feature 1 (Every feature location has two different features that can appear there, these are said 
to be anti-correlated. Over learning, one of these dimensions will go up for a particular category 
and the other will go down. The difference calculation will provide a sign indicating which is going 
up and which is going down). After finding these within category correlated feature dimensions, 
the rule applies a learning factor in the opposite direction to the the anti-correlated dimensions on 
the rest of the of features within that category. This is beneficial to learning if there more within 
category anti-correlated feature dimensions then positively correlated dimensions. 
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Appendix B: Tempus and experiment behaviour comparison

Within-trial fixation orders
As a check on that the optimization effect reported in Walshe (2011) persisted through the 
modifications performed here, and as a point of interest to test whether the effect is robust as 
category structures change, these figures show how Tempus compares with Experiment 2 on 
within-trial fixation ordering.
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Reaction times
As noted several times throughout this thesis, Tempus sets its own pace. Here the comparison 
between Tempus and Experiement 2 trial reaction times is provided.
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Fixation durations
In addition to approximating average fixation durations, Tempus appears to capture an effect 
previously reported (citation) whereby fixations durations decrease over the course of the 
experiment but decrease more for irrelevant information.
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Error bias
ALCOVE and RASHNL were previously tested for their trial by trial attention shift biases (Blair, 
Walshe, Barnes & Chen, 2011). A similar analysis is performed here, showing shift patterns that 
much more closely approximate the human behaviour.
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Appendix C: Simulation and analysis framework

Git repo url

ssh://csluser@cslab.psyc.sfu.ca:22/Users/csluser/Desktop/Jordan/git/dft.git

Structure

./Analysis/dftAnalyze.m

./Analysis/uploadSystem/dftSql.py

./Analysis/uploadSystem/dftsqlUpload.m

./Analysis/uploadSystem/runJobDFT.txt*

./files/categoryFixationSimulatorFinal.m

./categoryFixationSimulatorFinal.pbs*

./categoryFixationSimulatorFinalscripter.py*

./clean.py

./debugger.py

File headers

dftAnalyze.m

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
%% dftAnalyze.m %%
%  
% 
% Tempus analysis control script
% Author: Jordan Barnes
% Date: Jan 2012.
% precondition: data is uploaded on the SQL tables.
% postcondition: plots and analyses output as intended from the switches
% below.
% 
% Combined accuracy and probability of fixating an irrelevant: 
  accOpt =0; %Good
% Produces mean reaction times
  rts = 0; %Good.
% Produces 1 block post-CP means for MWW test
  rankSumAfterCP = 0; %Good.
% Scatters and tests the correlations between CP and optimization changes
% at CP
  cpOptCorr = 0; %Good.
% Produces the experiment wide changes in fixation durations.
  fixDurs = 0; %Good.
% Calculates within trial fixation probabilities.
  withinTrialProbs = 0; %Good. 
% Produces histograms of the accuracy based attention shifting biases.
  errorBias = 0; %Good. 
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
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dftSqlUpload.py

#########################################################
#dftSQL.py
#
#Author: Jordan Barnes
#Date: May, 2012
#
#purpose: move files from simulation server to SQL server.
#
#preconditions: 
#
#1. Simulations on the computer cluster have finished, and the data been 
cleaned by clean.py
#
#2. public keys should be added to authorized_keys and fingerprints 
between simulation server and SQL server established.
#
#
#postconditions:
#
#1. gaze, trial and experiment files will be moved, and deleted from the 
simulation server.
#
#2. SQL table processing will be initiated by executing the Mac batch type 
file runJobDFT.txt
#########################################################
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dftsqlUpload.m

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
%% sqlUpload.m %%
 
%Author: Jordan
%Date: May 2012
%
%This script uploads DFT data and modifies coluimns appropriately for the
%type of analysis used by the typical gnarly scripts.
%
%preconditions:
%
%1. data has been properly sorted into ExpLvl, TrialLvl, and GazeLvl folders
%2. path includes:
%
%SQL handling: 
%mysql.m, mysqlcheck.m, mysqlcheckclr.m, SQLaddcolumn.m, SQLconfig.m,
%MaybeOpenMySQL.m
%
%SQL importing:
%sqlimportexplvl.m, sqlimporttriallvl.m, sqlimportgazelvl.m, 
% 
% Fixation analysis:
% sqlimportfixlvl.m, funcrelevanceallinone.m, AOIdefns.m,
% CorrectRegionToFuncRelevance.m, FixToAOI.m, LocationToFunctionRelevance.m
% 
% Gaze analysis:
% flagBadGazeTrials.m, gazeExcluders.m
% 
% Experiment analysis:
% findCPs.m, findLPs.m
% 
% postconditions:
% 
% 1. Experiment level, gaze level, trial level and fixation level, SQL tables
% will have been added.
% 
% 2. Bad gaze trials and subjects will have been identified.
% 
% 3. Criterion and learning points identified for each subject.
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
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categoryFixationSimulatorFinal.m

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
%% TEMPUS %%
% 
% Author: Jordan Barnes, Calen Walshe, Sebastian Schneegans
% Date: July 2012
%
%% pre-conditions
% 
% 1. An experiment structure has been defined in getExpStructure.m
% 2. The path includes: gauss.m, gaussNorm.m, sigmoid.m
% 3. The control switches have been set:
% 
%   Set the learning condition:
%   conditionSwitch = 1 = corrective feedback
%   conditionSwitch = 2 = learning only on correct trials
%   conditionSwitch = 3 = anti-Hebbian learning on error trials
%   conditionSwitch = 4 = anti-Hebbian and Hebbian learning on error trials
conditionSwitch = 4;
% 
%   Toggle global noise:
noise = true; 
% 
%   Turn the GUI on:
visualize = 0;
% 
%   Toggle Oja's rule normalization:
oja = 0;
%
%% post-conditions
% 
% 1. experiment level, trial level and gaze level output files.
%
%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
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debugger.py

#########################################################
#debugger.py
#
#Author: Jordan Barnes
#Date: May, 2012
#
#purpose: upload computer code to the WestGrid computer cluster for 
high-performance simulation.
#
#preconditions: 
#
#1. all of the code needed to run a particular job on Westgrid is located in 
the 'files' directory that should be placed in the same folder as this file.
#
#2. public keys should be added to authorized_keys and fingerprints 
between compiling server and target server established.
#
#3. variables for the compiling server, target server and execution script 
should be set:
#
compileServer = 'bugaboo'
targetServer = 'orcinus'
execScript = 'Tempus.m'
#
#postconditions:
#
#1. Compiled files can now be found in the 'deploy' directory of the target 
server.
#
#2. A test simulation will automatically be started on the head server in a 
directory called 'deploy'. You will need to cancel this. It is simply to ensure 
that the process worked.
#
#Special Notes
#
# 1. Currently you will definitely need to modify this file to suit individual 
purposes.
#2. Currently, ‘hermes’, ‘checkers’ and ‘bugaboo’ work as target servers.
#########################################################
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cleanCluster.py

#########################################################
#clean.py
#
#Author:	  Jordan	  Barnes
#Date:	  May,	  2012
#
#purpose:	  remove	  duplicates	  and	  errors	  caused	  by	  the	  computer	  cluster	  
star@ng	  mul@ple	  simula@ons	  of	  Tempus	  at	  the	  exact	  same	  second.	  
Random	  numbers	  were	  not	  used	  in	  order	  to	  have	  the	  subject	  numbers	  
also	  be	  a	  @mestamp,	  showing	  when	  they	  were	  created.
#
#precondi@ons:	  
#
#1.	  this	  script	  has	  been	  placed	  in	  the	  same	  folder	  as	  the	  gaze,	  experiment	  
and	  trial	  level	  files	  to	  be	  cleaned.
#
#2.	  the	  upper	  bound	  on	  the	  allowed	  file	  size	  has	  been	  set
#
upperBound	  =	  55
#
#postcondi@ons:
#
#1.	  subject	  number	  duplicates	  within	  the	  experiment	  level	  file	  have	  been	  
removed.
#
#2.	  trial	  and	  gaze	  level	  files	  that	  are	  abnormally	  large	  have	  been	  deleted.
#
#Special	  Notes
#
#	  1.	  BE	  CAREFUL	  WITH	  THIS	  SCRIPT!!	  Make	  a	  backup	  of	  the	  level	  files	  if	  
you	  don't	  know	  what	  you're	  doing.	  
#	  2.	  Probably	  beZer	  to	  have	  subject	  numbers	  created	  by	  the	  millisecond	  
clock	  @mer.
#########################################################
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Small scripts
runJobDFT.txt

#Author: Jordan Barnes
#Date: May 2012
#Purpose: create the background process on an Apple computer to dftsqlUpload.m
#! /bin/csh
nohup /Applications/MATLAB_R2010a.app/bin/matlab -nodisplay < ./dftJob.m> ./output.txt &

categoryFixationSimulatorFinal.pbs

#Author: Jordan Barnes
#Date: May 2012
#Purpose: portable batch system file that specifies the file to execute and the arguments to take
#!/bin/sh
#PBS -S /bin/bash
cd $PBS_O_WORKDIR
MCR='/global/software/matlab/mcr/v716'
./deploy/run_categoryFixationSimulatorFinal.sh $MCR $Arg1

categoryFixationSimulatorFinalscripter.py

#Author: Jordan Barnes
#Date: January 2012
#Purpose: automate the creation of Tempus jobs using the the specified PBS file.
import os, sys
for k in range(1,11):
 os.system('qsub categoryFixationSimulatorFinal.pbs -v Arg1=1 -l walltime=180:00 -M 
jordanb@sfu.ca')
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