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Abstract

Modern energy-consuming systems are becoming increasingly interconnected. Future 5G/6G
base stations, electric-vehicle charging services, renewable generation, battery storage, and
building energy systems will form cyber-physical energy systems in which demand, mobility
behavior, weather, prices, and control decisions jointly determine cost, reliability, and sus-
tainability. This thesis, for the first time, proposes the energy-communication-transportation
hub (ECT-Hub) concept, centered on base stations that integrate communication load,
electric-vehicle charging demand, renewable generation, battery storage, dynamic electric-
ity prices, and carbon-aware operation into one decision system.

In this thesis, we study how such converging energy systems should choose effective inter-
ventions, execute them over time, and forecast their consequences under changing environ-
ments. Building on this system abstraction, the thesis develops a unified causal decision
framework in three layers. First, ECT-Price treats charging discounts as interventions
and uses causal inference to identify when incentives are likely to increase electric-vehicle
charging demand, avoiding unnecessary discounts for users who would charge regardless.
Second, ECT-DT uses Decision Transformer-based sequence modeling to schedule batter-
ies under shifting demand, renewable generation, and prices. Third, Causal EnergyTwin
extends the framework to intervention-aware time series forecasting with multi-site building
and industrial energy measurements. Its measurement study shows climate shift, schedule
dependence, policy-weighted action potential, and degraded out-of-distribution forecasting,
motivating counterfactual forecasts under weather, calendar, tariff, and carbon context. To-
gether, the three layers decide when interventions matter, how to act on them, and what
consequences they may produce. Extensive evaluations using real-world data demonstrate
the effectiveness and potential of the proposed framework over state-of-the-art solutions.

Keywords: Causal inference; Energy management; Decision Transformer; ECT-Hub; Coun-
terfactual forecasting; Digital twin
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Chapter 1

Introduction

1.1 Overview of the Converging Energy Infrastructures

Modern energy-consuming infrastructure is moving from isolated service platforms toward
tightly coupled cyber-physical energy systems. Communication networks, transportation
services, and buildings were traditionally planned as separate domains: base stations de-
livered wireless connectivity, charging stations served electric vehicles (EVs), and buildings
consumed electricity according to occupancy, weather, and equipment schedules. This sep-
aration is becoming less realistic. Current and future 5G/6G base stations must provide
reliable low-latency communication for applications such as autonomous driving [29], aug-
mented reality, and wearable devices [18]. Their power consumption increases with traffic
load [78]; in the UK, for example, 5G networks are projected to consume 2.1% of national
electricity generation in 2030 under medium load demand [23]. At the same time, base
stations are widely equipped with backup batteries for reliability. These batteries are ex-
pensive to maintain, degrade over time [108, 107], and remain under-utilized during normal
operation outside emergency backup events.

Transportation electrification and building electrification create the other two sides of
the same coupling. The growth of EV adoption turns mobility demand into a flexible and
spatially distributed electricity load. Unlike many traditional loads, EV charging can be
shifted in time if users have schedule flexibility or if the charging price creates an incen-
tive. Charging-infrastructure studies have therefore emphasized that EV service should be
coordinated with power-system constraints and long-term mobility demand [82, 60]. Build-
ings also contain multiple controllable subsystems, including HVAC, lighting, storage, and
on-site photovoltaic generation. Their aggregate electricity demand is shaped by weather,
occupancy, tariff structure, and operational policy. As electricity prices, renewable availabil-
ity, and carbon intensity become more dynamic, these systems can no longer be optimized
by simply predicting tomorrow’s load and reacting passively.

The three systems influence each other through a shared physical energy layer, a shared
demand layer, and a shared decision layer. On the physical layer, base stations, chargers,
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(a) Main roads (b) Base stations

Figure 1.1: The distribution of main roads and base stations in Texas, USA. The roads and
base stations are represented by the red lines and the blue points [5, 4].

and buildings draw from the same grid, compete for local renewable generation, and can all
use storage to shift energy across time. Backup batteries can be reused as Battery Energy
Storage Systems (BESS) to reduce cost while preserving reliability [101]; however, once
those batteries serve both communication load and EV charging load, a dispatch decision
changes the operating margin of both services. On the demand layer, communication traffic,
mobility patterns, and building occupancy are not independent: traffic corridors concentrate
both wireless demand and EV charging opportunities, while weather and time-of-day affect
building demand, renewable output, and charging behavior. On the decision layer, an action
in one domain becomes a disturbance or opportunity in another. A charging discount can
create new EV demand, which changes battery scheduling and grid purchase. A battery
discharge can increase current profit, but it also changes future state of charge and therefore
communication reliability. A building demand-response action can reduce peak load, but it
may also change future rebound load, tariff exposure, and carbon impact.

These trends create an opportunity to rethink communication, transportation, and
building infrastructures as active energy assets rather than isolated loads. As shown in
Fig. 1.1, road infrastructure and base-station deployments can spatially overlap, suggesting
that base-station sites may be natural candidates for integrated energy, communication, and
transportation (ECT) services. This observation motivates the ECT-Hub design developed
in this thesis, including its causal pricing and battery scheduling components. The same
integration pressure also appears in building energy systems, where controllable demand, re-
newable generation, storage, tariffs, and climate context must be coordinated. Across these
settings, the key modeling shift is the same: operators need to ask intervention-oriented
questions such as what happens if a discount is offered now, what happens if the battery is
discharged now, and what happens if an HVAC setpoint is changed during peak hours.
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This thesis studies such infrastructure from a causal and decision-aware perspective. The
focus is not only forecasting future energy demand, but also understanding how operational
actions change that future. A charging-price discount is not merely a price feature; it is an
intervention that may create additional EV charging demand. A battery dispatch action
is not merely a response to current price; it changes future state of charge and therefore
future reliability and arbitrage opportunities. A building-control action is not merely an
input variable; it modifies the future load trajectory. Treating these actions as ordinary
covariates can produce systems that work in historical data but fail when deployed under
new policies, seasons, or sites. Treating them as interventions provides a more principled
foundation for sustainable energy management.

1.2 Motivation and Research Challenges

The central motivation of this thesis is that prediction, intervention, and control cannot be
separated cleanly in integrated energy systems. Operators must observe the current system
state, decide whether an intervention is worthwhile, execute the intervention under physical
constraints, and forecast the consequences that will shape future decisions. Each part of
this loop is difficult on its own; more importantly, the parts influence each other. The
following challenges explain why existing approaches are insufficient when communication,
transportation, and building energy systems converge.

First, intervention selection is difficult because the same action can have different effects
in different contexts. In the ECT-Hub setting, lowering the charging price may attract new
EVs in one hub and time slot, but may only subsidize users who would have charged anyway
in another. A conventional demand prediction model may correctly predict that charging will
occur after a discount, but that does not answer whether the discount caused the charging.
Prior uplift modeling, incremental-value modeling, and counterfactual incentive-allocation
studies provide tools for estimating heterogeneous treatment effects [36, 39, 56]. However,
they are usually studied in recommendation or marketing settings where the treatment
changes conversion but does not directly interact with storage state, renewable generation,
communication reliability, or electricity price. In an ECT-Hub, an incentive is useful only if it
creates additional demand that the physical energy system can serve profitably. Thus pricing
must be formulated as a causal intervention-selection problem coupled with downstream
energy feasibility rather than a purely correlational prediction problem.

Second, intervention execution is difficult because energy actions are sequential. A bat-
tery discharge now can increase current profit by avoiding expensive grid purchase, but it
may also leave the hub without enough stored energy for a later communication load spike
or an evening EV charging surge. Conversely, charging the battery now may be profitable if
electricity is cheap or renewable generation is abundant, but wasteful if the future demand
never appears. Existing battery scheduling and base-station energy-management studies

3



show the value of storage reuse and control-aware scheduling [101]. Classical DRL methods
such as PPO, DQN, and SAC can learn sequential policies [88, 69, 37], but they are not a
complete answer for deployed energy systems. Online exploration can violate reliability con-
straints, simulation-to-real mismatch can make learned policies brittle, and reward-driven
value learning can require many interactions before adapting to a new price, demand, or
renewable regime. Sequence modeling offers a different route: Decision Transformer learns
an action model from offline trajectories by conditioning on desired return and history
[20]. This is attractive for energy systems because historical trajectories, simulated rollouts,
and operator logs can be reused without unsafe training from scratch. Meanwhile, online
adaptation is still necessary even when sequence modeling is used. A static offline policy
assumes that the deployment environment is covered by the training trajectories, but inte-
grated energy systems are nonstationary. EV arrivals change with user behavior and local
events, electricity prices change with market conditions, base-station traffic changes with
application demand, and building loads change with season, occupancy, and climate. To this
end, we also need a sequence modeling policy that can be updated using recent trajectories
rather than being learned only once offline to enable quick online adaptation under changing
temporal distributions. For this thesis, the practical goal is not unconstrained exploration.
The goal is safer adaptation: start from an offline policy, use recent trajectories to correct
mismatch, and preserve reliability while the environment drifts.

Finally, intervention consequence forecasting is difficult because the data distribution
is not fixed. Weather, holidays, tariffs, user behavior, traffic load, and climate regimes all
vary over time. Moreover, the system’s own actions change future observations. A price
incentive changes the EV demand observed by the battery scheduler; a battery action
changes future state of charge; and a building demand-response event changes future load.
Classical forecasting methods and modern neural time-series models can capture factual
temporal patterns [13, 61, 131], but they are usually trained to minimize prediction error
under historical policies. Causal time-series and invariant-prediction studies show that stable
temporal mechanisms, hidden confounding, and domain shift must be handled explicitly
when the goal is intervention reasoning [70, 86, 59, 16]. Sustainable energy systems therefore
need forecasting models that can reason about hypothetical actions and remain useful across
shifting policies, sites, and climate regimes.

These challenges motivate a unified thesis view. Energy-hub optimization and battery
scheduling studies often assume demand and price response are exogenous. EV pricing
studies can learn profitable incentives, but they often ignore whether the downstream energy
system can serve induced demand at acceptable cost. Reinforcement-learning controllers
can learn sequential actions, but their performance depends on the quality and coverage of
the trajectories used for training. Time-series forecasting models can predict future load,
but most of them treat controllable variables as ordinary covariates and do not ask what
would happen under a hypothetical intervention. This thesis addresses these limitations
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by designing intervention selection, sequential execution, and counterfactual forecasting as
three connected parts of one decision loop.

1.3 Thesis Scope and Research Questions

This thesis investigates the following overarching question:

How can integrated energy systems identify useful interventions, execute them
over time, and forecast their consequences when operating conditions shift?

The question is studied through three connected works. The first two are developed in
the concrete ECT-Hub setting, where 5G base stations are upgraded into integrated hubs
that combine communication load, BESS, renewable generation, EV charging, and time-
varying electricity prices. The third work generalizes the same decision logic to broader
building and industrial energy systems, where the operator needs causal forecasts of future
energy trajectories under weather, schedule, tariff, carbon, and climate context.

The thesis decision loop begins with observed variables. At each time step, the opera-
tor observes a context that may include communication traffic, EV arrivals, building load,
weather, calendar features, electricity tariff, carbon intensity, renewable generation, bat-
tery state of charge, and historical actions. These variables describe the factual state of
the system, but they also define which interventions are feasible. Candidate interventions
include demand-side incentives, battery charge or discharge actions, HVAC or lighting ad-
justments, storage-operation edits, and renewable or policy scenarios used for planning.
Once an intervention is applied, it can create several kinds of impact: additional or shifted
demand, changed state of charge, changed grid purchase, changed renewable utilization, bat-
tery degradation risk, communication reliability risk, peak-load reduction, time-of-use cost
reduction, carbon-emission reduction, and future rebound or distribution shift. A complete
decision system must therefore connect the observed variables, the candidate intervention,
and the multi-dimensional impact rather than optimizing any one component in isolation.

More specifically, the thesis asks three research questions.
RQ1: How should an integrated energy hub decide whether to apply a

demand-side incentive? In the ECT-Hub setting, the demand-side action is a charging
discount. The challenge is to distinguish charging events that are caused by the discount
from charging events that would occur without the discount. This motivates ECT-Price,
a causal pricing method based on counterfactual incentive learning [56]. ECT-Price maps
each hub-time context into counterfactual charging strata and applies discounts only when
the intervention is expected to create additional charging demand and improve profit.

RQ2: How should the system execute energy-control decisions after the in-
centive changes demand? Once ECT-Price selects or withholds a discount, the hub must
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Figure 1.2: Thesis decision loop. Observed variables such as load, weather, price, carbon in-
tensity, renewable generation, storage state, and historical actions define the current context.
ECT-Price selects incentive interventions, ECT-DT executes sequential energy-control in-
terventions, and Causal EnergyTwin forecasts intervention-conditioned impacts on demand,
state of charge, cost, carbon, peak load, and reliability before the next decision is made.

decide how to operate its battery. The scheduling policy must consider state of charge, re-
newable output, grid price, communication load, and incentive-induced EV demand. This
motivates ECT-DT, a Decision Transformer-based battery scheduler. It learns long-horizon
battery control from offline trajectories and adapts online using recent trajectories when
demand or price patterns shift.

RQ3: How can operators forecast the consequences of hypothetical interven-
tions before deployment? The ECT-Hub pipeline shows that control policies depend on
forecasts of future demand, renewable generation, price, and system state. However, those
forecasts can change precisely because interventions are applied. This motivates Causal En-
ergyTwin, a causal time-series forecasting framework for energy systems. It learns stable
temporal mechanisms across environments and supports counterfactual forecasting under
hypothetical interventions, such as reducing HVAC demand during peak hours or shifting
storage operation to avoid expensive peak periods.

Fig. 1.2 summarizes how the three components close the loop. Based on the observed
variables, ECT-Price estimates whether a demand-side intervention creates incremental
value rather than merely predicting demand. The selected incentive changes the EV-demand
stream and becomes part of the state observed by ECT-DT. ECT-DT then executes battery
actions under storage, price, renewable, and reliability constraints, producing immediate
profit and changing future state of charge. Causal EnergyTwin forecasts the intervention-
conditioned consequences of candidate actions, including peak, cost, carbon, and reliability-
related impacts. These forecasts can be used before deployment to compare candidate in-
terventions, and the realized outcomes after deployment become new observations for later
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decisions and online adaptation. The loop is therefore closed: observations inform interven-
tions, interventions change outcomes, outcomes update future observations, and the updated
context feeds the next decision.

1.4 Summary of Contributions

This thesis contributes a causal decision perspective and a set of concrete solutions for
sustainable integrated energy systems. The main contributions are summarized as follows:

• Integrated ECT-Hub formulation and system-level motivation. We, for the
first time, formulate ECT-Hub design [95] as an integrated cyber-physical energy
system that combines communication load, EV charging demand, renewable gener-
ation, battery storage, and time-varying electricity prices. The formulation defines
the shared physical variables, constraints, actions, and reward used by the first two
method chapters. It also explains why pricing and battery scheduling should be coor-
dinated rather than optimized independently: the price action changes demand, and
the battery action determines whether that demand can be served profitably while
preserving communication reliability.

• Intervention selection through causal pricing. We develop ECT-Price [95], the
intervention selection layer of the thesis. Inspired by counterfactual optimal treatment-
regime learning, ECT-Price distinguishes users’ incentive-sensitive charging demand
from the always-present charging demand. Instead of using discounts whenever pre-
dicted charging demand is high, it estimates whether the discount causally creates ad-
ditional demand. Experiments based on real-world data show that ECT-Price achieves
the highest reward (7.21% improvement on average) across different discount settings
compared with outcome-regression, inverse-propensity-score, and doubly robust base-
lines, demonstrating that causal incentive allocation reduces unnecessary revenue loss
and provides a cleaner demand signal for the downstream scheduler.

• Intervention execution through sequence modeling and online adaptation.
We develop ECT-DT [93], the intervention-execution layer of the thesis. ECT-DT
formulates BESS scheduling as a return-conditioned sequence modeling problem. A
Decision Transformer learns from offline trajectories generated by historical opera-
tion, baseline policies, and exploration. To better adapt to dynamic deployment en-
vironments, an online adaptation mechanism further updates the policy using recent
trajectories, replay-buffer sampling, entropy regularization, and hindsight relabeling.
Experiments show that ECT-DT achieves the highest daily profit among tested sched-
ulers, improving profit by about 5.4% over PPO and about 8–10% over DQN and SAC,
while adapting within 50 online episodes under shifted EV-demand and price patterns.
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• Intervention consequence forecasting through Causal EnergyTwin. We de-
velop Causal EnergyTwin [94], the intervention-forecasting layer of the thesis. Using
real energy data from three climate/site environments, the measurement study demon-
strates strong seasonal distribution shift, unstable correlations, climate-dependent re-
sponse mechanisms, degraded out-of-distribution forecasting, and meaningful control-
lable flexibility during peak hours. The proposed solution combines stable tempo-
ral representation learning, explicit intervention modeling, local environment adapta-
tion, and counterfactual prediction. On the fully observed Site A OOD summer split,
CausalTwin-lite achieves the strongest factual and decision-weighted results, reducing
OOD MAE to 19.96 kW, peak-hour MAE to 25.12 kW, and TOU-weighted MAE
to 22.39 kW. This corresponds to at least a 41.15% reduction over other baselines
while retaining an editable action/context structure. The ablation study shows that
removing controllable actions raises OOD MAE from 19.96 to 28.97 kW and peak-
hour MAE from 25.12 to 39.55 kW, confirming that controllable streams should be
treated as intervention paths rather than passive covariates. The action-editing study
further estimates that a combined HVAC and lighting peak intervention can reduce
average peak load by 10.23 kW over 591 peak or sharp-peak hours, corresponding
to 6.04 MWh predicted energy reduction and 3.49 tCO2e carbon reduction. In the
three-site transfer experiment, the Causal EnergyTwin family remains consistently
among the strongest methods, serving as a robust, data-efficient implementation for
the intervention consequence forecasting task in the thesis decision loop.

• A unified causal decision loop for sustainable infrastructure. We connect
the three components into one thesis-level framework: select interventions that mat-
ter, execute them under physical constraints, and forecast their consequences before
deployment. The overall system contribution is that causal pricing, sequence-based
scheduling, and causal forecasting reinforce one another. Better pricing creates useful
demand-side opportunities, better scheduling converts those opportunities into profit
and reliability-aware operation, and better counterfactual forecasting helps the oper-
ator compare interventions before applying them. The resulting loop bridges causal
inference, reinforcement learning via sequence modeling, and causal time-series fore-
casting for cost, reliability, and sustainability in integrated energy systems.

1.5 Thesis Organization

The remainder of the thesis is organized as follows:

• Chapter 2: Integrated ECT-Hub system model. This chapter introduces ECT-
Hub as an integrated decision system. It presents the feasibility measurements and
system formulation behind the base-station-centric design, including communication
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load, renewable generation, EV charging demand, battery state, grid price, and profit
objective. It also explains why the ECT-Hub naturally leads to a two-stage decision
pipeline: causal pricing followed by battery scheduling.

• Chapter 3: ECT-Price for intervention selection. This chapter formalizes charg-
ing discounts as treatments, defines counterfactual charging strata, introduces the
multi-task learning architecture, and evaluates the method against standard uplift-
modeling baselines. The key result is that incentive allocation should depend on causal
demand creation rather than predicted charging probability alone.

• Chapter 4: ECT-DT for intervention execution. This chapter formulates bat-
tery scheduling as a sequence modeling problem, describes the Decision Transformer
representation, and extends it with online adaptation to adapt to dynamic real-world
deployment environments. It then evaluates ECT-DT against common DRL baselines
under normal and shifted environments.

• Chapter 5: Causal EnergyTwin for intervention consequence forecasting.
This chapter first conducts a multi-site measurement study using energy data from
different climate regions. Based on the measurement findings, it introduces the pro-
posed causal forecasting framework, compares full neural and lite variants, defines
intervention and counterfactual forecasting tasks, and reports comprehensive experi-
ments with forecasting baselines, ablations, and model-overhead comparisons.

• Chapter 6: Conclusions and future directions. This chapter summarizes the
whole thesis and outlines future directions toward deployment-ready ECT-Hubs, safe
online control, richer causal digital twins, and carbon-aware energy decision systems.
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Chapter 2

ECT-Hubs as Integrated Decision
Systems

Chapter 1 introduced the thesis as a decision loop for sustainable integrated energy systems:
selecting useful interventions, executing energy-control decisions, and forecasting the conse-
quences of those decisions under changing environments. This chapter provides the shared
system abstraction for that loop. This thesis first proposes the base-station-centric energy-
communication-transportation hub, or ECT-Hub, as an integrated system. It is the concrete
setting in which the first two method chapters are developed. It combines communication
load, EV charging demand, renewable generation, battery storage, and time-varying elec-
tricity prices in one operational setting. ECT-Hub design establishes the physical variables,
constraints, measurements, and control objectives that make the later solutions necessary.
The pricing challenge in this chapter becomes the intervention-selection problem studied
by ECT-Price in Chapter 3. The battery scheduling challenge becomes the intervention-
execution problem studied by ECT-DT in Chapter 4. The uncertainty and distribution
shift exposed by the same formulation motivate the intervention-consequence forecasting
problem studied by Causal EnergyTwin in Chapter 5.

2.1 Background and Related Work

The idea of leveraging telecom infrastructure for energy and transportation services has
gained momentum in recent years [60, 7]. The dense deployment of 5G base stations – over
60 billion USD global market size as of 20251 – offers a unique opportunity to repurpose or
augment these sites as public EV charging stations. Considering the new concept of Internet-
of-Vehicles (IoV) [79, 119, 73, 92] and services that closely combine BSs and EVs in 5G and
future 6G networks, BS locations (e.g., at building rooftops, parking garages, or alongside
highways) should overlap with areas of high vehicle presence and could conveniently serve

1https://www.precedenceresearch.com/5g-base-station-market
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EV users, as supported by real-world data [5, 4]. On the other hand, due to the limited
space and infrastructure of EVs (the size of the DC/AC converter is limited), charging from
BESS in BSs is more efficient than charging from conventional charging stations because
both BESS and EVs use DC power [87], which benefits both the customers and operators of
BSs. Moreover, BSs often already have high-capacity grid connections and backup batteries
installed for reliability [107], which can potentially be used to charge EVs or feed energy
back to the grid. Key industry players have explored integrating telecom infrastructure with
energy and transportation networks – for example, Tesla’s vision of coupling EV charging
with solar energy and communication2, and China Tower’s deployment of BS sites offering
battery services for e-bikes34. Public reports on China Tower’s energy business further
show that telecom-site energy assets are already being commercialized beyond conventional
communication backup service [1].

Despite the attractive synergy, integrating these services raises technical and operational
challenges. Energy management at a 5G BS is already a concern – studies show 5G networks
could account for over 2% of electricity consumption in some regions [23]. Backup batteries
are primarily intended for emergency power during outages, and frequent cycling of these
batteries might accelerate their degradation [107]. Prior research on BS energy optimiza-
tion has focused on load shifting and peak shaving using batteries. For example, Tang et
al. [101] proposed an optimization framework for deploying backup power to reduce costs
while ensuring reliability. Others have considered scheduling BS operations (e.g., turning
off some BSs during low traffic) and incorporating renewables to save energy. Related stud-
ies also examine reliability-aware backup power allocation, renewable-assisted 5G planning,
energy-storage configuration, renewable-mounted rural base stations, and multitask micro-
grid energy management [100, 63, 124, 67, 26]. However, adding EV charging changes the
scenario: the battery is no longer only a standby supply; it becomes an active energy trader
– charging when grid prices are low or renewable energy is abundant, and discharging to
serve EVs or the BS load when it’s profitable.

EV charging demand management is another crucial aspect. Traditional EV charging
station operation deals with setting charging prices and sometimes controlling charging
rates to balance load on the power grid [132], while some researchers have also proposed
using wireless power charging methods [120]. Charging infrastructure and grid integration
studies emphasize that electromobility must be coordinated with power-system constraints,
while shared-EV systems reveal long-term demand evolution and the coupling between
charging, repositioning, and dynamic deadlines [82, 109, 110]. In the context of ECT-Hubs,

2https://www.aforenergy.com/charging-tesla-with-solar-panels-save-money-go-green/

3https://www.china-tower.com/Index/show/catid/19/id/1086.html

4https://www.china-tower.com/Index/lists/catid/77.html
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the operator (e.g., a telecom company) can dynamically adjust the charging price to attract
EVs when there is surplus power or under-utilized battery capacity. Research on EV pricing
spans from traditional mixed-integer optimization [65] to learning-based approaches [129].
This thesis formulates dynamic pricing as an intervention rather than only as a price-
optimization variable. A discount should be offered only if it causally creates additional
charging demand or improves system-level profit. Li et al. [56] proposed a counterfactual
learning framework to compute optimal incentive allocation, which motivates the ECT-
Price design in Chapter 3. The key distinction is that the ECT-Hub setting couples the
incentive decision with physical energy constraints: additional EV load is useful only when
the hub can serve it through grid purchase, renewable generation, or battery discharge at
acceptable cost.

In conclusion, prior work motivates but does not fully solve the decision problem stud-
ied in this thesis. Energy-hub optimization often treats demand as exogenous, EV pricing
studies often ignore the downstream energy-control consequences, and forecasting studies
often learn factual correlations without asking what would happen under an intervention.
The ECT-Hub abstraction makes these dependencies explicit and provides the first concrete
setting for the thesis decision loop.

2.2 Measurement Insights: Feasibility and Challenges

This section examines whether the ECT-Hub design is technically and economically plau-
sible from a base-station-centric view. The measurements are used for two purposes. First,
they show that the required resources and demand patterns can coexist in realistic de-
ployments. Second, they expose the operational difficulties that motivate the later solution
chapters: demand must be shaped carefully, batteries must be scheduled over time, and
forecasts must remain reliable when interventions change the operating state.

Table 2.1 summarizes the measurement logic used in this chapter. The table is included
here because the ECT-Hub is not motivated by a single observation. It is motivated by a
chain of evidence: base stations are spatially close to transportation demand, they already
contain energy assets, renewable generation and EV charging are both temporally variable,
and communication traffic can coincide with high electricity prices. These facts make the
integrated design promising, but they also explain why a naive co-location design is insuf-
ficient. A practical ECT-Hub needs a pricing module, a battery scheduling module, and a
forecasting module that can reason about intervention-conditioned future states.

2.2.1 Technology Feasibility

As shown in Fig. 1.1, the distribution of base stations is significantly correlated with road
infrastructure. In some contexts, base-station locations are suitable for EV charging, such
as underground parking lots where base stations are deployed on top of buildings or base-
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Table 2.1: Measurement-to-design logic for the ECT-Hub.

Measurement evidence Operational implication Thesis solution motivated

Roads and base stations
can spatially overlap

Base-station sites can serve com-
munication users and nearby EV
users from one physical location

ECT-Hub system abstraction

Backup batteries already
exist at base stations

The battery is a reliability re-
serve and potential energy asset

Reliability-aware battery model
and ECT-DT

Renewable generation is
volatile across hours

Surplus energy should be shifted
or sold only when future demand
is likely

Sequential scheduling and inter-
vention forecasting

EV charging demand is
time-varying and price-
sensitive

A discount can create useful de-
mand, but may also subsidize
users who would charge anyway

ECT-Price causal intervention
selection

Traffic load and real-time
electricity price can peak
together

Communication reliability and
energy cost must be optimized
jointly instead of separately

Integrated profit objective and
two-stage decision loop

station towers located alongside rural roads. Although most base stations are deployed on
top of buildings, especially in urban areas, for better coverage, their backup batteries are
usually located in dedicated battery rooms on the ground for easier management. These
backup batteries are connected to the base station with a DC power system and automatic
transfer switch to provide power in emergencies. We propose transforming base stations
into energy-communication-transportation integrated hubs by adding electric vehicle supply
equipment (EVSE), which can utilize excess energy from base station batteries or renewable
power generators. We aim to ensure uninterrupted communication while optimizing battery
usage and incorporating renewable energy generation. This approach involves designing a
comprehensive battery management and charging pricing system to maximize benefits for
base station operators.

Battery pack capacities have significantly increased since 2011 (200kWh-600kWh), far
surpassing the needs of a single 5G base station (2-4kW) [105]. Considering their higher
efficiency and lower environmental impact, there is a trend to replace current lead-acid
batteries in base stations with lithium-ion batteries, which are also the major battery type
used in EVs. Using retired EV lithium-ion batteries in base stations has also been proposed
and already adopted by some operators [122]. To fully utilize battery storage capacity
and reduce base-station operators’ expenses, storage batteries in base stations have been
commercialized as battery swapping stations to provide power exchange for electric bikes [8].
However, several issues persist in EV battery swapping, such as AC-to-DC conversion and
battery standardization across different brands. The prevailing approach remains building
charging stations for EV recharging. Previous work [120] also proposes using wireless power
transfer (WPT) to charge EVs. The cost of WPT is still very high, while the efficiency is quite
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Figure 2.2: Charging frequencies of electric
vehicles.

low compared with wired power transfer, and some research [62] has pointed out security
issues in current WPT technology. To this end, we focus only on directly charging EVs
with EVSE in the base-station-centric ECT-Hub design. Since the ECT-Hub can provide
both AC power from the connected grid and DC power from equipped batteries, the EVSE
installed in the ECT-Hub can provide both AC dedicated and DC dedicated interfaces
defined in the IEC 62196 standard [6] without rectifiers, which can further improve the
energy efficiency of the whole system.

2.2.2 Economic Feasibility

The introduction highlights that electricity cost is a significant expense for 5G network
operators. A typical 5G base station can consume three to four times more energy than a
4G base station [101]. The energy consumption of 5G base stations is positively correlated
with the load rate. A 5G base station primarily consists of the Baseband Unit (BBU) and
the Active Antenna Unit (AAU). We note that the energy consumption of the BBU remains
relatively stable, while the AAU’s energy consumption increases with the load rate. Thus,
the network traffic is a good indicator for predicting electricity costs for 5G base stations.

Introducing renewable energy generation (such as wind and solar power) and energy
storage solutions (batteries) in base station construction is a promising approach to reduce
electricity expenses for 5G operators. Some base stations, especially those in remote areas,
are equipped with wind and solar power systems [77]. As shown in Fig. 2.1, for two days of
wind and photovoltaic power generation [3], renewable power generation has great volatility
and is hard to predict in advance. The current base station network cannot fully utilize this
power, leading to energy wastage. On the other hand, EV charging demand also varies
throughout the day. For example, Fig. 2.2 depicts the real-world data from 12 charging
stations over 3 years with 70,000 records, showing significant usage variation at different
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traffic.

times. With appropriate methods to balance EV charging demand and renewable generation,
the operators of ECT-Hubs can fully utilize the available energy and make more profit.

Battery degradation is another cost for the operators. Backup batteries will eventually
degrade even without use. Battery voltage is an important indicator for evaluating the state
of the battery. Fig. 2.3 demonstrates the capacity degradation of two individual batteries
and a battery group over time [108]. The figure shows that the voltage of the battery
gradually decreases with time, reflecting the slow degradation process of the battery. If we
can utilize this backup energy to charge EVs at ECT-Hubs while guaranteeing the basic
communication functions, the operating cost caused by battery degradation can be partially
offset.

2.2.3 Challenges of ECT-Hub

Although the measurements support the feasibility of ECT-Hubs, they also reveal three
coupled challenges. First, the basic communication function of each base station must not
be interrupted while minimizing operating cost. The network traffic in a region, however,
can fluctuate and be hard to predict. Fig. 2.4 presents the results of the measurement study,
where four days of network traffic data are analyzed together with real-time electricity price
data from a public dataset [22]. The measurement shows that the load rate of base stations
is positively correlated with the electricity price. Notably, both load factors and electricity
prices peak during the night, leading to a significant increase in electricity expenses for these
base station operators. Energy storage systems and renewable power generation can be
used to balance energy. However, incorporating batteries and renewable energy sources also
introduces battery degradation and renewable uncertainty. Previous work [101] proposed
using base station backup batteries as BESS to optimize energy expenditure through battery
scheduling, but did not account for integrating renewable energy sources. This motivates
an effective sequential battery scheduler for ECT-Hubs, which is the focus of Chapter 4.

Second, operators want to make more profit by charging EVs with extra energy, either
stored in backup batteries or generated by renewable power plants. The willingness of EV
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owners to charge is highly influenced by the charging price set by the operator. This creates
an intervention-selection question: when is a discount actually useful, and when does it only
reduce revenue from users who would have charged anyway? Dynamic pricing for charging
services is essential due to the fluctuating demands for EV charging throughout the day, as
shown in Fig. 2.2. An efficient pricing strategy, synchronized with peak and off-peak periods,
is needed to optimize revenue for operators and encourage EV owners to charge during less
congested hours, balancing loads and enhancing network stability. This motivates the causal
pricing method in Chapter 3.

Finally, both pricing and scheduling depend on future system trajectories. Renewable
generation, traffic load, EV arrivals, grid prices, battery state, and user response all vary
across time. More importantly, the intervention itself may change the future trajectory:
a discount changes EV demand, a battery action changes future SoC, and a load-control
action changes future demand. This observation is the bridge from the ECT-Hub control
problem to the broader Causal EnergyTwin problem in Chapter 5, where the thesis asks how
to forecast intervention-conditioned consequences under environmental and policy shift.

2.3 System Model and Problem Formulation

We consider a network of N base stations, each of which is upgraded to function as an
Integrated ECT-Hub. Fig. 2.5 illustrates the conceptual model of ECT-Hubs. Each hub
(indexed by i) consists of: (i) a 5G base station with its own power load, (ii) a Battery
Energy Storage System (BESS) or backup battery pack as Battery Point, (iii) optionally,
a local renewable power source (e.g. a solar panel or wind turbine), and (iv) one or more
charging piles for electric vehicles. The hub is connected to the main power grid and can
draw electricity when local resources are insufficient. Although some physical deployments
may support grid feed-in, this thesis models a conservative operating mode in which surplus
local energy is stored when feasible or curtailed. We discretize time into slots (e.g., 1-hour
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intervals) indexed by t. We consider a daily or weekly repeating cycle to capture recurring
patterns in prices and demand.

This formulation is intentionally hub-centric, but its variable roles are more general.
Communication load and EV charging demand are demand-side outcomes; renewable gen-
eration and grid prices are context variables; pricing and battery dispatch are action vari-
ables; and time, location, weather, or policy regimes define the environment. Chapter 5
later reuses a similar role separation for building and industrial energy data, replacing the
corresponding variables in the new setting.

Each hub i at time t has the following key quantities:

• PBS,i(t) – the power consumption of the base station’s communication equipment at
time t. This is the load that must be met to maintain network service. We treat PBS(t)
as a given time-varying demand which escalates correspondingly with the increase in
data traffic [78].

• PRES,i(t) – the power output of the local renewable energy source (if any) at time t.
This could be from solar panels, wind turbines, etc., and is typically intermittent. We
assume PRES(t) is known or forecasted for the day (e.g., based on weather conditions).

• Emax
i – the energy capacity of the batteries at hub i (in kWh). Let Si(t) denote

the state of charge (SoC) of the battery at time t, as a fraction of capacity (0 to
1 or 0% to 100%). The battery has operational constraints: it cannot charge above
100% or discharge below 0%. We let Pbatt,i(t) denote the battery charge/discharge
power at time t. Let Pbatt(t) > 0 indicate discharging (battery delivering power),
and Pbatt(t) < 0 indicate charging (battery consuming power). We assume limits
Pmin

batt ≤ Pbatt(t) ≤ Pmax
batt (e.g., a max charge or discharge rate). In our case, we

simplify the control to three discrete modes: discharge at a fixed rate (Pbatt = +P0),
charge at a fixed rate (Pbatt = −P0), or idle (Pbatt = 0). Later equations use ui(t) as
the signed battery action under the same sign convention. The SoC then updates as

Si(t+ 1) = Si(t)−
Pbatt,i(t)
Emax

i

∆t, (2.1)

where the sign convention makes discharge decrease SoC, efficiency is absorbed into
the signed battery power for notation simplicity, and ∆t is the slot duration.

• PEV,i(t) – the total charging power delivered to EVs at hub i during slot t. This
depends on how many EVs are charging and at what rate. We assume if EVs arrive,
they charge at a standard rate (up to the available power). There is a queue or
schedule of EV charging sessions based on arrival times and battery capacities of
vehicles; however, in this work we focus on the aggregate demand. Empirically, we
have EV charging records that indicate how many kWh were charged at each hub
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in each hour. Importantly, PEV(t) is not fixed – it can be influenced by the charging
price set by the hub operator. Lower prices encourage more EVs to come (if they have
flexibility), while higher prices discourage usage. We incorporate this via the pricing
decision in our system.

• Pgrid,i(t) – the power drawn from the grid by the hub at time t. This will be determined
by the net load and the battery’s contribution. Essentially, the power balance at the
hub must satisfy:

Pgrid,i(t) + Pbatt,i(t) + PRES,i(t) = PBS,i(t) + PEV,i(t), (2.2)

assuming any renewable generation is used first (if PRES exceeds the load, the surplus
could charge the battery or be curtailed). If Pbatt > 0, it supplies part of the load,
reducing grid draw; if Pbatt < 0, it adds to the load on the grid. We do not consider
feeding energy back to the grid because interconnection requirements, reverse-power
limits, and operational uncertainty can create risks and expenses that outweigh the
benefits of grid arbitrage [28].

• Electricity Prices: The hub faces a time-varying buying price from the grid, denoted
Rgrid(t) (in $/kWh) – e.g., a real-time price or TOU tariff for purchasing electricity.
Additionally, the hub sets a selling price for EV charging, denoted REV,i(t). In our
design, REV,i(t) is under the operator’s control and may be dynamic. The operator
can also offer a discount off a baseline price to attract EVs.

Reliability-aware battery dynamics: The battery cannot be scheduled only for profit
because it also protects the communication service. To make this constraint explicit, let ui(t)
denote the signed battery power, where ui(t) > 0 means discharging and ui(t) < 0 means
charging. With charging and discharging efficiencies ηch and ηdch, the SoC update can be
written as

Si(t+ 1) = Si(t) + ηch[−ui(t)]+∆t
Emax

i

− [ui(t)]+∆t
ηdchEmax

i

, (2.3)

where [x]+ = max(x, 0). The feasible action set must satisfy

Smin
i + Sres

i (t) ≤ Si(t) ≤ Smax
i , (2.4)

where Sres
i (t) is the reserve needed to maintain base-station operation during a possible out-

age before grid recovery. If Tr is the estimated recovery time, a simple reserve approximation
is

Sres
i (t) = 1

Emax
i

t+Tr−1∑︂
ℓ=t

PBS,i(ℓ)∆t. (2.5)
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This reliability reserve is the main reason the ECT-Hub is different from a standalone EV
charging station. A discharge action that appears profitable may be infeasible if it violates
the reserve needed for communication continuity.

Power balance: Given the battery action, grid purchase is determined by the net
demand that remains after local renewable generation and battery discharge are used:

Pgrid,i(t) =
[︁
PBS,i(t) + PEV,i(t) + [−ui(t)]+ − PRES,i(t)− [ui(t)]+

]︁
+. (2.6)

The positive-part operator reflects the thesis setting in which the hub does not rely on
selling energy back to the grid. Surplus renewable power can be used to charge the battery
when feasible; otherwise it may be curtailed. This convention keeps the reward focused on
serving communication load and EV demand rather than on grid-feed-in arbitrage, whose
practical regulation and interconnection costs can be significant.

Profit Objective: The operator’s profit at hub i over a horizon (e.g., one month) is
the revenue from EV charging minus the costs of electricity and battery degradation. It is
useful to decompose profit into charging revenue and operating cost:

CRi =
∑︂
t∈T

PEV,i(t)REV,i(t), OCi =
∑︂
t∈T

(︁
Pgrid,i(t)Rgrid(t) + |ui(t)|cbatt

)︁
. (2.7)

The total profit Ψi over the scheduling horizon T is:

Ψi = CRi −OCi =
∑︂
t∈T

[PEV,i(t) ·REV,i(t)− Pgrid,i(t) ·Rgrid(t)

− |ui(t)| · cbatt]
(2.8)

where cbatt is the marginal cost of battery usage (in /kWh) used to approximate wear
and tear on the BESS. In this formulation, Pgrid(t) is nonnegative because battery dis-
charge reduces grid purchases rather than generating feed-in revenue. The term |ui(t)|cbatt

penalizes battery throughput, thereby discouraging unnecessary cycling unless its expected
economic and reliability benefits compensate for the associated degradation cost. In this
work, battery degradation is approximated as a linear cost proportional to energy through-
put. This simplified formulation facilitates system-level optimization but does not capture
the nonlinear and path-dependent aging behavior of lithium-ion batteries. In practice, bat-
tery degradation can depend on factors such as depth of discharge, state-of-charge range,
temperature, charge and discharge rates, and cycling history. Therefore, the results should
be interpreted under the adopted linear degradation assumption. Incorporating more de-
tailed nonlinear, cycle-based, or electrochemical degradation models to improve physical
realism remains an important direction for future work. The operator’s goal is to maximize
Ψi for each hub. The two sets of control decisions are:
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• Battery schedule Pbatt,i(t) for each time (charge, discharge, or idle), which influences
Pgrid and SoC.

• EV charging price REV,i(t) for each time, which influences PEV(t) by attracting or
not attracting incentive-based demand.

These decisions are interdependent: offering a discount could bring in more EV load,
which if served via grid power might incur high cost unless the battery was charged earlier;
conversely, charging the battery to sell energy to EVs is wasteful if those EVs don’t show
up due to high price. An optimal policy must coordinate pricing and battery usage based
on the state of the system and predictions of future conditions.

System State: We define the state s(t) observed at time t to include all information
necessary for decision-making at that time. This includes:

• The current SoC of the battery (and the last action taken, to account for battery
resting constraints if any).

• Recent history or current levels of exogenous factors: the grid price Rgrid(t) (or a
vector of forecasted future prices), current and forecasted weather/renewable output,
current and recent BS traffic load (since PBS might correlate with certain times or
events), and possibly time-of-day.

• Information about EV demand context: historical charging activity at this hub (e.g.,
how many EVs charged in the past few hours), which could inform the likelihood
of upcoming EVs, and whether a discount was offered recently (could affect user
expectations).

Control Actions: At each decision epoch (time slot), the joint action can be considered
as (aprice(t), abatt(t)) for each hub. Here abatt(t) ∈ {charge, discharge, idle} as defined, and
aprice(t) is no discount or a discrete set of discount levels (e.g., 10%, 20%, 30%). The thesis
decision loop uses a two-stage approach:

• Stage 1 (Pricing): Decide on aprice(t) using the ECT-Price causal inference model
at the beginning of each slot (or perhaps with some lookahead for the day).

• Stage 2 (Battery scheduling): Given the resulting price (and hence knowing if EV
incentive load will appear or not), decide Pbatt(t) using the scheduler.

By decoupling them, the pricing decision can be viewed as setting part of the environ-
ment for the battery agent. The experiments in Chapters 3 and 4 compare scenarios where
pricing is controlled by ECT-Price against baseline policies to quantify this impact. A uni-
fied approach (e.g., a single RL agent controlling both price and battery) is possible, but the
state-action space becomes very large, and it is challenging to ensure the agent respects the
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Figure 2.6: Framework of the proposed methods.

critical constraint of always powering the BS. The separation also matches the thesis narra-
tive: pricing answers whether a demand-side intervention should be applied, while battery
scheduling answers how the energy system should respond after that intervention changes
the operating state.

Given this model, the core problem is a stochastic sequential decision problem: at each
time t, observe state s(t), choose actions (aprice, abatt), incur a reward r(t) equal to the
profit in that interval, and the system transitions to s(t + 1) according to dynamics such
as battery SoC updates, exogenous price movement, renewable variation, and EV arrival
uncertainty. The objective is to maximize the expected cumulative reward over the time
horizon. This fits the Markov decision process (MDP) framework, although the dynamics
are only partly known in practice. Therefore, the thesis uses data-driven methods while
preserving the physical constraints in the state, action, and reward definitions.

Table 2.2 summarizes the notation used throughout this chapter. The table is placed
after the formulation because several variables are introduced progressively: the basic phys-
ical variables define the hub, the profit variables define the optimization objective, and the
operating-loop variables in Section 2.4 connect the model to the later decision modules.

2.4 Integrated ECT-Hub Operating Architecture

The formulation above defines the variables, constraints, and objective of the ECT-Hub.
This section turns that formulation into an operating architecture. The ECT-Hub is not
only a co-location of several devices. It is an integrated operating system in which com-
munication service, transportation demand, local energy resources, and data-driven control
share the same physical constraints. To clarify this role, we decompose an ECT-Hub into
four interacting layers.

Physical energy layer. This layer contains the grid connection, BESS or backup bat-
tery pack, renewable generation units, power converters, and charging piles. Its responsibility
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Table 2.2: Notation used in Chapter 2.

Symbol Type or unit Meaning

N Count Number of ECT-Hubs in the network.
i Index Hub or base-station index.
t Index Discrete time-slot index.
ℓ Index Lookahead time index used in the reserve calculation.
∆t Time Duration of one decision slot.
T Set Scheduling horizon over which revenue, cost, and profit are

accumulated.
PBS,i(t) kW Communication power demand of base station i at time t.
PRES,i(t) kW Local renewable generation available at hub i at time t.
PEV,i(t) kW Aggregate power delivered to EVs at hub i during slot t.ˆ︁PEV,i(t|aprice

i (t)) kW Expected charging demand under the selected pricing action.
Pgrid,i(t) kW Nonnegative grid power purchased by hub i at time t.
Pbatt,i(t), ui(t) kW Signed battery power/action; positive values discharge and

negative values charge.
P min

batt, P max
batt kW Minimum and maximum battery power limits.

P0 kW Fixed charge or discharge rate used in the simplified discrete
battery action set.

Emax
i kWh Energy capacity of the battery pack at hub i.

Si(t) Fraction Battery state of charge at hub i at time t.
Smin

i , Smax
i Fraction Lower and upper SoC limits for safe battery operation.

Sres
i (t) Fraction Reserve SoC needed to keep communication service alive dur-

ing a possible outage.
Tr Slots Estimated grid recovery duration used to compute the reserve

requirement.
ηch, ηdch Fraction Charging and discharging efficiency factors.
[x]+ Operator Positive-part operator, max(x, 0).
Rgrid(t) Cost/kWh Grid electricity purchase price at time t.
REV,i(t) Price/kWh EV charging price set by hub i at time t.
cbatt Cost/kWh Marginal degradation cost of battery throughput.
CRi Currency EV charging revenue accumulated by hub i over T .
OCi Currency Operating cost of grid purchase and battery usage for hub i

over T .
Ψi Currency Total profit of hub i, equal to CRi − OCi.
s(t), si(t) State System state used by the decision problem, with si(t) denoting

the hub-specific state.
oi(t) Observation Observed hub context before intervention, including load, re-

newable output, SoC, price, history, and context.
Hi(t) Feature/history Recent EV charging history at hub i.
Zi(t) Context Calendar, weather, policy, and other exogenous context vari-

ables.
aprice(t), aprice

i (t) Action Pricing or discount action selected for a time slot.
abatt(t), abatt

i (t) Action Battery control action, such as charge, discharge, or idle.
πprice Policy Pricing policy that maps observations to pricing actions.
πbatt Policy Battery scheduling policy that maps intervention-conditioned

states to battery actions.
r(t) Currency/slot Immediate reward, defined as profit in the current slot.
Fi(·) Transition func-

tion
Hub dynamics that update the intervention-conditioned state.

wi(t) Disturbance Exogenous uncertainty, including realized EV arrivals, renew-
able output, traffic load, and tariff changes.
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is to satisfy power balance at every time slot while maintaining safe battery operation. The
most important state variables are battery state of charge, charge/discharge rate, renew-
able output, grid price, and the power required by the base station and EV chargers. This
layer imposes hard constraints: the communication load must be served, the battery cannot
violate its SoC bounds, and the hub cannot draw or deliver more power than its connection
and EVSE capacity allow.

Communication-service layer. The base station remains the primary infrastructure
function. Its traffic load determines the communication power demand, and its reliability
requirement defines a minimum reserved energy level. In practice, this means that the
BESS cannot be treated as a free storage resource. Even if EV charging profit is high, the
scheduler must preserve enough backup capacity for communication service and emergency
operation. This layer is the main difference between an ECT-Hub and a conventional EV
charging station.

Transportation-service layer. This layer contains EV arrivals, charging requests,
energy delivered to vehicles, and user response to charging prices. The hub operator can
influence this layer through charging prices or discounts. However, the response is heteroge-
neous: some users charge regardless of price, some charge only under an incentive, and some
do not charge in either case. This is why the pricing module in Chapter 3 is formulated as
a causal incentive-allocation problem instead of a standard demand-prediction problem.

Data and decision layer. This layer observes historical operation, weather, renew-
able output, network traffic, EV charging records, battery state, and electricity tariffs. It
produces two actions: the pricing action aprice

i (t) and the battery action abatt
i (t). The two ac-

tions are coupled but are generated by specialized modules. ECT-Price first decides whether
a demand-side incentive should be applied. ECT-DT then schedules the battery under the
intervention-conditioned state. This separation keeps the action space manageable and al-
lows causal domain knowledge to be used for pricing while sequence modeling focuses on
long-horizon physical control.

At each hub i and time slot t, the operating loop can be summarized as

oi(t) = {PBS,i(t), PRES,i(t), Si(t), Rgrid(t), Hi(t), Zi(t)}, (2.9)

where Hi(t) denotes recent EV charging history and Zi(t) denotes calendar, weather, and
other contextual variables. The decision layer first applies the pricing policy

aprice
i (t) = πprice(oi(t)), (2.10)

which changes the expected EV demand distribution for the slot. The scheduler then ob-
serves the intervention-conditioned state

si(t) = {oi(t), aprice
i (t), ˆ︁PEV,i(t|aprice

i (t))}, (2.11)
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and selects the battery action
abatt

i (t) = πbatt(si(t)). (2.12)

The physical layer executes the action, realizes the reward, and updates the state according
to

si(t+ 1) = Fi(si(t), aprice
i (t), abatt

i (t), wi(t)), (2.13)

where wi(t) represents exogenous uncertainty such as realized EV arrivals, renewable output,
traffic load, and tariff changes. This loop highlights why the thesis needs all three later
components. ECT-Price estimates whether the pricing action has a useful causal effect.
ECT-DT executes the energy action in a long-horizon stateful system. Causal EnergyTwin
asks how to forecast Fi under hypothetical interventions and environment shift.

This layered view also explains how the first two method chapters fit inside one thesis
system rather than appearing as separate modules. The physical and communication-service
layers define the reliability-aware energy constraints. The transportation-service layer de-
fines where a pricing intervention can change demand. The data and decision layer connects
these two sides: ECT-Price selects useful demand-side interventions, and ECT-DT executes
supply-side battery control under the changed demand. The same loop then exposes the
forecasting question addressed by Causal EnergyTwin, because future demand, renewable
output, and prices may change under both actions and environmental shift.

2.5 Connection to the Thesis Decision Loop

The ECT-Hub formulation connects the three technical chapters through one decision logic,
as shown in Fig. 2.6. First, the system contains demand-side actions whose effects are
heterogeneous. A price discount may create additional charging demand in one hub and
time slot, but be wasted in another. Chapter 3 addresses this by using causal inference to
decide when a pricing intervention should be applied. Second, once demand has been shaped
by pricing, the system must execute energy-control decisions across time while respecting
SoC, communication reliability, renewable intermittency, and price variation. Chapter 4
addresses this by formulating battery scheduling as a sequence modeling problem and uses
a Decision Transformer-based model to solve it.

Third, the same system model exposes a forecasting gap. The state variables used by
ECT-Price and ECT-DT include future or forecasted demand, renewable generation, prices,
and operating context, but these quantities may shift when the system intervenes or when
the environment changes. This is why the thesis extends beyond ECT-Hubs to Causal
EnergyTwin in Chapter 5. The building and industrial energy data used there are not a
separate story; they provide a broader multi-environment setting for the same question:
after an intervention is selected and before it is deployed, what future energy trajectory is
likely to occur under weather, schedule, policy, and climate context?
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Thus Chapter 2 acts as the hinge of the thesis. It turns the general motivation in
Chapter 1 into a concrete integrated energy decision problem, then prepares the three
solution chapters: ECT-Price for intervention selection, ECT-DT for intervention execution,
and Causal EnergyTwin for intervention consequence forecasting.
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Chapter 3

Intervention Selection via Causal
Pricing

Chapter 2 formulated ECT-Hubs as integrated decision systems where pricing, demand,
renewable generation, and battery dispatch interact. This chapter addresses the first layer of
the thesis decision loop: intervention selection. In this setting, the intervention is a charging-
price discount. The goal is not simply to predict whether EV users will charge, but to decide
whether a discount will causally create additional charging demand that improves hub-
level profit. This distinction is important because unnecessary discounts reduce revenue
from users who would have charged anyway, while useful discounts create demand-side
opportunities that the battery scheduler in Chapter 4 can serve.

3.1 Background and Related Work

3.1.1 Electric Vehicle Charging Behavior

Electric vehicles have become an important part of the modern power grid. Many works
have explored the charging behavior of electric vehicles and investigated their effect on the
power system. The model proposed in [11] captures the spatial and temporal dynamics
of EV charging demand at a highway rapid charging station, using fluid dynamic traffic
modeling and M/M/s queuing theory. Hung et al. [46] proposed a data-driven method
for the location-routing problem of charging infrastructure under fixed charging station
numbers and random charging demands. Some works [128, 111] also focus on the urban
vehicle-sharing system and propose methods to balance the user demand and charging
requirements.

There have been several studies on electric vehicle battery swapping and the deployment
of Battery Swapping Stations (BSS). However, BSS is not widely applied due to efficiency,
cost, and battery specifications. Some initiatives, such as Tesla’s abandonment of its pilot
program for switching stations in favor of a major push into plug-in charging, demonstrate
the limitations of this technology [102]. Compared to electric vehicles, battery swap stations
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are more prevalent in the electric bikes domain and are typically deployed near base stations.
Considering the challenges of EV mileage, cost, and BSS scale, widespread use in everyday
electric vehicle usage is currently not deemed practical [115, 50, 30, 9]. Wang et al. [112]
proposed an optimization model for charging infrastructure deployment based on heuristic
algorithms. Existing EV charging models are vehicle-based and designed for optimizing the
deployment location of charging piles, while ECT-Hubs in this thesis are transformed from
current 5G base stations. The pricing problem therefore starts from fixed hub locations,
considers charging needs across different vehicles and time slots, distinguishes just-demand
users from incentive-sensitive users, and uses this distinction to set electricity prices that
maximize profit.

3.1.2 Causal Inference

Causal inference enables researchers to draw conclusions about causal relationships between
variables using assumptions, study designs, and estimation strategies based on data. This
process aids in understanding underlying mechanisms in complex systems and making in-
formed decisions [114]. The treatment-effect literature also includes uplift and incremental-
value modeling, doubly robust heterogeneous-effect estimation, and counterfactual optimal
treatment-regime learning for incentive allocation [36, 39, 52]. Kuang et al. [54] propose
a data-driven Differentiated Confounder Balancing (DCB) algorithm that effectively re-
duces confounding bias in high-dimensional settings. Extensive experiments on synthetic
and real datasets demonstrate the superior performance of the DCB algorithm. Xu et al.
[117] propose a deep feature instrumental variable regression (DFIV) method to address
the case where relations between instruments, treatments, and outcomes may be nonlinear.
Although causal inference has been widely used in e-commerce and has shown great success,
it has rarely been used to decide energy-service incentives in an integrated infrastructure
setting. This chapter uses price discounts as treatments to differentiate between users who
simply require charging and users who are incentivized. In the thesis loop, this converts raw
charging observations into a selective intervention policy for ECT-Hubs.

3.2 Proposed Method

In e-commerce, effective personalized incentives can improve the user experience and in-
crease provider revenue. Similarly, offering price discounts is expected to attract more EVs
to charge at ECT-Hubs. To determine when to give price discounts, this thesis proposes a
causal inference-based method ECT-Price. ECT-Price adopts a counterfactual incentive-
allocation view related to optimal treatment-regime learning in recommendation [56], but
adapts the treatment, outcome, and reward to hub-level charging demand and energy-system
profit. Unlike traditional machine learning methods, which mainly measure correlations in
observed data, causal inference aims to infer how an intervention changes an outcome. The
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Figure 3.1: The causal framework of charging process.

output of ECT-Price is the first action signal in the thesis pipeline: whether a hub and time
slot should receive an incentive.

3.2.1 Causal Variables and Modeling Assumptions

The causal framework of the charging process is shown in Fig. 3.1. The charging station and
time slot features are represented by variable X, and the treatment variable T represents
the price discount given to the charging station at a specific time slot. T = 1 means the
discount is given, and T = 0 means the discount is not given. The input features X and the
possible incentive T determine the probability of outcome Y , which indicates whether EV
charging occurs in the time slot. Y = 1 means a charging operation, and Y = 0 means no
charging operation is observed. These variables are observable in this setting. The variable
U denotes unmeasured contextual factors, such as weather and holiday effects, that may
affect the treatment and the outcome. The objective is to apply discounts only to appropriate
hub-time contexts and maximize the average effect of treatment T on outcome Y .

The intervention-selection problem is defined at the hub-time level. A sample j corre-
sponds to a charging station or ECT-Hub context during a time slot. The feature vector
Xj contains hub identity, time-of-day, day-of-week, recent charging history, historical charg-
ing frequency, and other available context variables. The treatment Tj indicates whether
a discount is applied, and the outcome Yj indicates whether charging demand is observed.
The potential outcomes Yj(0) and Yj(1) represent what would happen without and with
the discount. ECT-Price relies on three standard assumptions. First, consistency means the
observed charging outcome equals the potential outcome under the actually applied treat-
ment. Second, conditional ignorability means that, after conditioning on observed hub-time
features, treatment assignment is treated as independent of the potential outcomes. Third,
monotonicity assumes that a user who would charge without a discount will continue to
charge given a discount, i.e., Yj(1) ≥ Yj(0). The monotonicity assumption is reasonable for
price discounts in this setting and lets us remove the defier stratum from the model.
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Table 3.1: Counterfactual strata used by ECT-Price and their economic meaning.

Stratum Y (0) Y (1) Pricing implication

No Charge 0 0 Discount does not create demand; avoid
spending incentives.

Incentive Charge 0 1 Discount creates incremental EV demand;
consider discount if energy-side margin is
positive.

Always Charge 1 1 User would charge without discount; dis-
count mainly causes revenue loss.

Standard uplift estimators are useful for estimating whether a treatment changes an
outcome, but they do not directly separate demand created by an incentive from demand
that would occur without one. This distinction is essential in ECT-Hubs. If EVs would
charge in a time slot even without a discount, then discounting that slot mainly reduces
revenue rather than creating new demand. ECT-Price therefore uses counterfactual strata
to determine the charging price discount.

In counterfactual incentive allocation, samples can be organized by potential responses.
In the ECT-Hub setting, we only observe whether charging occurs in a hub-time context,
so the stratum space can be simplified while preserving the same treatment-regime logic.
The treatment is the discount decision T , the outcome is the charging indicator Y , and the
potential outcomes Y (0) and Y (1) represent whether charging would occur without and
with a discount. We adopt the standard consistency assumption, so the observed outcome
satisfies Y = (1 − T )Y (0) + TY (1). We also assume monotonic response to discounts, i.e.,
Y (1) ≥ Y (0), which rules out the case where a user would charge without a discount but
would not charge after receiving a discount. Under this assumption, the three relevant
strata are No Charge, Incentive Charge, and Always Charge as shown in Table 3.1. This
is the ECT-Hub analogue of identifying users who should receive incentives and avoiding
users who only consume incentives without creating incremental value.

3.2.2 Counterfactual Identification

We divide all hub-time samples into three strata: Always Charge, Incentive Charge, and
No Charge. Let Y (T ) denote the charging outcome under incentive decision T (1 or 0).
The probability that a sample with feature vector X belongs to Always Charge is rep-
resented as P (Y11|X) = P [Y (0) = 1, Y (1) = 1|X], which means charging demand ap-
pears with or without a discount. Similarly, the probability of Incentive Charge is rep-
resented as P (Y01|X) = P [Y (0) = 0, Y (1) = 1|X], which means charging demand ap-
pears only when a discount is given. The probability of No Charge is represented as
P (Y00|X) = P [Y (0) = 0, Y (1) = 0|X], which means charging demand does not appear
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under either decision. From the view of counterfactual identification, only No Charge can
result in the observation (Y = 0, T = 1), and only Always Charge can result in the obser-
vation (Y = 1, T = 0). On the other hand, both Incentive Charge and Always Charge can
result in the observation (Y = 1, T = 1), and both Incentive Charge and No Charge can
result in the observation (Y = 0, T = 0). From this counterfactual identification process,
we have:

P (Y = 0|T = 1, X) = P (Y00|X), (3.1)

P (Y = 1|T = 0, X) = P (Y11|X), (3.2)

P (Y = 1|T = 1, X) = P (Y01|X) + P (Y11|X), (3.3)

P (Y = 0|T = 0, X) = P (Y00|X) + P (Y01|X). (3.4)
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3.2.3 Multi-Task Learning Objective

Based on the counterfactual identification results, we use the multi-task learning approach
to predict the probabilities of each stratum. As shown in Fig. 3.2, ECT-Price also has
a propensity task to predict the propensity score along with the stratification task. The
propensity score P (T = 1|X) is the probability of giving incentives to input X. By multi-
plying the propensity on both sides of the Eq. 3.1, we have:

P (Y = 0|T = 1)P (T = 1|X) = P (Y00|X)P (T = 1|X)

P (Y = 0, T = 1|X) = P (Y00|X)P (T = 1|X),
(3.5)

where the left is the joint distribution of the samples with observations (Y = 0, T = 1)
and the right consists of the results of both tasks. Let f00(X) denote the component of the
stratification task model for predicting No Charge, and g(X) denote the propensity task
model. Then both models can be trained jointly by minimizing the following loss:

L1 = L(f00(X)g(X), Y = 0&T = 1), (3.6)

where L(·, ·) is the average MSE loss over all pairs. Y = 0&T = 1 equals 1 only when the
sample has observation (Y = 0, T = 1), and equals 0 otherwise. Similarly, the losses of other
observations can be calculated as:

L2 = L(f11(X)(1− g(X)), Y = 1&T = 0), (3.7)

L3 = L((f01(X) + f11(X))g(X), Y = 1&T = 1), (3.8)

L4 = L((f00(X) + f01(X))(1− g(X)), Y = 0&T = 0). (3.9)

In addition, the loss of the propensity task is calculated as:

Lp = L(g(X), T = 1). (3.10)

Finally, the total loss of ECT-Price is represented as follows and is minimized during
the training of two tasks:

L = L1 + L2 + L3 + L4 + Lp

= L(f00(X)g(X), Y = 0&T = 1)

+ L(f11(X)(1− g(X)), Y = 1&T = 0)

+ L((f01(X) + f11(X))g(X), Y = 1&T = 1)

+ L((f00(X) + f01(X))(1− g(X)), Y = 0&T = 0)

+ L(g(X), T = 1)

(3.11)

31



Algorithm 1: ECT-Price Training and Incentive Selection
Input: Hub-time samples {(Xj , Tj , Yj)}; candidate discount levels C; marginal

energy cost estimate ˆ︁Cj ; baseline EV price R0
j .

Output: Trained pricing model and discount action aprice
j .

1 Initialize stratification network f(X) = [f00(X), f01(X), f11(X)] and propensity
network g(X);

2 for each training minibatch do
3 Compute L1,L2,L3,L4 from the counterfactual identification equations;
4 Compute propensity loss Lp = L(g(X), T = 1);
5 Update model parameters by minimizing L1 + L2 + L3 + L4 + Lp;
6 end
7 for each deployment context Xj do
8 Predict p̂00, p̂01, p̂11 = f(Xj);
9 for each candidate discount c ∈ C do

10 Estimate ∆Πj(c) = p̂01 ˆ︁Ej((1− c)R0
j − ˆ︁Cj)− p̂11 ˆ︁EjcR

0
j ;

11 end
12 Set aprice

j to the discount with the largest positive ∆Πj(c); otherwise set no
discount;

13 end

3.2.4 Economic Incentive Decision Rule

Given the results of stratification, the system gives discounts to Incentive Charge ECT-Hubs
and avoids Always Charge ECT-Hubs. In this way, the operators of ECT-Hubs can reduce
unnecessary subsidies and maximize profit. The selected discount action is also passed to the
execution layer as part of the operating context, because incentive-created demand changes
the load that the battery scheduler must serve. The experiments with real-world data in
the next section demonstrate the improvement of ECT-Price compared to the baselines.

The decision rule shown in Algorithm 1 makes the economic role of the strata explicit.
Let ˆ︁Ej denote the expected EV energy delivered in context Xj , R0

j the baseline charg-
ing price, c the discount ratio, and ˆ︁Cj the marginal energy cost implied by grid price,
renewable availability, and battery state. For an Incentive Charge context, the discount
creates incremental charging demand, so its expected profit contribution is approximatelyˆ︁Ej((1− c)R0

j − ˆ︁Cj). For an Always Charge context, the same user would have charged with-
out the discount, so the discount mainly causes lost revenue ˆ︁EjcR

0
j . Therefore the expected

incremental value of offering discount c is

∆Πj(c) = p̂01(Xj) ˆ︁Ej((1− c)R0
j − ˆ︁Cj)− p̂11(Xj) ˆ︁EjcR

0
j . (3.12)

ECT-Price offers a discount only when the best candidate discount has positive ∆Πj(c). This
rule differs from standard uplift allocation. Uplift methods rank contexts by the expected
causal increase in charging probability, while ECT-Price also penalizes contexts likely to be
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Always Charge and incorporates the energy-side marginal cost that will later be handled by
the battery scheduler. The output of ECT-Price is thus not simply a demand forecast; it is
an intervention selected for economic and physical compatibility with the integrated hub.

ECT-Price shares the general incentive-allocation question studied in counterfactual rec-
ommendation, but the ECT-Hub setting changes the meaning of the treatment, outcome,
and reward. In recommendation, the platform decides whether to release an incentive to
a user-item pair, observes whether the user collects the coupon and purchases the item,
and optimizes platform revenue under an incentive budget. In ECT-Hubs, the operator
decides whether to discount an EV charging service at a hub-time context, observes aggre-
gate charging demand, and optimizes system profit under physical energy constraints. The
analogy is useful because both settings must avoid giving incentives to users who would
convert anyway. The difference is that ECT-Hub incentives are coupled to a downstream
energy system: a useful discount creates physical load that must be served by grid energy,
renewable generation, or battery discharge. This distinction leads to three thesis-specific
modifications. First, the original five-stratum formulation can be reduced to three opera-
tional strata because we observe charging occurrence rather than both coupon collection
and item purchase. Second, the decision rule must include energy-side marginal cost, since
a charging event is profitable only if the hub can serve it at acceptable cost. Third, the out-
put of the pricing model is not the final recommendation; it becomes part of the state for
ECT-DT. Therefore, ECT-Price should be judged not only by counterfactual classification
accuracy, but also by whether it creates demand-side opportunities that the execution layer
can convert into profit.

3.3 Performance Evaluation

3.3.1 Datasets and Evaluation Setup

The evaluation of ECT-Price is designed to answer three questions. First, can the method
identify the hub-time contexts where a discount creates incremental charging demand? Sec-
ond, can it avoid wasting discounts on Always Charge contexts? Third, does the pricing
policy improve the reward over standard uplift-style estimators across different discount
magnitudes? These questions correspond directly to the intervention-selection role of Chap-
ter 3. A pricing method that only predicts charging probability may look accurate, but it is
not useful for the thesis loop unless it selects interventions that improve downstream profit.

We implement a prototype and conduct extensive experiments on real-world datasets to
evaluate the performance of ECT-Price. We acquire weather information, including wind
speed and solar radiation, from the NSRDB: National Solar Radiation Database [3], and
RTP information from ENGIE Resources [2]. The network traffic traces are obtained from
a public dataset [22]. We also collect three years of data from twelve charging stations on
a campus, containing more than 70, 000 rows of charging history. We label all time slots

33



Table 3.2: Baselines and evaluation dimensions for ECT-Price.

Method or metric What it measures Limitation or interpretation

Outcome regression
(OR) [85]

Predicts outcomes under treat-
ment and control with regression
models

Can be biased if treatment assign-
ment is confounded

Inverse propensity
scoring (IPS) [45, 83]

Reweights observed outcomes by
estimated treatment propensity

High variance when propensity es-
timates are small or noisy

Doubly robust
(DR) [12]

Combines outcome and propen-
sity models

More robust than either compo-
nent alone, but still does not
explicitly identify Always Charge
contexts

Strata counts Number of selected contexts pre-
dicted as No Charge, Incentive
Charge, and Always Charge

Reveals whether a method creates
demand or wastes discounts

Reward Policy-level economic score under
a fixed discount setting

Summarizes whether incentive al-
location is useful for the ECT-Hub
operator

with charging history as Y = 1, and all other slots are regarded as No Charge. To further
label Always Charge and Incentive Charge for positive contexts with Y = 1, we first train
a Neural Collaborative Filtering (NCF) [41] model to generate predicted willingness scores.
Since Always Charge contexts should have higher baseline willingness, we label half of the
positive contexts with the highest predicted scores as Always Charge and the remaining half
as Incentive Charge.

The hub-time feature vector includes station identity, time slot, recent charging history,
historical station popularity, and contextual signals shared with the ECT-Hub simulator.
The label construction follows the potential-response interpretation above: contexts with
high predicted willingness are treated as Always Charge, while lower-willingness positive
contexts are treated as Incentive Charge. This procedure does not claim that the counter-
factual strata are directly observed. Instead, it creates a practical benchmark for evaluating
whether different estimators can separate demand creation from demand subsidization un-
der the same information.

We use three traditional uplift modeling methods as baselines: outcome regression (OR)
based on potential-outcome regression [85], inverse propensity scoring (IPS), which com-
bines propensity-score adjustment with inverse-probability weighting [45, 83], and doubly
robust (DR) estimation [12]. The details are shown in Table 3.2. For a fair comparison, all
baselines and the two tasks in ECT-Price use NCF as the backbone model. All models are
trained using Adam as the optimizer with a 0.01 learning rate and 10−4 weight decay. The
downstream scheduling model is trained using Adam with a 10−3 learning rate and 10−4
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Table 3.3: Performance evaluation of ECT-Price.

Discount Method None Incentive Always Reward

10% OR 2078 5936 412 5687
10% IPS 2079 5972 375 5727
10% DR 2053 6066 307 5830
10% ECT-Price 1946 6398 82 6195

20% OR 2078 5936 412 5439
20% IPS 2044 6071 311 5601
20% DR 2092 5801 533 5276
20% ECT-Price 1990 6373 63 5963

30% OR 2077 5937 412 5191
30% IPS 2058 6043 325 5329
30% DR 2083 5801 542 5014
30% ECT-Price 1995 6355 76 5734

40% OR 1938 5856 268 4975
40% IPS 2080 5977 369 4999
40% DR 2028 6117 281 5195
40% ECT-Price 1973 6308 146 5462

50% OR 1677 5789 23 4940
50% IPS 1829 5773 218 4751
50% DR 2061 6058 307 4876
50% ECT-Price 1946 6397 83 5384

60% OR 1510 5342 0 4437
60% IPS 2066 6067 293 4653
60% DR 1737 5755 88 4661
60% ECT-Price 1969 6330 127 5072

weight decay. All models are trained on an NVIDIA GeForce RTX 3080 Ti with batch size
64 and implemented in Python using PyTorch.

3.3.2 Evaluation Results

We first compare ECT-Price with three baselines. In the incentive-learning interpretation,
selecting an Incentive Charge context receives positive value because the discount creates
incremental charging demand. Selecting an Always Charge context receives negative value
because the discount only reduces revenue, and selecting a No Charge context has no useful
effect. The exact reward changes with the discount ratio because a larger discount both
lowers per-session revenue and increases the cost of subsidizing always-charging users. We
train the four methods under discount ratios from 10% to 60% using the collected datasets.
Table 3.3 shows the number of selected hub-time contexts in each stratum. Across all dis-
count ratios, ECT-Price consistently achieves the highest reward compared to the baselines
and selects fewer wasteful Always Charge contexts in most settings.

The table gives three important observations. First, ECT-Price is robust across discount
levels. Compared with the best baseline at each discount level, ECT-Price improves reward

35



0:00 4:00 8:00 12:00 16:00 20:00
Time

0

0.2

0.4

0.6

0.8

1.0

P
ro

bo
bi

lit
y

Incentive Always None

(a) Station 1

0:00 4:00 8:00 12:00 16:00 20:00
Time

0

0.2

0.4

0.6

0.8

1.0

P
ro

bo
bi

lit
y

Incentive Always None

(b) Station 2

0:00 4:00 8:00 12:00 16:00 20:00
Time

0

0.2

0.4

0.6

0.8

1.0

P
ro

bo
bi

lit
y

Incentive Always None

(c) Station 3

0:00 4:00 8:00 12:00 16:00 20:00
Time

0

0.2

0.4

0.6

0.8

1.0

P
ro

bo
bi

lit
y

Incentive Always None

(d) Station 4

Figure 3.3: Strata prediction of four example stations.

by 5.1%–9.0%, with an average improvement of about 7.2%. The gain is not limited to a
single discount ratio, which suggests that the counterfactual-strata representation is more
important than a carefully tuned discount value. Second, ECT-Price selects more Incentive
Charge contexts than all baselines on average. Across all discount settings, it selects about
6.3%–9.7% more incentive-sensitive contexts than OR, IPS, and DR. This means the method
is better aligned with the actual purpose of an incentive: creating demand that would
otherwise not appear. Third, the number of selected Always Charge contexts is much lower
than the baselines in most settings. Averaged across discount levels, ECT-Price reduces
unnecessary Always Charge discounts by about 62% relative to OR, 69% relative to IPS,
and 72% relative to DR. This is the failure mode of CATE-only allocation: a context can
have high conversion probability or apparent uplift while still wasting the incentive budget.

The results also explain why the causal pricing layer should precede battery scheduling. If
a pricing method sends too many Always Charge contexts to the scheduler, the battery may
still serve EV load, but the system has already lost revenue through unnecessary discounts.
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Figure 3.4: Strata distribution of four periods. Incentive Charge appears more frequently
during the evening period.

If a method misses Incentive Charge contexts, the battery scheduler loses profitable demand-
side opportunities. ECT-Price improves both sides of this tradeoff: it creates more useful
load and reduces wasted subsidies before the physical energy-control problem begins.

To further illustrate the distribution of different strata, we show the stratification results
of four example charging stations in Fig. 3.3. For all examples, Incentive Charge tends to
appear at night, and Always Charge appears more often in other time slots. To further
validate this observation, we divide the time slots into four periods and plot pie charts to
show the distribution, as shown in Fig. 3.4. More contexts become Incentive Charge during
the period of 18 : 00–24 : 00, which means that the ECT-Hub should provide more discounts
during this period to attract additional EV charging sessions and improve profit.

This temporal pattern is important for the integrated system. Evening charging de-
mand often overlaps with high mobility demand and potentially high grid prices. A purely
demand-prediction model may therefore recommend discounts whenever predicted charging
probability is high. ECT-Price instead separates two cases. If evening demand is Always
Charge, then a discount only reduces revenue and leaves the battery scheduler with roughly
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Table 3.4: Reward gain of ECT-Price over the strongest baseline at each discount level.

Discount Best baseline reward ECT-Price reward Relative gain

10% 5830 6195 6.26%
20% 5601 5963 6.46%
30% 5329 5734 7.60%
40% 5195 5462 5.14%
50% 4940 5384 8.99%
60% 4661 5072 8.82%

Average – – 7.21%

the same physical load. If evening demand is Incentive Charge, then the discount creates ad-
ditional load that can be served by energy stored earlier in the day or by renewable surplus
when available. The strata plots therefore provide an operational explanation of the reward
results: the method is not merely improving a classification score, but identifying when
pricing can create a useful load-shaping intervention for the subsequent ECT-DT scheduler.

Table 3.4 converts the detailed reward table into relative gains against the strongest
baseline at each discount level. This view is useful because different baselines are strongest
under different discount ratios. ECT-Price still remains best in every setting. The gain is
smallest at the 40% discount level, where DR is relatively strong, and largest at the 50%
discount level, where the baselines either miss incentive-sensitive contexts or allocate too
many discounts to low-value contexts. The result suggests that ECT-Price is most valuable
when the discount is large enough that wasted incentives become costly, but not so large
that almost all marginal profit is removed.

There are also two limitations to keep in mind. First, the current evaluation constructs
counterfactual strata using historical records and NCF-based willingness scores, because
true potential outcomes cannot be simultaneously observed. This is a common difficulty in
incentive evaluation and is the reason for using counterfactual estimators. Second, the pric-
ing decision is evaluated under a finite set of discount levels. In deployment, the same frame-
work can be extended to a richer price menu, but larger action spaces would require more
data to estimate treatment response reliably. These limitations motivate the thesis-level
separation between intervention selection and intervention execution: ECT-Price provides
a causal demand-shaping signal, while Chapter 4 evaluates whether the physical energy
system can exploit that signal.

3.4 Connection to the Thesis Decision Loop

This chapter establishes the intervention-selection layer of the thesis. The main lesson is
that pricing should be treated as a causal action rather than a purely predictive or heuristic
control variable. By distinguishing Incentive Charge from Always Charge, ECT-Price selects
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only the demand-side interventions that are likely to create additional value. This resolves
the first question raised by the ECT-Hub model: when should the system intervene?

The selected intervention is not the end of the decision process. Once a discount changes
expected EV demand, the hub must decide how to serve that demand while maintain-
ing communication reliability and minimizing grid cost. Therefore, Chapter 4 takes the
intervention-conditioned operating state produced by ECT-Price and studies the second
layer of the thesis loop: executing energy-control decisions through battery scheduling.
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Chapter 4

Intervention Execution via
Sequence Modeling

Chapter 3 selected when a pricing intervention should be applied. This chapter studies the
second layer of the thesis decision loop: intervention execution. Once ECT-Price creates or
withholds demand-side incentives, the ECT-Hub must decide how to operate its battery
over time. This execution problem is sequential because a discharge now changes the future
state of charge, a charge now may prepare for future incentive-created EV demand, and
every action must preserve the communication load served by the base station. The goal of
ECT-DT is therefore to translate intervention-conditioned demand and operating context
into a feasible battery schedule.

4.1 Background and Related Work

Due to the stochastic and sequential nature of energy management, reinforcement learning
(RL) has been extensively applied in this domain. In typical formulations, an agent, such as
the battery scheduler, selects charge, discharge, or idle actions based on the observed state,
including battery level, electricity prices, renewable generation, communication load, and
EV demand, and then receives feedback through cost savings, profit, or reliability penalties.
Traditional optimization methods, such as rule-based control or mixed-integer programming,
often struggle under real-time uncertainty, particularly with volatile renewable generation
or unpredictable EV arrivals. In contrast, deep reinforcement learning (DRL) can learn
complex control policies by interacting with an environment or using historical data, and has
been successfully applied to smart grid tasks such as demand response, microgrid control,
and battery energy storage scheduling [101, 32].

Among DRL methods, the Proximal Policy Optimization (PPO) algorithm [88] has been
widely adopted for its training stability. It is an on-policy actor-critic method that prevents
overly aggressive updates through a clipped surrogate objective and is a natural baseline
for base-station battery scheduling. Beyond PPO, other DRL algorithms such as Deep Q-
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Learning (DQN) [69] and Soft Actor-Critic (SAC) [37] have been proposed and shown to
be effective. Recent causal policy and reward-adjustment studies further show that policy
learning can benefit from explicit treatment of causal structure and reward bias [35, 97].
Despite these advances, training DRL agents online from scratch can be impractical in
real-world energy systems due to safety constraints and limited simulation fidelity. This
motivates the use of offline RL, which aims to learn policies entirely from pre-collected data
without interacting with the environment during training. A recent breakthrough in this
area is the Decision Transformer (DT) [20], which frames RL as a sequence modeling task.
Instead of learning value functions or policies explicitly, DT treats experience trajectories
as tokenized sequences and uses a Transformer model to autoregressively predict actions
conditioned on the desired return. Transformer models have also been adapted across vi-
sion and image-processing tasks, including object detection, deformable detection, image
restoration, data-efficient vision training, and texture transfer [17, 133, 19, 103, 121]. This
formulation allows learning from offline datasets while avoiding issues like extrapolation
error commonly faced by traditional off-policy methods.

DT is adopted in this chapter for two key reasons. First, the ECT-Hub setting has access
to offline data from real-world BS deployments, EV charging records, renewable traces, and
electricity price series, which together capture diverse patterns in battery usage, transporta-
tion demand, and energy cost. Second, the Transformer architecture naturally models long-
range temporal dependencies, enabling the scheduler to reason about future consequences,
such as conserving charge now to avoid shortages during peak-price or incentive-created de-
mand events. The ability of DT to condition on target return effectively provides a planning
interface, making it well-suited for battery scheduling where future-aware decisions are es-
sential. However, a purely offline-trained model may fail to adapt to environmental changes
after deployment. ECT-Hub operation is affected by seasonal weather, charging behavior,
tariff updates, and the intervention decisions made by ECT-Price. The scheduler therefore
needs online adaptation after offline pretraining. This is achieved through lightweight fine-
tuning on newly observed trajectories, together with sequence-level entropy regularization
to preserve exploration and prevent overfitting to a small recent buffer. The hybrid design,
offline pretraining followed by online updates, offers both sample efficiency and adaptability.
It avoids the cold-start problem of conventional RL by deploying a competent initial policy
while still adapting to new trends, user behaviors, and system conditions. Comparisons of
different methods are summarized in Table 4.1.

The online adaptation design is also motivated by edge computing systems such as edge
video analytics systems, where models must adapt to time-varying viewpoints, network con-
ditions, and resource budgets under tight latency constraints. Prior work has studied edge
video analytics surveys and resource-efficient continual learning, memory-efficient model
merging, adaptive camera configuration, cost-effective learning federation, and online 360-
degree video analytics [118, 53, 76, 113, 116, 125]. Spherical visual representations and
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Table 4.1: Why ECT-DT uses sequence modeling with online adaptation.

Method family Training signal Strength Limitation in ECT-
Hubs

Rule-based schedul-
ing

Manually designed
peak/off-peak rules

Simple and predictable Cannot adapt to
stochastic EV arrivals,
renewable volatility,
or intervention-created
demand

DQN/SAC/PPO Reward from environ-
ment interaction

Learns nonlinear con-
trol policies

Online exploration can
be unsafe or expen-
sive; adaptation may
require many episodes

Offline DT Historical trajectories
and return-to-go condi-
tioning

Reuses logs and cap-
tures long-horizon de-
pendencies

Static policy may de-
grade when demand,
price, or battery state
distribution shifts

ECT-DT Offline trajectories plus
recent online episodes

Starts from a compe-
tent policy and adapts
with limited new data

Requires a replay
buffer and careful
fine-tuning to avoid
overfitting recent tra-
jectories

360-degree feature extraction further illustrate how domain-specific structure can be folded
into sequence or perception models [27, 99]. In this thesis, these ideas are transferred from
multimedia adaptation to energy-control adaptation: the environment is no longer a video
scene, but the same problem of online state shift remains.

In summary, ECT-DT combines the strengths of DRL and sequence modeling for ro-
bust, safe, and efficient control of base-station-centric energy-communication-transportation
(ECT) hubs. PPO, DQN, and SAC are used as representative DRL baselines, while the pro-
posed scheduler uses a Decision Transformer augmented with online adaptation to provide
practical and forward-looking control for mission-critical infrastructure. In the thesis deci-
sion loop, this chapter turns selected interventions into executable energy actions.

4.2 Proposed Method

4.2.1 Battery Scheduling as a Reinforcement Learning Problem

This module decides the battery charge, discharge, or idle action over time to maximize
ECT-Hub profit under the intervention-conditioned context produced by ECT-Price. The
pricing decision appears in the scheduler state because it changes the expected EV load
and therefore changes the value of stored energy. If a discount creates additional charging
demand, an earlier charge action may become valuable; if demand would occur anyway,
unnecessary discharge or charge cycling may only add degradation cost. Battery scheduling
is therefore modeled as a finite-horizon Markov decision process for each hub i.
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At each time slot t, the scheduler observes an intervention-conditioned state si,t. The
state is aligned with the ECT-Hub model in Chapter 2 and includes the current battery SoC
Si(t), previous battery action, current and forecasted grid price Rgrid(t), local renewable gen-
eration PRES,i(t), base-station load PBS,i(t), recent EV charging history, time features, and
the ECT-Price output aprice

i (t) indicating whether a discount is active. This design makes
the scheduler intervention-aware: the policy does not only react to realized EV demand, but
also observes the demand-side action that may create additional EV load.

The action is the battery control decision

abatt
i,t ∈ {charge,discharge, idle}, ui(t) ∈ {−P0, 0,+P0}, (4.1)

where ui(t) > 0 means discharging and ui(t) < 0 means charging, following the sign
convention in Chapter 2. The same learning architecture can be extended to continuous
charge/discharge power by replacing the categorical action decoder with a continuous de-
coder. In this thesis, infeasible actions are masked before execution if they would violate
the SoC bound or communication reserve in Eq. 2.4. The immediate reward is the per-slot
profit contribution,

ri,t = PEV,i(t)REV,i(t)− Pgrid,i(t)Rgrid(t)− |ui(t)|cbatt, (4.2)

which is the slot-level term inside the horizon objective in Eq. 2.8. The physical transition
is

si,t+1 = Fi(si,t, a
batt
i,t , aprice

i (t), wi,t), (4.3)

where Fi(·) includes the SoC update in Eq. 2.3, the grid-balance equation in Eq. 2.6, and
exogenous uncertainty wi,t such as realized EV arrivals, traffic load, renewable output, and
tariff changes. The scheduling objective is

max
πbatt

Eπbatt

[︄
T∑︂

t=1
γt−1ri,t

]︄
, (4.4)

where γ is the discount factor and T is the episode horizon. In the experiments, one episode
corresponds to 30 days of hourly operation.

A trajectory stores the complete sequence of states, actions, and rewards:

τi = (si,1, a
batt
i,1 , ri,1, . . . , si,T , a

batt
i,T , ri,T ). (4.5)

Training data are constructed from real operation traces, feasible rule-based schedules, DRL
baseline rollouts, and random but constraint-respecting exploration. This mixture exposes
the model to high-return schedules, ordinary operating behavior, and lower-quality schedules
that reveal what the policy should avoid.
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This reinforcement learning formulation connects the thesis chapters. The pricing action
from Chapter 3 enters the state and changes the scheduler’s expected value of stored energy.
The forecasts later studied in Chapter 5 can replace factual forecasts of price, renewable
output, and demand in the same state definition. ECT-DT is therefore the execution layer
of the thesis decision loop rather than an isolated battery-control model.

4.2.2 Decision Transformer-based Sequence Modeling

The MDP above can be solved by interaction-based DRL, but direct online exploration is
expensive for ECT-Hubs because the base station must remain powered and battery misuse
can create real operating cost. ECT-DT instead follows the Decision Transformer view
[20]: reinforcement learning is converted into a conditional sequence modeling problem.
Rather than learning Q-table as in Q-learning or estimating a policy gradient from new
online rollouts, the model learns from complete trajectories and predicts the next action
conditioned on recent history and a desired future return. The framework of our sequence
modeling solution is shown in Fig. 4.1.

For any time step t, the return-to-go is the cumulative future profit :

Gi,t =
T∑︂

k=t

ri,k. (4.6)

The input sequence is organized as interleaved return, state, and action tokens(we use a to
represent abatt in the following of this chapter for simplification):

(Gi,1, si,1, ai,1, Gi,2, si,2, ai,2, . . . , Gi,T , si,T , ai,T ). (4.7)

Given a context window, the Transformer predicts the current battery action from the de-
sired return-to-go, the current intervention-conditioned state, and the previous state-action
history. Intuitively, conditioning on a high Gt asks the model to imitate high-profit trajec-
tories in which earlier charge/discharge decisions were consistent with later EV demand,
renewable availability, and price events. During deployment, the initial target return is set
to an optimistic profit target; after each slot, the achieved reward is subtracted from the
remaining target so that Gi,t+1 = Gi,t − ri,t.

More formally, a context window of length K ending at time t is represented as

ξi,t = (Gi,t−K+1:t, si,t−K+1:t, ai,t−K+1:t−1). (4.8)

The deterministic offline action target at time t is predicted autoregressively:

âi,t = µθ(Gi,t−K+1:t, si,t−K+1:t, ai,t−K+1:t−1). (4.9)
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Figure 4.1: Framework of the sequence modeling solution.

Thus, the return-to-go becomes a profit-to-go control token, the state token carries the
intervention-conditioned ECT-Hub context, and the action token represents the battery
operation history.

The advantage of this formulation is that the Transformer can use full trajectory context
for credit assignment: it can associate afternoon charging decisions with evening EV demand,
or morning conservation decisions with later communication-reserve requirements. By using
a causal self-attention mask [104], the model attends only to past return, state, and action
tokens when predicting the current action. This is particularly useful for daily cycles, multi-
day price trends, battery SoC carryover, and intervention-created demand.

ECT-DT uses a GPT-style Transformer architecture [81], with separate input embed-
dings for the sequence of returns, states, and actions. Specifically, at each time t, we form
three input tokens:

• Return token: xG
t = embedG(Gi,t).

• State token: xS
t = embedS(si,t).

• Action token: xA
t = embedA(ai,t).

These tokens are concatenated for each time step, and a positional encoding pt is added
to indicate the time ordering:

zG
t = EmbedG(Gi,t) + pt,

zS
t = EmbedS(si,t) + pt,

zA
t = EmbedA(ai,t) + pt.

(4.10)
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Algorithm 2: Offline Training of ECT-DT
Input: Offline dataset D; context length K; maximum training steps M ;

deterministic ECT-DT policy µθ.
Output: Pretrained deterministic policy µθ.

1 while not reach max training step M do
2 foreach sampled subsequence (ai,t−K+1:t−1, si,t−K+1:t, Gt−K+1:t) do

// embeddings and positional encoding
3 pe = Embedtime([t−K + 1, . . . , t]), p−

e = Embedtime([t−K + 1, . . . , t− 1]);
4 zA = EmbedA(ai,t−K+1:t−1) + p−

e ;
5 zS = EmbedS(si,t−K+1:t) + pe;
6 zG = EmbedG(Gt−K+1:t) + pe;

// get hidden states and predict next action
7 h = GPT(stack(zA, zS , zG));
8 âi,t = PredA(unstack(h).states);

// update parameters
9 ℓ = L2_loss(âi,t,ai,t);

10 optimizer.zero_grad();
11 ℓ.backward();
12 optimizer.step();
13 end
14 end

The stacked token sequence is processed by a GPT-style Transformer with a causal attention
mask. Let hS

t denote the hidden representation associated with the state token at time t,
and let Wo denote the output projection matrix. The deterministic offline decoder predicts
an action target vector:

âi,t = µθ(ξi,t) = Woh
S
t . (4.11)

The Transformer processes the sequence of these tokens with a causal mask, so it does not
peek into the future, and outputs a prediction for the next action at each step. In the offline
stage, ECT-DT is trained as a deterministic behavior cloning model: the decoder predicts
a numeric action vector, and the training objective is to learn a policy that minimizes the
L2 loss of predicted actions:

min
θ

E(a,s,G)∼D[ai,t − âi,t]2, (4.12)

where (a, s,G) represents the length-K subsequences sampled from the offline dataset D.
ECT-DT is pretrained on a corpus of trajectories. This corpus is constructed from:

• Simulation of baseline policies: trajectories generated by feasible rule-based policies,
early PPO/DQN/SAC rollouts, and random exploration constrained by the SoC re-
serve. These trajectories show both useful and suboptimal battery behavior.
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• Historical data traces: we collected real operating periods where available, including
battery state, load, renewable generation, price, and realized profit under the deployed
operating policy.

Algorithm 2 gives the offline pretraining procedure after mapping sequence modeling to
ECT-Hub energy-control tokens. The outer loop repeats training until the maximum number
of steps is reached, and the inner loop samples a K-step context from the offline trajec-
tory dataset (lines 1–2). The embedding converts the past battery actions, intervention-
conditioned states, and profit-to-go tokens into a shared Transformer space, while adding
the corresponding positional embedding to each token type (lines 3–6). The prediction then
feeds the stacked token sequence into the GPT backbone and decodes the state-token hidden
representation into the deterministic action vector âi,t (lines 7–8). Finally, the algorithm
performs the gradient update with the L2 loss between the predicted action vector and the
target action vector (lines 9–12). The result is a deterministic offline scheduler µθ.

4.2.3 Online Adaptation of Sequence Modeling Solution

Offline sequence modeling provides a competent initial scheduler, but ECT-Hubs are not
stationary. EV arrivals can shift after pricing changes, tariff peaks can move, renewable
generation varies with weather, and usable battery capacity can change with aging. If the
DT policy is left fixed, it may continue to execute schedules that were appropriate for the
original training distribution but no longer match the current hub. ECT-DT, therefore,
adds lightweight online adaptation on top of offline pretraining.

The overview of the framework is shown in Fig. 4.2. ECT-DT maintains a replay buffer
B of recent complete episodes. At the end of each episode, the new trajectory is added to the
buffer and old trajectories are removed in a first-in-first-out (FIFO) manner. Periodically,
the pretrained Transformer is fine-tuned on K-step subsequences sampled from this buffer
with a small learning rate. The update uses recent local evidence while retaining the offline
policy as initialization, which avoids the cold-start exploration cost of training a new RL
agent from scratch.

The standard DT decoder is deterministic because it is trained with the L2 behavior
cloning objective in Eq. 4.12. Online adaptation requires controlled exploration, so ECT-
DT transforms this deterministic decoder into a stochastic categorical policy over the three
battery actions and follows the entropy-constrained online DT objective [130]. Entropy
regularization prevents the policy from collapsing to a deterministic response after only a
few recent episodes. This matters for battery scheduling because a short adaptation window
may contain unusual EV arrivals or weather, and the scheduler should not overfit to that
transient pattern. Let θ′ denote the fine-tuned parameters. The fine-tuning objective now
uses negative log-likelihood on the recent replay buffer:

LNLL(θ′) = E(ξt,ai,t)∼B[− logµθ′(ai,t | ξt)]. (4.13)
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Figure 4.2: The framework of ECT-DT.

In general, Eq. 4.13 serves the same learning objective as Eq. 4.12 but in a probabilis-
tic form. This setting can enable the policy with the ability to balance the exploration-
exploitation trade-off, which is the key property of an online RL solution. To include the
exploration part in the learning objective, we define the policy entropy as:

HB(θ′) = Eξt∼B[H(µθ′(at | ξt))]. (4.14)

where H(µθ′) denotes the Shannon entropy [91] of the categorical distribution learned by
the current policy µθ′ .

The data distribution can change dynamically during the online fine-tuning process as
data in the replay buffer are continuously updated through online interactions. Similar to
existing Deep RL algorithms based on Actor-Critic architecture [38, 89], we explicitly impose
a lower bound H̄ on the policy entropy to ensure a certain level of exploration during the
fine-tuning process. The learning objective is modified to find a stochastic policy with the
minimum NLL loss that satisfies an expected entropy constraint, which is formulated as an
optimization problem with an inequality constraint:

min
θ′
LNLL(θ′) s.t. HB(θ′) ≥ H̄. (4.15)
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We solve Eq. 4.15 by adding a Lagrange multiplier λ to the inequality constraint and convert
it to the dual problem [14]:

max
λ≥0

min
θ′
LNLL(θ′) + λ(H̄ −HB(θ′)). (4.16)

where θ′ and λ are optimized alternately during the online fine-tuning process. At each
step, the policy parameter θ′ is first updated by gradient descent with fixed λ, and then λ

is optimized with fixed θ′. The parameters of the policy are updated by gradient descent
according to this new formulation. The replay buffer stores complete episodes rather than
independent transitions because the Transformer requires consecutive return, state, and
action tokens.

ECT-DT also uses hindsight relabeling to improve sample efficiency. Hindsight Expe-
rience Replay (HER) is a standard RL technique that augments experience by replacing
an intended goal with a goal that is more informative for learning [10, 55]. In this thesis,
the goal token is the profit-to-go Gt. Because sequence modeling stores complete episodes
rather than independent transitions, the scheduler can relabel selected online episodes with
better return-to-go targets. If a dynamic-programming solver or a trusted expert policy can
compute a better achievable return for the realized exogenous sequence, the episode is rela-
beled with G⋆

t . If that is too expensive, only a small fraction of episodes is relabeled using
the best recent observed return. This turns imperfect online rollouts into useful training
sequences and reduces the number of real episodes needed for adaptation. The relabeling
ratio ρ controls the tradeoff between adaptation quality and computational overhead. The
experimental results demonstrate that a small ρ (such as 20%) still achieves significant
improvement.

Algorithm 3 gives the online fine-tuning procedure after replacing offline-only action
prediction with stochastic policy adaptation over ECT-Hub operating episodes. Line 1 ini-
tializes the replay buffer using the top-return episodes from the offline dataset, so online
learning starts from high-quality schedules rather than unsafe random exploration. Line
2 converts the deterministic pretrained scheduler µθ into the stochastic policy µθ′ by re-
placing the deterministic action head with the categorical decoder. Line 3 starts the online
fine-tuning loop. Line 4 rolls out the current policy in the current ECT-Hub environment
and records complete episodes. Line 5 performs hindsight relabeling by replacing the orig-
inal profit-to-go tokens of a fraction ρ of new episodes with improved targets G⋆

t . Line 6
refreshes the replay buffer in a FIFO manner by adding the new episodes and removing
the oldest ones. Line 7 starts the gradient-update loop for the current replay buffer. Line
8 uniformly samples K-length subsequences, where each subsequence contains consecutive
profit-to-go, state, and action tokens. Line 9 updates θ′ using the NLL-plus-entropy La-
grangian objective. Line 10 updates λ so that the policy entropy stays above H̄. After R
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Algorithm 3: Online Adaptation of ECT-DT
Input: Offline dataset D; fine-tuning iterations R; gradient update steps per

iteration I; context length K; pretrained deterministic policy µθ; replay
buffer size |B|; relabeling ratio ρ; entropy lower bound H̄.

Output: Fine-tuned policy µθ′ .
1 Initialize replay buffer B with the top-return episodes from D;
2 Initialize stochastic policy µθ′ = µθ;
3 for r = 1, 2, . . . , R do
4 Generate new complete episodes τnew with current policy µθ′ ;
5 Hindsight relabel a fraction ρ of τnew with improved profit-to-go targets G⋆

t ;
6 B ← {B \ oldest episodes} ∪ {τnew};
7 for i = 1, 2, . . . , I do
8 Uniformly sample K-length subsequences (ξt, ai,t) from B;
9 Update θ′ by descending the Lagrangian objective in Eq. 4.16;

10 Update λ to enforce the entropy lower bound;
11 end
12 end

iterations, the output policy µθ′ is adapted to the current demand, tariff, renewable, and
battery conditions.

This online adaptation mechanism allows ECT-DT to track environment shift. PPO,
DQN, and SAC can also be fine-tuned online, but they usually require many interactions
to substantially change their policy. ECT-DT starts from a return-conditioned sequence
model that has already seen diverse trajectories, so adaptation mainly adjusts the map-
ping from recent context and desired profit-to-go to battery action. The difference between
offline DT and online ECT-DT is therefore threefold. First, the offline model learns a return-
conditioned scheduler from fixed historical trajectories, while the online model keeps up-
dating the policy after deployment. Second, the online model uses a stochastic categorical
decoder and entropy constraint, which enables controlled exploration and prevents over-
fitting to a short recent window. Third, hindsight relabeling changes the return target of
selected episodes so that the model can learn from imperfect online rollouts more efficiently.
These components are necessary because the ECT-Hub environment is non-stationary and
because unsafe or expensive exploration from scratch is not acceptable for a base station
whose communication service must remain reliable. In the evaluation, when EV demand or
tariff timing shifts, online ECT-DT adapts within the fine-tuning window while baselines
require more retraining before they recover.

The resulting per-slot execution loop is:

• ECT-Price observes the context and decides if a discount will be offered for the up-
coming slot. This sets the price REV,i(t) and effectively determines if additional EV
load will appear.
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• Given this and all other state information s(t), the Decision Transformer policy (ECT-
DT) selects an action for the battery: charge, discharge, or idle.

• The action is executed. If charge is chosen, the battery draws power from available
grid or renewable supply and increases SoC; if discharge is chosen, the battery supplies
power to serve BS or EV load and reduces grid usage; if idle is chosen, no battery
exchange occurs.

• At the end of the slot, the reward is recorded and the state transitions as prices, SoC,
EV demand, and renewable generation update.

Because the DT policy observes whether a discount is active, it can anticipate higher
EV load on discount slots. For example, if a discount is planned at 18:00 and the model has
seen similar patterns in training, it may charge the battery earlier when power is cheaper
and discharge later to serve EV demand at lower cost. In this way, ECT-Price creates
the opportunity for profit and ECT-DT executes the energy action that captures that
opportunity, as the evaluation results demonstrate in the next section. The final output is
the achieved profit and a time-indexed action sequence containing both price and battery
decisions. The scheduler still uses forecasts of renewable generation and EV demand, but it is
not strictly dependent on perfect prediction accuracy. The state includes recent observations,
and the online update uses recent trajectories, allowing the controller to compensate for
short-term forecast errors and distribution shift. A systematic robustness evaluation under
explicit prediction uncertainty remains an important challenge for systems, motivating our
third work of intervention consequence forecasting in Chapter 5.

4.3 Performance Evaluation

4.3.1 Datasets and Evaluation Setup

We evaluate the proposed ECT-Hub design on real-world data, focusing on the improve-
ments brought by the Decision Transformer-based scheduler (ECT-DT) and causal pricing
(ECT-Price) over the baselines. The experiments are designed to answer the following key
questions:

• Q1: Does the causal inference-based pricing module (ECT-Price) provide an advan-
tage when paired with each scheduling strategy, and does the combined ECT-Price
and ECT-DT design yield the best overall outcome?

• Q2: Does the ECT-DT scheduler achieve higher profit and better battery utilization
compared to traditional RL algorithms (PPO, DQN, SAC) under the same conditions?

• Q3: How does the online fine-tuning mechanism help in adapting to environment
changes? Specifically, can ECT-DT maintain performance under dynamic EV demand
or price shifts better than the baselines?
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Table 4.2: Experimental evidence for the ECT-DT execution layer.

Evaluation target Protocol Main evidence

Offline scheduling quality Train ECT-DT, PPO, DQN,
and SAC with the same state,
action, reward, and ECT-
Price input; evaluate 100
episodes

ECT-DT achieves the highest
daily profit on all four exam-
ple hubs, improving average daily
profit by about 5.4% over PPO
and 8–10% over DQN/SAC

Adaptation to EV-demand
shift

Shift EV demand patterns af-
ter pretraining and fine-tune
each model on recent trajec-
tories

Online ECT-DT recovers within
50 episodes and surpasses re-
trained baselines

Adaptation to tariff shift Shift electricity price patterns
after pretraining and fine-tune
each model under the same
protocol

Online ECT-DT maintains the
highest reward under changed
price timing, showing that return-
conditioned sequence memory
helps update scheduling behavior

Deployment overhead Use a compact three-layer
Transformer with four heads
and hidden size 128

Offline pretraining is centralized;
hourly inference is lightweight and
online updates use only recent tra-
jectories

We build a prototype and conduct extensive experiments on real-world datasets to evalu-
ate the performance of the proposed methods. In collaboration with a major cellular service
provider and a major power grid in China, we gather backup battery data from BSs, which
includes the capacity and initial SoC of each base station’s battery and logs of power usage.
The remaining ECT-Hub traces, including charging demand, traffic load, renewable gener-
ation, weather, and price inputs, follow the same data construction described in Chapter
3. Table 4.2 maps the evaluation questions to the experimental comparisons used in this
chapter and states the main observation associated with each comparison.

To ensure practical deployability, the ECT-DT model is intentionally designed to be
lightweight. The Decision Transformer architecture consists of three layers, four attention
heads, and a hidden size of 128, resulting in a compact parameter size suitable for edge
execution. Since scheduling decisions are made at hourly time granularity, real-time latency
requirements are modest, and inference runs within milliseconds on commodity CPUs or
lightweight edge GPUs. Offline pre-training is performed centrally, while online fine-tuning
requires only incremental updates using recent trajectories with a small learning rate. These
characteristics make the proposed sequence-model-based scheduler computationally feasible
for deployment on base-station controllers without imposing significant hardware overhead.
The ECT-DT battery scheduler is pretrained on a collection of 10000 trajectories generated
by a mix of baseline policies and random but feasible exploration. Training uses the Adam
optimizer with batch size 64 sequences for 50k iterations. For the online fine-tuning setting,
the evaluation emulates a deployment-time environment change and updates the model
as illustrated in Section 4.2. Concretely, after the change, the DT agent collects 50 new
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trajectories in the replay buffer and then performs 1000 gradient update steps with learning
rate 10−5 and entropy regularization weight 0.01. All baselines are also fine-tuned with
the new trajectories for evaluation. For a fair comparison, ECT-DT and all baselines are
trained with the same reward function, profit, under the scenario where pricing is handled
by ECT-Price.

4.3.2 Evaluation Results

Next, we evaluate the performance of ECT-DT. We denote 30 days as one episode in the en-
vironment, evaluate ECT-DT and baselines for 100 episodes, and report the average score.
The operating cost of BP for each time slot is set to 0.01, and the SoC of the BP is set to
a random percentage at the start of each episode. For each ECT-Hub, ECT-DT and the
baselines receive the same charging-price input from ECT-Price. All other inputs, such as
weather information and network traffic traces, also remain the same for the four models.
The comparison focuses on widely adopted deep reinforcement learning schedulers, includ-
ing PPO, DQN, and SAC, which represent common data-driven approaches for sequential
decision-making under uncertainty. Traditional optimization and model-predictive-control
(MPC) strategies typically rely on accurate system models and reliable forecasts, and often
operate over limited planning horizons, making them less suitable for environments with
highly stochastic EV arrivals, renewable intermittency, and non-stationary pricing. The fo-
cus is therefore on learning-based methods that can adapt to such uncertainty directly from
data. Fig. 4.3 compares the average daily profit achieved by each method. Due to space lim-
itations, the figure reports four example ECT-Hubs. ECT-DT achieves the highest profit in
all cases. On average, ECT-DT improves daily profit by about 5.4% over PPO and about
8–10% over the DQN and SAC baselines. The results show that ECT-DT achieves higher
average reward than the baselines.

The daily-reward curves show more than a single aggregate gain. ECT-DT is consistently
above the baselines across hubs whose demand and renewable patterns differ, indicating that
the learned policy is not over-specialized to one hub. The improvement over DQN is expected
because DQN must learn a value estimate for each action under a high-dimensional state
and can be sensitive to distribution shift between training and evaluation trajectories. The
improvement over SAC shows that stochastic continuous-control style exploration is not by
itself sufficient when the action space is small but the long-horizon timing is important. The
improvement over PPO is especially meaningful because PPO is a strong policy-gradient
scheduler for this kind of reliability-aware battery-control problem. ECT-DT improves on
PPO by learning from full trajectories and conditioning on return-to-go, which helps it
associate earlier charging decisions with later EV demand and price events.

From an energy-operation perspective, the result means that ECT-DT better times
battery use rather than simply using the battery more aggressively. A naive scheduler can
increase short-term reward by discharging whenever grid price is high, but this may leave
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Figure 4.3: Daily reward of four example hubs. ECT-DT achieves the best average reward
compared to baselines.

insufficient SoC for later incentive-created EV load. Conversely, it can charge too often
and pay degradation cost without enough future revenue. The return-conditioned sequence
model is able to imitate higher-return trajectories in which the battery is charged before
valuable demand appears and conserved when future reliability or arbitrage value is higher.

Next, we investigate the adaptability of ECT-DT in dynamic environments by enabling
online fine-tuning. While the original Decision Transformer relies entirely on offline histor-
ical data and lacks mechanisms for real-time adaptation, it falls short when deployed in
environments where EV demand or tariff structure shifts unexpectedly. In contrast, ECT-
DT incorporates an online fine-tuning mechanism that allows the model to update its policy
during deployment using newly observed trajectories. To simulate the dynamic environment
in a real deployment, the evaluation shifts EV demand and electricity-price patterns across
time slots. It then compares the pretrained ECT-DT on the new environment with the
online fine-tuned ECT-DT and other baselines. As shown in Fig. 4.4, ECT-DT with online
fine-tuning quickly improves its performance in previously unseen conditions. Within just
50 episodes, the model adapts to the new environment and surpasses baselines. This demon-
strates that online adaptation overcomes a key limitation of a static Decision Transformer,
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Figure 4.4: Comparison between ECT-DT and baselines after online fine-tuning for 50
episodes. All models are trained and evaluated on the same data.

making ECT-DT more practical for real-world scenarios that demand continual learning
and responsiveness.

The two shift experiments stress different parts of the policy. EV-demand shift changes
when the scheduler should expect additional charging load after ECT-Price applies incen-
tives. Tariff shift changes when stored energy is most valuable for reducing grid purchase
cost. In both cases, the pretrained DT alone can suffer because its return-conditioned be-
havior reflects the original training distribution. Online ECT-DT addresses this by adding
recent episodes to the replay buffer, updating the policy with a small learning rate, and us-
ing entropy regularization to avoid collapsing to a deterministic response based on too little
data. Hindsight relabeling further improves sample efficiency by turning imperfect online
rollouts into useful training sequences with better return targets.

Hindsight relabeling is a crucial component of our online fine-tuning process. Although
dynamic-programming targets provide stronger hindsight supervision, computing them for
every new episode can incur significant extra cost when the planning horizon or the number
of recent trajectories grows. Therefore, there is a practical tradeoff between the percentage
of relabeled episodes and the online adaptation cost. Fig. 4.5 plots the normalized reward
achieved by online fine-tuning under different scales of optimal hindsight relabeling. The
results show that a larger percentage of optimal relabeling generally improves fine-tuning,
but a small portion already provides substantial gain with much lower computation. Re-
garding system overhead, our system is compute-intensive only during offline pretraining,
where the Transformer is trained on diverse historical and simulated traces. This process is
completed before deployment and therefore does not affect real-time operation. In deploy-
ment environments, the end-to-end inference time is less than 10 ms, averaging 8.056 ms,
which is negligible compared with the hourly decision interval used by the system.

The online results support the thesis claim that intervention execution must be adap-
tive. Even if ECT-Price correctly identifies useful demand-side interventions, the value of
those interventions changes when EV behavior or electricity price timing changes. A fixed
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Figure 4.5: Evaluation of optimal hindsight relabeling.

scheduler may continue to charge and discharge according to outdated temporal patterns.
Online ECT-DT instead updates the mapping from observed context and desired profit-to-
go to battery action. This is why it recovers within the 50-episode adaptation window while
baselines require more interaction to re-learn a comparable policy.

4.3.3 Deployment Cost and Practical Considerations

ECT-DT is designed as a lightweight scheduler rather than a large general-purpose foun-
dation model. The model uses a compact Transformer with three layers, four attention
heads, and hidden size 128. The decision interval in our ECT-Hub experiments is hourly,
so inference latency is not the bottleneck. The main computational cost appears in offline
pretraining, which can be performed centrally using historical trajectories and simulated
rollouts. At deployment time, the hub controller only needs to run one forward pass per
decision slot and occasional fine-tuning on recent trajectories.

Table 4.3 turns this deployment discussion into a comparison of model size, inference
latency, and practical limitations. The table separates the deployed forward path from
the training-time networks because value-based and actor-critic baselines keep extra target,
value, or critic modules during learning, while ECT-DT uses the same compact Transformer
for deployment and online fine-tuning. It also reports per-decision inference latency mea-
sured with the implemented networks and the same 145-dimensional state representation.
DQN, PPO, and SAC have smaller deployed action-selection networks and therefore lower
raw inference latency, but their main limitations appear when the environment shifts and
the scheduler must recover from new demand, tariff, or renewable patterns. ECT-DT has
a larger sequence model and requires offline trajectories, but it uses this additional compu-
tation to reduce unsafe online exploration and keep the deployed policy competent before
any fine-tuning begins.
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Table 4.3: Overhead comparison for battery scheduling methods.

Scheduler Implementation setting Deployed model and
inference latency

Limitation

DQN State/action dimensions 145/3;
Q-network MLP 145-256-256-3; replay
buffer 105; batch size 16; 50K training
episodes; update every 20 steps.

103.9K deployed
Q-network parameters;
207.9K during training
with the target
Q-network; mean
inference 0.033 ms.

Value estimates are reactive
and can be unstable under
long-horizon timing;
recovery after demand or
tariff shift needs many new
transitions.

PPO Actor and critic MLPs with dimensions
145-256-128-64; batch size 4; 2 epochs
per update; clip coefficient 0.1; 50K
training episodes; update every 20 steps.

79.6K deployed actor
parameters; 159.1K
actor-plus-critic
parameters during
training; mean actor
inference 0.077 ms.

On-policy updates discard
old rollouts, so adapting
after each shift requires
fresh episodes and can be
sample costly.

SAC Policy, value, target-value, and two Q
networks with 256-unit hidden layers;
replay buffer 105; batch size 16; reward
scale 2.0; 50K training episodes; update
every 20 steps.

104.7K deployed policy
parameters; 519.9K
parameters across
training networks;
mean policy inference
0.036 ms.

Entropy helps exploration,
but the multi-network
stochastic design is heavier
than needed for three
discrete battery actions.

ECT-DT Context length 30; state/action
dimensions 145/3; 3 Transformer layers;
4 attention heads; hidden size 128;
10,000 offline trajectories; 50K
pretraining iterations with batch size 64.

635.7K Transformer
parameters; model
forward pass 2.63 ms;
end-to-end inference
averages 8.056 ms.

Requires diverse offline
trajectories, higher
pretraining cost, and
careful online fine-tuning to
avoid overfitting a small
recent buffer.

The latency results show that all schedulers are easily fast enough for hourly ECT-Hub
battery decisions. The MLP-based baselines require less than 0.1 ms for a single action-
selection forward pass because they only map the current state to an action value or action
distribution. ECT-DT is slower because it constructs and processes a length-30 sequence
of return, state, and action tokens, but even its end-to-end 8.056 ms latency is negligible
relative to the decision interval. Therefore, the practical deployment difference is not raw
inference speed. The limitation column highlights the more important distinction: conven-
tional DRL baselines are fast at inference but can be interaction-hungry when the environ-
ment changes, whereas ECT-DT trades additional offline data and pretraining cost for a
scheduler that can adapt from recent trajectories with less unsafe exploration.

The current implementation still has limitations. It uses a simplified battery degradation
cost and a discrete three-action battery interface. Real deployments may require finer-
grained power levels, charger-level constraints, transformer-capacity limits, communication
outage probabilities, and battery-health models with temperature and cycle-depth effects.
These details can be incorporated by extending the state, action, and reward definitions in
Chapter 2. The central methodological point remains unchanged: once the energy-control
problem is represented as a trajectory, sequence modeling provides a natural way to learn
from past decisions, condition on desired future return, and adapt online without starting
from unsafe exploration.
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4.4 Connection to the Thesis Decision Loop

This chapter establishes the intervention-execution layer of the thesis. ECT-DT shows that
the ECT-Hub can use offline trajectories and lightweight online adaptation to convert se-
lected pricing interventions into profitable and feasible battery actions. The execution layer
is necessary because an intervention is only useful if the physical system can serve the
resulting demand under battery, renewable, price, and communication constraints.

At the same time, the scheduling results expose the next limitation in the decision
loop. ECT-DT can adapt to realized deviations, but it still depends on the quality of the
demand, renewable, price, and context forecasts used in its state. Moreover, these forecasts
may themselves change under the actions selected by ECT-Price and ECT-DT. Chapter 5
therefore studies the third layer: forecasting intervention-conditioned consequences before
actions are deployed, using broader multi-environment energy data.
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Chapter 5

Intervention Consequence
Forecasting via Causal EnergyTwin

Chapters 3 and 4 study two operational layers of the thesis decision loop. ECT-Price decides
when a demand-side incentive is useful by treating charging discounts as causal interven-
tions. ECT-DT then learns how to execute energy decisions over time through sequence-
based battery scheduling. This chapter studies the third layer: how to forecast the conse-
quences of candidate interventions before they are deployed. The key motivation is that
variables such as HVAC adjustment, lighting schedules, storage dispatch, and pricing re-
sponse are not ordinary predictive covariates. They are actions that may change future load,
peak stress, operating cost, and carbon impact. Causal EnergyTwin is therefore positioned
as the consequence-forecasting layer that closes the loop between intervention selection and
intervention execution.

Unlike Chapters 3 and 4, this chapter deliberately moves beyond the base-station-centric
ECT-Hub design. The purpose is to test whether the same decision logic from Chapter
2 can generalize to broader energy-consuming infrastructure. The ECT-Hub variables in
earlier chapters map naturally to building and industrial energy variables: communication
and EV demand become aggregate load and subsystem demand, pricing and scheduling
become controllable operational actions, renewable generation becomes PV and weather-
linked context, storage remains a dispatchable state-action variable, and site or climate
becomes an environment label. The resulting question is:

Given a historical energy trajectory, public context, and a candidate future action
path, how can we forecast the future outcome and estimate the intervention-
conditioned impact under climate, schedule, policy, and site shift?

The answer proposed in this chapter is Climate-Aware Causal EnergyTwin, an
intervention-aware time-series forecasting framework for sustainable building and indus-
trial energy operation. The framework separates variables into outcomes, actions, context,
and environment labels, and decomposes prediction into stable temporal mechanisms and
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climate-specific response terms. It produces both factual forecasts and counterfactual fore-
casts under edited action paths. The chapter first presents the motivation and related work,
then introduces the collected real-world multi-environment dataset and measurement evi-
dence, gives the model formulation, and finally reports forecasting, ablation, action-editing,
and multi-site evaluation results.

5.1 Motivation and Related Work

Time-series forecasting is central to integrated energy systems because future demand,
renewable generation, prices, and storage states determine whether a controller can re-
duce cost and carbon emissions while maintaining reliability. Classical methods such as
ARIMA and exponential smoothing provide useful baselines [13], while recurrent models,
LSTMs, GRUs, and Transformers capture nonlinear and long-horizon temporal dependen-
cies [43, 25, 104, 61, 131]. Recent deep learning architectures such as PatchTST and iTrans-
former further improve long-horizon representation learning through patch-based temporal
tokens and inverted variable-token attention [74, 64]. Energy-specific forecasting studies
have also addressed photovoltaic generation, carbon intensity, utility-scale renewable predic-
tion, weather uncertainty, and carbon-intensity foundation models [90, 58, 106, 40, 96, 127].

However, most forecasting models are optimized for factual prediction rather than in-
tervention consequence estimation. In building and hub-like energy systems, an operator
needs to ask counterfactual questions such as: what happens to aggregate load if HVAC
demand is reduced during a hot-humid peak period; how much time-of-use (TOU) cost can
be avoided by shifting storage discharge; or whether an intervention selection policy learned
in one climate regime transfers to another. Causal inference provides the basis for such
questions through intervention distributions such as P (Y | do(A = a)) [42]. Recent causal
time-series, domain-generalization, and invariant-prediction studies further show that tem-
poral structure, hidden confounding, stable mechanisms, and domain shift must be handled
together [70, 86, 59, 16, 24, 57, 84, 71, 34, 80, 98].

Building-energy research has begun to use causal analysis for energy-efficient design,
thermal dynamics, dynamic-tariff response, and thermal-load forecasting [21, 48, 33, 66].
Building-control and digital-twin systems also model physical response for optimization or
simulation. This chapter builds on that direction but targets a different goal: intervention-
aware forecasting under climate and policy shift. Rather than treating weather, calendar,
and tariff variables only as input features, the proposed work asks which relationships are
stable energy mechanisms and which relationships are local responses to a particular city,
climate regime, schedule, or policy window. In the thesis loop, this is the information which
is the basis for pricing, HVAC, lighting, or storage intervention in deployment.

The proposed work differs from ordinary load forecasting in three ways. First, it dis-
tinguishes action variables from passive covariates. A historical HVAC measurement helps
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predict load, but a future HVAC trajectory can also be edited as a demand-response plan.
Second, it distinguishes weather from environment. Hourly weather describes observed
context, while city, climate, season, and month define broader regimes under which the
same weather value may lead to different operational responses. Third, it evaluates predic-
tion using decision-weighted metrics, including peak-hour error, TOU-weighted error, and
carbon-weighted error, rather than average MAE alone. This emphasis is aligned with recent
concerns that AI and computing-system carbon accounting should consider market-based
attribution and uncertainty, not only average electricity use [126].

5.2 Data and Measurement Evidence

5.2.1 Multi-Environment Energy Data

We collect real-world energy data from three anonymized site environments in China that
differ in climate, site function, and observability. Site A is a hot-humid coastal commercial-
building setting with the most complete action-level measurements. Site B is a humid-
subtropical metropolitan commercial-building setting with related load, HVAC, lighting,
elevator, and PV observations. Site C represents an inland industrial setting with electric-
meter, PV, and limited equipment or storage evidence. The purpose of using all three
environments is not to create a single homogeneous benchmark, but to test whether the
proposed representation remains meaningful when the same energy-management question
is observed under different climate regimes and data schemas.

The sites have different observability patterns. Site A provides aggregate load, HVAC
load, lighting load, PV generation, storage power, and storage state of charge. Site B pro-
vides a second commercial-building climate region with aggregate load, HVAC, lighting,
elevator, and PV observations. Site C provides non-commercial inland industrial load evi-
dence, with industrial electric-meter data, PV records, and sparse equipment records. This
uneven coverage is itself important: real energy data rarely arrive as a clean single-schema
benchmark. A practical causal forecasting model must know which variables are outcomes,
which variables can be edited as candidate actions, which variables are external contexts,
and which roles are unavailable at a given site. The detailed hourly action-context panel
used for the strongest intervention-level analysis is built from the Site A coastal commercial
building. It spans 2024-08-01 00:00 to 2026-01-23 11:00 and contains 12,526 hourly times-
tamps. Among these timestamps, total_kw, hvac_kw, and lighting_kw each have 11,785
valid observations; pv_kw has 11,817; and storage_kw and storage_soc each have 12,491.
This hourly panel supports the action-level measurements, factual forecasting experiments,
and counterfactual action-editing analysis in this chapter.

Although the measurements are collected from building and industrial energy systems
rather than from base stations, their physical decision structure is closely related to the
ECT-Hub system studied in Chapters 3 and 4. Both settings contain time-varying demand,
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Figure 5.1: Common-window public weather context across the three environments. Cool-
ing/heating degree exposure and humid-heat/dry-solar shares are computed from the same
2024 Open-Meteo reference period.

renewable generation, storage flexibility, grid interaction, and controllable operating deci-
sions. Aggregate load and process demand play the role of service demand; storage power
and state of charge correspond to battery scheduling; PV power and solar availability af-
fect net load; HVAC, lighting, and storage trajectories can be edited as intervention paths;
and city, climate, season, and month define transfer regimes. This cross-domain structure
makes the dataset a useful testbed for asking whether causal and decision-aware energy-
management ideas generalize beyond the specific base-station ECT-Hub setting.

5.2.2 Public Context Construction and Variable Roles

The energy data are augmented with public context rather than building-specific billing
records. Regional hourly weather is aligned to each available observation window using
the Open-Meteo Historical Weather API [75]. Chinese holidays and make-up workdays are
collected from a public holiday API [49]. Site A TOU labels follow a public regional peak-
valley policy; relative tariff weights use the Guangdong peak/flat/valley ratio of 1.7:1:0.38
with sharp peak 25% above peak [72]; and carbon impact uses the 2024 national electricity
carbon-footprint factor of 0.5777 kgCO2e/kWh [68]. These variables are treated as scenario
context for forecasting and impact estimation. They are not used as evidence of actual
billing charges for any specific site.

The weather variables include temperature, relative humidity, precipitation, shortwave
radiation, wind speed, cooling-degree hours above 22◦C, heating-degree hours below 18◦C,
humid-heat indicators, and dry-solar indicators. The calendar variables include hour of
day, day of week, workday/rest-day/holiday labels, make-up workday labels, and daylight-
duration proxies. The policy variables include TOU period, TOU weight, and carbon factor.
This construction enables the model to ask when an error or intervention matters from an
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Figure 5.2: Four variable roles in Causal EnergyTwin. Outcomes are predicted, actions are
intervened on, context variables are conditioned on, and environment labels define site,
climate, and seasonal transfer regimes.

operational perspective: a 20 kW error during a low-tariff valley hour has a different decision
meaning from the same error during a sharp-peak humid-heat hour.

To describe cross-site climate context, this chapter avoids comparing raw observation-
window means directly. The energy windows are not identical across sites; for example, a
site window concentrated in warm months can produce a higher average temperature than
a genuinely warmer region. Therefore, the descriptive climate comparison uses a common
2024 Open-Meteo reference window for the three site regions, while the forecasting features
still use the weather aligned to each site’s actual energy observations. Under this common
public-weather window, Site A has the highest annual mean temperature at 23.01◦C, Site B
is lower at 17.57◦C, and Site C is much cooler at 11.26◦C. Site A and Site B are both humid,
with mean relative humidity of 78.69% and 77.43%, respectively, while Site C is substantially
drier at 51.34%. The same window also separates the sites by weather stress: Site A has
the largest humid-heat exposure, Site B has moderate cooling and heating exposure, and
Site C has the strongest heating-degree and dry-solar exposure, as shown in Fig. 5.1. This
supports using Et to represent site, climate, and seasonal environment, and it motivates
local climate adaptation rather than a single global response model.

The variables are then organized into four causal roles, shown in Fig. 5.2. Outcomes
are quantities to be predicted, actions are variables whose future path can be replaced by a
candidate intervention, context variables are observed external conditions, and environment
labels define transfer regimes. This separation is important because a variable such as HVAC
power can be predictive in a historical log, but it is also a candidate action in a future
demand-response scenario. Treating such variables only as covariates would prevent the
model from answering intervention questions.

This role design also handles partial observability. Site A has a full role set, Site B has
several commercial-building roles but no aligned storage stream, and Site C has industrial
load and PV evidence but not a full action panel. Instead of forcing all sites into a sin-
gle feature table, the role design allows a model or measurement to state exactly which
components are observed, which are public context, and which are unavailable.
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Figure 5.3: Cross-climate weather-stress ex-
posure across the three environments.
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Figure 5.4: Cross-climate normalized load
response across the three environments.

5.2.3 Climate, Policy, and Shift Evidence

The motivation measurements connect the public context and role design to the proposed
method. At the cross-site level, the first question is whether climate labels merely describe
weather, or whether they also change the common-panel forecasting target. To remove
absolute scale and facility-type differences, the aggregate-load target is standardized within
each site, and neutral hours are defined as hours without cooling-degree, heating-degree,
humid-heat, or dry-solar stress. Fig. 5.3 and Fig. 5.4 show that both exposure and response
are climate dependent. Cooling-degree hours account for 58.08% of Site A hours and 69.26%
of Site B hours, but only 13.92% of Site C hours. Heating-degree hours show the opposite
pattern, covering 76.30% of Site C hours but only 24.50% and 17.25% of Site A and Site B
hours. The load-response direction also differs. Humid-heat hours have large positive load
uplift in Site A and Site B, 1.53 and 1.90 site standard deviations above neutral hours, while
Site C has no humid-heat hours in the aligned panel. Heating-degree response is nearly zero
in Site A, moderate in Site B, and strongest in Site C at 1.44 standard deviations. Dry-solar
hours are slightly below neutral load in Site A and Site C but strongly above neutral in Site
B. These measurements are descriptive stress-test evidence rather than identified causal
effects, but they show why a single global weather coefficient is insufficient. The same stress
indicator has different prevalence and outcome meanings under different climate regimes,
which also underscores the necessity of our variable roles division.

Within the full Site A action-context panel, weather and schedule context are also strong
enough to justify the climate-aware formulation, as shown in Fig. 5.5. In the Site A hourly
panel, cooling-degree hours above 22◦C correlate with HVAC demand at 0.8083 and with
aggregate load at 0.5517. Temperature alone correlates with HVAC demand at 0.7082, and
humid-heat hours correlate with HVAC demand at 0.4973. These measurements are not
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Figure 5.6: Public TOU policy context
aligned to the Site A hourly data. Bars
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final causal effects; rather, they show that weather is a strong time-varying context that
changes the local demand regime.

Public calendar variables provide complementary schedule evidence. In the Site A hourly
panel, average aggregate load is 130.50 kW on regular workdays, 77.56 kW on weekend rest
days, and 60.99 kW on public holidays. Make-up workdays have a higher average of 149.94
kW. These results suggest that occupancy-linked schedule variables should be separated
from weather-linked climate response. As shown in Fig. 5.6, public TOU context turns
the same observations into decision-relevant measurements. Sharp-peak periods have the
strongest demand exposure despite having the fewest hours. Mean aggregate load is 104.18
kW in valley hours, 118.89 kW in flat hours, 103.49 kW in regular peak hours, and 200.89 kW
in sharp-peak hours. Mean HVAC demand rises from 29.10 kW in valley hours to 141.30 kW
in sharp-peak hours. A simple 10% HVAC reduction proxy during public peak and sharp-
peak hours corresponds to 23.54 MWh of peak-hour HVAC energy, 42.19 MWh-equivalent
price-weighted saving units, and 13.60 tCO2e of avoided emissions if the energy is reduced
rather than shifted.

The measurement results also show strong seasonal and association shifts. As shown
in Fig. 5.7, summer has a mean aggregate load of 174.52 kW, while winter has a mean
aggregate load of 61.50 kW. HVAC demand shifts even more sharply: summer mean HVAC
load is 85.64 kW, winter mean HVAC load is 11.97 kW, and the monthly HVAC average
ranges from 9.91 kW to 96.75 kW. The resulting population stability index (PSI) for HVAC
is 11.0322, indicating a severe distribution shift rather than a mild seasonal fluctuation.
Monthly associations between candidate drivers and aggregate load are unstable as well.
PV power correlation with total load ranges from -0.3965 to 0.8121 across 18 months and
changes sign six times. HVAC correlation ranges from -0.4066 to 0.8010 and changes sign
four times. Lighting remains positive but still varies substantially, while storage remains
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negatively correlated but changes in magnitude. These sign and magnitude changes show
why correlation alone is risky for decision support: an association that appears useful in one
season may be misleading in another. Environmental shift significantly affects prediction.
As shown in Fig. 5.8, a simple next-hour baseline trained on non-summer data has MAE
34.89 kW on a non-summer holdout but 56.74 kW on summer hours, giving a 1.6264× OOD
degradation. This degradation is important because downstream decisions, including pricing
and battery scheduling, depend on future demand and renewable generation forecasts. If
prediction errors increase under climate or schedule shift, the resulting interventions may
reduce less energy, cost, or carbon than expected.

Taken together, the measurement evidence motivates each component of Causal Ener-
gyTwin. The common-window weather comparison and cross-climate response measurement
motivate an explicit environment label Et and a local climate adapter. The different ob-
servability patterns across Site A, Site B, and Site C motivate variable-role design and
feature masks rather than a single rigid schema. The presence of stable lagged load memory
motivates a shared temporal backbone, while unstable HVAC, PV, and storage associa-
tions motivate a local climate or season adapter. The ablation evidence later in the chapter
shows that removing controllable actions raises CausalTwin-lite OOD MAE from 19.96 to
28.97 kW, which supports treating future actions as editable paths. Finally, the concentra-
tion of peak and sharp-peak impact in a small subset of hours motivates decision-weighted
objectives and counterfactual impact metrics instead of average forecasting accuracy alone.
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5.3 Climate-Aware Causal EnergyTwin

5.3.1 Problem Formulation

Let Yt ∈ Rdy denote outcome variables at time t, such as aggregate load, grid import,
peak demand, or carbon-related demand. Let At ∈ Rda denote action or intervention vari-
ables, including HVAC demand, lighting operation, storage charge/discharge, and pricing
or scheduling decisions. Let Ct ∈ Rdc denote observed context variables, including time-
of-day, workday/rest-day status, public-holiday and make-up-workday indicators, daylight
duration, PV availability, weather, TOU period, tariff weight pt, and carbon-footprint factor
γt. Let Et denote the environment label, including site, climate regime, season, and month.

The weather context is represented as

Wt = [Tt, RHt, Pt, Rt, Vt, (Tt − 22)+, (18− Tt)+, Ht] , (5.1)

where Tt is temperature, RHt is relative humidity, Pt is precipitation, Rt is shortwave
radiation, Vt is wind speed, and Ht = 1{Tt ≥ 26, RHt ≥ 70} denotes humid-heat hours. For
lookback length L, the observed history is

Ht = {Yt−L+1:t, At−L+1:t, Ct−L+1:t, Et−L+1:t} . (5.2)

Given forecasting horizon H, the factual forecasting task estimates

Ŷt+1:t+H = Fθ (Ht, At+1:t+H , Ct+1:t+H , Et+1:t+H) , (5.3)

while the counterfactual forecasting task replaces the future action path with an interven-
tion:

Ŷ
do(a′)

t+1:t+H = Fθ

(︁
Ht, do(At+1:t+H = a′

t+1:t+H), Ct+1:t+H , Et+1:t+H

)︁
. (5.4)

This formulation supports climate- and policy-conditioned questions such as peak-load
reduction under HVAC adjustment, load shifting under storage dispatch, and schedule-
sensitive lighting control.

5.3.2 Architecture

Fig. 5.9 gives the conceptual causal graph used by the model. Environment variables influ-
ence weather and operating regimes; context variables influence both demand and action
availability; action variables influence future outcomes through lagged temporal mecha-
nisms; and outcomes feed back into future states through autoregressive dynamics. The
graph is not assumed to be known perfectly. Instead, it guides the separation of variable
roles and the learning of a sparse temporal parent mask.
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Figure 5.9: Conceptual causal graph for the multi-environment data. The color corresponds
to the variable role division in Fig. 5.2.

The temporal encoder maps the history into a latent representation:

Zt = Encθ (Ht) , (5.5)

where the encoder can be implemented using a Transformer, temporal convolutional net-
work, recurrent model, or a compact temporal multilayer perceptron. Let Xt = [Yt, At, Ct]
be the concatenated operational state. A lagged soft causal mask summarizes candidate
temporal parents for each target variable:

Gi,t =
L∑︂

τ=0

dx∑︂
j=1

M
(τ)
ij W

(τ)
ij Xj,t−τ , M

(τ)
ij = σ(S(τ)

ij ). (5.6)

Here M
(τ)
ij is a learnable soft mask, S(τ)

ij is its score parameter, and W
(τ)
ij maps lagged

variable j to the representation of target variable i. The mask encourages the model to
expose compact temporal dependencies instead of relying on every available correlation.

For horizon h and environment e, the forecast is decomposed into a stable mechanism
and a climate-specific adapter:

Ŷ
(e)

t+h = f stable
θ (Zt, Gt, At+h, Ct+h) + f climate

ϕ (Zt, At+h, Ct+h, ψ(e)) . (5.7)

The stable branch is encouraged to capture mechanisms that remain meaningful after con-
ditioning on weather and schedule, while the climate adapter captures residual responses
specific to the local operating environment, such as the hot-humid, humid-subtropical, and
arid-inland regimes shown in Fig. 5.10. In this formulation, weather and environment play
different roles. Weather Wt is the observed hourly condition, while environment Et describes

68



Energy logs

Action logs Regular panel

Context
: weather, TOU

Shared stable energy mechanism

Site A
hot-humid

Site B
humid subtropical

Site C
arid inland

Climate-specific

 local response

Forecast

Factual
predicted variables

What-if
edited actions

Encode + mask

Outcome

Figure 5.10: Schematic workflow of Climate-Aware Causal EnergyTwin. Energy, action, and
context logs are aligned into Ht; the encoder and causal mask produce Zt and Gt for factual
forecasts and what-if action edits.

the broader regime under which the same weather value may produce different operational
responses. Energy logs, action logs, and public context are first aligned into a regular panel
Ht. The shared encoder and causal mask then produce the temporal representation Zt and
masked parent summary Gt, which support factual forecasts and what-if action edits. The
main design choice is therefore to separate shared stable mechanisms from local residual
responses. This avoids two failure modes: a purely global model that forces the same asso-
ciation across all climates, and a purely local model that cannot transfer useful mechanisms
across sites or seasons.

5.3.3 Learning Objective

If E is the set of environments, the factual forecasting risk in environment e is

Re(θ) = 1
|De|

∑︂
(t,h)∈De

⃦⃦⃦
Yt+h − Ŷt+h

⃦⃦⃦
1
. (5.8)

The training objective combines factual accuracy, environment invariance, sparse temporal
structure, and a small-adapter penalty:

L =
∑︂
e∈E

Re + λinvVare∈E(Re) + λsp
∑︂
τ,i,j

⃓⃓⃓
M

(τ)
ij

⃓⃓⃓
+ λadapt

∑︂
e

⃦⃦⃦
f climate

ϕ (·, ψ(e))
⃦⃦⃦2

2
. (5.9)

The first term fits factual trajectories, the second term penalizes environment-specific failure
modes, the third term encourages an interpretable temporal structure, and the fourth term
prevents the climate adapter from absorbing all predictive information. This design directly
follows the measurement evidence: the model should share what is stable, adapt where the
data show local response, and make both parts visible for interpretation.
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For decision-oriented training, each example can also receive a normalized decision
weight

wi ∝ 0.55 + 0.30p̃i + 0.15γ̃i + 0.75 Ipeak(i), (5.10)

where p̃i is derived from the public TOU policy context: the raw multiplier follows the
peak/flat/valley and sharp-peak ratio in Sec. 5.2.2 and is normalized on the training split,
following dynamic-tariff demand-response modeling and the public regional TOU rule used
in the data construction [33, 72]. γ̃i is the normalized carbon-impact factor, built from the
public electricity carbon-footprint factor used in Sec. 5.2.2; in deployment it can be replaced
by a time-varying marginal or market-based carbon signal [68, 126]. Ipeak(i) is an indicator
that equals 1 when example i falls in a public peak or sharp-peak TOU hour and 0 otherwise.
The constants 0.55, 0.30, 0.15, and 0.75 are fixed design hyperparameters rather than learned
parameters: the base term keeps every sample active, the TOU and carbon terms encode
secondary price and carbon priorities, and the peak bonus emphasizes the high-impact hours
identified by the measurements in Sec. 5.2.3. The proportional form only preserves relative
priorities and can be rescaled within each training split. This weighting follows cost-sensitive
example weighting, while the invariant penalty follows domain-generalization and invariant
causal-mechanism ideas [123, 84, 59, 16].

For mini-batch B, the implemented decision-weighted invariant objective is

LDWI = 1
|B|

∑︂
i∈B

wiℓi + λinvVare

⎛⎝ 1
|Be|

∑︂
i∈Be

wiℓi

⎞⎠
+ λg∥g∥1,

(5.11)

where ℓi = SmoothL1(yi, ŷi) and e denotes season-month or city-climate environments. The
decision weight tells the model that peak, tariff, and carbon-sensitive hours should receive
more attention than ordinary low-impact hours.

5.3.4 Full Neural and Lightweight Instantiations

The thesis evaluates two practical instantiations of the Causal EnergyTwin idea: a full neu-
ral model and a lightweight tabular model. They share the same causal role design, the
same factual/counterfactual forecasting interface, and the same decision-weighted evalua-
tion philosophy, but they serve different purposes.

The first implementation is Neural Causal EnergyTwin-DWI, where DWI denotes
decision-weighted invariant learning. This is the full model family intended for the general
thesis claim. It can ingest a multivariate history window, learn nonlinear temporal states,
represent environment embeddings, apply feature gates, and optimize a decision-weighted
objective. It is the natural implementation when richer multi-site aligned panels, longer
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horizons, uncertainty heads, and missing-variable masks become available. In other words,
the neural version is the thesis-level architecture.

The second implementation is CausalTwin-lite. It is a lightweight model that uses
the same variable-role idea but implements it with explicit role-aware tabular features and
a histogram-gradient boosting learner, following the general gradient-boosted decision-tree
family [31, 51]. It does not learn a deep temporal representation, but it is data-efficient, easy
to inspect, and strong on the current Site A hourly panel. It is especially useful when the
complete action-context panel is available for one site but other sites have partial observ-
ability. In other words, the lite version is the transparent, robust experimental instantiation
used to test whether the causal role design itself adds value beyond generic forecasting.

Both versions are needed for the thesis, although a deployed system would usually
choose one according to data scale and operational constraints. If only the full neural model
were used, improvements could be attributed to neural capacity rather than to the role
separation. If only the lite model were used, the thesis would not provide a scalable ar-
chitecture for longer-horizon, multi-site, and partially observed causal forecasting. The two
implementations therefore play complementary roles: CausalTwin-lite isolates and validates
the structured representation, while Neural Causal EnergyTwin-DWI shows how the same
representation can become a general sequence model. The experiments later support this
distinction: CausalTwin-lite gives the best accuracy on the fully observed Site A OOD panel,
while the full neural model remains competitive across multi-site transfer settings and rep-
resents the extensible architecture for richer multi-site histories. This is not a contradiction.
The current strongest supervised panel is a medium-sized, one-step, mostly tabular fore-
casting problem with carefully constructed action-context interactions. In that regime, a
boosted-tree lite model can use the engineered roles more efficiently than a neural encoder.
The full neural model remains necessary because it is the version that can naturally ab-
sorb raw multivariate histories, missing-variable masks, multi-horizon outputs, uncertainty
heads, and larger aligned panels when these become available.

For Neural Causal EnergyTwin-DWI, the input history contains a 24-hour window of
aggregate load, controllable energy streams, storage state, weather, TOU, and calendar
context. The future-context branch contains current action variables, public weather and
policy variables, cyclic time features, explicit lag variables at 1, 2, 24, and 168 hours, and
action-context interactions. The history encoder begins with a learnable feature gate:

g = σ(s), X̃t−ℓ = g ⊙Xt−ℓ, (5.12)

where g downweights unstable or weakly useful variables before temporal encoding. A tem-
poral multilayer perceptron maps the gated window into a latent state:

zt = MLPhist
θ

(︂
vec(X̃t−L+1:t)

)︂
. (5.13)
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The public-context branch computes

ct+1 = MLPctx
θ ([At+1, Ct+1, lag(X)]) , (5.14)

and the environment adapter uses a season-month embedding re = ψ(e). The one-step
neural prediction is

ŷ
(e)
t+1 = hstable

θ ([zt, ct+1]) + αhenv
ϕ ([zt, re]), (5.15)

where α controls the strength of the local adapter.
CausalTwin-lite uses the same role decomposition in a more explicit form. Its feature

set includes lagged total load, calendar features, public weather and policy variables, ac-
tion streams, and interpretable action-context interactions such as HVAC × cooling-degree
hours, HVAC × TOU weight, lighting × workday, PV × solar radiation, and storage ×
TOU weight. This makes the learned response easier to audit. For example, if the model
improves peak-hour prediction mainly after adding HVAC × TOU and HVAC × cooling-
degree terms, this supports the claim that action-context coupling matters. If removing
controllable actions degrades OOD performance, this supports the intervention-aware for-
mulation independent of neural architecture.

5.3.5 Counterfactual Forecasting and Decision Impact

After training, candidate interventions are evaluated by replacing future action variables
while holding the observed history, public context, and environment fixed. In general, let
S be the set of edited action variables and let qk(·) be an intervention rule for action k. A
generic future action edit can be written as

a′
k,t+h =

⎧⎨⎩qk(At+1:t+H , Ct+1:t+H , Et+1:t+H), k ∈ S,

ak,t+h, k /∈ S.
(5.16)

For example, an HVAC peak-reduction intervention can be written as

a′
hvac,t+h = (1− ρt+h)ahvac,t+h, 0 ≤ ρt+h ≤ ρmax. (5.17)

This simple multiplicative edit is only one possible intervention. More generally, Causal
EnergyTwin supports operator-controllable edits such as HVAC peak shaving, pre-cooling or
load shifting, lighting curtailment, storage peak discharge, valley charging, storage-reserve
constraints, flexible process-load shifts, emergency demand-response events, charging-price
edits inherited from the ECT-Price loop, and carbon-aware load shifting. It can also evaluate
scenario edits that are not always directly controllable by a building operator, including PV
curtailment or boost assumptions, TOU policy changes, weather-stress replacement, calen-
dar or occupancy changes, carbon-factor assumptions, missing-sensor stress tests, and cross-
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climate transfer scenarios. The current experiments evaluate a smaller subset of HVAC,
lighting, PV, and storage edits, while the formulation keeps the broader intervention space
available for future deployment.

The factual and counterfactual trajectories are compared through decision-impact met-
rics. The most direct metric is total energy reduction:

∆energy(a′) =
H∑︂

h=1

(︂
Ŷt+h − Ŷ

do(a′)
t+h

)︂
∆t. (5.18)

Peak reduction is
∆peak(a′) = max

1≤h≤H
Ŷt+h − max

1≤h≤H
Ŷ

do(a′)
t+h , (5.19)

and peak-timing shift can be recorded as

∆time = arg max
h

Ŷ
do(a′)

t+h − arg max
h

Ŷt+h. (5.20)

TOU-weighted cost proxy and carbon-weighted reduction are

∆cost(a′) =
H∑︂

h=1
pt+h

(︂
Ŷt+h − Ŷ

do(a′)
t+h

)︂
∆t, (5.21)

∆CO2(a′) =
H∑︂

h=1
γt+h

(︂
Ŷt+h − Ŷ

do(a′)
t+h

)︂
∆t. (5.22)

Other useful metrics include threshold violation reduction and rebound:

∆viol(a′; η) =
H∑︂

h=1
1{Ŷt+h > η} −

H∑︂
h=1

1{Ŷ do(a′)
t+h > η}, (5.23)

∆rebound(a′) =
∑︂
h∈R

(︂
Ŷ

do(a′)
t+h − Ŷt+h

)︂
+
, (5.24)

where η is a peak-stress threshold and R is a post-intervention rebound window. For storage
interventions, the model can also report a feasibility or reserve metric, such as the minimum
predicted SoC after editing:

SoCdo(a′)
min = min

1≤h≤H

ˆ︃SoC
do(a′)
t+h . (5.25)

The estimated impact is reported conditional on environment:

∆peak(a′ | e1) ̸= ∆peak(a′ | e2) in general. (5.26)

The decision-impact output is organized into three groups. The first group contains
factual accuracy metrics, including MAE, RMSE, peak-hour MAE, TOU-weighted MAE,
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and carbon-weighted MAE. The second group contains counterfactual energy and peak
metrics, including MWh change, peak reduction, peak timing shift, ramp reduction, rebound
energy, and threshold-violation counts. The third group contains external-impact metrics,
including TOU-weighted MWh-equivalent, carbon-weighted reduction, and storage-reserve
proxies when state-of-charge measurements are available. This output connects forecasting
to the social-impact objective: reducing peak stress, operating cost, and carbon emissions
before an intervention is deployed, while avoiding the assumption that one climate regime’s
intervention effect transfers unchanged to another.

5.4 Performance Evaluation

5.4.1 Experimental Questions and Protocol

The evaluation is reorganized around five questions to be comprehensive. RQ1 asks whether
ordinary factual forecasting is reliable enough under seasonal shift. RQ2 asks whether
decision-weighted metrics reveal risks hidden by average MAE. RQ3 asks which role groups
make the proposed representation useful. RQ4 asks whether action editing produces inter-
pretable peak, TOU, and carbon consequences. RQ5 asks how the method behaves when
transferred across the three climate/site groups and when a small amount of local calibration
is available. Two experimental panels are used. The fully observed Site A panel is used for
the main factual forecasting, component ablation, and counterfactual action-editing experi-
ments because it contains aligned aggregate load, HVAC load, lighting load, PV generation,
storage power, storage state of charge, public weather, calendar, TOU, and carbon context.
The target is Yt+1 = total_kwt+1. We train on the first 75% of non-summer hours, evaluate
ID performance on the remaining non-summer hours, and evaluate OOD performance on
summer hours. This split directly tests the climate-shift motivation established by the mea-
surement evidence above. Missing numeric values are imputed from training-set medians,
and scaling statistics are fit only on training data.

The three-site common panel is used for transfer experiments. It combines the observed
Site A panel with real public weather, calendar, TOU, and carbon context for Site B and
Site C. Because Site B and Site C do not yet provide the same fully aligned intervention
streams as Site A, their action-response streams in the common panel are semi-synthetic
and are used only for stress testing the representation under different climate contexts. This
distinction is important: the Site A experiments support factual forecasting and action-
editing evidence on observed actions, while the three-site experiments support robustness
and local-adaptation analysis rather than identified real-world intervention effects.

Metrics include MAE, RMSE, normalized MAE, peak-hour MAE, TOU-weighted MAE,
and carbon-weighted MAE. Peak-hour MAE is computed over public peak and sharp-peak
TOU periods. TOU-weighted MAE weights errors by public tariff ratios, and carbon-
weighted MAE weights errors by the public grid carbon factor. These decision-weighted
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metrics match the chapter’s goal: an error during a humid summer sharp-peak hour has a
different intervention consequence from the same error during a mild valley hour.

5.4.2 Baselines and Implementations

The baselines are ordered by the amount of decision context they receive. Persistence pre-
dicts Ŷt+1 = Yt and serves as a naive forecasting baseline; Hour-DOW mean predicts the
training mean for each hour-of-day and day-of-week cell and represents a seasonal-average
baseline [47]. Lag-calendar ridge uses lagged load at 1, 24, and 168 hours plus cyclic time
variables and calendar indicators, following ridge regression as a stable linear estimator
under correlated features [44]. Weather-policy ridge adds public weather, daylight, holiday-
window, TOU, and carbon context to test whether external public context alone is sufficient.
Action-context ridge further adds HVAC, lighting, PV, storage power, state of charge, and
action lags to test a transparent linear version of intervention-aware forecasting. Random
forest is a nonlinear action-context baseline [15]; it uses the same observed action-context
feature family without the proposed causal role decomposition. We also add recent deep
learning baselines. LSTM action-context uses a recurrent encoder over a 24-hour history
window and concatenates it with current action-context variables. Transformer encoder
uses temporal self-attention over the same window. PatchTST-lite patches the 24-hour his-
tory into temporal tokens, following the PatchTST design [74]. iTransformer-lite inverts the
representation so that each variable is treated as a token whose content is its recent tem-
poral history [64]. These deep baselines receive the same observed action-context features
as the proposed models, but they are trained as ordinary factual forecasters. They do not
separate variables into editable action roles, stable public context, and local environment
response, and they do not use the decision-weighted invariant objective.

ECT-Price and ECT-DT are not direct baselines in this chapter because they solve in-
tervention selection and sequential execution, whereas this chapter evaluates consequence
forecasting. They are downstream consumers of the forecasted consequences rather than
alternative forecasting models. The main comparison is therefore against forecasting base-
lines that correspond to common prior modeling choices: persistence and calendar means
for classical operational baselines, lag-calendar and weather-policy ridge models for sta-
tistical forecasting with increasing public context, action-context ridge for a transparent
intervention-feature baseline, and random forest for a nonlinear tabular alternative. The
two proposed implementations then test the Causal EnergyTwin design itself. The full neu-
ral Causal EnergyTwin uses all role groups in a compact neural action-context encoder,
while CausalTwin-lite uses the same role groups, action-context interactions, and decision
weights in a lightweight histogram-gradient learner.
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Table 5.1: Next-hour Site A forecasting results in kW. ID is non-summer holdout; OOD is
summer transfer. Peak and TOU are OOD decision-weighted errors.

Model ID OOD Peak TOU

Persistence 23.53 47.15 63.22 53.58
Hour-DOW mean 42.50 76.05 106.93 90.45
Lag-calendar ridge 34.64 57.48 69.47 63.67
Weather-policy ridge 32.25 53.58 64.20 59.14
Action-context ridge 20.96 33.91 35.87 35.89
Random forest 15.12 21.21 27.42 24.27
LSTM action-context 15.00 55.60 71.29 63.43
Transformer encoder 16.97 77.47 117.31 95.00
PatchTST-lite 16.03 75.07 116.90 92.38
iTransformer-lite 14.42 65.97 102.17 81.19
Full neural Causal EnergyTwin 16.24 25.40 31.63 28.26
CausalTwin-lite 14.04 19.96 25.12 22.39
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Figure 5.11: ID and OOD forecasting ro-
bustness on the Site A observed panel.
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Figure 5.12: OOD average, peak-hour, and
TOU-weighted forecasting errors.

5.4.3 RQ1 and RQ2: Forecasting Under Decision Shift

Table 5.1 and Fig. 5.11 show that the season transfer is a real distribution shift. Persistence
has 23.53 kW ID MAE but 47.15 kW OOD MAE. Lag-calendar ridge also degrades from
34.64 to 57.48 kW. Weather-policy ridge improves slightly over lag-calendar ridge, reduc-
ing OOD MAE to 53.58 kW, but public context alone still misses much of the building’s
operating response. Action variables make the largest improvements among linear models.
Adding HVAC, lighting, PV, storage, and state-of-charge features reduces OOD MAE from
53.58 to 33.91 kW. This supports the chapter’s core modeling choice: controllable streams
are not ordinary passive covariates. They are both predictive signals and editable interven-
tion variables. CausalTwin-lite gives the strongest result, with 19.96 kW OOD MAE, 25.12
kW peak-hour MAE, and 22.39 kW TOU-weighted MAE. Relative to weather-policy ridge,
this is a 62.75% reduction in OOD MAE; relative to action-context ridge, it is a 41.15%
reduction. Random forest is a strong nonlinear tabular baseline, but CausalTwin-lite still
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Figure 5.13: Deep learning baseline comparison on the Site A OOD summer split. Generic
LSTM, Transformer, PatchTST-lite, and iTransformer-lite baselines fit the ID regime rea-
sonably well but do not remain reliable under summer distribution shift.

improves over it by 5.90% on OOD MAE and 7.76% on TOU-weighted MAE while retaining
the explicit action/context role structure needed for counterfactual editing.

Fig. 5.12 adds the decision interpretation. Some models look moderately improved on av-
erage but remain risky during peak and TOU-weighted periods. For example, action-context
ridge reaches 33.91 kW average OOD MAE and 35.87 kW peak-hour MAE. CausalTwin-lite
keeps both decision-weighted errors lower, which matters because the thesis decision loop
uses forecasts to decide whether a candidate intervention is worth deploying. The deep learn-
ing baselines in Fig. 5.13 clarify that the problem is not solved by simply replacing classical
models with advanced deep learning models. iTransformer-lite obtains 14.42 kW ID MAE,
which is close to CausalTwin-lite on the non-summer holdout, and LSTM action-context
obtains 15.00 kW ID MAE. However, under OOD summer transfer, their errors increase
to 65.97 kW and 55.60 kW, respectively. PatchTST-lite and the generic Transformer en-
coder also degrade sharply. These models can learn ordinary temporal regularities from the
training regime, but they are not explicitly organized around editable actions, public policy
context, and local environment response. This result strengthens the chapter’s motivation:
intervention-consequence forecasting needs more than a high-capacity factual forecaster.

The fact that CausalTwin-lite outperforms the full neural version in Table 5.1 is expected
in this specific data regime. The main observed action panel contains about one and a half
years of hourly data from one fully aligned building, and the prediction target is next-hour
aggregate load. The lite model receives explicit lag, calendar, weather, tariff, action, and
action-context interaction features, so it can fit local threshold effects and sparse interactions
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Table 5.2: CausalTwin-lite role ablation in kW. All variants use the same learner; only
feature-role groups are removed.

Variant ID OOD Peak TOU

Full CausalTwin-lite 14.04 19.96 25.12 22.39
w/o environment labels 14.07 19.96 24.93 22.40
w/o weather and policy 13.89 20.27 25.44 22.85
w/o controllable actions 25.51 28.97 39.55 34.08
w/o stable load memory 14.32 20.11 25.47 22.77
calendar-lag only 25.85 31.33 45.12 37.77
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Figure 5.14: Role ablation on the Site A
OOD summer split. Removing controllable
actions causes the largest degradation.
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Figure 5.15: Counterfactual action-edit im-
pact on OOD summer peak and sharp-
peak hours. Positive bars indicate predicted
TOU-weighted reduction.

with fewer degrees of freedom. The full neural model, in contrast, must learn part of this
representation from the gated history window and environment adapter. With only one
fully observed action-rich site, this flexibility is not fully rewarded and can smooth local
peak-hour response. The experimental conclusion is therefore not that the neural model
is unnecessary; it is that the lite implementation is the best current deployment choice,
while the neural implementation is the scalable Causal EnergyTwin form needed when the
system moves to aligned multi-site histories, multi-step forecasting, missing-variable masks,
and uncertainty-aware counterfactual outputs.

5.4.4 RQ3: Component Ablation

The ablation in Table 5.2 and Fig. 5.14 clarifies why the method separates outcomes, actions,
context, and environments. Removing controllable actions raises OOD MAE from 19.96 to
28.97 kW and peak-hour MAE from 25.12 to 39.55 kW. Removing stable load memory or
public weather/policy causes a smaller average increase, but both worsen peak and TOU
metrics. This pattern matches the measurement evidence: short-term load memory is a
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Table 5.3: Model-estimated OOD summer action edits. Mean is predicted load reduction
in kW; TOU is TOU-weighted MWh-equivalent; negative share is the percentage of edited
hours where predicted load increases.

Edit Hours Mean MWh TOU Neg. %

HVAC peak shave 10% 591 1.31 0.77 1.95 35.36
Lighting peak shave 10% 591 0.27 0.16 0.89 34.52
HVAC+lighting peak shave 10% 591 10.23 6.04 11.59 21.83
Storage peak discharge support 591 -11.13 -6.58 -11.53 77.33
PV daylight boost 10% 591 -7.22 -4.27 -7.15 64.13

shared backbone, while weather, tariff, and actions determine when an error matters and
how an intervention may change future load.

Environment labels have little effect in the single-site Site A split because site and cli-
mate are fixed and season is already partially encoded by weather, month, and actions.
This does not make the environment branch unnecessary. It means that the value of envi-
ronment modeling is mainly tested in multi-site and adaptation settings, where the same ac-
tion variables can have different meanings across hot-humid commercial, humid-subtropical
commercial, and arid inland industrial regimes.

5.4.5 RQ4: Counterfactual Action Editing

The historical logs do not contain randomized HVAC, lighting, PV, or storage interventions,
so this chapter does not claim identified treatment effects. Instead, it asks whether an
action-aware model can translate edited action paths into decision-scale consequences. We
edit action variables on OOD summer peak and sharp-peak hours, compare CausalTwin-
lite factual predictions with edited-action predictions, and report the predicted change in
load, TOU-weighted energy, and carbon impact. Fig. 5.15 visualizes these signed impacts:
positive bars correspond to action edits that reduce TOU-weighted energy exposure, while
negative bars identify edits that the model predicts would shift stress unfavorably. Table 5.3
reports the same experiment numerically, including the number of edited hours, the mean
predicted load reduction, cumulative MWh change, TOU-weighted impact, and the share
of hours in which the edit is predicted to increase rather than reduce load.

The action-editing results in Table 5.3 show why consequence forecasting is needed
before intervention execution. The combined HVAC+lighting edit gives the clearest benefit:
10.23 kW mean predicted reduction over 591 summer peak or sharp-peak hours, 6.04 MWh
total predicted reduction, 11.59 TOU-weighted MWh-equivalent, and approximately 3.49
tCO2e under the public carbon factor. HVAC alone and lighting alone are weaker and less
directionally consistent, with negative-delta shares above 34%. The naive storage and PV
edits are predicted to be harmful in this setting, producing negative TOU-weighted impact
and high negative-delta share. This is not a failure of the framework; it is the exact reason
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Figure 5.16: Comparison with baselines. Lower TOU-weighted MAE is better; the first
row is a training-free autoregressive reference, and the outlined rows are the two Causal
EnergyTwin implementations.

the third thesis component is needed. A scheduler or operator should not assume that every
intuitively green action is beneficial under a specific weather, tariff, storage, and demand
state. Causal EnergyTwin provides a forecasting layer that can reject or revise such actions
before deployment.

5.4.6 RQ5: Multi-Site Transfer and Local Adaptation

The multi-site stress test evaluates whether a representation learned in specific environ-
ments can transfer to a held-out climate/site group. The experiment uses all three site
groups. Site A uses observed action-context streams, while Site B and Site C use real public
context with semi-synthetic action-response streams. Fig. 5.16 shows the held-out environ-
ment adaptation test for all baselines. All the models use the other two environments plus
the first 10% of local hours and are evaluated on the remaining held-out hours. The metric
is TOU-weighted MAE because this experiment asks whether a model remains useful for
decision-sensitive forecasting after the operating environment changes.

The comparison results show that factual prediction accuracy is strongly environment
dependent. On Site A, iTransformer obtains the lowest TOU-weighted MAE at 28.33 kW,
while CausalTwin-lite is close at 28.60 kW and the full neural Causal EnergyTwin reaches
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Table 5.4: Average training and inference overhead comparison. Training is normalized as
milliseconds per 1k training examples; inference is milliseconds per 1k forecasts. Parameter
count is exact for linear/neural models and approximate tree-node count for tree models.

Model Train ms / 1k Infer ms / 1k Features Params

Lag-calendar ridge 3.61 1.22 16 17
Weather-policy ridge 2.34 1.46 29 30
Action-context ridge 3.56 1.54 44 45
Random forest 111.52 12.43 44 117782
LSTM action-context 886.23 18.25 99 75841
Transformer encoder 702.24 19.88 99 217441
PatchTST-lite 806.41 23.66 99 231841
iTransformer-lite 1121.44 20.52 99 217441
Full neural Causal EnergyTwin 592.98 2.87 65 11041
CausalTwin-lite 564.79 10.94 65 6820

29.50 kW. PatchTST and action-context ridge follow with 30.50 kW and 32.50 kW, respec-
tively. On Site B, random forest is the strongest baseline at 6.90 kW, but CausalTwin-lite
is the strongest proposed and second-best overall method at 8.40 kW, followed closely by
PatchTST at 9.00 kW and lag-calendar ridge at 9.30 kW. On Site C, the full neural Causal
EnergyTwin gives the best result at 8.90 kW; iTransformer and CausalTwin-lite are the
next strongest methods, with 10.30 kW and 12.50 kW, while random forest, Transformer,
persistence, and LSTM are higher at 16.00 kW, 17.40 kW, 17.60 kW, and 18.00 kW. These
results show that the proposed Causal EnergyTwin family remains consistently among the
strongest methods across heterogeneous environments while preserving the role-separated
action/context structure needed for counterfactual consequence forecasting.

5.4.7 Model Cost and Practicality

Table 5.4 and Fig. 5.17 further clarify why both full neural and lite versions are needed.
The full neural model is more flexible and aligns with the general architecture, but in the
Site A seasonal OOD split it is not the best peak-risk model. The recent deep learning
baselines are computationally feasible on a GPU, but their average inference costs per
1k forecasts are higher than our compact neural prototype and their Site A OOD errors
are much larger. CausalTwin-lite requires higher average inference time than the neural
prototype because of tree traversal, but both are far below the hourly decision interval.
The lite model gives the best Site A OOD accuracy with moderate normalized training cost
and a small feature set, making it a practical deployment candidate when local data are
limited. The neural model remains useful because it offers lower batch-inference latency,
a unified representation-learning interface, and a direct path to multi-horizon, multi-site,
missing-sensor, and uncertainty-aware extensions that are difficult to express as a fixed
tabular feature set.

Taken together, the experimental results support the chapter’s main claim: energy fore-
casting for decision support should be intervention-aware and environment-aware. Climate,
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Figure 5.17: Accuracy-overhead comparison of different solutions. The x-axis reports nor-
malized average training time, and bubble size represents approximate model size.

schedule, and tariff context shape both demand and the value of action; ordinary lag-
calendar and weather-policy baselines degrade under summer shift; and the ablation shows
that controllable action streams are the dominant source of OOD and peak-hour improve-
ment in the Site A panel. The action-editing experiment further shows why a consequence-
forecasting layer is useful: the model can translate candidate HVAC, lighting, PV, and
storage edits into peak, TOU, and carbon quantities before an operator deploys them. The
transfer results add the main deployment lesson. Zero-shot cross-site transfer is not uni-
formly reliable, especially when the held-out environment changes from commercial-building
operation to arid inland industrial load. A small amount of local calibration sharply improves
decision-weighted error across Site A, Site B, and Site C, which supports the stable/local
design: shared temporal and public-context mechanisms are useful, but action responses
should remain locally adaptable.

The chapter should also be interpreted with appropriate limits. The action-editing es-
timates are model-based counterfactual forecasts from observational logs, not randomized
treatment effects. Site A provides the strongest full action-context panel, while Site B and
Site C mainly support climate and transfer stress tests. A deployed Causal EnergyTwin
should therefore remain a decision-support layer with feasibility checks for comfort, equip-
ment, occupancy, storage constraints, rebound effects, and uncertainty under weather, tariff,
and carbon-factor perturbations.

82



5.5 Connection to the Thesis Decision Loop

This chapter completes the thesis decision loop. Chapter 3 asks whether an intervention
should be selected; Chapter 4 asks how the system should execute an intervention through
sequential control; this chapter asks what consequence should be expected if an interven-
tion is deployed under a specific weather, schedule, policy, and climate context. The three
questions are mutually dependent. A causal pricing policy is incomplete without a scheduler
that can serve the induced demand, and a scheduler is fragile without forecasts that remain
meaningful after actions and environments change.

Causal EnergyTwin produces factual and counterfactual trajectories that can be fed back
into future intervention selection and execution. In an ECT-Hub, the same idea can be used
to estimate how EV demand, renewable generation, and battery state will evolve under a
planned discount or dispatch policy. In buildings and industrial sites, it can estimate how
aggregate load, peak stress, TOU cost, and carbon impact respond under HVAC, lighting,
storage, or PV-related action edits. Thus the third work broadens the thesis from hub-
specific control to a general intervention-consequence forecasting layer.

The overall thesis story is therefore: sustainable integrated energy systems need causal
reasoning to select actions, sequence models to execute actions over time, and climate-aware
causal forecasting to estimate the consequences before those actions are deployed. Causal
EnergyTwin supplies the final piece by turning forecasts into action-conditioned impact
estimates under distribution shift.
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Chapter 6

Conclusion and Future Directions

6.1 Summary of the Thesis

This thesis studied energy management for integrated communication, transportation, and
building energy systems from a causal and decision-aware perspective. The central argument
is that modern energy infrastructure should not be modeled only as a passive forecasting
problem. In systems that combine 5G/6G base stations, EV charging demand, renewable
generation, battery storage, building loads, dynamic tariffs, and carbon context, opera-
tional decisions actively change future system trajectories. A charging discount changes
EV demand, a battery action changes future state of charge and grid dependence, and a
building-control intervention changes future load, cost, and emissions. Therefore, effective
energy management requires models that can identify useful interventions, execute them
under physical constraints, and forecast their consequences under environmental and policy
shift. The thesis developed this argument through a three-layer framework: intervention
selection, intervention execution, and intervention consequence forecasting. The first two
layers are instantiated in the base-station-centric ECT-Hub system. The third layer gener-
alizes the same decision logic to broader energy systems, especially building and industrial
loads across different climate regions. Together, the three works form a single decision loop:
select interventions that matter, execute them safely and profitably, and estimate the future
consequences before deployment.

The first contribution is the formulation of ECT-Hubs as integrated decision systems.
The thesis studied how a 5G base station could be upgraded from a passive communica-
tion site into an energy-communication-transportation hub that combined communication
load, BESS, renewable generation, EV charging, and time-varying electricity prices. This
formulation clarified the technical opportunity and the operational difficulty. Base stations
already have grid connections, backup batteries, and spatial overlap with transportation
infrastructure, which makes the ECT-Hub design plausible. At the same time, the base
station’s primary communication function imposes strict reliability constraints, and EV
charging demand is uncertain and price-sensitive. The integrated system therefore requires
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more than independent optimization of price or battery dispatch. It requires a coordinated
decision process that respects both economic incentives and physical constraints.

The second contribution is ECT-Price, the intervention-selection component. ECT-Price
treats charging discounts as causal treatments. Instead of asking only whether EVs are likely
to charge, it asks whether a discount would cause additional charging demand. Inspired by
counterfactual optimal treatment-regime learning, ECT-Price divides hub-time contexts
into No Charge, Incentive Charge, and Always Charge strata. The useful intervention target
is the Incentive Charge stratum, where charging occurs only if a discount is offered. The
harmful or wasteful target is the Always Charge stratum, where the user would charge even
without a discount. By jointly training a propensity model and a counterfactual stratification
model, ECT-Price identified when incentives are likely to increase net profit rather than
merely reduce revenue.

The third contribution is ECT-DT, the intervention-execution component. Once ECT-
Price changes expected EV demand, the ECT-Hub has to decide how to operate its battery.
This is a long-horizon control problem because charging or discharging at one time affects
future state of charge, grid dependence, and ability to serve EV or communication demand.
ECT-DT formulates battery scheduling as a return-conditioned sequence modeling task.
A Decision Transformer learns from offline trajectories and predicts battery actions condi-
tioned on profit-to-go, state history, and previous actions. To make the method practical
under deployment shift, the thesis further extended the scheduler with online adaptation:
recent trajectories are stored in a replay buffer, the policy is fine-tuned with entropy reg-
ularization, and selected episodes are hindsight relabeled with better return targets. This
design makes the controller more sample-efficient than training an online RL agent from
scratch while still allowing adaptation to changes in EV demand or electricity price.

The fourth contribution is Causal EnergyTwin, the intervention-consequence forecasting
component. The ECT-Hub pipeline shows that selection and execution depend on forecasts
of future load, renewable generation, price, and system state. However, those forecasts
themselves could change under interventions. Chapter 5 extends the thesis from hub-level
operation to causal time-series forecasting for energy systems. Using three datasets from
different climate regions, the measurement study showed that energy demand is strongly
shaped by seasonal context, weather sensitivity, schedule patterns, and site-specific oper-
ating regimes. It also showed that correlations could be unstable across environments and
that out-of-distribution forecasting performance could degrade significantly. These obser-
vations motivate a causal forecasting framework that learns stable temporal mechanisms
and supports counterfactual forecasting under hypothetical interventions, such as demand
reduction, load shifting, storage action, or renewable curtailment.

The measurement and experimental results supported the need for this integrated view.
The ECT-Hub feasibility study showed that base stations, road infrastructure, renewable
generation, batteries, and EV charging demand could coexist in operationally meaningful
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settings, but it also exposed uncertainty in traffic load, renewable output, EV behavior, and
electricity price. The ECT-Price evaluation showed that counterfactual stratification could
improve incentive allocation compared with standard uplift baselines. The ECT-DT evalua-
tion showed that Decision Transformer-based scheduling achieved higher average profit than
common reinforcement-learning baselines and recovered performance through online fine-
tuning under shifted demand or price conditions. The Causal EnergyTwin measurement and
experiments further showed that energy data exhibited strong climate dependence, schedule
effects, unstable correlations, and controllable flexibility, motivating intervention-aware and
environment-adaptive forecasting.

6.2 Future Directions

6.2.1 Deployment-Ready ECT-Hubs

A natural next step is to move from trace-driven evaluation to deployment-ready ECT-Hub
prototypes. This would require integrating the pricing model, scheduler, BESS controller,
EVSE interface, and monitoring system in a real or hardware-in-the-loop testbed. The
prototype should enforce communication reliability as a hard constraint, monitor battery
health, and support fallback policies when model confidence is low. It should also include
operational dashboards for operators, showing why a discount is selected, how the battery
will respond, and what risks are expected over the next horizon.

Large-scale deployment also raises planning questions. Not every base station should
become an ECT-Hub. Candidate sites should be selected based on road proximity, grid con-
nection capacity, battery capacity, renewable potential, EV demand, land-use constraints,
and communication reliability requirements. Combining site selection with operation opti-
mization would extend the thesis from control to infrastructure planning.

6.2.2 Richer Causal Incentive Design

ECT-Price considered discrete discount decisions and binary charging outcomes. Future
work can extend this into richer incentive design. Discounts may vary continuously, depend
on user type, be offered through reservations, or be bundled with charging-duration guar-
antees. Incentives may also interact across nearby hubs: lowering the price at one hub can
shift demand away from another. This creates a spatial causal inference and mechanism
design problem. Another direction is to combine causal incentive learning with experimen-
tation. Small randomized discounts can improve causal identifiability and reduce reliance
on observational assumptions. The challenge is to design experiments that are economically
safe, fair to users, and compatible with battery and grid constraints. A promising approach
is adaptive experimentation, where the system explores uncertain contexts while bounding
regret and preserving operational reliability.
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6.2.3 Safe Online Sequence Control

The online adaptation mechanism in ECT-DT opens several research directions. First, safety
constraints can be incorporated directly into the sequence model. Instead of only penaliz-
ing bad actions through rewards, the model can be paired with a safety filter that checks
SoC limits, backup-reserve requirements, grid power limits, and charger constraints before
execution. Second, uncertainty estimation can be added to the policy so that the scheduler
knows when it is operating outside the support of its training data. Third, the replay buffer
can be made more selective, retaining not only recent episodes but also rare high-risk or
high-value trajectories. Online sequence modeling may be useful across many infrastructure
domains. In video streaming, online adaptation responds to user-specific viewport and net-
work patterns. In ECT-Hubs, it responds to site-specific energy and demand patterns. Both
settings involve offline pretraining, non-stationary deployment, limited online data, and the
need to adapt without excessive exploration. A general theory and toolkit for safe online
sequence control could benefit energy systems, networking, robotics, and transportation.

6.2.4 Causal Digital Twins for Energy Systems

Causal EnergyTwin can be extended into a richer causal digital twin. A practical energy
twin should not only forecast load, but also simulate intervention outcomes, quantify uncer-
tainty, explain dominant drivers, and update itself as new data arrives. It should represent
multiple intervention types: demand reduction, demand shifting, battery charge/discharge,
EV pricing, renewable curtailment, HVAC setpoint changes, occupancy schedule changes,
and tariff or carbon-policy changes. It should also distinguish short-term operational inter-
ventions from long-term structural changes such as equipment retrofit or PV installation.

Another promising direction is multi-site transfer. Energy systems often lack abundant
labeled intervention data at a new site. A causal twin trained across multiple climates and
building types could transfer stable mechanisms while adapting site-specific components.
This requires disentangling invariant relationships, such as thermal response to temperature,
from local patterns, such as occupancy schedule or equipment efficiency. Such transferability
is essential if causal energy twins are to be useful beyond a single building or campus.

6.2.5 Carbon-Aware and Grid-Aware Objectives

This thesis emphasized profit, cost, and energy demand, but future energy systems must
also consider carbon and grid impact. The same intervention may reduce cost while increas-
ing emissions if it shifts load to a high-carbon period, or reduce emissions while increasing
peak grid stress. Future work should incorporate marginal carbon intensity, distribution-grid
constraints, demand charges, and grid-service opportunities into the reward and forecast-
ing objectives. This direction is especially important for ECT-Hubs. A dense network of
base-station energy nodes could become a distributed grid-support resource if coordinated
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properly. ECT-Hubs could absorb renewable surplus, reduce peak grid demand, and provide
emergency charging or communication support. However, without coordination, they could
also create synchronized charging peaks. Extending the thesis framework from single-hub
optimization to network-level coordination is therefore an important next step.

6.2.6 Benchmarks and Reproducibility

Finally, the field needs better benchmarks for intervention-aware energy decision systems.
Many forecasting datasets contain rich time-series measurements but limited action labels.
Many control benchmarks provide simulators but do not reflect real distribution shift. Many
causal inference benchmarks have treatments and outcomes but lack physical constraints.
A useful benchmark should combine factual time-series data, controllable variables, envi-
ronment labels, physical constraints, and well-defined intervention tasks.

The datasets and measurements used in this thesis pointed toward such a benchmark.
ECT-Hub data can support pricing and scheduling tasks; building and industrial datasets
across climate regions can support causal forecasting tasks; synthetic or semi-synthetic
interventions can provide controlled evaluation when real counterfactuals are unavailable.
Building open, reproducible benchmarks would make it easier to compare causal forecasting,
offline RL, online adaptation, and decision-aware energy-management methods.

6.3 Closing Remarks

Energy infrastructure is entering a stage where communication, transportation, buildings,
storage, renewables, and markets are deeply coupled. In this setting, prediction is necessary
but not sufficient. Operators need to know which interventions are worth applying, how to
execute them under physical constraints, and what consequences they are likely to create.
This thesis took a step toward that goal by combining causal inference, sequence modeling,
and causal time-series forecasting into a unified decision loop.

The proposed framework was not limited to the specific systems studied here. ECT-
Hubs provided a concrete and emerging example of integrated infrastructure, while Causal
EnergyTwin showed that the same intervention-aware view applied to broader energy sys-
tems. As energy systems become more adaptive, data-driven, and carbon-aware, models
that can reason about actions and consequences will become increasingly important. The
long-term goal is an integrated energy infrastructure that is not only predictive, but also
causal, adaptive, reliable, and aligned with sustainable operation.

88



Bibliography

[1] Energy business. https://ir.china-tower.com/en/business/energy.php. Ac-
cessed: 2024-01-02.

[2] ENGIE Resources. Accessed: 2023-06-30.

[3] NSRDB: National Solar Radiation Database. Accessed: 2023-06-30.

[4] Opencellid. https://www.opencellid.org. Accessed: 2023-06-30.

[5] Openstreetmap. https://www.openstreetmap.org. Accessed: 2023-06-30.

[6] Plugs, socket-outlets, vehicle connectors and vehicle inlets - conductive charging
of electric vehicles - part 1: General requirements. https://webstore.iec.ch/
publication/59922. Accessed: 2024-01-02.

[7] Three million 5g base stations built worldwide, as 5g development enters fast lane:
industry forum. https://www.globaltimes.cn/page/202210/1277927.shtml#:~:
text=In%20total%2C%20the%20industry%20has,more%20than%20700%20million%
20subscribers. Accessed on July 31, 2023.

[8] Top 10 two-wheeler battery swapping companies in china. https://
batteryswapcabinet.com/top-10-two-wheeler-battery-swapping-companies/.
Accessed: 2024-01-02.

[9] Furkan Ahmad, Mohammad Saad Alam, Ibrahim Saad Alsaidan, and Samir M Shariff.
Battery swapping station for electric vehicles: opportunities and challenges. IET
Smart Grid, 3(3):280–286, 2020.

[10] Marcin Andrychowicz, Filip Wolski, Alex Ray, Jonas Schneider, Rachel Fong, Peter
Welinder, Bob McGrew, Josh Tobin, OpenAI Pieter Abbeel, and Wojciech Zaremba.
Hindsight experience replay. In Proceedings of the Annual Conference on Neural
Information Processing Systems (NeurIPS), 2017.

[11] Sungwoo Bae and Alexis Kwasinski. Spatial and temporal model of electric vehicle
charging demand. IEEE Transactions on Smart Grid, 3(1):394–403, 2011.

[12] Heejung Bang and James M. Robins. Doubly robust estimation in missing data and
causal inference models. Biometrics, 61(4):962–973, 2005.

[13] George E. P. Box, Gwilym M. Jenkins, Gregory C. Reinsel, and Greta M. Ljung. Time
Series Analysis: Forecasting and Control. John Wiley & Sons, 2015.

89

https://ir.china-tower.com/en/business/energy.php
https://www.opencellid.org
https://www.openstreetmap.org
https://webstore.iec.ch/publication/59922
https://webstore.iec.ch/publication/59922
https://www.globaltimes.cn/page/202210/1277927.shtml#:~:text=In%20total%2C%20the%20industry%20has,more%20than%20700%20million%20subscribers.
https://www.globaltimes.cn/page/202210/1277927.shtml#:~:text=In%20total%2C%20the%20industry%20has,more%20than%20700%20million%20subscribers.
https://www.globaltimes.cn/page/202210/1277927.shtml#:~:text=In%20total%2C%20the%20industry%20has,more%20than%20700%20million%20subscribers.
https://batteryswapcabinet.com/top-10-two-wheeler-battery-swapping-companies/
https://batteryswapcabinet.com/top-10-two-wheeler-battery-swapping-companies/


[14] Stephen Boyd, Stephen P Boyd, and Lieven Vandenberghe. Convex optimization.
Cambridge university press, 2004.

[15] Leo Breiman. Random forests. Machine Learning, 45(1):5–32, 2001.

[16] Ruichu Cai, Junxian Huang, Zhenhui Yang, Zijian Li, Emadeldeen Eldele, Min Wu,
and Fuchun Sun. Time series domain adaptation via latent invariant causal mecha-
nism. IEEE Transactions on Pattern Analysis and Machine Intelligence, 2025.

[17] Nicolas Carion, Francisco Massa, Gabriel Synnaeve, Nicolas Usunier, Alexander Kir-
illov, and Sergey Zagoruyko. End-to-end object detection with transformers. In Eu-
ropean conference on computer vision. Springer, 2020.

[18] Djabir Abdeldjalil Chekired, Mohammed Amine Togou, Lyes Khoukhi, and Adlen
Ksentini. 5g-slicing-enabled scalable sdn core network: Toward an ultra-low latency
of autonomous driving service. IEEE Journal on Selected Areas in Communications,
37(8):1769–1782, 2019.

[19] Hanting Chen, Yunhe Wang, Tianyu Guo, Chang Xu, Yiping Deng, Zhenhua Liu,
Siwei Ma, Chunjing Xu, Chao Xu, and Wen Gao. Pre-trained image processing trans-
former. In Proceedings of the IEEE/CVF conference on computer vision and pattern
recognition, pages 12299–12310, 2021.

[20] Lili Chen, Kevin Lu, Aravind Rajeswaran, Kimin Lee, Aditya Grover, Misha Laskin,
Pieter Abbeel, Aravind Srinivas, and Igor Mordatch. Decision transformer: Rein-
forcement learning via sequence modeling. Advances in neural information processing
systems, 34:15084–15097, 2021.

[21] Xia Chen, Jimmy Abualdenien, Manav Mahan Singh, André Borrmann, and Philipp
Geyer. Introducing causal inference in the energy-efficient building design process.
Energy and Buildings, 277:112583, 2022.

[22] Xiaming Chen, Yaohui Jin, Qiang Siwei, Weisheng Hu Hu, and Kaida Jiang. Analyzing
and modeling spatio-temporal dependence of cellular traffic at city scale. In 2015 IEEE
International Conference on Communications (ICC).

[23] Xiaoyuan Cheng, Yukun Hu, and Liz Varga. 5g network deployment and the asso-
ciated energy consumption in the uk: A complex systems’ exploration. Technological
Forecasting and Social Change, 180:121672, 2022.

[24] Yoichi Chikahara and Akinori Fujino. Causal inference in time series via supervised
learning. In IJCAI, pages 2042–2048, 2018.

[25] Kyunghyun Cho, Bart van Merriënboer, Caglar Gulcehre, Dzmitry Bahdanau, Fethi
Bougares, Holger Schwenk, and Yoshua Bengio. Learning phrase representations using
rnn encoder–decoder for statistical machine translation. In Proceedings of the 2014
Conference on Empirical Methods in Natural Language Processing, pages 1724–1734,
2014.

[26] Halil Çimen, Nurettin Çetinkaya, Juan C Vasquez, and Josep M Guerrero. A microgrid
energy management system based on non-intrusive load monitoring via multitask
learning. IEEE Transactions on Smart Grid, 12(2):977–987, 2020.

90



[27] Benjamin Coors, Alexandru Paul Condurache, and Andreas Geiger. Spherenet: Learn-
ing spherical representations for detection and classification in omnidirectional images.
In Proceedings of the European conference on computer vision (ECCV), 2018.

[28] Vasco Delgado-Gomes, Joao F Martins, Celson Lima, and Paul Nicolae Borza. Smart
grid security issues. In 2015 9th International Conference on Compatibility and Power
Electronics (CPE).

[29] Delshi Howsalya Devi, Kumutha Duraisamy, Ammar Armghan, Meshari Alsharari,
Khaled Aliqab, Vishal Sorathiya, Sudipta Das, and Nasr Rashid. 5g technology in
healthcare and wearable devices: A review. Sensors, 23(5):2519, 2023.

[30] Zhaohao Ding, Wenrui Tan, Wei-Jen Lee, Xuyang Pan, and Shiqiao Gao. Integrated
operation model for autonomous mobility-on-demand fleet and battery swapping sta-
tion. IEEE Transactions on Industry Applications, 57(6):5593–5602, 2021.

[31] Jerome H. Friedman. Greedy function approximation: A gradient boosting machine.
The Annals of Statistics, 29(5):1189–1232, 2001.

[32] Jipeng Gan, Hongxia Kou, Guang Yang, Hua Zhang, Zijian Cao, and Wei Xu. Joint
sleep control and energy sharing strategy with deep reinforcement learning in green
ultra-dense networks. IEEE Transactions on Green Communications and Networking,
2025.

[33] Kamalanathan Ganesan, João Tomé Saraiva, and Ricardo J Bessa. Functional model
of residential consumption elasticity under dynamic tariffs. Energy and Buildings,
255:111663, 2022.

[34] Wentao Gao, Jiuyong Li, Debo Cheng, Lin Liu, Jixue Liu, Thuc Duy Le, Xiaojing
Du, Xiongren Chen, Yanchang Zhao, and Yun Chen. Deconfounding multi-cause
latent confounders: A factor-model approach to climate model bias correction. arXiv
preprint arXiv:2408.12063, 2024.

[35] Ziyin Gu, Jingyao Wang, Ran Zuo, Chuxiong Sun, Zeen Song, Changwen Zheng, and
Wenwen Qiang. Group causal policy optimization for post-training large language
models. arXiv preprint arXiv:2508.05428, 2025.

[36] Pierre Gutierrez and Jean-Yves Gérardy. Causal inference and uplift modelling: A
review of the literature. In International conference on predictive applications and
APIs, pages 1–13. PMLR, 2017.

[37] Tuomas Haarnoja, Aurick Zhou, Pieter Abbeel, and Sergey Levine. Soft actor-critic:
Off-policy maximum entropy deep reinforcement learning with a stochastic actor. In
International conference on machine learning, pages 1861–1870. Pmlr, 2018.

[38] Tuomas Haarnoja, Aurick Zhou, Pieter Abbeel, and Sergey Levine. Soft actor-critic:
Off-policy maximum entropy deep reinforcement learning with a stochastic actor. In
Proceedings of the International Conference on Machine Learning (ICML), 2018.

[39] Behram Hansotia and Brad Rukstales. Incremental value modeling. Journal of Inter-
active Marketing, 16(3):35–46, 2002.

91



[40] Fang He, Jiaqi Fan, Yang Deng, Xiaoyang Zhang, Ka Tai Lau, and Dan Wang.
Weather foundation model enhanced decentralized photovoltaic power forecasting
through spatio-temporal knowledge distillation. In Proceedings of the Thirty-Fourth
International Joint Conference on Artificial Intelligence, pages 9665–9673, 2025.

[41] Xiangnan He, Lizi Liao, Hanwang Zhang, Liqiang Nie, Xia Hu, and Tat-Seng Chua.
Neural collaborative filtering. In 2017 ACM the 26th International Conference on
World Wide Web (WWW).

[42] Miguel A Hernán and James M Robins. Causal inference, 2010.

[43] Sepp Hochreiter and Jürgen Schmidhuber. Long short-term memory. Neural Compu-
tation, 9(8):1735–1780, 1997.

[44] Arthur E. Hoerl and Robert W. Kennard. Ridge regression: Biased estimation for
nonorthogonal problems. Technometrics, 12(1):55–67, 1970.

[45] Daniel G. Horvitz and Donovan J. Thompson. A generalization of sampling without
replacement from a finite universe. Journal of the American Statistical Association,
47(260):663–685, 1952.

[46] Ying-Chao Hung and George Michailidis. A novel data-driven approach for solving
the electric vehicle charging station location-routing problem. IEEE Transactions on
Intelligent Transportation Systems, 23(12):23858–23868, 2022.

[47] Rob J. Hyndman and George Athanasopoulos. Forecasting: Principles and Practice.
OTexts, Melbourne, Australia, 2 edition, 2018.

[48] Fuyang Jiang and Hussain Kazmi. What-if: A causal machine learning approach
to control-oriented modelling for building thermal dynamics. Applied Energy,
377:124550, 2025.

[49] Jiejiari API. Jiejiari api: Chinese holidays and make-up workdays. https://www.
jiejiariapi.com/, 2026. Accessed May 26, 2026.

[50] Qi Kang, JiaBao Wang, MengChu Zhou, and Ahmed Chiheb Ammari. Centralized
charging strategy and scheduling algorithm for electric vehicles under a battery swap-
ping scenario. IEEE Transactions on Intelligent Transportation Systems, 17(3):659–
669, 2015.

[51] Guolin Ke, Qi Meng, Thomas Finley, Taifeng Wang, Wei Chen, Weidong Ma, Qiwei
Ye, and Tie-Yan Liu. Lightgbm: A highly efficient gradient boosting decision tree. In
Advances in Neural Information Processing Systems, volume 30, 2017.

[52] Edward H Kennedy et al. Optimal doubly robust estimation of heterogeneous causal
effects. arXiv preprint arXiv:2004.14497, 5, 2020.

[53] Mehrdad Khani, Ganesh Ananthanarayanan, Kevin Hsieh, Junchen Jiang, Ravi Ne-
travali, Yuanchao Shu, Mohammad Alizadeh, and Victor Bahl. {RECL}: Responsive
{Resource-Efficient} continuous learning for video analytics. In 20th USENIX Sympo-
sium on Networked Systems Design and Implementation (NSDI 23), pages 917–932,
2023.

92

https://www.jiejiariapi.com/
https://www.jiejiariapi.com/


[54] Kun Kuang, Peng Cui, Bo Li, Meng Jiang, and Shiqiang Yang. Estimating treat-
ment effect in the wild via differentiated confounder balancing. In 2017 ACM 23rd
International Conference on Knowledge Discovery and Data Mining (SIGKDD).

[55] Alexander Li, Lerrel Pinto, and Pieter Abbeel. Generalized hindsight for reinforcement
learning. In Proceedings of the Annual Conference on Neural Information Processing
Systems (NeurIPS), 2020.

[56] Haoxuan Li, Chunyuan Zheng, Peng Wu, Kun Kuang, Yue Liu, and Peng Cui. Who
should be given incentives? counterfactual optimal treatment regimes learning for
recommendation. In Proceedings of the 29th ACM SIGKDD Conference on Knowledge
Discovery and Data Mining, pages 1235–1247, 2023.

[57] Jing Li, Botong Wu, Xinwei Sun, and Yizhou Wang. Causal hidden markov model
for time series disease forecasting. In Proceedings of the IEEE/CVF conference on
computer vision and pattern recognition, pages 12105–12114, 2021.

[58] Yiyan Li, Lidong Song, Si Zhang, Laura Kraus, Taylor Adcox, Roger Willardson, Ab-
hishek Komandur, and Ning Lu. A tcn-based hybrid forecasting framework for hours-
ahead utility-scale pv forecasting. IEEE Transactions on Smart Grid, 14(5):4073–
4085, 2023.

[59] Zijian Li, Ruichu Cai, Tom ZJ Fu, Zhifeng Hao, and Kun Zhang. Transferable time-
series forecasting under causal conditional shift. IEEE transactions on pattern analysis
and machine intelligence, 46(4):1932–1949, 2023.

[60] Hanlong Liao, Guoming Tang, Deke Guo, Kui Wu, and Lailong Luo. Ev-assisted
computing for energy cost saving at edge data centers. IEEE Transactions on Mobile
Computing, 23(9):9029–9041, 2024.

[61] Bryan Lim, Sercan O. Arik, Nicolas Loeff, and Tomas Pfister. Temporal fusion trans-
formers for interpretable multi-horizon time series forecasting. International Journal
of Forecasting, 37(4):1748–1764, 2021.

[62] Chi Lin, Ziwei Yang, Jiankang Ren, Lei Wang, Wei Zhong, Guowei Wu, and Qiang
Zhang. Are you really charging me? In 2022 IEEE 42nd International Conference on
Distributed Computing Systems (ICDCS).

[63] Xiyuan Liu and Zhaohong Bie. Cooperative planning of distributed renewable energy
assisted 5g base station with battery swapping system. IEEE Access, 9:119353–119366,
2021.

[64] Yong Liu, Tengge Hu, Haoran Zhang, Haixu Wu, Shiyu Wang, Lintao Ma, and Ming-
sheng Long. itransformer: Inverted transformers are effective for time series forecast-
ing. In International Conference on Learning Representations, 2024.

[65] Chenbei Lu, Jiaman Wu, Jingshi Cui, Yanyan Xu, Chenye Wu, and Marta C Gonzalez.
Deadline differentiated dynamic ev charging price menu design. IEEE Transactions
on Smart Grid, 14(1):502–516, 2022.

93



[66] Luca Massidda and Marino Marrocu. Total and thermal load forecasting in residential
communities through probabilistic methods and causal machine learning. Applied
Energy, 351:121783, 2023.

[67] Maurilio Matracia, Mustafa A Kishk, and Mohamed-Slim Alouini. Exploiting wind-
turbine-mounted base stations to enhance rural connectivity. IEEE Communications
Magazine, 59(12):50–56, 2021.

[68] Ministry of Ecology and Environment of the People’s Republic of China. 2024
national electricity carbon footprint factors. https://www.mee.gov.cn/xxgk2018/
xxgk/xxgk01/202510/W020251024569470952545.pdf, 2025. Accessed May 26, 2026.

[69] Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Alex Graves, Ioannis Antonoglou,
Daan Wierstra, and Martin Riedmiller. Playing atari with deep reinforcement learn-
ing. arXiv preprint arXiv:1312.5602, 2013.

[70] Raha Moraffah, Paras Sheth, Mansooreh Karami, Anchit Bhattacharya, Qianru Wang,
Anique Tahir, Adrienne Raglin, and Huan Liu. Causal inference for time series
analysis: Problems, methods and evaluation. Knowledge and Information Systems,
63(12):3041–3085, 2021.

[71] Vivian Y Nastl and Moritz Hardt. Do causal predictors generalize better to new
domains? Advances in Neural Information Processing Systems, 37:31202–31315, 2024.

[72] National Development and Reform Commission. Guangdong further improves the
peak-valley time-of-use electricity price policy. https://www.ndrc.gov.cn/xwdt/
gdzt/jgjzgg/nyjggg/202110/t20211027_1301148.html, 2021. Accessed May 26,
2026.

[73] Weiquan Ni, Shaoliang Zhu, Md Monjurul Karim, Alia Asheralieva, Jiawen Kang,
Zehui Xiong, and Carsten Maple. Lagrange coded federated learning (l-cofl) model
for internet of vehicles. In 2022 IEEE 42nd International Conference on Distributed
Computing Systems (ICDCS).

[74] Yuqi Nie, Nam H. Nguyen, Phanwadee Sinthong, and Jayant Kalagnanam. A time
series is worth 64 words: Long-term forecasting with transformers. In International
Conference on Learning Representations, 2023.

[75] Open-Meteo. Open-meteo historical weather api. https://open-meteo.com/en/
docs/historical-weather-api, 2026. Accessed May 26, 2026.

[76] Arthi Padmanabhan, Neil Agarwal, Anand Iyer, Ganesh Ananthanarayanan, Yuan-
chao Shu, Nikolaos Karianakis, Guoqing Harry Xu, and Ravi Netravali. Gemel: Model
merging for {Memory-Efficient},{Real-Time} video analytics at the edge. In 20th
USENIX Symposium on Networked Systems Design and Implementation (NSDI 23),
2023.

[77] Yangfan Peng, Yong Shi, Junshuang Li, and Yan Hu. Optimal scheduling of 5g base
station energy storage considering wind and solar complementation. In 2022 IEEE
4th Asia Energy and Electrical Engineering Symposium (AEEES).

94

https://www.mee.gov.cn/xxgk2018/xxgk/xxgk01/202510/W020251024569470952545.pdf
https://www.mee.gov.cn/xxgk2018/xxgk/xxgk01/202510/W020251024569470952545.pdf
https://www.ndrc.gov.cn/xwdt/gdzt/jgjzgg/nyjggg/202110/t20211027_1301148.html
https://www.ndrc.gov.cn/xwdt/gdzt/jgjzgg/nyjggg/202110/t20211027_1301148.html
https://open-meteo.com/en/docs/historical-weather-api
https://open-meteo.com/en/docs/historical-weather-api


[78] Nicola Piovesan, David Lopez-Perez, Antonio De Domenico, Xinli Geng, and Har-
vey Bao. Power consumption modeling of 5g multi-carrier base stations: A machine
learning approach. arXiv preprint arXiv:2212.04318, 2022.

[79] Shashwat Pratap, Prajnamaya Dass, and Sudip Misra. Cotev: trustworthy and cooper-
ative task execution in internet of vehicles. IEEE Transactions on Mobile Computing,
23(4):2915–2926, 2023.

[80] Wenwen Qiang, Zeen Song, Ziyin Gu, Jiangmeng Li, Changwen Zheng, Fuchun Sun,
and Hui Xiong. On the generalization and causal explanation in self-supervised learn-
ing. International Journal of Computer Vision, 133(4):1727–1754, 2025.

[81] Alec Radford, Karthik Narasimhan, Tim Salimans, Ilya Sutskever, et al. Improving
language understanding by generative pre-training. 2018.

[82] Sebastian Rivera, Stefan M Goetz, Samir Kouro, Peter W Lehn, Mehanathan Path-
manathan, Pavol Bauer, and Rosa Anna Mastromauro. Charging infrastructure and
grid integration for electromobility. Proceedings of the IEEE, 111(4):371–396, 2022.

[83] Paul R. Rosenbaum and Donald B. Rubin. The central role of the propensity score
in observational studies for causal effects. Biometrika, 70(1):41–55, 1983.

[84] Dominik Rothenhäusler, Nicolai Meinshausen, Peter Bühlmann, and Jonas Peters.
Anchor regression: Heterogeneous data meet causality. Journal of the Royal Statistical
Society Series B: Statistical Methodology, 83(2):215–246, 2021.

[85] Donald B. Rubin. Estimating causal effects of treatments in randomized and nonran-
domized studies. Journal of Educational Psychology, 66(5):688–701, 1974.

[86] Jakob Runge, Andreas Gerhardus, Gherardo Varando, Veronika Eyring, and Gustau
Camps-Valls. Causal inference for time series. Nature Reviews Earth & Environment,
4(7):487–505, 2023.

[87] Md Safayatullah, Mohamed Tamasas Elrais, Sumana Ghosh, Reza Rezaii, and Issa
Batarseh. A comprehensive review of power converter topologies and control methods
for electric vehicle fast charging applications. IEEE Access, 10:40753–40793, 2022.

[88] John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov.
Proximal policy optimization algorithms. arXiv preprint arXiv:1707.06347, 2017.

[89] John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov.
Proximal policy optimization algorithms. arXiv preprint arXiv:1707.06347, 2017.

[90] Connor Scott, Mominul Ahsan, and Alhussein Albarbar. Machine learning for fore-
casting a photovoltaic (pv) generation system. Energy, 278:127807, 2023.

[91] Claude Elwood Shannon. A mathematical theory of communication. The Bell system
technical journal, 27(3):379–423, 1948.

[92] Jiangang Shen, Hongzi Zhu, Yunxiang Cai, Bangzhao Zhai, Xudong Wang, Shan
Chang, Haibin Cai, and Minyi Guo. mmv2v: combating one-hop multicasting in
millimeter-wave vehicular networks. In 2022 IEEE 42nd International Conference on
Distributed Computing Systems (ICDCS).

95



[93] Linfeng Shen, Xiaoyi Fan, Guanzhen Wu, Cong Zhang, Fangxin Wang, Chongqing
Kang, and Jiangchuan Liu. Battery scheduling and causal pricing for base-station-
centric energy-communication-transportation hubs. IEEE Transactions on Mobile
Computing, PP(99):1–14, 2026.

[94] Linfeng Shen, Xiaoyi Fan, Cong Zhang, and Jiangchuan Liu. Climate-aware causal
energytwin: Intervention-aware forecasting for sustainable building energy operation,
2026. Under review.

[95] Linfeng Shen, Guanzhen Wu, Cong Zhang, Xiaoyi Fan, and Jiangchuan Liu. Towards
integrated energy-communication-transportation hub: A base-station-centric design
in 5g and beyond. In 2024 IEEE 44th International Conference on Distributed Com-
puting Systems (ICDCS), pages 925–935. IEEE, 2024.

[96] Jimeng Shi, Bowen Jin, Jiawei Han, Sundararaman Gopalakrishnan, and Giri
Narasimhan. Codicast: Conditional diffusion model for global weather forecasting
with uncertainty quantification. International Joint Conferences on Artificial Intelli-
gence Organization, 2025.

[97] Ruike Song, Zeen Song, Huijie Guo, and Wenwen Qiang. Causal reward adjust-
ment: Mitigating reward hacking in external reasoning via backdoor correction. arXiv
preprint arXiv:2508.04216, 2025.

[98] Zeen Song, Siyu Zhao, Xingyu Zhang, Jiangmeng Li, Changwen Zheng, and Wenwen
Qiang. Learning invariant causal mechanism from vision-language models. arXiv
preprint arXiv:2405.15289, 2024.

[99] Yu-Chuan Su and Kristen Grauman. Learning spherical convolution for fast features
from 360° imagery. 2017.

[100] Guoming Tang, Yi Wang, and Hongyu Lu. Shiftguard: Towards reliable 5g network by
optimal backup power allocation. In 2020 IEEE International Conference on Commu-
nications, Control, and Computing Technologies for Smart Grids (SmartGridComm).

[101] Guoming Tang, Hao Yuan, Deke Guo, Kui Wu, and Yi Wang. Reusing backup batter-
ies as bess for power demand reshaping in 5g and beyond. In 2021 IEEE Conference
on Computer Communications (INFOCOM).

[102] Tesla. Supercharger. https://www.tesla.com/supercharger, 2026. Accessed May
26, 2026.

[103] Hugo Touvron, Matthieu Cord, Matthijs Douze, Francisco Massa, Alexandre Sablay-
rolles, and Hervé Jégou. Training data-efficient image transformers & distillation
through attention. In International conference on machine learning, 2021.

[104] Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N
Gomez, Łukasz Kaiser, and Illia Polosukhin. Attention is all you need. Advances in
neural information processing systems, 30, 2017.

[105] Neal S Wade, Kunpeng Wang, Matthieu Michel, and Tom Willis. Demonstration of
a 200 kw/200 kwh energy storage system on an 11kv uk distribution feeder. In 2013
IEEE PES ISGT Europe.

96

https://www.tesla.com/supercharger


[106] Meng Wan, Tiantian Liu, Yuxuan Bi, Jue Wang, Hui Cui, Rongqiang Cao, Jiaxiang
Wang, Peng Shi, Ningming Nie, and Yangang Wang. Mcloudnet: An ultra-short-term
photovoltaic power forecasting framework with multi-layer cloud coverage. In Pro-
ceedings of the Thirty-Fourth International Joint Conference on Artificial Intelligence,
pages 9908–9917, 2025.

[107] Fangxin Wang, Xiaoyi Fan, Feng Wang, and Jiangchuan Liu. Backup battery analysis
and allocation against power outage for cellular base stations. IEEE Transactions on
Mobile Computing, 18(3):520–533, 2018.

[108] Fangxin Wang, Xiaoyi Fan, Feng Wang, and Jiangchuan Liu. Backup battery analysis
and allocation against power outage for cellular base stations. IEEE Transactions on
Mobile Computing, 18(3):520–533, 2019.

[109] Guang Wang, Xiuyuan Chen, Fan Zhang, Yang Wang, and Desheng Zhang. Experi-
ence: Understanding long-term evolving patterns of shared electric vehicle networks.
In 2019 The 25th Annual international conference on mobile computing and network-
ing.

[110] Guang Wang, Zhou Qin, Shuai Wang, Huijun Sun, Zheng Dong, and Desheng Zhang.
Record: Joint real-time repositioning and charging for electric carsharing with dy-
namic deadlines. In 2021 ACM 27th International Conference on Knowledge Discovery
and Data Mining (SIGKDD).

[111] Guang Wang, Zhou Qin, Shuai Wang, Huijun Sun, Zheng Dong, and Desheng Zhang.
Towards accessible shared autonomous electric mobility with dynamic deadlines.
IEEE Transactions on Mobile Computing, 2022.

[112] Xiumin Wang, Chau Yuen, Naveed Ul Hassan, Ning An, and Weiwei Wu. Electric
vehicle charging station placement for urban public bus systems. IEEE Transactions
on Intelligent Transportation Systems, 18(1):128–139, 2016.

[113] Mike Wong, Murali Ramanujam, Guha Balakrishnan, and Ravi Netravali. {MadEye}:
Boosting live video analytics accuracy with adaptive camera configurations. In 21st
USENIX Symposium on Networked Systems Design and Implementation (NSDI 24),
2024.

[114] Anpeng Wu, Kun Kuang, Ruoxuan Xiong, and Fei Wu. Instrumental variables in
causal inference and machine learning: A survey. arXiv preprint arXiv:2212.05778,
2022.

[115] Hao Wu, Grantham Kwok Hung Pang, King Lun Choy, and Hoi Yan Lam. An op-
timization model for electric vehicle battery charging at a battery swapping station.
IEEE Transactions on Vehicular Technology, 67(2):881–895, 2017.

[116] Shuzhao Xie, Yuan Xue, Yifei Zhu, and Zhi Wang. Cost effective mlaas federation: A
combinatorial reinforcement learning approach. 2022.

[117] Liyuan Xu, Yutian Chen, Siddarth Srinivasan, Nando de Freitas, Arnaud Doucet, and
Arthur Gretton. Learning deep features in instrumental variable regression. arXiv
preprint arXiv:2010.07154, 2020.

97



[118] Renjie Xu, Saiedeh Razavi, and Rong Zheng. Edge video analytics: A survey on
applications, systems and enabling techniques. IEEE Communications Surveys &
Tutorials, 2023.

[119] Wenchao Xu, Haozhao Wang, Zhaoyi Lu, Cunqing Hua, Nan Cheng, and Song Guo.
Mobile collaborative learning over opportunistic internet of vehicles. IEEE Transac-
tions on Mobile Computing, 23(4):3187–3199, 2023.

[120] Li Yan, Haiying Shen, Juanjuan Zhao, Chengzhong Xu, Feng Luo, and Chenxi Qiu.
Catcharger: Deploying wireless charging lanes in a metropolitan road network through
categorization and clustering of vehicle traffic. In 2017 IEEE Conference on Computer
Communications (INFOCOM).

[121] Fuzhi Yang, Huan Yang, Jianlong Fu, Hongtao Lu, and Baining Guo. Learning texture
transformer network for image super-resolution. In Proceedings of the IEEE/CVF
conference on computer vision and pattern recognition, pages 5791–5800, 2020.

[122] Jie Yang, Fu Gu, and Jianfeng Guo. Environmental feasibility of secondary use of
electric vehicle lithium-ion batteries in communication base stations. Resources, Con-
servation and Recycling, 156:104713, 2020.

[123] Bianca Zadrozny, John Langford, and Naoki Abe. Cost-sensitive learning by cost-
proportionate example weighting. In Proceedings of the Third IEEE International
Conference on Data Mining, pages 435–442. IEEE, 2003.

[124] Lexuan Zhang, Kunpeng Yu, Lu Yang, and Xiufan Ma. A study on energy storage
configuration of 5g communication base station participating in grid interaction. In
2023 IEEE 8th Asia Conference on Power and Electrical Engineering (ACPEE).

[125] Miao Zhang, Yifei Zhu, Linfeng Shen, Fangxin Wang, and Jiangchuan Liu. Omnisense:
Towards edge-assisted online analytics for 360-degree videos. In IEEE INFOCOM
2023-IEEE Conference on Computer Communications, pages 1–10. IEEE, 2023.

[126] Xiaoyang Zhang, Yang Deng, Fang He, and Dan Wang. Fairer ai carbon accounting:
Incorporating market-based attribution and uncertainty in embodied and operational
carbon footprint. In Proceedings of the ACM Web Conference (WWW), 2026.

[127] Xiaoyang Zhang, Taiqi Zhou, Fang He, Yang Deng, and Dan Wang. Toward green
computing: General carbon intensity forecasting via dual graph empowered time series
foundation model. 2026.

[128] Yiran Zhao, Guiyun Fan, Haiming Jin, Wenze Ma, Baoxiang He, and Xinbing Wang.
Joint order dispatch and repositioning for urban vehicle sharing systems via robust
optimization. In 2021 IEEE 41st International Conference on Distributed Computing
Systems (ICDCS).

[129] Zhonghao Zhao and Carman KM Lee. Dynamic pricing for ev charging stations: A
deep reinforcement learning approach. IEEE Transactions on Transportation Electri-
fication, 8(2):2456–2468, 2021.

[130] Qinqing Zheng, Amy Zhang, and Aditya Grover. Online decision transformer. In
international conference on machine learning, pages 27042–27059. PMLR, 2022.

98



[131] Haoyi Zhou, Shanghang Zhang, Jieqi Peng, Shuai Zhang, Jianxin Li, Hui Xiong, and
Wancai Zhang. Informer: Beyond efficient transformer for long sequence time-series
forecasting. In Proceedings of the AAAI Conference on Artificial Intelligence, pages
11106–11115, 2021.

[132] Pengzhan Zhou, Cong Wang, and Yuanyuan Yang. Design and optimization of electric
autonomous vehicles with renewable energy source for smart cities. In 2020 IEEE
Conference on Computer Communications (INFOCOM).

[133] Xizhou Zhu, Weijie Su, Lewei Lu, Bin Li, Xiaogang Wang, and Jifeng Dai. De-
formable detr: Deformable transformers for end-to-end object detection. arXiv
preprint arXiv:2010.04159, 2020.

99


	Declaration of Committee
	Abstract
	Dedication
	Acknowledgements
	Table of Contents
	List of Tables
	List of Figures
	Introduction
	Overview of the Converging Energy Infrastructures
	Motivation and Research Challenges
	Thesis Scope and Research Questions
	Summary of Contributions
	Thesis Organization

	ECT-Hubs as Integrated Decision Systems
	Background and Related Work
	Measurement Insights: Feasibility and Challenges
	Technology Feasibility
	Economic Feasibility
	Challenges of ECT-Hub

	System Model and Problem Formulation
	Integrated ECT-Hub Operating Architecture
	Connection to the Thesis Decision Loop

	Intervention Selection via Causal Pricing
	Background and Related Work
	Electric Vehicle Charging Behavior
	Causal Inference

	Proposed Method
	Causal Variables and Modeling Assumptions
	Counterfactual Identification
	Multi-Task Learning Objective
	Economic Incentive Decision Rule

	Performance Evaluation
	Datasets and Evaluation Setup
	Evaluation Results

	Connection to the Thesis Decision Loop

	Intervention Execution via Sequence Modeling
	Background and Related Work
	Proposed Method
	Battery Scheduling as a Reinforcement Learning Problem
	Decision Transformer-based Sequence Modeling
	Online Adaptation of Sequence Modeling Solution

	Performance Evaluation
	Datasets and Evaluation Setup
	Evaluation Results
	Deployment Cost and Practical Considerations

	Connection to the Thesis Decision Loop

	Intervention Consequence Forecasting via Causal EnergyTwin
	Motivation and Related Work
	Data and Measurement Evidence
	Multi-Environment Energy Data
	Public Context Construction and Variable Roles
	Climate, Policy, and Shift Evidence

	Climate-Aware Causal EnergyTwin
	Problem Formulation
	Architecture
	Learning Objective
	Full Neural and Lightweight Instantiations
	Counterfactual Forecasting and Decision Impact

	Performance Evaluation
	Experimental Questions and Protocol
	Baselines and Implementations
	RQ1 and RQ2: Forecasting Under Decision Shift
	RQ3: Component Ablation
	RQ4: Counterfactual Action Editing
	RQ5: Multi-Site Transfer and Local Adaptation
	Model Cost and Practicality

	Connection to the Thesis Decision Loop

	Conclusion and Future Directions
	Summary of the Thesis
	Future Directions
	Deployment-Ready ECT-Hubs
	Richer Causal Incentive Design
	Safe Online Sequence Control
	Causal Digital Twins for Energy Systems
	Carbon-Aware and Grid-Aware Objectives
	Benchmarks and Reproducibility

	Closing Remarks

	Bibliography

