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Abstract

Decentralized machine learning focuses on learning from data distributed at multiple re-
lated sites, where due to privacy or regulatory concerns, data pooling is not an option.
Examples include electronic health records from multiple hospitals, credit card transactions
from multiple financial institutions, etc. In contrast to the real-world requirements, current
methods in decentralized machine learning, notably federated learning, force participating
sites into tight collaboration where the sites are forced into symmetric sharing and shared
decision making. That is, all sites have to contribute their data to benefit from the learning
process, and have to share the same model types, architectures, training methodologies, fea-
ture and sample spaces, etc. The issues are compounded in the case of privacy-preservation
and time-evolving data streams, where the sites have to agree on a common, one-size-fits-all
privacy budget, and the continuous model updates required for handling time-evolving data
streams erode the privacy budget, deteriorating utility. Forced tight collaboration creates
barriers to participation where participating sites want to benefit from other sites’ data but
do not wish to share their own information or change the existing data analysis practices.

In this thesis, we propose an end-to-end solution for differentially private decentralized
learning. Where our first contribution is PubSub-ML, a differentially private, decentralized
learning framework under loose collaboration for static data. Proposed as an alternative
to federated learning, PubSub-ML allows the participating sites to maintain autonomy on
all decisions related to their learning processes. Our second contribution is DP-Ensemble,
a differentially private, dynamic model integration approach for a single site that allows
unlimited model updates for time-evolving data streams on a fixed privacy budget. Our
third contribution extends PubSub-ML to data streams using DP-Ensemble, allowing dif-
ferentially private, decentralized modeling of data streams under loose collaboration and a
fixed privacy budget. The utility of our contributions hinges on the quality of their building
blocks, the individual models. Our fourth and fifth contributions are high-utility differen-
tially private and non-private models for a single site. All contributions are supported by
extensive empirical evaluation.

Keywords: decentralized learning; differential privacy; machine learning
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Chapter 1

Introduction

This dissertation is motivated by the issues faced by participating sites in the current
decentralized machine learning paradigm, where the sites are forced into symmetric sharing
and shared decision making related to their data collection and analysis methodology. The
contributions made in this thesis form a new end-to-end decentralized learning framework,
where the participating sites enjoy full autonomy, with the ability to handle time-evolving
data streams, while providing strong privacy guarantees.

1.1 Background and Motivation

The recent triumph of machine learning is attributed to the increase in the amount of
available data [88, 142]. Some well-known examples of large datasets aiding remarkable
achievements include MS COCO [95] and Imagenet [27] in computer vision and Reddit
corpus [159] and SQuAD [133] in natural language processing. The success does not translate
to domains where the data is typically fragmented and resides at various geographically
distributed sites. Such as in healthcare, where hospitals in British Columbia would benefit
from combining their data to train a model that predicts their patients’ survival, in finance,
where Canadian banks could create a robust credit card fraud detection model by pooling
their data, etc. However, collating multi-site data is not possible due to stringent privacy,
regulatory, and intellectual property concerns [18]. Further adding to the challenge, the data
often arrives in the form of time-evolving data streams, where the properties of the data are
subject to change over time, a phenomenon known as the concept drift. Such as the data
distribution of electronic health records in hospitals evolves over time due to the change
in instruments, database systems, or coding practices, and the data distribution of credit
card transactions changes over time due to the change in spending habits of customers or
shopping trends.

Decentralized machine learning is a promising concept where it leverages the siloed
data by having the sites collaboratively train a common, global model while keeping the
training data locally at their respective sites. Federated Learning [107] is the most well-
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known example where we obtain an aggregate global model by iteratively averaging the
parameters of distributed local sites’ models. However, the parameters shared by each site
during the training process are derived from the machine learning models ingesting raw,
user-level data, which includes sensitive, private information about the contributing users.
It has been shown that machine learning, especially federated learning, is vulnerable to data
leakage and linkage attacks, where reconstruction of training data by an active adversary is a
real possibility [70, 30, 16, 17, 8]. Differential privacy (DP) [39, 37, 40] protects against such
information leakage and has become the de facto standard for protecting an individual’s
privacy in machine learning [92]. Given a privacy budget (ε, δ), differentially privacy ensures
that the training process does not disclose sensitive information about an individual in excess
of what is permitted by the privacy budget. Federated learning combined with differential
privacy seems to be the solution.

But, federated learning does not work well for institutional collaboration due to the tight
collaboration required of all participating sites, where the participating sites are forced into
symmetric sharing and have to agree on decisions such as the model types and architec-
ture, feature space (horizontal federated learning [170]) or sample space (vertical federated
learning [170]), training methodologies, and the privacy budget. Further, in the case of data
streams with concept drift, the underlying models need to be updated regularly to ensure
that the models capture the most-recent trends in the data. Where retraining the mod-
els requires a large number of new samples, which may not be available in a short time
window, and incremental update to the models deteriorates utility as each update depletes
the privacy budget (due to the composition of privacy budget in differential privacy [40]).
We explain the limitations of current decentralized learning in detail with the help of an
example below.

Example 1. Burnaby Hospital, Vancouver General Hospital, Lions Gate Hospital, and
Mount Saint Joseph Hospital want to collaborate to build an ICU mortality prediction model.
To achieve the goal in the current decentralized learning setting under tight collaboration, all
four hospitals have to collect the same attributes (horizontal federated learning) or have to
share the same patient base (vertical federated learning), share the global model containing
all sites’ information, trained synchronously via a shared machine learning pipeline forcing
the same model type, model architecture, and model training methodologies across sites.
Further, as the training involves sensitive, patient information, all hospitals have to agree
on a common privacy budget (ε, δ) to protect any information leakage during the training
process.

From Example 1, we can ascertain the following issues related to the forced tight col-
laboration in the current decentralized learning framework.

• Issue 1. In the above example, participating sites are forced into a tight collaboration
in terms of a global agreement on attributes, samples, training, and privacy budget.
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Such tight collaboration leads to significant changes to the existing data analysis
practices at local sites and impedes the sites’ ability to decide their own best trade-off
between utility and privacy through a personalized privacy budget, raising the bar to
apply federated learning in practice.

• Issue 2. In the above example, all participating sites are forced into a symmetric
sharing mode where all sites contribute their data and receive the final model as the
benefit of participation. In contrast, in the real world, some sites may not wish to
contribute their data but still want to benefit from the final model, whereas other
sites may contribute their data and receive benefits in other forms such as monetary
rewards or other forms of collaboration. The incentive is not always in the form of
trading data for better models.

• Issue 3. In the above example, all participating sites are forced to use the same model
type and model architecture. In the real-world, individual sites may prefer different
models based on their data, experience, and expertise.

• Issue 4. Data often arrives in the form of time-evolving data streams. In the event of
collaboration, the shared, global model will lose utility quickly after a small number
of model updates due to the composition of privacy loss.

The above issues persist across domains, creating barriers for participation. We need
a significant redesign of current decentralized machine learning [8], where a decentralized
learning paradigm under loose collaboration offers a solution. Under loose collaboration,
all participating sites satisfy the core requirements of Autonomy, Asymmetric sharing, and
Model-agnostic, explained below.

• Autonomy. Each site should be able to make its local decisions on data samples,
feature spaces, training processes, and privacy budget as if it were the only site in the
decentralized learning setting.

• Asymmetric sharing. Each site should be allowed to decide independently whether
its participation is through contributing data (i.e., contributor), or receiving the final
model (i.e., beneficiary), or both.

• Model-agnostic. The decentralized learning should only depend on the input/output
behaviors of the local models of individual sites, not on the internal working of the
models. That is, it should treat the models as black-box. Hence, it should be able to
handle different model types such as neural networks, random forest, support vector
machines, etc.

In addition, to be useful in the real world, we believe decentralized machine learning
should be able to handle dynamic data, as defined by the property below.
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• Adaptability. The decentralized learning should adapt to concept drift of time-
evolving data and the privacy guarantee should remain unchanged in this process,
even when the adversary has access to all available models released over time.

Satisfying the requirements of Autonomy, Asymmetric sharing, Model-agnostic, and the
property of Adaptability, a decentralized learning paradigm under loose collaboration can
overcome the issues stated earlier. Where the requirement of Autonomy would resolve issue
1, as the sites can have different samples and/or features, different training methodologies,
and the ability to set their privacy budgets independently. The requirement of Asymmetric
sharing would resolve issue 2, where the sites have the freedom to participate as contributors
only, beneficiaries only, or both. The Model-agnostic requirement would resolve issue 3,
where the sites can participate in the decentralized learning process while having different
model types. The property of Adaptability would resolve issue 4, where the decentralized
learning framework can handle data streams with concept drift on a constant privacy budget.

1.2 Challenges and Contributions

Motivated by the issues made evident with the aid of Example 1, our contributions in this
thesis are aimed at achieving the following goal.

Goal. A differentially private decentralized machine learning framework under loose collab-
oration that satisfies the requirements of Autonomy, Asymmetric sharing, Model-agnostic,
and the property of Adaptability.

Figure 1.1 provides an overview of the contributions (boxes) and their relationship (di-
rectional arrows). Our first contribution (Contribution 1, Chapter 3) addresses the issue of
tight collaboration in federated learning and proposes PubSub-ML, a differentially private
decentralized learning framework under loose collaboration for static data. PubSub-ML sat-
isfies the requirements of Autonomy, Asymmetric sharing, and Model-agnostic detailed in
Section 1.1.

Our second contribution (Contribution 2, Chapter 4) addresses the issue of modeling
data streams on a constant privacy budget and proposes DP-Ensemble, a differentially
private model for data streams for a single site.

Our third contribution (Contribution 3, Chapter 5) combines the qualities of PubSub-
ML (Contribution 1) and DP-Ensemble (Contribution 2) to extend PubSub-ML to data
streams, satisfying our above stated goal of having a differentially private decentralized
learning framework under loose collaboration that satisfies the requirements of Autonomy,
Asymmetric sharing, Model-agnostic, and the property of Adaptability.

PubSub-ML, DP-Ensemble, and PubSub-ML’s extension to data streams are model-
agnostic, that is, they can be constructed using a DP version of any existing machine learn-
ing or statistical model. To ensure a strong foundation for PubSub-ML, DP-Ensemble, and
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Contribution 1 [Chapter 3]: A Differentially 
Private Decentralized Learning Framework 
Under Loose Collaboration for Static Data

Contribution 2 [Chapter 4]: A Differentially 
Private Model for Data Streams for a Single 

Site

Contribution 4 [Chapter 6 and Chapter 7]: Individual Differentially Private Models for a Single 
Site

Contribution 5 [Chapter 8]: Individual Non-private Models for a Single Site

Contribution 3 [Chapter 5]: A Differentially Private Decentralized 
Learning Framework Under Loose Collaboration for Data Streams

Figure 1.1: Our contributions and their relationship. Contributions are represented by boxes
and the directional arrows represent the contributions’ relationship with each other. Con-
tribution 1 and contribution 2 combine to create contribution 3, and contributions 4 and
contribution 5 supports contribution 1, contribution 2, and contribution 3.

PubSub-ML’s extension to data streams, our fourth contribution (Contribution 4, Chapter
6 and Chapter 7) addresses the issue of privacy-utility bottleneck in differentially private
models for a single site, where we propose two individual DP models, DPLTH for differen-
tially private neural networks and DPSurv for differentially private survival models.

PubSub-ML, DP-Ensemble, and PubSub-ML’s extension to data streams, in addition to
the individual, DP models, can also utilize non-private models in the setting where privacy
is not a concern. Our fifth contribution (Contribution 5, Chapter 8) is a non-private model
for missing data imputation for a single site. Next, we summarize the individual challenges
and our contributions.

1.2.1 Differentially Private Decentralized Learning Under Loose Collab-
oration for Static Data

Challenge 1. As discussed in Section 1.1, current methods in the decentralized learning
setting do not work well for multi-site collaboration due to the forced tight collaboration
required of all participating sites. Recent works have aimed to address some of the issues
in isolation, where [101, 184, 91] propose to address model autonomy using knowledge
distillation. However, they do not guarantee privacy, enforce symmetric sharing, do not
support full autonomy where they enforce the same model types (i.e. neural networks), the
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alignment of either features or samples across sites, and work in a synchronized training
setting. For privacy preservation, [108] combines standard FL approaches with DP. These
methods share the drawbacks of their parent FL mechanisms, whereby lacking the core
requirements of Autonomy, Asymmetric sharing, and Model-agnostic. We review the related
work in detail in Chapter 3, Section 3.2.

Contribution 1 [Chapter 3]: A differentially private decentralized learning frame-
work under loose collaboration for static data. To overcome the limitations of tight
collaboration, we propose PubSub-ML (Chapter 3), an alternative to federated learning un-
der loose collaboration. PubSub-ML satisfies the requirements of Autonomy, Asymmetric
sharing, and is Model-agnostic. PubSub-ML takes the inspiration from publish/subscribe
messaging1, an asynchronous communication framework for exchanging messages between
publishers and subscribers, selected specifically to enable asymmetric sharing between sites.
In PubSub-ML, each participating site acts either as a publisher or a subscriber, or both,
where the publishers publish their differentially private machine learning models and the
subscribers subscribe to the published models based on the shared feature space between
the publishers and the subscriber. Subscribers use the subscribed models to distill knowl-
edge, used to create a custom model for their own data via the means of our model-agnostic,
model customization method. Importantly, PubSub-ML is not restricted to a particular set
of problems (such as classification or regression), but is applicable to any learning scenario
where the problem can be formulated as an optimization problem with an objective defined
by a loss function. Detailed exposition of PubSub-ML is presented in Chapter 3.

1.2.2 Differentially Private Model Updates for Data Streams for a Single
Site

Challenge 2. Data streams are the natural extension to the static data considered in the
last challenge (Challenge 1). Where within the context of a single site, due to the presence
of concept drift, a single static model loses utility quickly, and continuous retraining with
new data leads to a larger privacy loss (due to the privacy budget composition in differential
privacy). While concept drift and privacy have been extensively studied in isolation, works
considering both are in infancy. Where [179] proposed a DP Bayesian classifier with explicit
drift detection. This method continuously updates the model parameters using incoming
sensitive data which reduces the privacy budget after each update, thus, the privacy budget
will run out after a finite number of updates. Other works [48, 81, 47, 38, 80] focus on
releasing summary statistics such as counts, mean, mode, range queries, etc. and do not
work in a supervised learning setting. We cover the related work in detail in Chapter 4,
Section 4.2.

1https://bit.ly/3gr3jOu
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Contribution 2 [Chapter 4]: A differentially private model for data streams
for a single site. We propose DP-Ensemble (Chapter 4), a weighted temporal ensemble
approach, where we have an ensemble Et with k models, each trained on one of the k most
recent data chunks, Dt−k+1, · · · , Dt from the data stream D. With the aid of the associated
weights, the models collectively make the prediction for unlabeled data at the next time t+1,
and as the labeled data chunk Dt+1 becomes available, a new model is trained on Dt+1 and
the next ensemble Et+1 is obtained by replacing either the oldest model or the weakest model
in Et with the new model. Because we replace, instead of updating the existing models and
with the assumption that the data chunks (Di) are disjoint, DP-Ensemble is particularly
suited for limiting the accumulation of privacy loss for never-ending data streams. We
propose DP weighting schemes for classification and regression, and similar to PubSub-
ML, we work in a model-agnostic setting, that is, we treat the individual models in Et as
black-box. In DP-Ensemble, as released Et contains both, the k differentially private models
and the associated k differentially private weights, we only focus on prediction problems
(classification and regression). The results for the special case where only the models are
released, not the weights, will be used to extend PubSub-ML to data streams in Contribution
3 (Section 1.2.3). The results in this special case apply to general optimization problems
as in Contribution 1 (Section 1.2.1), and are not limited to classification and regression
problems as in DP-Ensemble. Further details on DP-Ensemble are provided in Chapter 4.

1.2.3 Differentially Private Decentralized Learning Under Loose Collab-
oration for Data Streams

Challenge 3. To satisfy the requirements of Autonomy, Asymmetric sharing, Model-
agnostic, and the property of Adaptability from Section 1.1, we need to extend PubSub-ML
(Contribution 1) to data streams. Where at one extreme, publishers in PubSub-ML can
publish a single model at each time point t using the accumulated data up to that time
point, that is, the union of D1, · · · , Dt. However, as stated in the last challenge (Challenge
2), this approach does not work with data streams as first, the older data can deteriorate
the model’s performance, and second, with differential privacy, retraining and re-releasing
the model leads to the depletion of privacy budget, rendering published models obsolete
after a limited number of updates. At the other extreme, the publishers can publish a single
model at each time point t, using the most recent data chunk Dt. This approach does not
work either, as the number of samples in Dt is usually small due to the short time period.
Previous works [15, 23, 72] have focused on handling concept drift in federated learning in
the non-private setting, leading to the shared drawbacks of FL as discussed extensively in
Section 1.1. To the best of our knowledge, no existing work has provided differential privacy
for machine learning in the decentralized data streams setting. We cover the related work
in detail in Chapter 5, Section 5.2.
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Contribution 3 [Chapter 5]: A differentially private decentralized learning frame-
work under loose collaboration for data streams. As discussed in Contribution 1
(Section 1.2.1), PubSub-ML satisfies the requirements of Autonomy, Asymmetric sharing,
and Model-agnostic. To extend PubSub-ML to data streams for the property of Adaptabil-
ity, we utilize DP-Ensemble (Contribution 2). Where each publisher, with its data in the
form of a continuous data stream, builds an ensemble Et composed of k models, with each
model trained on one of the k most recent data chunks. The publisher then publishes Et,
where in contrast to DP-Ensemble, Et only contains the models, not the weights, as the
subscriber will use its own data to create a custom model using the knowledge distilled
from the subscribed models. When a new data chunk becomes available at time t + 1, the
publisher updates Et to Et+1 by replacing the oldest model with the model trained on the
new data chunk. The updated ensembles are streamed continuously to the subscriber, and
the subscriber continuously updates its customized model using the updates. PubSub-ML’s
extension to data streams satisfies the requirements of Autonomy, Asymmetric sharing,
Model-agnostic, and the property of Adaptability, and accomplishes our above-stated goal.
Further, as discussed in Contribution 2 (Section 1.2.2), PubSub-ML’s extension to data
streams is built on the special case of Contribution 2 where only models are released, not
the weights, and this extension inherits the property of PubSub-ML (Contribution 1), where
it is applicable to any optimization problem, that is, it is not restricted to classification and
regression problems as is the case with DP-Ensemble. Details are provided in Chapter 5.

1.2.4 Individual Differentially Private Models for a Single Site

Challenge 4. PubSub-ML (Contribution 1), DP-Ensemble (Contribution 2), and PubSub-
ML’s extension to data streams (Contribution 3) share a common quality, where we consider
the individual models (the models published in PubSub-ML and each of the k models in
the DP-Ensemble) to be black-box. That is, PubSub-ML, DP-Ensemble, and PubSub-ML’s
extension to data streams can be constructed using a DP version of any existing machine
learning or statistical models. The individual models act as the building blocks and lay
the foundation for robust and utility-preserving PubSub-ML, DP-Ensemble, and PubSub-
ML’s extension to data streams. Hence, to ensure a strong foundation, we need high quality
individual models. To that end, we consider two distinct but highly practical modelling
paradigms, the models from machine learning and the models from statistics. For machine
learning, we focus on the differentially private neural networks, where differentially private
stochastic gradient descent (DPSGD) [2] is the current state-of-the-art for training a wide
variety of DP neural networks [168, 6, 108]. DPSGD, however, falls short on the utility
front, as the noise required for preserving privacy in DPSGD scales up proportional to the
model size, resulting in poor utility for larger, multi-layer neural networks [69]. For statistics,
we focus on the models from survival analysis, which are used extensively in healthcare,
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economics, engineering, etc. and there does not exist any method for differentially private
estimation of the survival function.

Contribution 4 [Chapter 6 and Chapter 7]: Individual differentially private mod-
els for neural networks and survival function for a single site. For DP neural
networks, to overcome the curse of gradient dimensionality in DPSGD, we propose the
differentially private lottery ticket hypothesis, DPLTH (Chapter 6). DPLTH, using an end-
to-end, differentially private, three-phased approach, selects a pruned version of the full
model such that it has a small fraction of the model’s parameters (lowering gradient di-
mensionality) while maintaining the same utility. DPLTH is presented in detail in Chapter
6.

For DP survival analysis, we propose the differentially private survival function estima-
tion, DPSurv (Chapter 7). DPSurv guarantees the differentially private estimation of the
survival function and extends to provide differentially private confidence intervals and dif-
ferentially private test statistics without any extra privacy cost. Further, DPSurv enables
differentially private estimation of the competing risk cumulative incidence function and
the hazard function using the Nelson-Aalen estimator [118]. We provide further details on
DPSurv in Chapter 7.

1.2.5 Individual Non-private Models for a Single Site

Challenge 5. In addition to the individual, differentially private models considered in the
last challenge (Challenge 4), PubSub-ML (Contribution 1), DP-Ensemble (Contribution 2),
and PubSub-ML’s extension to data streams (Contribution 3) can similarly benefit from the
non-private models in the scenarios where privacy is not a concern, which can be considered
a special case of differential privacy with privacy budget (ε = ∞, δ = ∞). For example, a
scenario where all participating sites trust each other. For the non-private setting, we focus
on the problem of missing data imputation, where missing data is a significant problem
impacting all domains [136]. State-of-the-art framework for minimizing missing data bias is
multiple imputation, for which the choice of an imputation model remains nontrivial.

Contribution 5 [Chapter 8]: Individual non-private imputation model for a single
site. We propose the multiple imputation framework using denoising autoencoders, called
MIDA. The inherent property of denoising autoencoders to work with corrupted data makes
them an ideal choice for the imputation model. Using denoising autoencoders’ overcomplete
representation, we show that MIDA outperforms the state-of-the-art. MIDA is presented in
detail in Chapter 8.
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1.3 Thesis Organization

Rest of the thesis is structured as follows.

1. In Chapter 2, we provide essential background on basic concepts, data streams and
concept drift, differential privacy, federated learning, differentially private neural net-
works, and knowledge distillation.

2. In Chapter 3, we provide details on Contribution 1, our proposed decentralized learn-
ing framework (PubSub-ML) under loose collaboration for static data to address the
issues with tight collaboration summarized in Section 1.2.1 (Challenge 1). With the aid
of extensive empirical evaluation, we show that PubSub-ML significantly outperforms
the current state-of-the-art.

3. In Chapter 4, we provide details on Contribution 2, our temporal ensemble approach
(DP-Ensemble) addressing the issue of DP model updates for data streams on a
constant privacy budget for a single site, summarized in Section 1.2.2 (Challenge
2). Our extensive empirical evaluation demonstrates the effectiveness of our method.

4. In Chapter 5, we provide details on Contribution 3, our approach combining PubSub-
ML (Contribution 1) and DP-Ensemble (Contribution 2) to provide a solution to the
challenge of data streams in a decentralized learning setting, summarized in Section
1.2.3 (Challenge 3). Extensive empirical evaluation demonstrates the utility of our
method.

5. In Chapter 6, we provide details on Contribution 4, where we study the problem of
privacy-utility gap in DP neural networks summarized in Section 1.2.4 (Challenge 4),
and propose a new DP neural network training paradigm, DPLTH. Our empirical
evaluation shows that DPLTH significantly outperforms the current state-of-the-art.

6. In Chapter 7, continuing with Contribution 4, with our focus on individual DP mod-
els (Section 1.2.4, Challenge 4), we propose the differentially private estimator for
the survival function, DPSurv, and extend it to various other related statistics. Our
empirical evaluation demonstrates the utility of our method.

7. In Chapter 8, we provide details on Contribution 5, where we introduce our multiple
imputation model (MIDA) for a single site in the non-private setting (Section 1.2.5,
Challenge 5). Our empirical evaluation shows that MIDA outperforms the current
state-of-the-art.

8. Finally, in Chapter 9, we conclude this thesis with a summary of our contributions,
their limitations, and provide an outline of future research and future applications.
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Chapter 2

Background

This chapter provides an overview of the concepts used in this dissertation. We begin with
defining some basic concepts, followed by data streams and concept drift in Section 2.2,
differential privacy in Section 2.3, federated learning in Section 2.4, differentially private
neural networks in Section 2.5, and knowledge distillation in Section 2.6.

2.1 Basic Concepts

Model. We use the term “model" repeatedly in this dissertation. A model is defined as an
expression of an algorithm for a specific task that uses the available data to aid the end-user
in decision making. A non-exhaustive list of models include neural network, support vector
machine, logistic regression, random forest, Kaplan-Meier estimator of the survival func-
tion, etc. and the tasks include classification, regression, prediction, segmentation, survival
analysis, outlier detection, etc.

Ensemble. An ensemble is defined as a collection of two or more models, where we com-
bine the models’ output for better decision making. The motivation for using ensembles is
to reduce the generalization error of the prediction with the use of multiple, diverse, inde-
pendent models, and is akin to using the wisdom of the crowds, where the majority vote
is stronger than any individual voter. In this dissertation, ensemble refers to the weighted
ensemble approach for classification/regression, where each model in the ensemble gets a
weight based on its utility for final decision making.

For example, a weighted ensemble for classification with k models is shown in Eqn.
(2.1), where we have a categorical class variable c, Mi,c(x) ∈ [0, 1] denotes the prediction
probability by Mi for c on a sample x, weighted by wi. The predicted class for x is the class
c with the maximum Ec(x).

Ec(x) =
∑k

i=1 wi ·Mi,c(x)∑k
i=1 wi

(2.1)
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Similarly, an example of a weighted ensemble with k models for regression is shown in
Eqn. (2.2), where Mi(x) denotes the predicted value by the model Mi for x, weighted by
the associated weight wi, and E(x) provides the overall predicted value.

E(x) =
∑k

i=1 wi ·Mi(x)∑k
i=1 wi

(2.2)

2.2 Data Streams and Concept Drift

Data Streams. Usually, the models in the supervised learning setting are assumed to learn
from a static dataset, where we assume that the dataset is complete. This, however, is not
realistic for many real-world scenarios, where the data arrives in the form of continuous
stream of instances or batches. Some examples of data streams include continuous data
from biosensors in healthcare (temperature, blood pressure, heart rate, etc.), credit card
transactions from financial institutions, shopping data from e-commerce, etc. The challenge
with data streams is to use all information up to a specific time point t to predict for new
instances arriving at time point t + 1.

Concept Drift. In machine learning and statistics, we assume that the data is generated
by a single, static, data generating function. This assumption does not hold in the real
world in case of data streams, where the data generating function at time point t can be
different than the data generating function at time point t + 1, leading to change in data
distribution over time, a phenomenon known as the concept drift. For example, change in
shopping trends can lead to distributional change in credit card transaction data. Concept
drift poses a significant challenge as the models trained on historical data do not work on
data from the future. Concept drift can be broadly classified into three types, with each
type posing a unique challenge, shown in Figure 2.1 and detailed below.

• Sudden drift: In the case of sudden concept drift, the data distribution changes
abruptly at a specific time point. For example, the sudden changes in shopping trends
after the spread of COVID-19.

• Gradual drift: In the case of gradual concept drift, the data distribution changes slowly
over time. For example, changes in the shopping trends related to increasing inflation.

• Recurrent drift: In the case of recurrent concept drift, the data distribution changes
periodically. For example, the recurring shopping trends related to Christmas, Hal-
loween, etc.
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Figure 2.1: Different types of concept drift.
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2.3 Differential Privacy

Differential Privacy [36] provides us with a formal, mathematical definition of privacy, where
it guarantees that the output of an algorithm does not change by more than a pre-specified
amount whether an individual’s data is included or excluded from the input. In other words,
differential privacy is a paradigm, in which we can learn about the population, without
learning about any specific individual. Example 2 clarifies this further.

Example 2. A hospital wants to model the association of smoking with lung cancer using its
patients’ data. Differential privacy allows the hospital to learn that smoking causes cancer,
without divulging any information about a specific smoker/non-smoker in the dataset.

Privacy guarantees in differential privacy are based on the notion of datasets differing
in any one individual’s data, that is, the neighbouring datasets.

Definition 1 (Neighboring Datasets [36]). Two data sets D and D′ are neighboring if they
differ due to the substitution of exactly one sample.

Definition 2 (Differential Privacy [36]). A randomized mechanism M : Dn → Rd is (ε, δ)-
differentially private if for any pair of neighbouring data sets D, D′ ∈ Dn, and for all sets
S of possible outputs:

Pr[M(D) ∈ S] ≤ eεPr[M(D′) ∈ S] + δ (2.3)

Since neighboring datasets differ by the data of one user, the inequality above ensures
that the output of a mechanism M satisfying DP will have a small impact, through the
multiplicative factor eε and the additive factor δ, if we remove or add any single user from
the dataset used to generate the output, where (ε, δ) is the privacy budget.

The amount of noise necessary to ensure differential privacy for a given function depends
on the sensitivity of the function. Roughly speaking, the sensitivity of a function reflects the
amount the function’s output will change when its input changes from D to D′ (neighbouring
datasets).

Definition 3 (Sensitivity [36]). The sensitivity of a function f : Dn → Rd, denoted by ∆f ,
is maxD,D′ ||f(D)− f(D′)|| over all neighboring pairs D and D′.

Differential privacy has many interesting properties, making it practically useful. Such
as the parallel composition, which states that privacy loss does not compose when applied
to disjoint datasets.

Theorem 1 (Parallel Composition [109]). Let Mi each provide (εi, δi)-differential privacy.
Let Di be arbitrary disjoint subsets of D. The sequence ofMi(Di) provides (maxiεi, maxiδi)-
differential privacy.
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The sequential composition, which states that the privacy costs add up when a differ-
entially private mechanism is applied repeatedly over the same or overlapping datasets.

Theorem 2 (Sequential Composition [40]). Let Mi be (εi, δi)-differentially private. The
adaptive sequence of Mi is (∑i εi,

∑
i δi)-differentially private.

And post-processing, which states that an adversary, irrespective of their computational
capabilities, cannot increase the privacy loss of a differentially private mechanism, when
interacting only with its differentially private output.

Theorem 3 (Post Processing [40]). Let M : Dn → Rd be a randomized mechanism that
is (ε, δ)-differentially private. Let f : Rd → Rt be a deterministic function. Then f ◦M :
Dn → Rt is (ε, δ)-differentially private.

There are many mechanisms that can induce differential privacy, one such example is the
Exponential Mechanism (EM) [110]. EM provides differentially private answers to queries
whose responses are not necessarily numeric. Defined by a range R, privacy parameter ε,
and a score function u : XN × R → R that maps a dataset to the utility scores, given a
dataset D ∈ XN , the EM defines a probability distribution over R according to the utility
score. In other words, the EM is more likely to output some r ∈ R with higher utility scores.

Definition 4. (Exponential Mechanism [110]) The exponential mechanism M(D, u,R) se-
lects and outputs an element r ∈ R with probability proportional to

exp
(

εu(D, r)
2∆u

)

where ∆u is the sensitivity of the score function.

2.4 Federated Learning

Federated Learning (FL) is a decentralized machine learning paradigm where participating
sites (hospitals, banks, IoT devices, etc.) jointly train a global model under the orchestration
of a central server [73, 108], while keeping the training data locally.

Definition 5 (Federated Learning [73]). Federated learning is a machine learning setting
where multiple entities (clients) collaborate in solving a machine learning problem, under
the coordination of a central server or service provider. Each client’s raw data is stored
locally and not exchanged or transferred; instead, focused updates intended for immediate
aggregation are used to achieve the learning objective.

Figure 2.2 provides an example of model training in a federated learning setting. The
general training process is composed of the following steps.
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Figure 2.2: Federated Learning Illustration. Hospitals 1, 2, 3, and 4 keeping their data locally,
send their local model updates to the server (red lines), which updates the global model
using the aggregate of local updates, and distributes the updated global model weights back
to the hospitals (blue lines).

• Step 1: A subset of participating sites is selected, each of which downloads the global
model.

• Step 2: Each of the sites in the subset updates the model using their local data.

• Step 3: Model updates from all sites in the subset are sent to the server.

• Step 4: Server aggregates the model updates and uses them to update the global
model.

• Step 5: Repeat Steps 1 - 4.

Depending on the data split between sites, FL can be categorized into either Horizontal
Federated Learning or Vertical Federated Learning.

• Horizontal Federated Learning [170]. Horizontal or sample-based FL is the most com-
monly used variant of federated learning, where it is used in the scenarios where all
sites share the same feature space, but can have different samples. Such as multiple
hospitals collaborating to learn a single model where all hospitals share the common
feature space but have different set of patients.

• Vertical Federated Learning [170]. Vertical or feature-based FL is used in scenarios
where the participating sites share the same sample-ids, but have different feature
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sets. Such as one hospital has data on lab results, while the other hospital has data
on imaging for the same set of hospital admissions (or same set of patients).

Further, depending on the number of participating sites, the federated learning can
be considered cross-device, where the number of participating sites is large (hundreds of
thousands to millions of sites), or cross-silo, where the number of participating sites is small
(tens of sites). More details can be found in [73].

2.5 Differentially Private Neural Networks

In this dissertation, we frequently use differentially private neural networks trained via differ-
entially private stochastic gradient descent (DPSGD) [2], a state-of-the-art differentially pri-
vate neural network training paradigm, reproduced below as Algorithm 1. In DPSGD, first,
a clipping step (line 5) ḡ(xi)← g(xi)/max(1, ∥g(xi)∥2

C ) bounds the L2-norm of the gradient
for each example using a clipping threshold C, this is similar to bounding the sensitivity of a
function in differential privacy. Then, the noise step (line 6), g̃ ← 1

L(∑i ḡ(xi)+N(0, σ2C2I)),
adds Gaussian noises to the gradient of a minibatch, calibrated by C, where g(xi) has the
dimensionality equal to the number of model parameters.

Algorithm 1 Differentially Private Stochastic Gradient Descent (DPSGD) [2]
Require: Examples {x1, · · · , xN}, loss function L(Θ) = 1

N

∑
i L(Θ, xi), parameters: learn-

ing rate νt, noise scale σ, group size L, gradient norm bound C, total steps T .
1: Initialize Θ0 randomly;
2: for t ∈ [T ] do
3: Take a random sample Lt with sampling probability L

N ;
4: For each i ∈ Lt, compute gt(xi)← ∇ΘtL(Θt, xi);
5: ḡt(xi)← gt(xi)/max(1, ||gt(xi)||2

C );
6: g̃t ← 1

L(∑i ḡt(xi) +N (0, σ2C2I));
7: Θt+1 ← Θt − νtg̃t;
8: end for

2.6 Knowledge Distillation

Knowledge distillation [63] refers to the general idea of transferring knowledge from one
model to another, where the model transferring the knowledge is known as the teacher model
and the model receiving the knowledge is known as the student model. The student model
learns using the predicted probabilities from the teacher model, with the intuition that the
knowledge in the teacher model is not only encoded in the learned weight parameters, but
is also encoded into the predicted class probabilities, which can be used to train the student
model [123, 58]. The benefit of using probabilities instead of hard labels is intuitive as
probabilities encode additional information about each class, in addition to simply providing
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a sample’s correct label. For a detailed, technical review of knowledge distillation, please
see [58].
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Chapter 3

A Differentially Private
Decentralized Learning Framework
Under Loose Collaboration for
Static Data

The federated learning framework addresses the decentralized learning setting where par-
ticipating sites are forced into tight collaboration, forcing them into symmetric sharing
and shared decision making related to data samples, feature spaces, model types and ar-
chitectures, privacy settings, and training processes. As discussed in Chapter 1, such tight
collaboration does not work in the real-world, and creates barriers to participation. In this
chapter, we provide details on Contribution 1 (Figure 1.1), where we propose an alternative,
PubSub-ML, Publish-Subscribe for Machine Learning, as a solution under loose collabo-
ration where each site maintains local autonomy on these decisions. In PubSub-ML, each
site is from the same or similar domain, and is either a publisher or a subscriber or both.
The publishers publish their machine learning models and the subscribers subscribe to pub-
lished models for constructing customized models for local use. Sensitive data of publishers
is protected by differential privacy on published models. The subscribers benefit from other
sites’ data by transferring knowledge from publishers’ models while respecting data privacy.
Our empirical evaluation on six real-world and synthetic datasets, for classification and
regression, against eight baselines shows that PubSub-ML outperforms federated learning
based methods by a significant margin.

3.1 Background and Motivation

The ability to share information between institutions while respecting data privacy of indi-
viduals would lead to more robust and accurate models. However, as discussed in Chapter
1, the progress is limited in highly regulated domains as regulations and privacy concerns
make it impossible for institutions to pool and disseminate their data. The most studied
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approach in this context is federated learning (FL) [108], a decentralized learning framework
that trains a machine learning model on data distributed among multiple sites by training
on local data and exchanging parameters between sites at some frequency to generate a
global model.

As discussed in detail in Section 1.1, Chapter 1, the general FL framework is not well-
suited to the multi-institutional collaboration due to tight collaboration of the sites involved
in terms of forced symmetric sharing, shared feature space or sample space (horizontal and
vertical FL [170]), uniform model types and architectures, training synchronization, and a
shared, common privacy budget.

3.1.1 Our Proposal

With the above in mind, we consider a decentralized learning framework under loose col-
laboration where each site wants to preserve existing local practices as much as possible
while benefiting from the data of other sites. We propose PubSub-ML, Publish-Subscribe
for Machine Learning, that satisfies the requirements of Autonomy, Asymmetric sharing,
and Model-agnostic, detailed in Chapter 1. PubSub-ML takes the inspiration from pub-
lish/subscribe messaging1, an asynchronous communication method in which messages are
exchanged between applications without knowing the identity of the sender or recipient. We
specifically chose the publish/subscribe framework as it unlocks the potential of asymmetric
sharing, where the participating sites can decide if they want to participate as contributors
only, beneficiaries only, or both.

Specifically, in PubSub-ML, each site belongs the same or similar domain and is either a
publisher or a subscriber or both. Instead of publishing and subscribing messages, each pub-
lisher publishes locally trained DP machine learning models and each subscriber subscribes
to the published models through a channel that specifies a requirement on the feature space
of subscribed models. The models satisfying the requirement are streamed to the subscriber.
The streamed models are then used by the subscriber to construct the customized model for
local use. The privacy of publishers’ data is protected by a DP guarantee on all published
models. An example of the subscription for PubSub-ML is shown in Figure 3.1.

Subscribing other sites’ models for customizing the local model is related to teacher-
student based knowledge distillation [63] and learning from a small dataset by utilizing prior
knowledge [61]. Here, the subscribed models serve as the teachers capturing the information
from publishers’ data, used by the subscriber to construct the customized model for local use.
The model customization offers several advantages in facilitating the subscriber’s learning
compared to FL.

1https://bit.ly/3gr3jOu
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Figure 3.1: PubSub-ML: Three publishers (Pub) and two subscribers (Sub). A, B, C, D, E, F
are individual features. Subscriber 1 with the feature space AB specifies the channel A∨B,
which subscribes all published models trained on the input feature space containing either
A or B, and Subscriber 2 with the feature space CF specifies the channel C ∨ F , which
subscribes all published models trained on the input feature space containing either C or
F .

• Model customization in PubSub-ML, as discussed above, takes advantage of distilling
knowledge from multiple diverse models, that is, the differentially private models from
the publishers and the non-private, local model from the subscriber. From an ensemble
point of view, the individual models act as weak learners, which combine to create a
strong learner during the model customization process, while leveraging subscribers’
non-private model to boost the overall utility. In contrast, DP-FL is unable to use
local, non-private data, as it builds a single, global model using noisy aggregates. This
unique property of PubSub-ML leads to superior empirical performance compared to
DP-FL, as shown in our evaluation in Section 3.4.

• For the sites having the same data distribution (IID data) but each having only
limited data, model integration in model customization creates a significantly stronger
model by combining multiple weak models as described above. This acts similar to
the majority vote that is stronger than any individual voter.

• In the case where each site has a different data distribution (non-IID data), for ex-
ample, a different sub-population, model customization allows the subscriber to bias
towards certain sites based on its local data. In contrast, FL forces the equal use of
all sites’ data. In a similar spirit, model customization can ignore bad models from
publishers that have poor quality data.
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• When useful features are distributed across sites, model customization can incorporate
all useful features, benefiting from all sites’ data.

• Model customization in PubSub-ML is not constrained to specific learning scenarios
such as classification or regression, but is flexible, where it is applicable to all learning
scenarios where the problem can be formulated as an optimization problem with an
objective defined by a loss function.

3.1.2 Contributions

In summary, our contributions in this chapter are as follows.

• We motivate a decentralized learning setting under loose collaboration and use Auton-
omy, Asymmetric sharing, and Model-agnostic to capture the essential requirements
in this setting. Our requirements ensure minimal change to a site’s current practice
for participation.

• We propose a customization scheme for constructing the customized model for a sub-
scriber utilizing subscribed models. The customization scheme satisfies Autonomy,
Asymmetric sharing, and is Model-agnostic.

• We empirically show that our proposed method significantly outperforms competitors
on six real-world and synthetic datasets, for classification and for regression.

We organize rest of the chapter as follows. Section 3.2 reviews related works. Section
3.3 introduces our proposed method in detail. Section 3.4 presents our evaluation setup and
Section 3.5 presents evaluation results. Finally, we summarize the chapter in Section 3.6.

3.2 Related Work

We use this section to review the related work in detail in the decentralized learning setting
and to highlight the differences of our contribution from existing work.

Model and data heterogeneity. [101, 184, 91] address model autonomy in the de-
centralized setting using knowledge distillation [63], where they require access to a public
dataset with similar distribution as the sites’ private data, which is often not available in
the real-world. Assisted learning [165] allows different sites to have different features but
requires the alignment of samples across sites, that is all sites must share the same set of
observations (for example, same patients in case of hospitals). Personalized FL [46][176]
produces a personalized model at each site by fine-tuning the global model using local data.
ProxyFL [76] and HeteroFL [29] allow different model architectures, where Proxy FL works
via sharing a DP proxy model, and HeteroFL works by constructing heterogeneous clients
using a subset of global model parameters. Other methods in FL have been proposed to sup-
port non-IID data across clients and to improve convergence (FedProx [94] and FedAdam
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[135]). All above works apart from [76] do not guarantee privacy, do not support full au-
tonomy, enforce symmetric sharing, and are not fully model-agnostic as they require the
same model type across sites, the alignment of either features or samples across sites, same
privacy budget for all sites, and synchronized training.

Meta learning and model fusion. Meta learning and model fusion, e.g., [64, 87]
[177], aim to adapt pre-trained models of related tasks to a new task where synchronized
training is not possible. [87] applies knowledge transfer from black-box models to new tasks
by learning to capture the correspondence between latent representation that represent the
embeddings of different models. [177] develops a framework that learns shared global latent
structures by identifying correspondences among local model parameterizations. All of the
above works do not guarantee privacy, enforce symmetric sharing, and do not support full
autonomy.

Clustered and multi-task learning. Clustered FL [138, 55] partitions the clients into
several clusters, where each cluster has similar clients, with the client similarity learned
during the federated learning process. Clients in each cluster share the same optimal model,
which can be different from the optimal models of other clusters. Multi-task learning [148,
157, 178, 104] allows for more nuanced relations among participating sites, where each site
can be considered addressing a specific task, allowing the ability to model heterogeneous
data distributions across clients. However, all the works above do not guarantee privacy, do
not support full autonomy, enforce symmetric sharing, and are not model-agnostic.

Privacy. Most of the works in FL do not explicitly incorporate privacy guarantees
assuming that keeping the data locally at the respective sites protects user privacy. We
can broadly classify the works that consider formal privacy/security guarantees into two
categories. First, the works that use differential privacy as the mechanism to provide pri-
vacy guarantees, such as the FL approaches combined with DP [108, 32, 76]. These works
only consider uniform privacy guarantees, lacking personalized privacy where sites can in-
dependently select their privacy budgets. Second, there is an ongoing effort to leverage
security/cryptography based protocols, such as secure multiparty computation [154, 13] or
homomorphic encryption [163]. Use of such methods in FL is still in early stages where the
progress is hindered by their extensive communication and computational overhead [74].
Please see [73] for a detailed discussion.

3.3 Proposed Method Details

We begin by providing an overview of PubSub-ML in Section 3.3.1, followed by our cus-
tomization algorithm in Section 3.3.2, and the detailed PubSub-ML with its privacy guar-
antees in Section 3.3.3.
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3.3.1 Overview of PubSub-ML

In PubSub-ML, participating sites preserve their existing data analysis practices with some
minor changes. Where before beginning, all sites (publishers and subscribers) resolve any
ambiguity of feature semantics (i.e., different feature names representing the same semantic
and same feature name used to represent different semantics) and feature encodings (i.e.,
the same values are represented differently at different sites) arising from the distributed
nature of sites. For example, all sites agree to label their attribute recording “Age at disease
diagnosis" as “Age" and to store the values in “Age" as number of years. These ambiguities
can be easily resolved at the metadata level, where participating sites make their metadata
available to other sites, while keeping their raw, sensitive data locally. And the publishers
train their models with differential privacy to protect the privacy of their training data.

Further, in PubSub-ML, as in most works on privacy, we assume that the sites are
semi-honest, that is, the sites follow the PubSub-ML protocol even if they try to compute
additional information about other sites [34]. We also make the following assumption about
local dataset Di owned by each participating site i, where the sites are from the same or
similar domain.

Assumption 1. For each site i, the data Di has its own feature space and is generated
independently of other sites.

In other words, sites are not required to have the same feature space (see Figure 3.1
and Example 3), and we assume that the data at each site is generated independently. In
particular, we do not require the alignment of features or samples across all sites as in
[108, 165].

Each site is either a publisher or a subscriber or both. Each publisher p (i.e., the pth
publisher) trains and publishes differentially private local model(s) denoted by Mp, where a
model, defined by a learning objective and a loss function, generates output for a given input.
For example, the models output a probability distribution of class labels for classification
or the estimated target value for regression. Each subscriber s (i.e., the sth subscriber)
subscribes to a channel specified in the form F1 ∨ · · · ∨ Fk, where Fi is a subset of the
features from the subscriber s’s feature space. This channel will stream to s all published
models that contain all the features in at least one Fi, denoted by Λs. With the models
in Λs as well as the subscriber’s own local model(s) denoted by M s, the subscriber s will
construct a customized model, denoted by Cs, for the task at the site s. This construction
is performed by a customization algorithm, detailed in Section 3.3.2.

Note that a site i can be both a publisher p and a subscriber s, that is, the pth publisher
and the sth subscriber. In this case, Mp denotes the model published by p as the publisher
and M s denotes s’s local model used to construct the customized model by the subscriber.
As we shall see in Section 3.3.2, Mp and M s may be different.

The overview of PubSub-ML is given in Algorithm 2. The algorithm has two phases.
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Algorithm 2 Overview of PubSub-ML
Require: Data sets Di for all sites i; privacy budgets (εp, δp) for publishers p.

1: for all publishers p in parallel do
2: p trains and publishes (εp, δp)-DP local models Mp;
3: end for
4: for all subscribers s in parallel do
5: s constructs the customized model Cs using the subscribed models Λs and its own

local model(s) M s;
6: end for

• Phase 1 - The Publishing Phase. In the publishing phase, all publishers p train
and publish DP models Mp. This can be done by having all publishers running the
DP version of their machine learning algorithms (examples: DP neural networks [2],
DP random forest [134], DP Naive Bayes [155], etc.).

• Phase 2 - The Customization Phase. In the customization phase, all subscribers
s construct customized models Cs using subscribed models plus local models M s. The
customization phase is built on top of (instead of modifying) sites’ current practices,
thus, requires minimal change to be adopted.

Example 3. Let A represent features related to intensive care (such as length of stay in
ICU, patient vitals, etc.), B represent patient demographics (such as age, ethnicity, etc.),
C represent features from the lab system (such as WBC count, hemoglobin, etc.), and D

represent features from the pharmacy (such as drugs used, dosage, etc.). Continuing with
Example 1 from Chapter 1, three hospitals (Vancouver General Hospital, Lions Gate Hospi-
tal, and Mount Saint Joseph Hospital) are the publishers and have the features AB, BC, BD,
respectively, and the Burnaby Hospital is the subscriber with features ABC and the task of
ICU mortality prediction for which features A and C are most important. To benefit from
the data on either A or C of other hospitals, Burnaby hospital subscribes to the channel
A ∨ C, which streams the models published by Vancouver General Hospital and Lions Gate
Hospital. Note that we make no assumption on the alignment of samples across sites, thus,
these hospitals can have different sets of patients.

Based on our overview so far, PubSub-ML has many desirable properties.

• The participating sites are not required to share the same feature or sample space,
model type and model architecture, training methodologies, and the privacy budget.
Further, the publishers and subscribers do not need to know the identity of each other,
the only exchange between them is the models subscribed according to individual
channels. Hence, the publishers and subscribers can join and leave the system as
desired. This satisfies the requirement of Autonomy from Chapter 1.
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• The sites have the freedom to choose how to participate in the learning process. That
is, as publishers, where the sites act as contributors, as subscribers, where the sites
act as beneficiaries, or both, satisfying the requirement of Asymmetric sharing from
Chapter 1.

• Since the publishers’ models are protected by DP guarantees from the publishers, and
are used by the subscriber to create a customized model, we do not require a trusted
server.

• The publishers can train their models in parallel and subscribers can run their cus-
tomization algorithms in parallel; the only synchronization required is that the training
of the models is performed before the customization. Therefore, PubSub-ML can scale
up to a large number of publishers/subscribers.

• Related to the last property, the communication cost in PubSub-ML is minimum.
There is no communication cost on model training (which occurs locally at all sites)
and there is one communication round between subscribers and publishers to pass
model parameters at end of training, compared to multiple training rounds during
training in FL. Roughly, our cost is similar to that of the fully decentralized FL where
each site exchanges information with its neighbours in each training round, but we
only need one round of communication.

However, we need to address two important issues.

• Most model fusion schemes assume that sites share the same feature space. In PubSub-
ML, each site can have its own set of features, so we need a new way of constructing
the customized model from published models.

• The number of models in Λs can be potentially large and not all models contribute
equally. In such cases, it can be resource intensive for the subscriber to use all models
in Λs, the subscriber needs a way to select few good models.

To that end, we begin with presenting the customization algorithm in the next Section
(line 5, Algorithm 2), followed by refined PubSub-ML in Section 3.3.3, and we present
empirical evaluation in Sections 3.4 and 3.5.

3.3.2 Customization Algorithm

The subscriber s uses the subscribed models Λs and the subscriber s’s own model(s) M s to
construct the customized model Cs. Note that M s is never published because it is only used
for customization by the subscriber s itself. Traditional ensemble and weighting methods
such as [160] do not work because the sites in PubSub-ML are not required to have the
same feature space. In addition, traditional methods learn only a linear weighting scheme.
Below, we present a general solution.
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A question is what data will be used to train M s and to train the customized model Cs.
One option is using the subscriber’s whole data, i.e., Ds, to train both M s and Cs. This
would make the customization bias towards M s trained by the same data, which reduces
the benefit of subscribed models. To avoid this, we split Ds into the training subset and the
customization subset, denoted by Tra(Ds) and Cus(Ds), respectively, and use the former
to train M s and use the latter for customization. In some cases such as sites that are IoT
devices or smartphones, the number of publishers, thus, the number of subscribed models
in Λs, can be very large and it is resource intensive to use all such models for customization.
In this case, a small number of models can be selected from M s ∪Λs for customization. Let
Sel denote the selected models. For example, Sel could be the set of top-m models based
on the performance on Cus(Ds).

With the above in mind, we present our customization algorithm, run by the subscriber
s, as CUSTOMIZE(s, loss) in Algorithm 3. The algorithm has five steps described below.

Algorithm 3 CUSTOMIZE(s, loss)
Step 1: generate local model(s) M s

Step 2: Sel← select top models from M s ∪ Λs based on performance on Cus(Ds)
Step 3: compute Os by Eqn (3.2)
Step 4: train fc using Os and loss
Step 5: return fc ◦m

• Step 1: Generate local model(s) M s to be used for customization. This model
is trained by s on the data Tra(Ds).

• Step 2: Select models from M s∪Λs for customization. Sel denotes the selected
models.

• Step 3: Constructing the training data for customization. Since the subscriber
s does not necessarily have the same feature space as the publishers, the customization
data Cus(Ds) may have different features from the input features of subscribed mod-
els. This step extends the samples x in Cus(Ds) and the input of the models Mi in
Sel to the feature set that is the union of their feature spaces, denoted by all(s, Sel).
For example, suppose that s has the feature space ABC and one model in Sel has the
feature space BD and another has the feature space CF , then all(s, Sel) = ABCDF .

For a sample x and a model Mi, let x′ and M ′
i denote the extended x and the extended

Mi, respectively. Note that both x′ and M ′
i have all(s, Sel) as the feature space. Let

M ′
i(x′) denote the output vector of M ′

i on the input x′. We define

m(x) = {M ′
i(x′), · · · , M ′

R(x′)} (3.1)
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where Mis are the models in Sel. Intuitively, m(x) is the concatenation of the output
vectors M ′

i(x′) for all selected models Mi. Note that we have not specified a spe-
cific learning objective for Mi. Hence, Mi can be any model from the supervised,
semi-supervised, or unsupervised learning setting, as long as the Mis are defined
with an optimization objective and a loss function, and generate output when pre-
sented with appropriate inputs, for example, generative adversarial networks, autoen-
coders, convolutional neural networks, logistic regression, random forest, etc. We have,
|m(x)| = #out × R where #out is the number of outputs per Mi. For instance, for
classification, we have #out = #class, where #class is the number of classes, and we
have #out = 1 for regression.

To create the training data for customization, we follow the principles of knowledge
distillation [63], where it has been shown that the model output acts as a proxy for
the knowledge contained within the model, which can be distilled to train student
models. Hence, in our case, m(x) captures the knowledge of all models in Sel, which
we use to define the training data for customization as follows:

Os = {(m(x), y) | (x, y) ∈ Cus(Ds)} (3.2)

• Step 4: Model fusion. With Os as the training data, this step learns an appropri-
ate model, fc, for model fusion. For instance, fc can be a fully connected NN that
minimizes a loss function loss, where, for classification, fc has #class output units,
o1, · · · , o#class, with the softmax activation function, and an appropriate loss, such
as the categorical cross-entropy. For regression, fc has a single output unit o with an
appropriate activation function (ReLU, TanH, Linear, etc.), and loss such as the mean
squared error. Note that, with Os as the training data, the training of fc does not need
to access or modify the internal structure of models in Sel, making the customization
algorithm model agnostic.

• Step 5: Return the customized model Cs. The customized model is given by the
composition fc ◦m, where m is defined by Eqn (3.1).

Example 4. Figure 3.2 shows the data flow in Step 3 and Step 4 for publisher models
M1(AB) and M2(BC) and the subscriber model M3(AC), with binary classes for the classi-
fication problem. Step 3 extends all models and subscriber’s samples x on AC to the feature
universe ABC. After the extension, each extended sample x′ is a valid input to the extended
models M ′

1, M ′
2, M ′

3 because all are on the same feature space ABC. In particular, x′ extends
x by adding B (highlighted in pink in Figure 3.2) and M ′

1 extends M1 by adding a never
used input for C, similarly M ′

2 extends M2 by adding a never used input for A, and M ′
3

extends M3 by adding a never used input for B. M ′
1 is equivalent to M1 receiving its valid
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Figure 3.2: Example for CUSTOMIZE: Subscriber uses its own model M3(AC) and pub-
lishers’ models M1(AB), M2(BC) to construct the customized model Cs using subscriber’s
customization subset Cus(Ds). Step 3 (Constructing training data for customization) takes
as input (x, y) ∈ Cus(Ds) and extends x to x′ (the feature universe ABC) by adding B
(shown in pink), not in subscribers customization subset, which is then used to create the
training data for customization (Os) as defined by Eqn (3.2). Further details are provided
in Example 4.
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inputs using x′ but ignoring the added input C, similarly M ′
2 and M ′

3 are equivalent to M2

and M3 using their valid inputs using x′, ignoring the added inputs A and B respectively.
The outputs of M ′

1, M ′
2, M ′

3 create the new training data Os = {(m(x), y)} defined by the
samples (x, y) in the customization data Cus(Ds). Step 4 trains a fully connected NN fc

with Os as the training data to learn the class distribution for x.

Discussion. We use this space to discuss the extension of x to x′ by adding B. Subscriber
has several options, where one method is to set B = 0, assuming B is categorical and we
are using one-hot encoding. This will lead to B being ignored by the models where B is in
their feature set (models M1 and M2 in Example 4). For example, if B is sex, then one-hot
encoding will generate two columns in the dataset, one for females and one for males, where
if the value is “female", the corresponding column for females will have “1" and the column
for males will have “0". Hence, the subscriber setting both columns to “0" will lead to the
models effectively ignoring the inputs for sex (males and females).

A second, more interesting approach is where we treat B as a missing data issue and
borrowing from the missing data literature [12], the subscriber can set B to the dominant
class for categorical variables and to the average value for continuous variables. Note that we
consider such information (dominant class and average values) to be publicly available and
not shared by any individual site. For example, in case of dataset pertaining to colorectal
cancer, if the subscriber does not have the attribute sex, sex can be set to “male" as males
are more likely to develop colorectal cancer than females, and if the subscriber is missing the
attribute age, age can be set to 70, the average age for developing colon cancer for both sexes,
utilizing the publicly available information 2. This approach provides the subscriber further
flexibility where missing attributes can be generated based on other observed attributes,
such as for the colorectal cancer dataset, using the publicly available information, age can
be imputed to 68 for males and 72 for females.

The creation of the training data Os for model customization captures the knowledge
of all models in Sel and depends only on the input-output mappings of subscribed models,
not their internal workings, satisfying the property of model-agnostic introduced in Chapter
1. This setup allows our customization approach to accommodate any type of underlying
models (i.e., M1, M2, M3 can be NNs, SVM, etc.) in the model fusion process. Note that
M1, M2, M3 are not part of the fully connected network fc; they are only used to create the
training data Os.

3.3.3 PubSub-ML

We are now ready to present the full PubSub-ML and its properties. Algorithm 4 refines
Algorithm 2 with CUSTOMIZE(s,L) being the customization algorithm defined in Algo-

2https://bit.ly/3YbvlCj
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rithm 3. Similar to Algorithm 2, Algorithm 4 has two phases, the publishing phase and the
customization phase. During the publishing phase in Algorithm 4, the publishers p train
and publish their DP models Mp using their independently selected privacy budgets (εp, δp)
and their model of choice. In the customization phase, the subscriber s, using the subscribed
models and their own model(s) begins the customization step (Algorithm 3), where s selects
the top models (Sel) from all available models as detailed in Step 2 of Algorithm 3. The
models in Sel are used by s to create the training dataset Os (Step 3, Algorithm 3), which
is then used to train the local, customized model (Step 4, Algorithm 3).

Algorithm 4 PubSub-ML
Require: Data sets Di for all sites i; privacy budgets (εp, δp) for all publishers p; appropri-

ate loss function L (such as the categorical cross-entropy for classification or the mean
square error for regression).

1: for all publishers p in parallel do
2: train (εp, δp)-DP models Mp using DP models of their choice and publish the models;
3: end for
4: for all subscribers s in parallel do
5: Cs ← CUSTOMIZE(s,L);
6: end for

After providing details on PubSub-ML in Algorithm 4, we are ready to formally state
the privacy guarantees of PubSub-ML, presented in Theorem 4 below.

Theorem 4. Algorithm 4 is (εp, δp)-DP for all publishers p and (0, 0)-DP for all subscribers
s. For a site that is both a publisher and a subscriber, the DP guarantee for the publisher
takes precedence.

Proof. The publishers release models guaranteeing (εp, δp)-DP on their data. In addition,
since the data for different publishers is generated independently (see Assumption 1), the
access to one publisher’s models has no effect on the privacy loss of other publishers’ models,
thus, the (εp, δp)-DP guarantee remains unchanged by accessing all published models. From
Theorem 3 (post processing, Chapter 2), this privacy guarantee is unaffected by subsequent
processing.

As for the subscribers s, the local data Ds, the local models M s, and the customized
model Cs are only used by the subscriber itself throughout Algorithm 4 and never made
public. Therefore, no information about the subscriber is disclosed.

Discussion. We emphasize the significance of Theorem 4 using an example. Let’s con-
sider five sites with individual privacy budgets, ε1 = 0.1, ε2 = 0.2, ε3 = 0.3, ε4 = 0.4, and
ε5 = 0.5, ignoring δs for simplicity. PubSub-ML provides site-level privacy guarantees, that
is, 0.1 for site 1, 0.2 for site 2, 0.3 for site 3, 0.4 for site 4, and 0.5 for site 5. The existing
DP-FL based methods, on the other hand, can only provide a uniform privacy guarantee ε

across all sites, which has to be set according to the tightest privacy specification among all
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sites, that is, min{0.1, 0.2, 0.3, 0.4, 0.5}; otherwise, all sites’ privacy will not be preserved.
This leads to reduced utility. Note that while we provide site-level privacy guarantees, the
notion of differential privacy is record-level as the standard one, instead of site-level. Next,
we prove that PubSub-ML, as presented in Algorithm 4 satisfies the requirements of Au-
tonomy, Asymmetric sharing, and Model-agnostic detailed in Chapter 1.

Theorem 5. PubSub-ML in Algorithm 4 meets Autonomy, Asymmetric sharing, and Model-
agnostic requirements proposed in Chapter 1.

Proof. Autonomy holds because we make no assumption about the local decisions on feature
space, samples, training process, and the privacy budget, which are made independently
by each site. Asymmetric sharing holds because sites have the freedom to participate as
publishers (contributors only), as subscribers (beneficiaries only), or both. Model-agnostic
holds because all models Mi in Sel are treated as black-boxes by the customization algorithm
as defined by the mapping function m(x) that depends only on the output M ′

i(x′) for models
Mi. That is, sites have the freedom to choose any model type and architecture for their local
models.

Discussion. Theorem 5 proves that PubSub-ML satisfies the requirements of Autonomy,
Asymmetric sharing, and Model-agnostic, proposed in Chapter 1. We provide details on real
world implementation of PubSub-ML in Chapter 9, Section 9.3.

In the rest of the chapter, we evaluate PubSub-ML against eight baselines on six real-
world and synthetic datasets, for problems related to classification and regression. In Section
3.4 we explain our evaluation setup followed by evaluation results in Section 3.5.

3.4 Experiment Setup

We begin this section by describing our data setup in detail, where to evaluate the utility of
PubSub-ML and the other baselines, we need to simulate multi-site scenarios with varying
data and feature distributions where each site holds their own data.

3.4.1 Datasets

NELA-GT-2018. NELA-GT-2018 [65] (NELA) is a publicly available dataset for the
study of misinformation and consists of articles from multiple news sources collected be-
tween 03/2018-11/2018. Using weak labelling, the articles are labelled as reliable or unreli-
able based on the originating source. The goal is to classify articles into reliable/unreliable
categories. We use the same data and feature extraction as in [65]3. We combine reliable/un-
reliable sources to create four distinct sites (Table 3.1). Similar writing styles within a site

3https://pypi.org/project/nela-features/
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and varying writing styles across sites allows us to evaluate PubSub-ML under the IID (Sce-
nario 1, Section 3.5.1) and non-IID (Scenario 2, Section 3.5.1) data distribution settings.
Further details on the creation of scenario-specific publishers and subscribers are described
in Section 3.5.1.

Site Rel. Unrel. |D| (% Rel.)
1 Reuters True Pundit 27063 (35%)NPR Natural News
2 USA Today Infowars 18829 (74%)CNN Veterans Today
3 The NY Times Activist Post 14290 (76%)CBS News Mint Press News
4 BBC News Wars 26078 (71%)Chicago Sun Prison Planet

Table 3.1: NELA-GT-2018 data. Each site is defined as the collection of articles from two
reliable sources and two unreliable sources. |D| shows the data size for each site and % Rel.
is the average percent of reliable samples within the site.

MIMIC-IV. MIMIC-IV (v1.0) [71] is a publicly available4 database of de-identified
hospital admissions of 382,278 patients in critical care units of the Beth Israel Deaconess
Medical Center from 2008-2019. The admission level data are stored in multiple tables,
linkable by Admission ID, where each hospital admission is a sample. We consider the
problem of in-hospital mortality prediction for patients with Sepsis using the Sepsis-3 criteria
[147]5, leading to a total of 34,789 admissions with a mortality rate of 16%. We create
three tables A, B, C using original MIMIC-IV tables so that each of A, B, C contains a
different type of patient information (Table 3.2). Table A contains the dynamic patient
information stored in an ICU/hospital setting (length of stay, comorbidities, etc.), table
B contains patient demographics (age, admission year group, etc.), and table C contains
dynamic information from the Lab system (WBC count, hemoglobin, etc.). This allows us
to evaluate PubSub-ML under the scenarios when different sites hold different feature sets
(Scenario 3, Section 3.5.1 and Scenario 4, Section 3.5.1), where we use A, B, C to create the
data for scenario-specific publishers and subscribers.

Digit-Five. Digit-Five6 is a collection of five image datasets. MNIST (Train N = 55000;
Test N = 10000), MNIST-M (Train N = 55000; Test N = 9001), Synthetic Digits (Train N
= 25000; Test N = 9000), SVHN (Train N = 73257; Test N = 26032), and USPS (Train N
= 7438; Test N = 1860), where all five datasets are of different size and are from different
domains with a common goal of classifying digits. The dataset has been used in prior stud-

4Access request required, link https://bit.ly/3bR690s

5https://github.com/MIT-LCP/mimic-iv/tree/master/concepts

6Available for download at https://bit.ly/3OMoZno
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A B C

ICUStay_Detail Admissions BG (Blood Gas)
EMAR Patients Blood_Differential
Diagnoses_ICD
Procedures_ICD
Sofa; Oasis; Charlson
Services

Table 3.2: MIMIC-IV data. We create three tables A, B, and C by joining the original
MIMIC-IV tables shown in columns A, B, C, where the join is via Admission ID. Note that
Sofa, Oasis, and Charlson are separate tables. The class label mortality is extracted from
the ICUStay_Detail table.

ies to study federated learning in the non-IID setting [126]. We use this dataset collection
to evaluate PubSub-ML under the non-IID setting (Section 3.5.3) involving complex, con-
volutional neural network based models. Further details around the publishers/subscribers
setup is presented in Section 3.5.3.

Amazon Reviews. Amazon reviews dataset7 consists of Amazon customer reviews
(input text) and star ratings (output labels) for various products. We use the dataset for
sentiment prediction where the ratings of 1 and 2 stars are considered negative and the
ratings of 4 and 5 star considered positive. 3 star ratings are considered neutral and excluded
from the dataset. For the evaluation, we consider reviews shorter or equal to 25 words in
length, leading to a total of 63720 reviews. We use this dataset in addition to Digit-Five
to evaluate PubSub-ML under complex modelling scenarios (Bidirectional LSTM in this
case, Section 3.5.3). We create multiple sites by splitting the dataset into 10 equal, non-
overlapping partitions, simulating the IID data scenario where sites want to benefit from
the text data of other sites. Further details on publishers and subscribers are provided in
Section 3.5.3.

Housing Market. Housing market [139] dataset contains the property information,
with the goal of predicting the continuous property price. The dataset has 30,473 obser-
vations and 292 attributes. This dataset is used to evaluate PubSub-ML for regression
problems (Section 3.5.3). To create multiple sites, we divide the dataset into equal, non-
overlapping 30 partitions, where we consider each partition to be a separate site, resulting in
an average sample size of 1016 observations per site. This simulates the IID data scenario
where each site is a separate financial/real-estate institution holding it’s own data for a
subset of customers. We provide details on the creation of publishers/subscribers using the
sites in Section 3.5.3.

Hyperplane. Hyperplane is a synthetic data used extensively in prior studies [160]
with the goal to classify points separated by a hyperplane. We generate the dataset using

7Available for download at https://bit.ly/3dcHxQ3
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the HyperplaneGenerator() function8 with the hyperparameters shown in Table 3.3. The
dataset provides us the flexibility to generate large number of sites with varying data distri-
bution to evaluate PubSub-ML’s model selection capabilities and runtime and the impact
of noisy sites (Section 3.5.2). More details on the dataset usage including the creation of
publishers/subscribers are provided in Section 3.5.2.

p1 p2 p3 p4 p5

100 2 N (0,0.4) N (0,0.2) 0.0

Table 3.3: The parameters of the point generating function HyperplaneGenerator(). p1 is
the number of features in the data, p2 is the number of dynamic features, p3 is the noise
percent, p4 is the magnitude of change on hyperplane rotation, and p5 is the probability that
the direction of change is reversed. As p3 and p4 can only be positive, we sample absolute
values.

3.4.2 Models

We standardize continuous features using StandardScaler from scikit-learn [125] and use
one-hot encoding for categorical features. For model training involving datasets NELA,
MIMIC-IV, Hyperplane, and Housing Market (for both publishers and subscribers), we
consider the fully connected neural network. For the dataset Digit-Five, we use a CNN
with six hidden layers, the same architecture as used in publicly available repositories9, and
for the dataset Amazon reviews, we use bidirectional LSTMs with two bidirectional LSTM
layers and two dense layers (similar to publicly available architecture10) and we follow the
standard NLP data preprocessing practices using the publicly available code11.

The architecture and training details for the models are provided in Table 3.4. For the
customization (model fusion) network, we consider the input layer defined by the mapping
m(x) fully connected to a new output layer. All models for all datasets, for publishers,
subscribers, and customization are trained for 30 epochs with a minibatch size of 100.

8https://bit.ly/3o0nPJI

9https://bit.ly/3I4Wyiq

10https://bit.ly/3JLQKv2

11https://bit.ly/3SCOcU3
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Data HL HLact OL OLact

NELA (80,40) TanH 2 Softmax
MIMIC-IV (120,60) TanH 2 Softmax
Digit-Five (NA) ReLU 10 Softmax
Amazon Reviews (NA) TanH 2 Softmax
Housing Market (416,220,60) TanH 1 Linear
Hyperplane (100,50) TanH 2 Softmax

Table 3.4: Architecture details for the models used. HL and OL specify the number of units
in the hidden layers and the output layer with act being the activation function. Note that
as Digit-Five and Amazon reviews use CNN and bidirectional LSTM based models (with
architecture publicly available), the simpler HL size specification is "not applicable". All
sites for all datasets use Adam as the optimizer with the common model parameters as
shown, selected via hyperparameter search for fully connected NN models.

3.4.3 Competitor Methods

We evaluate PubSub-ML against the following eight baselines.

1. PubSub-ML*: The non-private version of PubSub-ML where publishers publish
models without privacy constraints. This provides us with the upper-bound on achiev-
able utility for PubSub-ML. All other baselines that follow are privacy-preserving.

2. Own: The subscriber’s own model trained on local data without the help of subscribed
models and without noise addition as it is never published. This helps us study the
added utility of using publishers’ models.

3. FedAvg(V): The vanilla DP-FL based on FedAvg [108] where clients share their
parameters without privacy-preservation, and the server adds noise to guarantee DP
12.

4. FedAvg(F): This is the personalized DP-FL where a site further finetunes the global
model produced by FedAvg(V) using the sites’ own data in a non-private fashion
[176, 46].

5. FedProx(V): DP version of FedProx [94], which has been shown to work well with
heterogeneous client datasets (non-IID setting) compared to vanilla FL in the non-
private setting.

6. FedProx(F): Personalized version of FedProx(V).

12https://github.com/tensorflow/federated
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7. FedAdam(V): DP version of Federated Adam [135], an adaptive optimizer based
approach for FL, proven to have better convergence rates for FL and shown to out-
perform other FL methods such as SCAFFOLD [79] in the non-private setting.

8. FedAdam(F): Personalized version of FedAdam(V).

For FedAvg, FedProx, and FedAdam, we use the hyperparameters as suggested by their
respective authors. Note that the network architecture and other parameters of all baselines
are identical to those used for training local models in PubSub-ML with all clients sampled
per-round for FL due to the small number of sites unless specified otherwise. We do not
consider other variants of FL such as Assisted learning [165] as they require the alignment
(or partial alignment) of samples across sites, but our scenarios studied below do not have
this restriction. We do not consider the model fusion approach such as [87] because if
training synchronization is not an issue, personalized FL (such as FedAvg(F)) outperforms
the approach in [87]13.

3.5 Experiment Results

We evaluate models on the scenario-specifically created subscriber’s test set, using the F1-
score of the minority class for imbalanced datasets (NELA and MIMIC-IV), the classification
accuracy for Hyperplane, Digit-Five, and Amazon reviews, and 1 - Mean Squared Error (1 -
MSE) for Housing market (to ensure a common comparison, i.e. higher the better). We use
all available models for customization, with the impact of model selection studied in Section
3.5.2. We report average results with standard errors using the 5-fold cross-validation. More
specifically, for a publisher 80% data is used for training the published models, and for a
subscriber 60% data is used for training the local models (i.e., the training subset) and
20% data is used for customization (i.e. the customization subset), and 20% for testing
(i.e., collecting the F1-score, classification accuracy, MSE). Note that unless specified, the
privacy budget is fixed at (ε = 1, δ = 0.0001) with the DP guaranteed using DPSGD [2].

Our results are organized as follows. We begin with evaluating PubSub-ML against the
baselines for varying data and feature distribution scenarios in Section 3.5.1. In Section
3.5.2, we demonstrate the robust nature of PubSub-ML by studying its behavior in detail
with respect to the impact of privacy budget, model heterogeneity among publishers, the
number of models used by the subscriber out of all available models and runtime, and noisy
sites. This is followed by further evaluation of PubSub-ML in Section 3.5.3 in the case
of complex models (CNNs and bidirectional LSTMs), regression, and in the non-private
setting.

13Confirmed via private communication with the authors of [87]
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3.5.1 Main Comparison

We begin with evaluating the effectiveness of PubSub-ML claimed in Section 3.1.1 under
several scenarios of data (IID, non-IID) and feature distribution.

Scenario 1 (IID data) - All sites have the same data distribution but small data
size

Using one site of NELA in Table 3.1 at a time, we create sites with similar data distribution
as follows. For a site e under consideration, we divide the dataset within the site into ten
non-overlapping partitions. By treating each partition as coming from an individual site,
we have ten sites with datasets of similar distribution within each site e. Each of the ten
sites takes turn being the subscriber s while the remaining nine sites act as publishers. Let
F1e,s denote the F1 score for the subscriber s when the datasets are created using the site
e as above. We report the average of F1e,s over all e, s pairs.

Figure 3.3a shows the results. PubSub-ML outperforms all privacy-preserving base-
lines by a significant margin, that is, on average 40% and 38% over the different flavors of
FL (vanilla and finetuned, shown in Figure 3.3a as different tints of red, i.e. FedAvg(V) ,
FedAvg(F) , FedProx(V) , FedProx(F) , FedAdam(V) , and FedAdam(F) ), and 6%
over the subscriber only, non-noisy model (Own ), with the performance of PubSub-ML
being close to the non-private PubSub-ML* (a difference of 4%). Consistent with [176],
we find that the DP-FL models perform much worse compared to the Own models trained
by individual sites. One of the main reasons for PubSub-ML’s superior performance is the
ability of PubSub-ML to leverage multiple weak learners including the non-private model
from the subscriber to create a strong learner that outperforms all individual and DP-FL
based models, as discussed in Section 3.1.1.

Scenario 2 (Non-IID data) - Each publisher has a different data distribution.

For this scenario, we consider each site of NELA in Table 3.1 as a publisher with a differ-
ent distribution due to different writing styles and news content across sites (we observed
average F1-score drop of 19% when applying the model trained on one site’s data to the
content from other sites). The subscriber is created by each site donating 10% of their data,
and using the remaining 90% as their full dataset, so the subscriber has a sample of each
publisher’s data.

Figure 3.3b shows the results. Similar to Scenario 1, PubSub-ML significantly outper-
forms Own and all FL models, supporting our claim that PubSub-ML can effectively inte-
grate sub-distributional models for inference on the combined distribution of the subscriber.
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(a) Scenario 1 (b) Scenario 2

(c) Scenario 3 (d) Scenario 4

Figure 3.3: Comparing PubSub-ML with the competitors. PubSub-ML significantly out-
performs all privacy-preserving baselines: Own, FedAvg(V), FedAvg(F), FedProx(V), Fed-
Prox(F), FedAdam(V), and FedAdam(F) for Scenario 1 (IID data), Scenario 2 (non-IID
data), Scenario 3 (distributed features, same population), and Scenario 4 (distributed fea-
tures, different population). PubSub-ML provides utility closer to the non-private PubSub-
ML*.

Scenarios 1 and 2 assume that all sites have the same feature space. In Scenarios 3 and 4,
we evaluate PubSub-ML when the sites have different feature spaces with same or different
populations.

Scenario 3 (Distributed features, same population) - The subscriber’s features
are distributed among several publishers with same population.

Using MIMIC-IV for this scenario (Table 3.2), where A and C are most relevant for sepsis
related mortality classification and B is least relevant14, we create three sites, where site 1
contains the data by joining A and B, site 2 contains the data by joining B and C, and site
3 contains the data by joining A and C (All joins are via Admission ID). Site 1 and site 2 are
publishers and site 3 is the subscriber. Intuitively, the subscriber’s useful features contained
in A and C are distributed among site 1 and site 2, and all sites share the admission ids
(same population). Further, to simulate the scenario where subscriber has a small number

14removal of B has only 2% impact on the model performance
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of observations on useful features from A and C, we reduce the data for the subscriber by
randomly sampling 10% of the available data for the subscriber.

Figure 3.3c shows the results. We observe that PubSub-ML performs the best among
privacy-preserving methods, with performance closer to the non-private counterpart, de-
spite the severe class-imbalance in the dataset. FL performs worse in the scenario where
sites have different sets of features (compared to Scenarios 1 and 2). For FL baselines that
require the same feature space across sites, we keep the data setup same as PubSub-ML
where each site maintains a conceptual set of all features and sets the missing features in
its own data to zero on the input layer.

Scenario 4 (Distributed features, different populations) - The data setup is
similar to scenario 3, but the subscriber and the publishers have different pop-
ulations.

We use MIMIC-IV for this scenario, with similar setup as in scenario 3. However, the
subscriber now keeps the data for patients aged ≤ 40 whereas the publishers keep only
the data for patients aged > 40. This leads to the subscriber having a younger/different
population with a total of 2,694 admissions and a mortality rate of 10% compared to 17%
for publishers.

We observe from Figure 3.3d that PubSub-ML provides excellent inference for the sub-
scriber’s younger patient population by benefiting from the models trained on the publishers’
data for different feature sets and populations. With the difference in population compared
to scenario 3, the performance is decreased for all methods, but PubSub-ML still performs
significantly better than all privacy-preserving baselines by combining the features from all
publishers’ models and optimizing the utility on the subscriber’s data.

3.5.2 Further Analysis

The studies in Section 3.5.1 show that PubSub-ML significantly outperforms all privacy-
preserving competitors under varying conditions of data and feature distribution. Before
we evaluate PubSub-ML on additional scenarios involving complex models, regression, and
in the non-private setting, we use this section to focus on PubSub-ML to demonstrate
its robust nature by showing that a subscriber can expect good results under a variety of
possible scenarios, such as with respect to the publishers’ choice of privacy budget and
the choice of model types, with respect to the subscriber selecting a few good models
out of all available models, minimizing runtime, and in the presence of noisy sites. In this
section, we focus on the dataset NELA for studying the impact of privacy budget and model
heterogeneity among publishers with the data setup same as in Scenario 2 (Section 3.5.1),
and we use the dataset Hyperplane to study model selection, runtime, and the impact of
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noisy sites with details around the data setup provided in relevant Sections. We begin with
exploring the impact of privacy budget.

Impact of Privacy Budget

We have already seen that PubSub-ML performs well with the tight privacy budget of
(ε = 1, δ = 0.0001). Next, we investigate PubSub-ML’s behavior when we further decrease
the privacy budget. For this evaluation, keeping other parameters fixed, we vary ε from 1
to 0.25 while keeping the δ fixed at 0.0001.

Table 3.5, first row shows that as the privacy budget (ε) decreases, the performance
decreases. However, even at the tightest privacy setting (ε = 0.25), the performance of our
proposed model fusion decays by only 4%, still outperforming FL baselines trained with
ε = 1 (Scenario 2). This is because our proposed model fusion creates a robust model by
leveraging the diversity of multiple models.

Privacy Budget ε = 1 ε = 0.5 ε = 0.25
F1 Score 0.79±0.02 0.77±0.02 0.75±0.02

Model heter. 1 2 3
F1 Score 0.79±0.02 0.78±0.03 0.76±0.03

Table 3.5: The impact of the privacy budget (top) and model heterogeneity (bottom).
PubSub-ML’s performance is robust to the choice of privacy budget and model heterogeneity
among publishers.

Impact of Model Heterogeneity

The model-agnostic PubSub-ML allows models of different types to be integrated. In this
experiment, keeping all parameters fixed, i.e., privacy budget=(ε = 1, δ = 0.0001), we
change the model types. Initially, all four publishers use neural network models, so model
heterogeneity is 1. Then we replace publisher 1 with the DP-Logistic Regression, leading to
model heterogeneity 2, then we replace publisher 2 with DP-Gaussian Naive Bayes, leading
to model heterogeneity 3. Our implementation of DP-Logistic Regression and DP-Gaussian
Naive Bayes is based on the publicly available source code15.

Table 3.5, second row shows the results. There is a slight performance degradation as
model heterogeneity increases, likely because non-neural network based DP models suffer
from worse utility.

15https://github.com/IBM/differential-privacy-library
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Impact of Model Selection and Runtime

Using the synthetic data hyperplane, we generate 1000 publishers, each with 500 points,
using the parameters specified in Table 3.3 and we consider 1000 subscribers using the
same p4 as publishers but their p3 = 0 (Table 3.3), creating an IID data setup and we
consider one subscriber at a time. All 1000 publishers release a model, hence the subscriber
has 1000 subscribed models plus its own model for integration. We report the average
performance (with standard errors) over 1000 subscribers. Further, due to the abundance of
participants, FL based approaches take advantage of sampling randomly 10% of the clients
for participation at each round.

Combining the results from Figure 3.4 and Table 3.6, we conclude that PubSub-ML
significantly outperforms all FL based methods for utility and runtime (in Table 3.6, FL(V)
and FL(F) capture the average runtime of all FL methods), even when FL enjoys reduced
noise due to smaller client sampling ratio. We can further significantly reduce the runtime
of the subscriber using top-few models at a marginal loss on accuracy, where top-100 models
provide similar accuracy as using all 1001 models. Such model selection would be a preferred
choice when the subscriber has limited computational resources.
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FedAvg(F)
FedProx(V)
FedProx(F)
FedAdam(V)
FedAdam(F)

Figure 3.4: Model Selection - Accuracy when fusing All, Top-100, Top-50, and Top-10 models
from PubSub-ML compared to accuracy using just own model and different flavors of FL.
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Time (s) All T-100 T-50 T-10 FL(V) FL(F)
Load 108 108 108 108 NA NA
Select 0 6 6 6 NA NA
Fuse 77 29 24 21 NA NA

Total 185
± 5

143
± 5

138
± 5

135
± 5

683
± 8

689
± 8

Table 3.6: Runtime - Computational time (in seconds). T-100 is Top-100, T-50 is Top-50,
etc. For PubSub-ML, this time is divided into model load (Load), model evaluation and
selection (Select), and model fusion (Fuse). Note that we do not evaluate the model training
time at publishers because the training at publishers can be done in parallel. “NA" means
not applicable for a given cell. The time for Load and Select is the same for all number
of models selected because the subscriber first needs to load and Select from all available
models, unless using “All", where the “Select" is not required.

Impact of Noisy Sites

In the real world, not all participating sites have good quality data. Some sites might have
noisy data that can be detrimental to the subscriber’s performance. We use this section to
investigate the impact of such noisy sites in PubSub-ML using the dataset Hyperplane as
follows. We create a total of 20 sites, with 10 sites acting as publishers, out of which 5 are
created using the same parameters as specified in the Section above, while the other 5 set
p3 = 1 (Table 3.3), generating pure noise. The 10 subscribers are generated using the same
parameters as specified for subscribers in Section above, and we report results as an average
over the 10 subscribers.

Figure 3.5: Impact of Noisy Sites. We observe that PubSub-ML provides excellent utility
ignoring the noisy sites, whereas FL based methods suffer from degraded utility.

Figure 3.5 shows the results. Where we observe that PubSub-ML provides excellent
utility because our model fusion process can ignore the bad quality models, whereas FL
based models suffer from worse degradation (compared to the results in Impact of Model
Selection) because FL has no mechanism of ignoring bad quality data.
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Figure 3.6: Complex models. In the complex model setting involving image and NLP
datasets, PubSub-ML outperforms FL based competitors by an average of > 40%.

3.5.3 More Applications

So far, in Sections 3.5.1 and 3.5.2, using simple fully connected NNs, we saw that PubSub-
ML significantly outperforms all competitors for varying data distribution and feature distri-
bution scenarios for classification. In this section, we provide additional evidence of PubSub-
ML’s utility for problems related to the use of complex models (CNNs and bidirectional
LSTMs), regression, and in the non-private setting.

Complex Models

For computer vision, we use CNN based models and the Digit-Five dataset under the non-
IID setting, where we consider each of the five datasets belonging to a separate site. We
create the subscriber by each site donating 1000 randomly chosen observations from their
test set, leading to the subscriber containing 5000 observations of mixed distribution from
all publishers. For NLP, we use bidirectional LSTM based model and the Amazon reviews
dataset under the IID setting, where each site takes turn being the subscriber while the
other nine sites act as publishers.

Figure 3.6 shows the results, where from Figure 3.6a and 3.6b, we observe that PubSub-
ML significantly outperforms all FL based approaches with an average accuracy improve-
ment of > 40%, similar to the fully connected NN scenarios in the main comparison (Section
3.5.1). In the scenario involving CNN models on non-IID data, we observe that the FL based
privacy-preserving approaches perform worse compared to the earlier scenarios that use sim-
ple, fully connected NNs, likely due to the convergence issues faced by DP-FL for complex
models under the non-IID setting.
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Regression

For regression, we use the housing market dataset under the IID setting, where each site
takes turn being the subscriber while the other 29 sites act as publishers. We report average
results using 1-MSE over all such subscribers.

Figure 3.7: Regression. Similar to the other scenarios, PubSub-ML outperforms all privacy-
preserving baselines by a significant margin.

Figure 3.7 shows the results. We observe that PubSub-ML significantly outperforms all
privacy-preserving baselines for regression, where the difference between the non-private
PubSub-ML* and PubSub-ML is small (MSE of 0.07 for PubSub-ML vs MSE of 0.04 for
PubSub-ML*). This provides evidence for our earlier claim that our model fusion process
works well for regression.

Non-private Scenario

As a large body of work in FL focuses on the non-private setting, in this section we com-
pare non-private PubSub-ML (PubSub-ML*) with the non-private FL baselines. Figure 3.8
shows the results for the non-private comparison for scenarios 1-4, for the digit-five (CV)
and Amazon reviews (NLP) datasets, for regression (Housing Market), and for the dataset
hyperplane.

We observe that PubSub-ML outperforms FL based methods in the non-private sce-
nario as well where there is no privacy constraint enforced. This provides evidence that
PubSub-ML is equally useful in the scenarios where we require privacy-preservation and
where privacy is not a concern, such as a scenario where all sites trust each other.
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Figure 3.8: Non-private comparison of PubSub-ML with FL for all scenarios and all datasets.
PubSub-ML outperforms FL in the non-private setting.
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3.6 Summary

In this chapter, we presented PubSub-ML as a general solution to decentralized machine
learning under loose collaboration for static data. In PubSub-ML, sites benefit from other
sites’ data through a model publishing/subscribing mechanism that allows a subscriber
to construct a customized model by transferring the learning outcomes from publishers
while respecting publishers’ data privacy. We address several important requirements of
this mechanism, including Autonomy, Asymmetric sharing, and Model-agnostic.
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Chapter 4

A Differentially Private Model for
Data Streams for a Single Site

Having studied the decentralized learning setting with static data in Chapter 3, in this
chapter, we focus on streaming data with concept drift within the context of a single site,
that is, in the centralized learning setting. We provide details on Contribution 2 (Figure
1.1), where we propose DP-Ensemble, the method enabling unlimited DP model updates
for data streams on a constant privacy budget, a key to extending decentralized learning
to data streams (details in Chapter 5). DP-Ensemble has two distinguishing features, it
allows an unbounded number of ensemble updates to deal with the potentially never-ending
data streams under a fixed privacy budget, and similar to PubSub-ML, it is model agnostic,
in that it treats any pre-trained differentially private classification/regression model as a
black-box. DP-Ensemble outperforms competitors on real-world and simulated datasets for
varying settings of privacy, concept drift, and data distribution.

4.1 Background and Motivation

Transitioning from the decentralized learning setting of Chapter 3, where we focus on static
datasets, in this chapter, our focus is streaming data within the context of a single site.
Where data streams generate large volumes of data, and to assist in decision making, ma-
chine learning models need to handle data streams efficiently. Where scalability is not the
only challenge; we have to consider that properties and patterns of data are subject to change
over time, a phenomenon known as the concept drift. Example 5 explains this further.

Example 5. Vancouver General Hospital generates multi-modal data on a continuous ba-
sis using imaging machines (MRI, CT, PET, X-Rays, etc.), audio transcription services
(converting physicians’ dictated notes to text), tabular health records, etc. Installation of a
new imaging machine, the use of a new transcription software, the implementation of a new
database system, or disease evolution over time can change the existing data distribution,
leading to deteriorated utility for the models trained on historical data.
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As discussed in Chapter 1, the data streams often carry sensitive, private information
about the contributing users, protection of which is must. While concept drift and pri-
vacy have been extensively studied in isolation, the works considering both are in infancy.
See more discussion in Section 4.2. In this Chapter, our goal is to allow machine learning
models to deal with concept drift when training on potentially never-ending data streams
involving sensitive data, where the model(s) learned can be published without disclosing
sensitive information. To that end, we consider Differential Privacy (DP) [37, 2, 146] as the
privacy definition, and widely used ensemble learning for data streams [14] as the modelling
paradigm.

Enforcing privacy on ensembles handling concept drift is not trivial. The main ap-
proaches of ensembles over data streams [14], such as weight modification [85, 14] and
online ensemble update [127, 14] are not ideal for the privacy-preserving scenario where
with new incoming instances, the former continuously measures the performance of a di-
verse set of classifiers to update the weights and the latter continuously updates the pool
of online models. This continuous update could lead to privacy budget depletion due to
composition of privacy loss in differential privacy, limiting the number of updates before
the privacy budget runs out. Our goal is to deal with the never-ending data streams by
allowing for an unbounded number of updates under a fixed privacy budget.

4.1.1 Our Proposal

We propose a DP temporal ensemble approach in the form of dynamic ensemble line-up
[160, 14]. In the non-private setting, the data stream comes in the form of labeled data
chunks D1, · · · , Dt until the current time t, and at the time t the ensemble of size k,
denoted Et, consists of k models Mτ(1), · · · , Mτ(k) trained on the k corresponding data
chunks Dτ(1), · · · , Dτ(k). τ(i) maps the (relative) position i within Et to the corresponding
(absolute) time point in the data stream. With a weighting scheme (wτ(1), · · · , wτ(k)), these
k models collectively make the prediction for unlabeled data at the next time t + 1. As the
labeled data chunk Dt+1 becomes available, a new model is trained on Dt+1 and the next
ensemble Et+1 is obtained by replacing either the oldest model or the weakest model in Et

with the new model. By replacing (instead of updating) some existing model, this approach
is particularly suited for limiting the accumulation of privacy loss.

4.1.2 Contributions

In summary, our contributions in this chapter are as follows.

1. We formulate the problem of DP temporal ensembles for a release history with the
formal definition provided in Section 4.3.3.

2. At the core of our DP ensemble mechanism is the DP weighting scheme for aggre-
gating the prediction of component models. We present the DP weighting scheme for
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classification and regression. Our method is model agnostic, that is, it treats DP mod-
els Mi as black-boxes. As released Et contains both, models and the weights, we only
focus on prediction problems (classification and regression) for DP-Ensemble.

3. We present a DP ensemble mechanism for releasing the ensemble Et = {Mτ(1), · · · , Mτ(k),

wτ(1), · · · , wτ(k)} at any time t, to ensure that the DP guarantee holds even if the ad-
versary has access to all released ensembles Et′ for t′ ≤ t. Our proposal allows an
unlimited number of ensemble updates for never ending data streams at a constant
privacy budget for a single site.

4. To demonstrate the benefits of our method for deep neural network models where the
potentially large number of model parameters present a challenge for retaining utility
under DP guarantee, we consider a transfer learning option for boosting utility where
a public dataset is available.

5. We provide empirical evidence on the effectiveness of the proposed DP temporal en-
semble using real-world and simulated datasets.

We organize rest of the chapter as follows. Section 4.2 reviews related works. Section
4.3 introduces our proposed method in detail. Section 4.4 presents our evaluation setup and
Section 4.5 presents evaluation results. Finally, we summarize the chapter in Section 4.6.

4.2 Related Work

Non-private temporal ensembles, that is the ensembles that do not provide any privacy
guarantees have been studied before [160, 141, 85, 14]. See [54, 100, 14] for a detailed
review. These methods can be classified into either explicit or implicit. Explicit methods
use drift detection and only update the model when drift is detected. Examples are [26]
and [175]. Implicit methods do not detect drift but adapt the model to account for changes
automatically. The updates can be incremental in a single classifier [43], or weighted in an
ensemble [160]. Ensemble models in the implicit setting usually outperform other approaches
[100, 160]. Our work is an implicit method and adapts dynamic ensemble line-up [14] but
deals with sensitive data, whereby guaranteeing privacy.

For privacy preserving works on data streams, [179] proposes DP Bayesian classifiers
with explicit drift detection. This method continuously updates the model parameters using
incoming sensitive data which reduces the privacy budget by some amount after each update,
thus, the privacy budget will run out after a finite number of updates. Also, the method
does not account for the privacy loss for drift detection and the privacy loss of updates
when no concept drift is detected. The works in [48, 81, 47, 38, 80] focus on releasing
summary statistics such as counts, mean, mode, range queries, centroids, etc. and hence are
not applicable to the problem of classification/regression considered in this Chapter. There
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are previous works on static differentially private ensembles such as [67, 166]. These works
are not designed to handle streaming data because they cannot accommodate concept drift.

4.3 Proposed Method Details

We begin with defining the problem in Section 4.3.1, followed by our proposed noisy weight
estimation methods in Section 4.3.2. We introduce DP-Ensemble in Section 4.3.3, which uti-
lizing the proposed noisy weights, guarantees unlimited DP model updates for data streams
on a constant privacy budget for a single site, allowing for full ensembles (including weights)
to be released while preserving privacy.

4.3.1 Problem Statement

We consider a data stream D1, · · · , Dt where each Di is a chunk of data generated at the
time i and t is the current time. Samples in Di are labeled with a class variable and we
are interested in using the data D1, · · · , Dt to predict the class for unlabeled samples at
the next time t + 1. A new data chunk Dt+1 that becomes available at the next time t + 1
is added to the stream, so the stream is potentially unbounded. We consider the dynamic
setting where the data stream is susceptible to concept drift.

An ensemble of size k at time t, Et = {Mτ(1), · · · , Mτ(k), wτ(1), · · · , wτ(k)}, consists of k

prediction models Mis respectively trained on Dτ(1), · · · , Dτ(k), and their weights wi, where
τ(i) denotes the (absolute) time point corresponding to the (relative) position i within Et.
We assume τ(1), · · · , τ(k) are listed in the ascending order. The choice of k in the ensemble
depends on the type of concept drift in the data stream. In case of gradual concept drift, user
has the flexibility to set k to a larger number, where we can take advantage of the ensemble
principle by combining several weak learners into a strong learner. Whereas in case of rapid
concept drift, k has to be a small number, as models trained on older data chunks become
obsolete quickly, and a larger k can hurt the ensemble performance. Examples of ensembles
in the data stream setting for classification and regression are provided below.

For classification, we have a categorical class variable c, Mi,c(x) ∈ [0, 1] denotes the
prediction score by Mi for c on a sample x, and the overall score predicted by Et is computed
by

Et,c(x) =
∑k

i=1 wτ(i) ·Mτ(i),c(x)∑k
i=1 wτ(i)

(4.1)

The predicted class for x is the class c with the maximum Et,c(x).
For regression, we have a continuous class variable, normalized to within the range [0, 1],

Mi(x) ∈ [0, 1] denotes the predicted value by Mi for x and the overall predicted value by Et

is given by

Et(x) =
∑k

i=1 wτ(i) ·Mτ(i)(x)∑k
i=1 wτ(i)

(4.2)
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As Dt+1 becomes available at time t + 1, we use it to train a new model and re-estimate
the weights for all models in the ensemble (more details later). Then we update Et to Et+1

by replacing either the oldest model or the worst (i.e., with smallest weight) model in Et.
Problem of (ε, δ)-DP Temporal Ensembles. The focus of this work is the scenario

where each Di contains sensitive, private information about the contributing users. We make
the following assumption.

Assumption 2. Each sample in ∪iDi has a unique identifier and all samples are generated
independently.

This independence assumption would allow us to treat all Di as disjoint subsets of
∪Di. Note that this assumption of independent records is a standard assumption made in
differential privacy [37]. In case of correlated observations, such as multiple records from
the same patient, we can consider group differential privacy [37, 41] instead of the standard
notion of differential privacy, where our proposed framework remains largely unchanged.
For the rest of this work, Assumption 2 is in place.

We want to ensure that, at any current time t, the entire history of released ensembles
up to t, i.e., E ′

t for all t′ < t, must satisfy (ε, δ)-DP for given ε, δ. A formal definition of
(ε, δ)-DP for an ensemble and for a history will be given in Section 4.3.3. We develop noisy
weight mechanisms in Section 4.3.2 and provide the privacy analysis for the overall temporal
ensemble mechanism in Section 4.3.3. The given ε is split into ε1 for training models Mi

and ε2 for computing noisy weights w∗
i , where ε = ε1 + ε2.

4.3.2 Noisy Weight Estimation

We assume that the labeled data Di is split into training, validation, and testing subsets. For
an ensemble Et at time t, the weights wτ(1), · · · , wτ(k) are measured using the performance
on the validation subset of Dt, denoted by Vt. We choose the validation subset of Dt to
calculate the weights for all models in Et because t is closest to the next time point t + 1
that the ensemble at time t aims to predict. In this section, we present the noisy estimation
of wτ(1), · · · , wτ(k) and we present the privacy analysis in Section 4.3.3.

For classification, we consider two settings. In the general setting, we measure the
classification accuracy for all classes. In the focused setting, we consider the accuracy of a
chosen class called the positive class, which is commonly used in class-imbalanced problems
such as fake news/malware/disease detection.

Classification - General Setting

Consider a model Mi in Et and the validation subset Vt. In the general setting, we consider
the classification error of Mi defined by the Mean Squared Error (MSE), as in [160, 11]:

MSEi = 1
|Vt|

Erri (4.3)
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where
Erri =

∑
x∈Vt

(1−Mi,c(x))2 (4.4)

and Mi,c(x) is the score given by Mi for the instance x and its true class c. For a random
predictor, the MSE is given by

MSEr =
∑

c

p(c)(1− p(c))2 (4.5)

where p(c) is the proportion of class c in Vt. The weight wi for Mi is defined as the hinge
loss:

wi = max(0, MSEr −MSEi) (4.6)

Lemma 1 (General setting). Let ∆Erri denote the sensitivity of Erri defined over all
neighboring validation subsets Vt, V ′

t . ∆Erri = 1.

Proof. Consider computing Equation (4.4) for neighboring validation sets Vt, V ′
t . All Mi,c(x)

are same except for one instance x, so Erri differs by at most 1 because Mi,c(x) is at most
1.

Computing Noisy Weight w∗
i : w∗

i is computed from Equation (4.6) and (4.3) using
the noisy Err∗

i :
Err∗

i = Erri + Lap(∆Erri/ε2) (4.7)

Classification - Focused Setting

Having studied the general setting, the focused setting is concerned with prediction perfor-
mance of the positive class. Typically the positive class has a small proportion compared
to other classes called the negative class and the general classification accuracy does not
reflect the accuracy of the positive class. In this case, we consider the balanced accuracy
(BA):

BA = a1 · TPR + a2 · TNR (4.8)

where a1 and a2 are constants and a1 + a2 = 1. TPR and TNR are the true positive rate
(the proportion of predicted positives that are actually positive) and the true negative rate
(the proportion of predicted negatives that are actually negative). BA is in the range [0, 1].
Since TNR = 1− FPR, where FPR is the false positive rate (the proportion of negatives
that are predicted as positives), BA is related to (TPR,FPR) commonly used for generating
area under the receiver operating characteristic curve (AUC). The above BA generalizes the
balanced accuracy in [9] that assumes a1 = a2 = 1/2.

To obtain the noisy weight, we assume that some estimates of the proportions of positive
samples and negative samples in Di, denoted by p and n with p + n = 1, are public. These
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are not necessarily the exact proportions in the sensitive data, but rather are estimates
from general knowledge (for example, p and n come from the general knowledge about the
entire data stream). These estimates allow us to estimate BAi for Mi as follows:

BAi = a1
TPi

p · |Vt|
+ a2

TNi

n · |Vt|
(4.9)

where TPi (resp. TNi) is the number of positive instances (resp. negative instances) in Vt

that are predicted by Mi as positive (negative).

Lemma 2 (Focused Setting). Let ∆BAi denote the sensitivity of BAi defined over neigh-
boring pairs Vt, V ′

t . ∆BAi = 1
|Vt|max(a1

p , a2
1−p).

Proof. Consider neighboring validation subsets Vt, V ′
t . For simplicity, we drop the index i

below.

BA−BA′ = a1
p
× (TP

|Vt|
− TP ′

|Vt|
) + a2

n
× (TN

|Vt|
− TN ′

|Vt|
)

= 1
|Vt|

(
a1
p
× (TP − TP ′) + a2

n
× (TN − TN ′)

)

For neighboring Vt, V ′
t where only one sample is different, there are four possible cases: (i)

both TP − TP ′ and TN − TN ′ are 0, (ii) one of |TP − TP ′| and |TN − TN ′| is 1 and the
other is 0, (iii) TP−TP ′ = 1 and TN−TN ′ = −1, (iv) TP−TP ′ = −1 and TN−TN ′ = 1.
Noting p + n = 1, we have:

|BA−BA′| ≤ 1
|Vt|
×max(a1

p
,

a2
1− p

)

In the above lemma we assume that the validation size |Vt| is public. The same as-
sumption was made in [4, 2, 77] (e.g. see Remark 2.2 in [77]). Alternatively, if a minimum
validation size |Vt| for all Vts is required (for the purpose of statistical significance), we can
use the minimum size in ∆BAi without referring to specific |Vt|.

Computing Noisy Weight w∗
i : We add the Laplace noise:

w∗
i = BAi + Lap(∆BA/ε2) (4.10)

Regression

After classification, we focus on regression, where for a continuous class variable, we define
Erri as

Erri =
∑
x∈Vt

(yx − ŷx)2 (4.11)
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where yx is the true class value of x and ŷx is the predicted class value by the regression
model Mi. We then get MSEi as

MSEi = 1
|Vt|

Erri (4.12)

and define the weight for Mi as
wi = 1

MSEi + µ
(4.13)

µ is a small constant to allow weight calculation in rare situations when MSEi = 0. µ = 10−5

is used in our experiments.

Lemma 3 (Regression). Let ∆Erri denote the sensitivity of Erri defined over all neigh-
boring validation subsets Vt, V ′

t . ∆Erri = 1.

Proof. Recall that the true class value and the predicted class value are in the range [0, 1].
So, for neighboring validation sets Vt, V ′

t , Erri differs by at most 1 because (yx − ŷx)2 is at
most 1.

Computing Noisy Weight w∗
i : We add the Laplace noise

Err∗
i = Erri + Lap(∆Erri/ε2) (4.14)

and compute w∗
i using Err∗

i , Eqn. (4.12) and Eqn. (4.13).
Discussion. The proposed weighting schemes, for both classification and regression,

have many advantages. Such as the small sensitivity, allowing for good utility on a small
privacy budget, and the model-agnostic nature, that is, they treat the DP models Mi as a
black-box, because the computation of the weights wis only depends on the outputs, not the
internal working of Mi.

4.3.3 DP Temporal Ensemble

In this Section, we provide the privacy analysis for a single (ε, δ)-DP ensemble Et =
{Mτ(1), · · · , Mτ(k), w∗

τ(1), · · · , w∗
τ(k)}, where each model Mi is trained using any method on

the training subset Si of Di and its weight w∗
i is computed using the validation subset Vt of

Dt, followed by the update of Et to Et+1, where we present the privacy analysis for releasing
all ensembles E1, · · · , Et up to the time t.

Releasing A Single Ensemble

First, we extend the notion of DP in Definition 2 (Chapter 2) to releasing an ensemble
Et. Let Xt =< Sτ(1), · · · , Sτ(k), Vt >, where Sτ(1), · · · , Sτ(k) are the training subsets for
Mτ(1), · · · , Mτ(k) and Vt is the validation subset of Dt for computing the noisy weights
w∗

τ(1), · · · , w∗
τ(k).
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Definition 6 (Neighboring Datasets for Ensembles). Consider Xt =< Sτ(1), · · · , Sτ(k), Vt >

and X ′
t =< S′

τ(1), · · · , S′
τ(k), V ′

t >. We say that Xt and X ′
t are neighboring if ∪iSi ∪ Vt and

∪iS
′
i ∪ V ′

t (duplicates preserved) are neighboring in the sense of Definition 2 (Chapter 2).

Note that Xt and X ′
t are neighboring if and only if either for one i, Si and S′

i are
neighboring and Sj = S′

j for all j 6= i, or Vt and V ′
t are neighboring and Si = S′

i for all i.

Definition 7 (Differential Privacy for Ensembles). A mechanism C from the domain of Xt

to the range of Et is (ε, δ)-differentially private if for all neighbouring pairs (Xt, X ′
t) and for

all sets O of possible outputs:

Pr[C(Xt) ∈ O] ≤ eε Pr[C(X ′
t) ∈ O] + δ (4.15)

Theorem 6. Assume that each Mi in Et is produced by an (ε1, δ)-DP mechanism A and
that the noisy weight w∗

i is produced by the Laplace mechanism L in Section 4.3.2. Then the
combined mechanism that produces Et = {Mτ(1), · · · , Mτ(k), w∗

τ(1), · · · , w∗
τ(k)} is (max{ε1, k ·

ε2}, δ)-differentially private.

Proof. For simplicity of proof, we write τ(1), · · · , τ(k) as 1, · · · , k. The (ε1, δ)-DP guarantee
of A implies that for neighboring training subsets Si, S′

i (Def. 6), and for any possible set
Mi of outputs:

Pr[A(Si) ∈Mi] ≤ eε1 Pr[A(S′
i) ∈Mi] + δ (4.16)

For the weight calculation, the Laplace mechanism L provides (ε2, 0)-DP for releasing
the noisy weights w∗

i following the DP guarantees of the Laplace mechanism. therefore, for
any Mi ∈Mi, neighboring validation subsets Vt and V ′

t , and any possible setW∗
i of weights:

Pr[L(Mi(Vt)) ∈ W∗
i ] ≤ eε2 Pr[L(Mi(V ′

t )) ∈ W∗
i ] (4.17)

Denoting our combined mechanism as C, with input Xt =< S1, · · · , Sk, Vt >, and any
possible set of outputs O = {M1, · · · ,Mk,W∗

1 , · · · ,W∗
k}, we get:

Pr[C(Xt) ∈ O] =

Pr[A(S1) ∈M1] · ... · Pr[A(Sk) ∈Mk]·

Pr[L(M1(Vt)) ∈ W∗
1 ] · ... · Pr[L(Mk(Vt)) ∈ W∗

k ] (4.18)

Now consider the only two possible cases of neighboring Xt =< S1, · · · , Sk, Vt > and
X ′

t =< S′
1, · · · , S′

k, V ′
t >: (I) change one arbitrary Si or (II) change Vt.

For Case (I), all models should satisfy Equation (4.16), but since only one Si changes to
reach a neighboring input, Equation (4.16) will be obtained on one Mi and for all the others
j 6= i we would get Pr[A(Sj) ∈ Mj ] = Pr[A(S′

j) ∈ Mj ] as Sj = S′
j . Additionally, since in
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this case we are not changing Vt, Vt = V ′
t , so for all 1 ≤ i ≤ k, Pr[L(Mi(Vt)) ∈ W∗

i ] =
Pr[L(Mi(V ′

t )) ∈ W∗
i ]. Combining these two facts we reach Pr[C(Xt) ∈ O] ≤ eε1 Pr[C(X ′

t) ∈
O] + δ from Equation (4.18) above.

For Case (II), we do not change any of S1, · · · , Sk, thus for all 1 ≤ i ≤ k, Pr[A(Si) ∈
Mi] = Pr[A(S′

i) ∈Mi]. Additionally, changing Vt for this scenario, every application of the
Laplace mechanism satisfies Equation (4.17), which is done k times for Mi, 1 ≤ i ≤ k. Com-
bining these two facts we reach Pr[C(Xt) ∈ O] ≤ ekε2 Pr[C(X ′

t) ∈ O] from Equation (4.18)
above.

Finally, since DP must hold for the worst-case guarantee, we take the maximum between
the two cases defined above, which gives us the (max{ε1, k ·ε2}, δ)-DP. Note that combining
the two cases is a tailored instantiation of the parallel composition (Theorem 1, Chapter
2).

Discussion. The construction of (ε1, δ)-DP mechanism A for training a single model Mi

has been studied in the literature, for example, DP neural networks [2], DP random forest
[134], and DP support-vector machine [137]. Our focus is on the construction of (ε, δ)-DP
mechanisms L for building an ensemble Et = {Mτ(1), · · · , Mτ(k), w∗

τ(1), · · · , w∗
τ(k)}, using the

single model mechanism A as a black-box, giving the end users the freedom to use the model
of their choice.

Updating Ensembles

Algorithm 5 Update The Ensemble
Require: The ensemble Et = {Mτ(1), · · · , Mτ(k), w∗

τ(1), · · · , w∗
τ(k)}; the training and valida-

tion subsets at t + 1, i.e., St+1 and Vt+1; privacy parameters (ε1, ε2, δ); update_mode
(oldest or worst).

Ensure: Et+1
1: Train (ε1, δ)-DP model Mt+1 on St+1
2: if update_mode = “oldest" then
3: Calculate w∗

τ(2), · · · , w∗
τ(k), w∗

t+1 for Mτ(2), · · · , Mτ(k), Mt+1 using Vt+1 and ε2
4: w∗

τ(1), · · · , w∗
τ(k−1), w∗

τ(k) ← w∗
τ(2), · · · , w∗

τ(k), w∗
t+1

5: Mτ(1), · · · , Mτ(k−1), Mτ(k) ← Mτ(2), · · · , Mτ(k), Mt+1
6: Et+1 = {Mτ(1), · · · , Mτ(k), w∗

τ(1), · · · , w∗
τ(k)}

7: else
8: Calculate w∗

τ(1), · · · , w∗
τ(k), w∗

t+1 for Mτ(1), · · · , Mτ(k), Mt+1 using Vt+1 and ε2
9: w∗

τ(1), · · · , w∗
τ(k), w∗

τ(k+1) ← w∗
τ(1), · · · , w∗

τ(k), w∗
t+1

10: i∗ ← argmini{w∗
τ(i) | 1 ≤ i ≤ k + 1}

11: Et+1 ← {Mτ(i), w∗
τ(i) | 1 ≤ i ≤ k + 1, i 6= i∗}

12: end if
13: return Et+1

Algorithm 5 shows the steps for updating the ensemble Et to adapt the new chunk Dt+1

for two update modes, indicated by the input variable update_mode: replace the oldest
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model and replace the worst model (i.e., the model having smallest w∗
i ). In the former

case Vt+1 is used k times (Step 3), and in the latter case Vt+1 is used k + 1 times (Step
8). Theorem 6 shows that releasing a single ensemble Et satisfies (max{ε1, k · ε2}, δ)-DP.
With the repeated update at each time t, the adversary is able to access the history of all
released ensembles up to the current time. We show that, with the access to the history, the
(max{ε1, k · ε2}, δ)-DP remains to hold in the case of replacing oldest model, and degrades
to (max{ε1, (k + 1) · ε2}, δ)-DP in the case of replacing worst model.

First, we extend the notion of DP to the global input data X from time 1 to time t, i.e.,
X =< X1, · · · , Xt > where Xi is the input data for the ensemble Ei defined in Definition 6.
We say that X and X ′ are neighboring if exactly one pair (Xi, X ′

i) is neighboring, as defined
in Definition 6, and for all other j 6= i, Xj = X ′

j . We consider the output consisting of all
ensembles released up to the time t, i.e., E =< E1, · · · , Et >.

Definition 8 (Differential Privacy for History). A mechanism C from the domain of X to
the range of E is (ε, δ)-differentially private with respect to history if for any neighbouring
pair (X, X ′) and for all sets O of possible outputs:

Pr[C(X) ∈ O] ≤ eε Pr[C(X ′) ∈ O] + δ (4.19)

Theorem 7. With update_mode=“oldest", Algorithm 5 is (max{ε1, k · ε2}, δ)-DP with re-
spect to history.

Proof. The proof is basically the same as for Theorem 6, noting that X and X ′ differ only in
a single sample either in the training subset or in the validation subset, for one ensemble.

Therefore, even if the adversary has access to all released ensembles, the privacy loss
does not accumulate compared to releasing a single ensemble. This is due to the two facts.
(i) each model in an ensemble is trained on a disjoint training subset, which ensures that
accessing more models does not change the (ε1, δ)-DP (i.e., parallel composition, Theorem
1), (ii) each validation subset is used exactly k times (that is, Vt is used for the k models
in Et), which ensures the (k · ε2, 0)-DP remains unchanged.

Theorem 8. With update_mode=“worst", Algorithm 5 is (max{ε1, (k +1) ·ε2}, δ)-DP with
respect to history.

Proof. The proof follows the same idea as Theorem 7, but for the case of replacing the worst
model, we have to calculate the weights for all k models already in the ensemble plus the
additional new model in order to find the worst model, so each validation subset is used
k+1 times. Therefore, now we have the overall privacy guarantee of (max{ε1, (k+1)·ε2}, δ)-
DP.

Discussion. For privacy, replacing worst model incurs a slightly larger privacy loss,
compared to replacing oldest model. Importantly, in both cases the privacy loss depends on
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the size of an ensemble, k, but not on the number of ensembles released. This property is
essential for practical use because the number of ensemble updates is potentially unbounded
for data streams. To optimize the given privacy budget (ε, δ), we can set ε1 = ε and ε2 = ε/k

when replacing oldest model (Theorem 7), and set ε1 = ε and ε2 = ε/k+1 when replacing
worst model (Theorem 8). Next, we empirically evaluate our proposed temporal ensemble
method.

4.4 Experiment Setup

For empirical evaluation of DP-Ensemble, we begin with detailing the experiment setup.
We train each Mi as a neural network using DPSGD [2] with privacy budget (ε1, δ). As
explained in Chapter 2, in each iteration, DPSGD adds the Gaussian noise N (0, σ2C2) to
the clipped gradient g(xi)

max(1,||g(xi)||2/C) where C is the clipping factor. For a large number of
model parameters, ||g(xi)||2 is large, leading to a noisy gradient. This effect is compounded
for typically small data chunk sizes where the sampling ratio for a fixed minibatch size
becomes relatively large, which increases σ. To reduce the norm ||g(xi)||2, we also consider
the option of transfer learning for training Mi, where, first, we pre-train a model using
a public dataset P without privacy concerns (for example, obsolete dataset, anonymized
dataset, dataset obtained with data owners’ explicit consent, or dataset from related but
public domain) and then, we train only the last few layers using the sensitive Di via DPSGD
keeping the parameters for other layers unchanged. If no such public P is available, Mi will
be fully trained using the sensitive Di via DPSGD.

4.4.1 Data and Model Details

We use the datasets described in Table 4.1.

Dataset Attr. Obs. C/R Prop. Type
Hyperplane 20 Variable C 50% Synthetic
EMBER-B 2381 2,100,000 C 50% Real
EMBER-U 2381 1,365,000 C 30% Real
Housing Market 292 30,473 R NA Real

Table 4.1: C/R for classification/regression and Prop. for the proportion of positive class.

Hyperplane

Hyperplane is a synthetic dataset used extensively in the concept drift literature [66, 160] to
classify points separated by a hyperplane. We simulate time-evolving concepts by changing
the orientation and the position of the hyperplane in a smooth manner. As in [59], we use the
HyperplaneGenerator() function from [112] to create the simulated points, and use four pa-
rameters (n_drift_features, mag_change , noise_percentage, and sigma_percentage)
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to generate four drift types: gradual drift (concept changes slowly over time)1, rapid drift
(change happens at a rapid pace)2, recurrent drift (concepts reappear at future times, every
fifth time for our case)3, and abrupt drift (concept changes suddenly at a time instance,
every fifth time for our case)4. We evaluate using the classification accuracy for the general
setting. For all drift types, we generate a total of 20 chunks Dis with the default size of
1000, and use a fully connected neural network with two hidden layers of sizes 20 and 10
respectively with ReLU as the activation function for the hidden layers and softmax for the
output layer. The default drift type is rapid. We do not use any public data or transfer
learning for this dataset.

EMBER-(B & U)

EMBER [3] contains features for Windows executable files for the years of 2017 and 2018
with the goal to classify malicious vs benign files, and the dataset has a natural concept drift
[169]. We remove unlabelled observations. EMBER-B is the original class-balanced version
and EMBER-U is obtained by under-sampling the positive class to 30%. For EMBER-B,
we evaluate using classification accuracy, and for EMBER-U we evaluate using Balanced
Accuracy (BA) with a1 = 0.7 and a2 = 0.3 (Eqn. (4.8)). The data chunks Dis are created as
bi-weekly observations, leading to an average chunk size of 33,333 for EMBER-B and 21,666
for EMBER-U. A fully connected neural network is selected via hyperparameter search 5.
For transfer learning, we use the first six months of 2017 as the public data P , leave the
last six months of 2017 as the time buffer, and retrain the last two layers of the pre-trained
model (preserving the layer sizes) using Dis for 2018.

Housing Market

Housing market [139] contains the property information from August 2011 to June 2015,
with the goal of predicting the continuous property price (i.e., regression). We evaluate
using 1-MSE where MSE is defined by Eqn. (4.12). We normalize the property price to
within [0,1]. A fully connected neural network is selected via hyperparameter search6. For
transfer learning, we use the data from 2011 as public data P to pre-train a model, leave
out the data from 2012 as the time buffer, and use the months starting from January 2013

1Parameter values: <10, 0.1, 0.05, 0.1>

2Parameter values: <20, 0.4, 0.1, 0.4>

3Same parameters as in rapid drift, use restart() argument every fifth time

4Parameter values: <0, 0, 0, 0>, switch labels every fifth time

5Four hidden layers (1400,2000,1100,250,2), ReLU for hidden, softmax for output

6Five hidden layers (500,350,250,150,50,1), ReLU for hidden, sigmoid for output
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as our monthly data chunks Dis, leading to an average chunk size of 859. Mi is obtained by
retraining the last two layers of the pre-trained model (preserving the sizes) using Di.

For all datasets: we standardize continuous features using StandardScaler from scikit-
learn [125] and use the one-hot encoding for categorical features. We run DPSGD with 30
epochs with the minibatch size of 100. The labeled data Di is split into train-validation-test
using 70%-20%-10% and we use the training subset for training the model, validation subset
for weight estimation, and the test subset to report the performance. We report the average
result of 10 runs with standard errors.

Method Private Ensemble Transfer Data
EPT ✓ ✓ ✓ [Dτ(1), · · · , Dτ(k)]
EP ✓ ✓ ✗ [Dτ(1), · · · , Dτ(k)]
PT(1) ✓ ✗ ✓ [Dτ(1)]
PT(k) ✓ ✗ ✓ [Dτ(1) ∪ · · · ∪Dτ(k)]
ET ✗ ✓ ✓ [Dτ(1), · · · , Dτ(k)]
E ✗ ✓ ✗ [Dτ(1), · · · , Dτ(k)]

Table 4.2: Competitor methods. ✓ signifies the presence of a trait whereas ✗ signifies its
absence. Data is the data for training an ensemble or training a model for non-ensembles.

4.4.2 Competitor Methods

As discussed in Section 4.2, existing works on data streams either deal with summary
statistics or do not consider privacy, or cannot deal with an unbounded number of updates.
Table 4.2 lists the methods evaluated and their characteristics. We use the following naming
convention: “E" denotes ensemble classifiers, “P" denotes DP, and “T" denotes transfer
learning.

EPT is the DP temporal ensemble proposed in Section 4.3.3 consisting of k models
(Mis) trained on the k data chunks Dτ(1), · · · , Dτ(k) with transfer learning, whereas EP
does not use transfer learning. ET and E are the non-private versions of EPT and EP and
they serve as an upper bound for the performance of EPT and EP. We also compare our
methods with two non-ensemble solutions, PT(1) and PT(k), where a single model is used
for prediction. PT(k) uses the union Dτ(1) ∪ · · · ∪Dτ(k) of k chunks to train the model and
advances to the next non-overlapping window covering times t + 1, · · · , t + k, and PT(1) is
the special case of k = 1, i.e., building a new model using each new chunk. With a single
model trained using non-overlapping chunks, these methods do not need weight estimation
and will spend the whole privacy budget on training the model. For prediction, EPT, EP,
ET, E, and PT(1) are used to predict in the next time (i.e., t + 1) whereas PT(k) predicts
in its next window (i.e., t + 1, · · · , t + k).

All DP methods are evaluated under the same privacy budget (ε, δ). The following
default settings are used: (ε = 1, δ = 0.0001), window size k = 5, drift type = “rapid", and
update_mode = “oldest". We set ε1 = ε and ε2 = ε/k for update_mode = “oldest", and set

61



ε1 = ε and ε2 = ε/k+1 for update_mode = “worst". We begin training for all methods once
we have the first k data chunks. This delay is only for evaluation purposes.

4.5 Experiment Results

Next, we present the empirical results, where Section 4.5.1 studies the utility loss of DP-
Ensemble method compared to non-private counterparts, followed by the ablation studies
evaluating the impact of transfer learning in DP-Ensemble (Section 4.5.2), the impact of
ensemble size in DP-Ensemble (Section 4.5.3), the impact of drift dynamics and chunk sizes
in DP-Ensemble (Section 4.5.4), and the impact of update mode for DP-Ensemble (Section
4.5.5).

4.5.1 Impact of Privacy Preservation

The first question is how privacy preservation impacts the performance. To answer this
question, we compare the performance of EPT with the non-private counterparts ET and
E in Figure 4.1. The main finding is that EPT provides close utility (average difference of
< 3%) to ET for ε = 1. The utility gap increases as ε decreases, with the average drop of
9% at ε = 0.2. Our privacy settings are much tighter than those in the DPNN literature, for
example, the minimum and maximum values of ε are 2 and 100 according to the survey [69].
Comparing the non-private models E and ET, transfer learning does not help. However, as
we will show later, transfer learning significantly boosts the utility in the case of private
models.

From now, we consider only the privacy preserving methods, i.e., EPT, EP, PT(1), and
PT(k).

4.5.2 Impact of Transfer Learning

Figure 4.2 studies the effect of transfer learning by comparing EPT against the non-transfer
learning counterpart EP (Note that EPT and EP are same for Hyperplane that has no
transfer learning). EPT outperforms EP by a significant margin, with the average boost
> 10% for EMBER-B and EMBER-U, and 7% for Housing Market, for all settings of ε. As
the privacy budget gets tighter (ε decreases), EP decays in performance faster than EPT.
This study supports our claim at the beginning of this section that transfer learning can
boost the utility for training private models by reducing the number of trainable parameters
for DPSGD.

From now, we consider only DP methods with transfer learning, i.e., EPT, PT(1), and
PT(k).
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(a) Hyperplane (b) EMBER-B

(c) EMBER-U (d) Housing Market
Figure 4.1: Impact of privacy. Comparing EPT with ET and E. The vertical bars represent
the standard errors. For Hyperplane, there is no transfer learning, hence, EPT is same as
EP and ET is same as E.

4.5.3 Impact of Ensemble

To investigate how the ensemble approach helps, in Figure 4.3 we compare EPT with the
non-ensemble counterparts PT(1) and PT(k). The first two rows vary ε and the last two rows
vary k. With the varying ε, EPT outperforms the non-ensemble competitors consistently
because our novel DP weight mechanisms diminish the weights for outdated models. PT(k),
in general, performs better than PT(1), except for EMBER-B, because PT(1) uses a single
data chunk, which leads to a larger σ for the Gaussian noise, as discussed at the beginning of
this section. When k ≥ 5, there is some performance decline for EPT because more outdated
data chunks are used in an ensemble and because the budget ε2 = ε/k for weight estimation
gets tighter, but this decline is smaller than that for PT(k) because of the “auto-correction"
due to the weighting scheme in EPT. In our evaluation, we observed 3 ≥ k ≤ 7 perform the
best.

4.5.4 Impact of Concept Drifts

Figure 4.4 shows the impact of four simulated drift types using Hyperplane. When drift
is rapid, as the chunk size |Di| increases, the performance of EPT and PT(1) initially
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(a) Hyperplane (b) EMBER-B

(c) EMBER-U (d) Housing Market
Figure 4.2: Impact of transfer learning. Comparing EPT vs EP. EPT and EP are identical
for Hyperplane.

64



(a) Hyperplane (b) EMBER-B

(c) EMBER-U (d) Housing Market

(e) Hyperplane (f) EMBER-B

(g) EMBER-U (h) Housing Market
Figure 4.3: Impact of ensemble. Comparing EPT vs PT(1) and PT(k). First two rows shows
the comparison with varying ε while the third and fourth row shows the comparison with
varying k.
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(a) Hyperplane (Rapid) (b) Hyperplane (Gradual)

(c) Hyperplane (Abrupt) (d) Hyperplane (Recurring)
Figure 4.4: Impact of drifts. Comparing ensemble approaches for various drift types and
chunk sizes.
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(a) Hyperplane (Recurring) (b) EMBER-B

(c) EMBER-U (d) Housing Market
Figure 4.5: Impact of model replacement. Comparing replacing oldest model vs replacing
worst model.

increases and then decreases due to increasing drift introduced within a data chunk. This
decline trend is especially observed for PT(k) that uses the union of k chunks to train the
model. So the chunk size is a double-edged sword for rapid drift, where too small or too large
will hurt. There is a similar trend for recurring drift. When drift is gradual, all methods
benefit as |Di| increases because drift is introduced slowly. When drift is abrupt, both EPT
and PT(1) adapt well, but PT(k) fails to learn in this case as it uses a stale model, i.e., an
abrupt change occurs after the model training.

4.5.5 Impact of Model Replacement

Figure 4.5 shows the impact of replacing old model vs replacing worst model during the
ensemble update of EPT. For Hyperplane, where we choose recurring drift, replacing the
worst model is better than replacing the oldest model. For the other datasets, however,
replacing the oldest model gives slightly better performance due to adding a smaller noise
in the weight estimation, i.e., ε2 = ε/k vs ε2 = ε/k+1. See Theorem 7 and Theorem 8 for
details.
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4.6 Summary

We presented a practical DP solution to predictive modeling (both classification and regres-
sion) for data streams with concept drift within the context of a single site. To the best of
our knowledge, this is the first method that allows an unbounded number of updates under
a fixed privacy budget. The key component is a novel DP weighting mechanism for integrat-
ing the models in an ensemble. Our solution is model agnostic and can be used with any
existing DP classification/regression method. We will use a special case of DP-Ensemble,
where only the models are released, not the weights, to extend PubSub-ML (Contribution
1) to data streams with concept drift in the next chapter.
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Chapter 5

A Differentially Private
Decentralized Learning Framework
Under Loose Collaboration for
Data Streams

In this chapter, we provide details on Contribution 3 (Figure 1.1), where we introduce a
differentially private, decentralized learning framework under loose collaboration for data
streams, created by extending PubSub-ML (Chapter 3) to data streams using a special case
of DP-Ensemble (Chapter 4), where the released ensembles only contain the models, not the
weights. PubSub-ML’s extension to data streams retains the combined benefits of PubSub-
ML and DP-Ensemble, allowing for decentralized modelling of data streams with concept
drift under loose collaboration and a constant privacy budget, satisfying the requirements
of Autonomy, Asymmetric sharing, Model-agnostic, and the property of Adaptability intro-
duced in Chapter 1. Our empirical evaluation demonstrates the effectiveness of our method.

5.1 Background and Motivation

In PubSub-ML (Chapter 3), we assumed that each site i has an underlying static dataset,
that is, the complete dataset Di is available. As discussed in Chapter 1 and Chapter 4, this is
rarely the case in the real world, where the data often arrives in the form of continuous data
streams. For example, data arrives continuously from sensors and imaging machines from
multiple hospitals, financial transactions from multiple financial institutions, e-commerce
transactions from multiple websites, etc. As further discussed in Chapter 4, the data streams
are time-evolving, that is, they suffer from concept drift where the underlying classification
patterns change over time.

For PubSub-ML to model the time-evolving data streams in a differentially private,
decentralized learning setting, we need to ensure that the publishers and subscribers’ models’
performance stays up-to-date. Where with the arrival of new data from the data stream,
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each publisher needs to update published models incorporating the new data becoming
available, and each subscriber needs to re-customize its local model using the updates. As
discussed in Section 1.2.3, Chapter 1, conventional methods of training a single model on
either the accumulated data from the data stream or the most recent data chunk from the
data stream do not work, as the former suffers from deteriorated utility due to the use of
older data and the privacy budget composition, and the latter suffers from the small data
size issue due the limited number of samples available during a short time period. Our goal
is to extend PubSub-ML such that it can model data streams with concept drift ensuring
good utility on a constant privacy budget.

5.1.1 Our Proposal

To model data streams with concept drift with differential privacy in a decentralized learning
setting, we take advantage of the model-agnostic nature of DP-Ensemble and PubSub-
ML, where we use a special case of DP-Ensemble to extend PubSub-ML to data streams.
Specifically, at a time point t, each publisher, using the principles of DP-Ensemble, trains
and publishes an ensemble Et composed of k models, with each of the k models trained
on one of the k most recent data chunks from the publishers’ data stream. As the time
progresses to t + 1 and a new data chunk becomes available, the publisher updates Et to
Et+1 by replacing the oldest model in Et with the new model trained on the new data chunk
and publishes the update Et+1. The updated ensembles are streamed on a continuous basis
to the subscriber, and the subscriber continuously updates its customized model using the
updates.

Note that PubSub-ML’s extension to data stream utilizes a special case of DP-Ensemble
(Chapter 4), where the publishers do not release the weights, so the released ensemble at
time t is a collection of k individual, unaggregated models, as the subscriber will use its own
data for customization. This unique setup results in two important consequences, first, the
publishers do not need to reserve a separate privacy budget for weight estimation, and can
use their full privacy budget for model training. That is, compared to the privacy budget
used in Chapter 4, where (ε1, δ) was used for model training and ε2 was used for weight
estimation, and we had ε = ε1 + ε2, now we have ε1 = ε and ε2 = 0. And second, similar to
PubSub-ML, PubSub-ML’s extension to data streams is applicable to any learning scenario
where the problem can be formulated as an optimization problem with an objective defined
by a loss function, that is, it is not restricted to classification and regression problems as is
the case with DP-Ensemble (Chapter 4).

5.1.2 Contributions

In summary, our contributions in this chapter are as follows.

1. We propose an extension of PubSub-ML to data streams using DP-Ensemble.
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2. Our extension enjoys the combined benefits of DP-Ensemble and PubSub-ML, where
it allows to model data streams with concept drift in a decentralized learning setting
under loose collaboration and a constant privacy budget. Our extension satisfies the
requirements of Autonomy, Asymmetric sharing, Model-agnostic, and the property of
Adaptability introduced in Chapter 1.

3. Our empirical evaluation on real-world and synthetic datasets provides evidence for
our claims.

We organize rest of the chapter as follows. Section 5.2 reviews related works. Section
5.3 introduces our proposed method in detail. Section 5.4 presents our evaluation setup and
Section 5.5 presents evaluation results. Finally, we summarize the chapter in Section 5.6.

5.2 Related Work

In addition to the related work presented in Chapter 3 for decentralized data and in Chapter
4 for data streams, previous works [15, 23, 72] have focused on handling concept drift in
federated learning in the non-private setting. In addition to not guaranteeing privacy, the
methods share the drawbacks of FL as discussed extensively in Section 1.1, Chapter 1.
To the best of our knowledge, there does not exist any previous work that has provided
differential privacy for machine learning in the decentralized data streaming setting.

5.3 Proposed Method Details

In Section 5.3.1, we begin by providing an overview of the proposed method and the issues we
need to resolve to extend PubSub-ML to data streams using DP-Ensemble, in Section 5.3.2,
we introduce the method used by publishers to update their ensembles for data streams, in
Section 5.3.3, we provide the privacy guarantees of the proposed method, followed by Section
5.3.4, where we present the proof that the proposed method satisfies all the requirements
and the property of Adaptability introduced in Chapter 1.

5.3.1 Overview

Before we begin, we recap some notation from Chapter 3. Where we denote the publishers by
p (i.e., the pth publisher) and the models published by the publishers as Mp, the subscribers
by s (i.e., the sth subscriber) and the subscribers’ models as M s, and we denote the privacy
budget used by a publisher p to train its models as (εp, δp).

For decentralized data streams, each site i is from the same or similar domain and
generates a data stream Di with disjoint data chunks, Di

1, · · · , Di
t, up to the current time

point t, where each data chunk Di
u is a collection of samples generated during a short time

duration represented by the time index u. For decentralized data streams, in addition to
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Assumption 1, Chapter 3, we also assume Assumption 2, Chapter 4. The assumptions allow
us to treat multiple data streams as being generated independently of each other and to
treat the data chunks within a data stream as disjoint subsets.

To address the challenge of data streams in a differentially private, decentralized learning
setting, we extend PubSub-ML (Chapter 3) using the DP-Ensemble approach introduced
in Chapter 4, consisting of an ensemble of k models, each being trained on one of the k

most recent data chunks from Di, Di
t−k+1, · · · , Di

t. As the next data chunk Di
t+1 becomes

available, one model in the ensemble is replaced with the model trained on the new chunk. k

is called the ensemble size and acts as a trade-off between leveraging recent data and phasing
out obsolete data. To be useful for decentralized data streams, PubSub-ML’s extension to
data streams must address the following three issues.

• Issue 1. How does a publisher generate the initial DP ensemble.

• Issue 2. As the time progresses from t to t + 1, how does the publisher updates the
current ensemble and ensures that the DP guarantee holds after the update.

• Issue 3. How does the subscriber updates the customized model.

Issue 1 is resolved by following the DP-Ensemble fundamentals, using a method similar
to the one described in Section 4.3.1 (Chapter 4) and line 2 of Algorithm 4 (Chapter 3)
where the publisher trains each of the k local DP models in its ensemble using one local
data chunk from its data stream. Note that there is a cold-start period where the initial
ensemble is generated only at time point k when the first k chunks Di

1, · · · , Di
k are available.

Issue 3 is resolved by line 5 of Algorithm 4 (Chapter 3) but now instead of having one model
per publisher, the subscriber gets k models from each publisher as a part of their ensemble,
which then participate in the model selection and customization process, further explained
in Chapter 3 (Section 3.3.2). Below, we focus on issue 2.

5.3.2 Updating the Current Ensemble

We presented a DP mechanism for releasing ensembles in Chapter 4, where we have Et =
{Mτ(1), · · · , Mτ(k), wτ(1), · · · , wτ(k)} at time t. τ(i) denotes the (absolute) time point cor-
responding to the (relative) position i within Et, Mτ(i) is the noisy model trained on the
data chunk at time τ(i), and wτ(i) is the noisy weight for Mτ(i). As discussed earlier, in
DP-Ensemble (Chapter 4), the privacy budget (ε, δ) is split between training models Mτ(i)

and computing weights wτ(i) when both models and weights are released.
In the context of extending PubSub-ML to data streams, we use a special case of DP-

Ensemble, where a publisher p publishes only the unaggregated models Mp
τ(i) ∈ Et, not

the weights wτ(i), because a subscriber s will use its own data chunk Ds
t to construct the

customized model (line 5, Algorithm 4, Chapter 3). This is in contrast to DP-Ensemble
(Chapter 4), where the weights are released as a part of the ensemble, requiring a portion of
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the privacy budget to be used for weight estimation. Therefore, in PubSub-ML’s extension
to data streams, the whole privacy budget (εp, δp) for p is allocated for training the model
Mp

τ(i). For this reason, we consider only the case of replace the oldest model using the
update_mode = “oldest" from Algorithm 5, Chapter 4, where as the new data chunk Dt+1

becomes available, we train a new DP model Mp
τ+1, which replaces the oldest model in Et

to get Et+1. We reproduce the simplified version of Algorithm 5, Chapter 4 as Algorithm 6
below.

Algorithm 6 UpdateEnsemble(t, Et, Dt+1)
Require: The time t; the ensemble Et = {Mp

τ−k+1, · · · , Mp
τ }; the data chunk Dt+1 at time

t + 1; the privacy budget (εp, δp).
1: Train (εp, δp)-DP model Mp

τ+1 using the chunk Dt+1
2: Et+1 ← {Mp

τ−k+2, · · · , Mp
τ+1}

3: return Et+1

5.3.3 DP Guarantees

We begin with providing DP guarantees for PubSub-ML’s extension to data streams for a
single ensemble within the context of a single publisher. We use the tailored definition of
DP for ensembles as introduced in Definition 7, Chapter 4, reproduced below as Definition
10. However, compared to Chapter 4, we differ on the definition of neighbouring datasets
used for Definition 10, where in case of PubSub-ML, the neighbouring dataset definition
(Definition 9) does not need to account for the validation split as is the case in DP-Ensemble
(Definition 6, Chapter 4), where DP-Ensemble requires the validation split to estimate and
release the ensemble weights as the part of the ensemble.

Definition 9 (Neighboring Datasets). Consider Xt =< Dt−k+1, · · · , Dt > and X ′
t =<

D′
t−k+1, · · · , D′

t >, where Di and D′
i are chunks at time i. We say that Xt and X ′

t are
neighboring if ∪iDi and ∪iD

′
i (duplicates preserved) are neighboring in the sense of Defini-

tion 2 (Chapter 2).

Definition 10 (DP for a Single Ensemble). A mechanismM from the domain of Xt to the
range of Et is (ε, δ)-DP if for all neighbouring pairs (Xt, X ′

t) and for all sets O of possible
outputs:

Pr[M(Xt) ∈ O] ≤ eε Pr[M(X ′
t) ∈ O] + δ (5.1)

The DP guarantees for a single ensemble Et for a publisher in PubSub-ML are presented
as Theorem 9, a modified version of Theorem 6 (Chapter 4), with the difference being that
in PubSub-ML, we do not need to split the privacy budget between model training and
weight estimation, where publishers use the full privacy budget for training the models.

Theorem 9. If each model Mp
i in Et is produced by a (εp, δp)-DP mechanism, the mecha-

nism that produces Et = {Mp
τ−k+1, · · · , Mp

τ } is (εp, δp)-DP.
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Proof. We note that each model in Et is trained on a disjoint data chunk and each data
chunk is generated independently (See Assumption 2, Chapter 4). Then theorem follows
from the parallel composition in Theorem 1 (Chapter 2).

As the publisher will update the ensemble Ei at any time i with the arrival of new data
chunks, now the adversary observes all the released ensembles H =< E1, · · · , Et > up to
time t. To ensure DP on the released ensemble histories, we use the DP definition extended
to global training data, Definition 8 (Chapter 4), reproduced below as Definition 11, where
we extend DP to the global training data X =< X1, · · · , Xt > where each Xi is the training
data for the ensemble Ei, 1 ≤ i ≤ t. We say that X and X ′ are neighboring if exactly one
pair (Xi, X ′

i) is neighboring, and for all other j 6= i, Xj = X ′
j .

Definition 11 (DP for a History). A mechanism M from the domain of X to the range of
H is (ε, δ)-DP with respect to history if for any neighbouring pair (X ,X ′) and for all sets
O of history outputs H:

Pr[M(X ) ∈ O] ≤ eε Pr[M(X ′) ∈ O] + δ (5.2)

Theorem 10. Assume that the initial E1 is produced by a (εp, δp)-DP mechanism, all sub-
sequent ensemble updates are (εp, δp)-DP with respect to history.

Proof. The reason for Theorem 10 is the same as Theorem 9. Each model is trained on
a disjoint data chunk generated independently. The difference is that each model is pub-
lished in k consecutive ensembles, but this does not affect applying Theorem 1 (parallel
composition, Chapter 2).

From Theorem 10, even if the adversary has access to all released ensembles from a
publisher, the privacy loss does not accumulate over time.

5.3.4 Framework Requirements

Following the differential privacy guarantees, we can now state that the proposed PubSub-
ML’s extension to data streams satisfies the requirements of Autonomy, Asymmetric sharing,
Model-agnostic, and the property of Adaptability from Chapter 1.

Theorem 11. PubSub-ML’s extension to data streams satisfies the requirements of Auton-
omy, Asymmetric sharing, Model-agnostic, and the property of Adaptability introduced in
Chapter 1.

Proof. The proof of Autonomy, Asymmetric sharing, and Model-agnostic follows from PubSub-
ML (Theorem 5, Chapter 3), with the difference that in PubSub-ML’s extension to data
streams, the participating sites use ensembles consisting of k models, each model being
trained on one of the k most recent data chunks from the sites’ data stream.
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Autonomy holds because we make no assumption about the local decisions on feature
space, samples, training process, and the privacy budget, which are made independently by
each site for their own ensemble. Asymmetric sharing holds because sites have the freedom
to participate as publishers (contributors only), as subscribers (beneficiaries only), or both.
Model-agnostic holds because all models in Sel (Step 2, Algorithm 3, Chapter 3) are treated
as black-boxes by the customization algorithm (Step 3, Algorithm 3, Chapter 3). The models
in Sel are selected from all available models to the subscriber, where each site contributes
k models as a part of their ensemble. Adaptability holds because we allow the participating
sites to model time-evolving data streams with differential privacy on a constant privacy
budget, even when the adversary has access to all available models released over time
(Theorem 10).

Based on Theorem 11, we can state that PubSub-ML’s extension to data streams fulfills
the goal specified in Chapter 1 (Section 1.2) by providing a decentralized machine learning
framework under loose collaboration that satisfies the requirements of Autonomy, Asymmet-
ric sharing, Model-agnostic, and the property of Adaptability. Next, we empirically evaluate
our proposed method.

5.4 Experiment Setup

This section provides the details on the evaluation setup for evaluating PubSub-ML’s ex-
tension to data streams. The setup is similar to the evaluation setup used for PubSub-ML
(Chapter 3). In addition to the new setup details required for data streams, we reproduce
the relevant parts from Chapter 3 below. We begin with providing dataset details.

5.4.1 Datasets

To evaluate PubSub-ML’s extension for data streams with concept drift, we require a multi-
site, data stream setup. Hence, we create multi-site data streams using the datasets with a
temporal component from Chapter 3, Section 3.4.1 (NELA, MIMIC-IV, and Hyperplane)
in the following way.

NELA. NELA-GT-2018 [65] (NELA) is a publicly available dataset for the study of mis-
information and consists of articles from multiple news sources collected between 03/2018-
11/2018. Using weak labelling, the articles are labelled as reliable or unreliable based on the
originating source. The goal is to classify articles into reliable/unreliable categories. We use
the same data and feature extraction as in [65]1. We combine reliable/unreliable sources to
create four distinct sites (Table 3.1, Chapter 3).

1https://pypi.org/project/nela-features/
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The data chunks from the data stream are defined as the news collected bi-weekly,
leading to a total of 22 data chunks, with an average chunk size of 1006 observations. We
use the same data setup for publishers and subscribers as Scenario 2, Section 3.5.1, Chapter
3. Where we consider each site of NELA in Table 3.1 (Chapter 3) as a publisher with
a different distribution due to different writing styles and news content across sites. The
subscriber is created by each site donating 10% of their data, and using the remaining 90%
as their full dataset, so the subscriber has a sample of each publisher’s data.

MIMIC-IV. MIMIC-IV (v1.0) [71] is a publicly available2 database of de-identified
hospital admissions of 382,278 patients in critical care units of the Beth Israel Deaconess
Medical Center from 2008-2019. The admission level data are stored in multiple tables,
linkable by Admission ID, where each hospital admission is a sample. We consider the
problem of in-hospital mortality prediction for patients with Sepsis using the Sepsis-3 criteria
[147]3, leading to a total of 34,789 admissions with a mortality rate of 16%. We create three
tables A, B, C using original MIMIC-IV tables so that each of A, B, C contains a different
type of patient information (Table 3.2, Chapter 3). Table A contains the dynamic patient
information stored in an ICU/hospital setting (length of stay, comorbidities, etc.), table
B contains patient demographics (age, admission year group, etc.), and table C contains
dynamic information from the Lab system (WBC count, hemoglobin, etc.).

The data chunks from the data stream are created by splitting each three-year admission
interval (only available date in the database) into three disjoint adjacent chunks of equal
size based on sorted Admission ID within the interval, resulting in an average of 2742
observations per-chunk for a total of 12 chunks. We use the data setup for publishers and
subscribers as defined in Scenario 3, Section 3.5.1, Chapter 3. Where from Table 3.2, Chapter
3, A and C are most relevant for sepsis related mortality classification and B is least relevant.
We create three sites, where site 1 contains the data by joining A and B, site 2 contains the
data by joining B and C, and site 3 contains the data by joining A and C (All joins are via
Admission ID). Site 1 and site 2 are publishers and site 3 is the subscriber. Intuitively, the
subscriber’s useful features contained in A and C are distributed among site 1 and site 2,
and all sites share the admission ids (same population). Further, to simulate the scenario
where subscriber has a small number of observations on useful features from A and C, we
reduce the data for the subscriber by randomly sampling 10% of the available data for the
subscriber.

Hyperplane. Hyperplane is a synthetic data used extensively in prior studies [160] with
the goal to classify points separated by a hyperplane. We generate the dataset using the

2Access request required, link https://bit.ly/3bR690s

3https://github.com/MIT-LCP/mimic-iv/tree/master/concepts
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HyperplaneGenerator() function4 with the hyperparameters shown in Table 3.3, Chapter
3. For data chunks from data streams, we consider ten sites, with each site producing 10
data chunks of equal size (n=500) from their data stream using the next_sample function.
We use the publisher/subscriber setup similar to as described in Section 3.5.2, Chapter 3,
where out of the ten sites considered here, each site takes turn being the subscriber while
the other nine sites act as publishers.

5.4.2 Models

We standardize continuous features using StandardScaler from scikit-learn [125] and use
one-hot encoding for categorical features. Our models and model architecture is the same as
PubSub-ML (Chapter 3), detailed in Section 3.4.2, Chapter 3. Where for datasets NELA,
MIMIC-IV, and Hyperplane (for both publishers and subscribers), we consider the fully
connected neural network. The architecture and training details for the models are provided
in Table 5.1. For the customization (model fusion) network, we consider the input layer
defined by the mapping m(x) (see Section 3.3.2, Chapter 3 for details) fully connected to a
new output layer. All models for all datasets, for publishers, subscribers, and customization
are trained for 30 epochs with a minibatch size of 100.

Data HL HLact OL OLact

NELA (80,40) TanH 2 Softmax
MIMIC-IV (120,60) TanH 2 Softmax
Hyperplane (100,50) TanH 2 Softmax

Table 5.1: Architecture details for the models used. HL and OL specify the number of units
in the hidden layers and the output layer with act being the activation function. All sites
for all datasets use Adam as the optimizer with the common model parameters as shown,
selected via hyperparameter search for fully connected NN models.

5.4.3 Competitor Methods

As the DP-FL methods used as competitors in Chapter 3 are not designed to work with
the time-evolving data streams. We only evaluate PubSub-ML’s extension to data streams
on the three datasets detailed above.

5.5 Experiment Results

Following the standard data stream evaluation practices, we collect the performance metrics
on the test partition of the subscriber’s most recent data chunk (Ds

τ ), and report average
results with standard errors using the 5-fold cross-validation over all time points. We use

4https://bit.ly/3o0nPJI
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the F1-score of the minority class for imbalanced datasets (NELA and MIMIC-IV) and
the classification accuracy for Hyperplane. For model customization, we use all available
models. The privacy budget is fixed at (ε = 1, δ = 0.0001) with the DP guaranteed using
DPSGD [2].

We increase the number of most recent models in the ensemble from 1 to 8, keeping
the other parameters fixed. As a new data chunk becomes available, the publishers update
their ensemble by adding the model trained on the new data chunk and removing the oldest
model in the ensemble. The updated ensembles are streamed to the subscriber, which uses
them to re-customize its own model.

(a) NELA (b) MIMIC-IV (c) Hyperplane

Figure 5.1: PubSub-ML’s extension to data streams. NELA and MIMIC-IV are evaluated
using the F1-Score and Hyperplane is evaluated using classification accuracy. We observe
that the performance of PubSub-ML’s extension to data streams increases as we increase
the number of models released by each publisher as a part of their ensemble.

Similar to the results in Section 4.5.3, Chapter 4, Figure 5.1 shows that the initial
increase in the ensemble size improves the utility of PubSub-ML’s extension to data streams,
which subsequently plateaus after the ensemble size of 5. On one hand, having more models
in an ensemble leads to increased model diversity for the model fusion of the subscriber, on
the other hand, because of concept drift in the data streams, increasing the ensemble size
has the risk of using obsolete models.

5.6 Summary

Utilizing DP-Ensemble proposed in Chapter 4, in this Chapter, we have extended PubSub-
ML (Chapter 3) to data streams, satisfying the requirements of Autonomy, Asymmetric
sharing, Model-agnostic, and the property of Adaptability. With the aid of empirical evalu-
ation, we have shown that our proposed extension provides good utility and privacy, enabling
differentially private decentralized learning for data streams under loose collaboration and
a constant privacy budget. To best of our knowledge, this is the first proposed method that
can handle data streams in a decentralized learning setting on a constant privacy budget.
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Chapter 6

A Differentially Private Model for
Neural Networks for a Single Site

To provide good utility for PubSub-ML (Chapter 3), DP-Ensemble (Chapter 4), and PubSub-
ML’s extension to data streams (Chapter 5), we need to ensure that the building blocks,
that is, the individual, component models are of high quality. In this chapter, we provide de-
tails on the first method from Contribution 4 (Figure 1.1), where we propose a high-utility
training paradigm for the differentially private training of neural networks, the differen-
tially private lottery ticket hypothesis (DPLTH). DPLTH is based on the lottery ticket
hypothesis, designed specifically to improve the privacy-utility trade-off in differentially
private neural networks. DPLTH, using high-quality winning tickets privately selected via
our custom score function significantly outperforms the current state-of-the-art DPSGD.
We further show that DPLTH converges faster and allows for early stopping with reduced
privacy budget consumption.

6.1 Background and Motivation

As discussed earlier in Chapter 1, learning while preserving the privacy of the contributing
users is a priority for neural networks trained on sensitive data. Especially, when it is known
that neural networks tend to remember training data instances [16, 52, 149, 164]. Differential
privacy [37], as explained in Chapter 1, has become the de facto standard for protecting an
individual’s privacy in machine learning. Differentially private training of neural networks
ensures that the model does not unduly disclose any sensitive information. The most often
used approach to achieve this goal is the method of gradient perturbation, where we add
controlled noise to the gradients during the training phase. Differentially Private Stochastic
Gradient Descent (DPSGD) [2] is the current state-of-the-art, used extensively for training
privacy-preserving neural networks.

DPSGD, however, falls short on the utility front [69]. As explained in Chapter 4, for
a given minibatch, DPSGD first computes the per-observation gradient, g(xi), and then
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Figure 6.1: The differentially private lottery ticket hypothesis (DPLTH). We divide the
mechanism into three distinct blocks (phases), green block (phase 1) is where we generate
lottery tickets ([t1, · · · , tT ]) using the lottery ticket mechanism with a public dataset P . This
block does not utilize any sensitive information, hence we do not concern ourselves with
privacy in this block. The orange block (phase 2) is where the sensitive dataset X is used.
We use its validation split Xv to measure performance of each lottery ticket ti, [i ∈ 1, · · · , T ],
and use our custom score function with Exponential Mechanism (EM) to select a winning
ticket (Tw). The blue block (phase 3) is where the winning ticket is then trained with
differential privacy and released as the final model.

clips g(xi) in l2 norm, g(xi)/max(1,||g(xi)||2/C). We can observe that the norm will be large (pro-
portional to the number of model parameters), especially for a multi-layer neural network,
leading to a large clipping impact on the gradient, resulting in smaller clipped-gradient
magnitude, which is easily overwhelmed by noise required for preserving differential pri-
vacy. This leads to diminished utility, especially, for the scenarios where we require tight
privacy [69].

An obvious solution is to minimize the number of model parameters while maximizing
the model’s utility. This, however, is non-trivial for differentially private neural networks,
especially when we need to balance privacy and utility. It has been shown that there exist
smaller sub-networks within large neural networks, which when trained in isolation provide
similar utility as the large networks [50, 51]. The phenomenon, known as the lottery ticket
hypothesis represents a neural network pruning paradigm, where pruned network architec-
tures via iterative magnitude pruning with their weights set back to their original values
are known as the lottery tickets. This offers an encouraging step towards finding small,
high-utility architectures. But, directly using the lottery ticket hypothesis with differential
privacy is non-trivial as we need to ensure the complete process (from ticket generation,
ticket selection, to training the winning ticket) is end-to-end differentially private.
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6.1.1 Our Proposal

As a potential solution to improve the privacy-utility bottleneck in differentially private
neural networks, we propose the Differentially Private Lottery Ticket Hypothesis (DPLTH)
(Figure 6.1). To ensure differential privacy in DPLTH, we use a three-phased approach. In
phase 1 (green block in Figure 6.1), we create the lottery tickets using a publicly available
dataset (P ), this ensures that the tickets (ticket architecture) do not contain any sensitive
information. In phase 2 (orange block in Figure 6.1), we calculate the performance of each
ticket (accuracy) using the validation partition of the sensitive dataset (Xv). Then we
proceed to select the winning ticket with differential privacy, defined as a function of the
ticket’s performance and the number of model parameters. This step is carefully designed
to ensure that we pick the winner with a small number of model parameters and high utility
(via our custom score function, details in Section 6.3.4). After differentially private selection
of the winning ticket, our phase 3 (blue block in Figure 6.1) trains the winning architecture
with differential privacy using the training partition of X.

6.1.2 Contributions

In summary, our contributions in this chapter are as follows.

1. We propose DPLTH, the differentially private lottery ticket hypothesis, an end-to-
end differentially private method based on the lottery ticket hypothesis. DPLTH can
be used as a component model for PubSub-ML (Contribution 1, Chapter 3), DP-
Ensemble (Contribution 2, Chapter 4), and PubSub-ML’s extension to data streams
(Contribution 3, Chapter 5).

2. With the aid of the winning ticket, selected via our custom score function, we show
that DPLTH significantly improves the privacy-utility trade-off over the state-off-the-
art.

3. Due to the reduced noise in DPLTH, we show that DPLTH converges at a significantly
faster rate compared to DPSGD, leading to a smaller privacy budget consumption and
better utility if early stopping is desired.

4. Success of DPLTH hinges on an assumption that a ticket generated using P will work
with X. Using six real-life datasets, we show that the constraint of the public dataset
(P ) availability for ticket generation is easy to work with. We show that the ticket
generated from a single dataset (P ) is enough for significantly improved utility for
multiple datasets with varying properties (such as from out of domain/different data
type datasets) .

We organize rest of the chapter as follows. Section 6.2 reviews related works. Section
6.3 introduces our proposed method in detail. Section 6.4 presents our evaluation setup and
Section 6.5 presents evaluation results. Finally, we summarize the chapter in Section 6.6.
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6.2 Related Work

Our related work mainly falls into two categories. First is the prior work related to the
lottery ticket mechanism, and the second is related to the differential privacy in neural
networks.

The lottery ticket hypothesis [50] provides evidence that there exist subnetworks within
a large network, which when trained in isolation, can perform at-par with the large network.
The hypothesis has been formally proven [102] and has been further extended [51], where
the initial idea is improved to work on larger, deeper networks. Lottery ticket mechanism
since has been further explored, where it has been shown that the winning tickets can be
used across datasets [113], and that the tickets occur in other domains as well, such as in
NLP [174, 21].

Perturbing the learning process to provide differential privacy has been studied in various
contexts [131, 150, 2, 146], where gradients are perturbed during the gradient descent, so the
resulting weight updates, and hence the model itself is differentially private. Differentially
private stochastic gradient descent (DPSGD) [2] is the most popular and most often used
method for differentially private training for a wide variety of neural networks [168, 6, 108].
DPSGD, however, falls short on the utility front, as the noise required for preserving privacy
in DPSGD scales up proportional to the model size, discussed at length in the Introduction
and Chapter 4. There have been various improvements proposed to enhance the utility of
DPSGD [124, 116], we would like to note that these are tangential to our proposed method
and our method can be built on the top of such enhancements, further boosting model
utility.

6.3 Proposed Method Details

We begin with providing an overview of the lottery ticket hypothesis in the non-private
setting in Section 6.3.1, followed by an overview of DPLTH in Section 6.3.2, a walkthrough
of our three-phased approach in Section 6.3.3, privacy guarantees of DPLTH in Section
6.3.4, and a detailed discussion on DPLTH in Section 6.3.5.

6.3.1 Overview of Lottery Ticket Hypothesis

Before we propose the differentially private version of the lottery ticket hypothesis, we give
a brief overview of the lottery ticket hypothesis in the non-private setting. The non-private
Lottery Ticket Hypothesis [50] showed that randomly initialized large neural networks con-
tain small subnetworks (models), which when trained in isolation, can provide similar utility
as the full network.

Definition 12 (The Lottery Ticket Hypothesis[50]). A randomly-initialized, dense neural
network contains a subnetwork that is initialized such that when trained in isolation it can

82



match the test accuracy of the original network after training for at most the same number
of iterations.

To get the subnetworks, we train a network for I iterations, prune ρ% of its weights
(of smallest magnitude), and reset the weights of the pruned network to the original ini-
tialization, to be trained again. This process, known as the Iterative Magnitude Pruning,
ensures that for n rounds, each round prunes ρ1/n% of the weights. Such pruned, small sub-
networks, are known as the lottery tickets, and the lottery tickets with high utility are the
winners from the lottery ticket mechanism, known as the winning tickets. Next, we provide
an overview of our proposed differentially private version of the lottery ticket hypothesis
(DPLTH).

6.3.2 Overview of DPLTH

In DPLTH, using a publicly available dataset P and the non-private lottery ticket hypoth-
esis, we generate and store multiple lottery tickets ([t1, t2, · · · , tT ]), each with a varying
number of model parameters. Before we move further, we would like to emphasize the im-
portance of using a publicly available dataset P . We use P instead of X (the sensitive
dataset) for ticket generation as if we were to use X (as in the general, non-private setting
of lottery ticket mechanism [50, 51]), even if the tickets only contain the architecture (prun-
ing information) with weights reverted to their initial random values [50], the architecture
of the winning ticket can potentially leak sensitive information. We clarify this point with
an example, suppose that the sensitive dataset X is such that during the ticket generating
phase, all of the first ζ parameters of the model are zero and hence are pruned under the
current setup, but a neighboring dataset X ′ is such that one of those first ζ parameters
isn’t zero so it is not pruned. Releasing the chosen ticket created using X can thus break
differential privacy guarantees.

After ticket generation using P , we use the validation part of X (Xv) to estimate each
ticket’s performance (for example, using the accuracy score). Using the performance as
one of the parameters, we use our custom score function (details follow) to privately select
a winning ticket (Tw), where our score function ensures the desired balance between the
number of model parameters and the model utility. After selecting the winner, we train
the winning architecture using the training partition of X with differential privacy. Our
total privacy cost, hence, is composed of two separate parts, selecting the winning ticket
and training the winning ticket. We present the complete process succinctly as Algorithm
7 followed by a walk-through.

6.3.3 DPLTH Walkthrough

This section provides a detailed, phase-by-phase walkthrough of our proposed method based
on Algorithm 7.
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Algorithm 7 Differentially Private Lottery Ticket Hypothesis (DPLTH)
Require: Public dataset: P , Sensitive dataset: X, Total privacy budget: (ε, δ), Pruning

percent: ρ, Number of tickets: T , Ticket training iterations: I, final DP model training
iterations: I, Neural Network: f , Initial model parameters: θ0, Initial mask: m, Privacy
budget for ticket selection: ε1, Privacy budget for ticket training: (ε2, δ), Constant for
score function: ν, Minibatch size: L, Clipping factor: C, Learning rate: η

Phase 1 – Generating Lottery Tickets

1: procedure LTG(f ,m, θ0)
2: Randomly initialize f(P, m� θ0); m = 1|θ0|

3: for i ∈ T do
4: Train f(P, m� θ0) for I iterations, to get f(P, m� θI)
5: Prune ρ% of parameters from θI , creating a new mask m′

6: Reset the remaining parameters to their values in θ0
7: f(P, m′ � θ0) is the lottery ticket
8: Store the mask m′

i, initial parameters θ0, and proportion of remaining model
parameters ci

9: Let m = m′

10: end for
11: return C, M, θ0 . The collection of parameter proportions, masks, and initial

parameters; ci ∈ C, m′
i ∈M ; i ∈ [1, · · · , T ]

12: end procedure

Phase 2 – Selecting a Winning Ticket

13: procedure DPWT(C, ε1)
14: Calculate the performance of lottery tickets on the validation partition of X (Xv)

and store the accuracies [ai ∈ A, i ∈ 1, · · · , T ]
15: Calculate score S(C,A) = A(1− νC)

16: Select a winning ticket, Tw, with probability, P =
exp( ε1S

2∆ )∑
T exp( ε1S

2∆ )
17: return Tw

18: end procedure

Phase 3 – Training the Winning Ticket

19: procedure DPTWT(Tw)
20: Initialize the network,f , with mask and initial values from the winning ticket Tw

21: for k ∈ I do
22: Take a minibatch with sampling probability L/N

23: For each xi ∈ L, compute gradient gk(xi) = ∇θk
L(θk, xi)

24: ĝk = 1
L((∑

i
gk(xi)/max(1,

||gk(xi)||2
C

)) +N (0, σ2C2I))
25: θk+1 → θk − ηkĝk

26: end for
27: end procedure
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Phase 1: Generating lottery tickets

We start with generating lottery tickets required for DLPTH using a publicly available
dataset P . At this stage, as we are not yet concerned about privacy, we use the stan-
dard, non-private lottery ticket mechanism with P and generate T lottery tickets (ti; i ∈
[1, · · · , T ]). Specifically, we use the iterative pruning version of the lottery ticket mechanism,
where using the pruning parameter, ρ, at each ticket iteration, we remove ρ% of model pa-
rameters with the smallest magnitude. This results in T tickets with a successively smaller
number of model parameters.

Phase 2: Selecting a winning ticket with differential privacy

After ticket generation, we record the performance of each ticket on the validation split of
the sensitive dataset (Xv) and store the resulting accuracy (ai, i ∈ [1, · · · , T ]) along with
the fraction of model parameters (ci, i ∈ [1, · · · , T ]) in the ticket. For further use, we also
store the mask m′

i from each ticket and the randomly initialized model parameters θ0.
Now we need to select the winning ticket, which we will train from scratch with differ-

ential privacy on the training partition of X. However, picking a winner is non-trivial for
two reasons, first as the tickets are evaluated using sensitive data, we cannot directly pick a
winner, that is, we need differential privacy for selecting the winning ticket, and second, we
need to pick a winner such that the winner has an adequate balance between the number of
model parameters (smaller the better) and the model performance (higher the better). As a
solution, we use the Exponential Mechanism (EM) [110] to pick our winner with differential
privacy. And to balance the number of model parameters and the utility, we define our
custom score function using the combination of the accuracy achieved by the ticket on Xv

and the proportion of parameters left in the network.

S(C,A) = A× (1− (νC)) (6.1)

Where A is the classification accuracy on Xv for the given network configuration (ticket), C
is the proportion of remaining weights in the network, and ν is a constant (further details
in Sections 6.3.4 and 6.3.5).

Phase 3: Training the winning ticket with differential privacy

After we select our winning ticket with differential privacy in phase 2, now we need to
train our winner architecture so the final model is differentially private. We do so by using
the differentially private stochastic gradient descent (DPSGD) [2] for the training of our
winning ticket. This, in contrast to the full DPSGD (with the full network), now only trains
a sub-network with a significantly small number of model parameters. And hence provides
significantly better utility, reasons for which were discussed at length in the Introduction.
Our extensive empirical evaluation provides evidence for this claim.
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Next, we provide formal privacy guarantees for DPLTH. We start with introducing the
EM for DPLTH with our custom score function.

6.3.4 Differential Privacy Guarantees of DPLTH

As seen in Algorithm 7, our first phase of generating candidate tickets is non-private. Dif-
ferential privacy comes into play in phase 2, where we evaluate the tickets on Xv and pick
a winning ticket. Hence, we start with privacy guarantees of phase 2.

Selecting a Winning Ticket

For the Exponential Mechanism (EM), as defined in Chapter 2, we need to define a score/u-
tility function that assigns a higher score to good outputs. For DPLTH, using the score
function as described in Section 6.3.3, we sample our winning ticket with probability

P =
exp( ε1S

2∆ )∑
T exp( ε1S

2∆ )
(6.2)

where P is the probability of picking a ticket, ε1 is the privacy budget for EM, and ∆ is the
sensitivity of the score/utility function. Tickets with higher score function have a higher
probability of getting selected compared to the tickets with a lower score.

Lemma 4. Sensitivity (∆) of the score function, S, is |1− ν|, for ν 6= 1.

Proof. We can write the score function as

S(C,A) = A× (1− (νC))

= A−AνC
(6.3)

Using the definition of neighbouring datasets, we have the sensitivity as

|max((A−AνC))− (A′ −A′νC′))| (6.4)

where A′, C′ are “neighbouring” to A, C.

≤ |max(A−AνC − A′ +A′νC′)|

≤ |max(A−A′ − ν(AC −A′C′))|
(6.5)

using ν 6= 1, for the worse case scenarios (A, C = 1,A′, C′ = 0, and A, C = 0,A′, C′ = 1), we
get S(C,A) = |1− ν|

Theorem 12. Phase 2 (Selecting a winning ticket) is (ε1) - differentially private.

Proof. Proof is an instantiation of EM with our custom score function.
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Training the Winning Ticket

After we select our winning ticket with differential privacy in phase 2. Our next step is
to train the winning architecture in a differentially private fashion. For this step, we use
the training process same as DPSGD [2]. Specifically, after calculating the per-observation
gradients for a minibatch, we clip the gradients (line 24 in Algorithm 7) by their L2 norm,
scaled by a constant C to enforce sensitivity, and then add appropriate Gaussian noise to
ensure differential privacy, formally

Theorem 13. Phase 3 (Training the winning ticket) is (ε2, δ) - differentially private, if we
chose σ ≥ C

L/N
√

I log(1/δ)
ε2

Proof. Proof is an instatiation of Theorem 1 from Abadi et al. [2] using ε2 and I.

Putting it All Together

After generating the lottery tickets, selecting the winner with differential privacy, and the
differentially private training of the winning ticket, we are now ready to put it all together
and state the overall privacy guarantees of our proposed DPLTH.

Theorem 14. Algorithm 7 is (ε, δ) - differentially private, with ε > 0, δ > 0 where ε =
(ε1 + ε2)

Proof. We have already shown that phase 2 is (ε1)-differentially private and phase 3 is
(ε2, δ)-differentially private. Using the naive composition [37]1, it is easy to see that the
Algorithm 7 is (ε, δ)-differentially private, with ε = ε1 + ε2 and δ = δ.

6.3.5 Discussion

We use this section to discuss some interesting properties of DPLTH. The first observation
is the seamless integration of differential privacy with the lottery ticket hypothesis, making
it accessible for implementation. In the non-private setting, we know that the lottery tickets
either perform at-par or slightly worse than the full model [50, 51], however, in the differ-
entially private regime, DPLTH provides significantly better utility compared to DPSGD
on the full model (our empirical evaluation supports this claim), resulting in an ideal com-
ponent model for PubSub-ML (Chapter 3), DP-Ensemble (Chapter 4), and PubSub-ML’s
extension to data streams (Chapter 5).

The success of our method hinges on the two crucial aspects. First, that the lottery
tickets generated using a public dataset P will work with the sensitive dataset X, and
more so that the lottery tickets with a significantly small number of model parameters will
have high utility on X. It has been shown [113] that in the non-private setting, tickets

1As we are only composing two mechanisms, advanced composition is not necessary.
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often generalize across similar datasets. However, no such result is known in the differential
privacy setting. In addition to providing similar empirical evidence in the case of differential
privacy, we further show that we can extend this property of lottery tickets to out of domain
and to completely different dataset types (such as from image to tabular data) via the use
of carefully designed initial lottery ticket setup (details in Section 6.4.3).

Second, it is vital for our method that out of all available tickets, the probability of
selecting the winner with a small number of model parameters and high accuracy is high. Our
custom utility function (S) strives to achieve this goal by ensuring that the selection process
does not degenerate to uniform random sampling. In particular, the utility function assigns
more weight to the models with high accuracy and a small number of model parameters,
where the importance of either is modulated using the constant ν, large ν assigns more
weight to C (proportion of model parameters in the ticket). For good utility with tight
privacy, we advocate using large values for ν as most tickets have comparative performance,
hence it is in our best interest to select the ticket with a small number of model parameters.
We show in Section 6.5.3 that our score function works as intended and the sampled tickets
using the score function have better performance than random sampling from the available
tickets.

Also, as we observe from Theorem 14, the total privacy budget for our method is com-
posed of two parts. The privacy budget from the EM phase used to select the winning ticket
and the privacy budget to train the winning ticket. Hence, we need to decide on the overall
privacy budget split. That is, the portion of the budget to allocate to the drawing of the win-
ning ticket and the portion of the privacy budget for the training of the winning ticket. We
advocate dedicating a large proportion of the privacy budget to the training of the winning
ticket and a small portion for selecting the winning ticket. With our custom utility function,
a small privacy budget suffices for selecting a good ticket (empirical evidence provided in
Section 6.5). A question the readers might ask, “Why can’t we train the full network with
differential privacy when generating lottery tickets using dataset X?" That is, why do we
need non-private tickets using P? The answer is simple, as differential privacy composes by
iteration for minibatched stochastic gradient descent, training multiple networks using the
methodology described in Algorithm 7 would result in a large privacy budget leading to
noisier models, providing worse utility compared to our proposed method.

6.4 Experiment Setup

Now we provide empirical evidence on five real-world datasets that are in domain, out of
domain, and out of type compared to the public dataset P to support our claim that our
proposed method (DPLTH) significantly outperforms full DPSGD. We begin by describing
the datasets.

88



6.4.1 Datasets

For our empirical evaluation, we use six real-world datasets (one as a publicly available
dataset P and five as the sensitive datasets X).

Public dataset (P )

We use MNIST [89] as our initial publicly available dataset P , used to generate the lottery
tickets. For ticket generation, we use the training partition of MNIST. We further show in
Section 6.5.4 that other datasets work just as well when used as P .

Sensitive datasets (X)

We use five datasets as our sensitive datasets (X), for which we are concerned about privacy
preservation. Datasets are carefully chosen to evaluate our proposed method with varying
relations between P and X. Dataset Kannada-MNIST [128] contains data on handwritten
digit recognition, where digits are written in Kannada (an Indian language). The digits have
a varying degree of similarity and overlap with MNIST, hence this dataset is classified as
in domain. We use three out of domain datasets compared to P (MNIST) where dataset
Fashion-MNIST [167] is a dataset of Zalando’s article images, associated with a label
from ten classes (clothing items, fashion accessories, etc.); dataset Kuzushiji-MNIST [24]
has images spanning ten classes with one from each column of hiragana characters; dataset
COOS [99] consists of the 64× 64 microscopic images of mouse cells, with the target being
to classify between two biological entities (Endoplasmic Reticulum, Golgi, Peroxisomes,
Early Endosome vs Inner Mitochondrial Membrane, Cytosol, Nuclear Envelope). Dataset
ISOLET has data on spoken letters with the outcome being correctly classifying each
observation into one of twenty-six letters. This dataset contains spectral coefficients, contour
features, sonorant features, pre-sonorant features, and post-sonorant features related to
audio, hence is completely different from previous datasets (all were image) and P (MNIST),
we call this dataset out of domain/out of type. Further dataset details are provided in Table
6.1.

Dataset Attributes Observations Class Property
Fashion-MNIST 784 60000 10 Out of Domain
Kuzushiji-MNIST 784 60000 10 Out of Domain
ISOLET 617 7797 26 Out of Domain/type
Kannada-MNIST 784 60000 10 In Domain
COOS 4096 50000 2 Out of Domain

Table 6.1: Dataset details, Attributes is the dataset dimensionality, Observations are the
number of rows, Class is the number of classes in the classification target, and the Property
is the relation of the dataset with P .
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6.4.2 Competitor

Our competitor is the full DPSGD, that is the implementation of DPSGD on the complete,
unpruned network. This also represents the current best practice and state-of-the-art in
differentially private neural networks. We use the terms DPSGD and full DPSGD inter-
changeably in the following sections to refer to our competitor. We also use a non-private
baseline with the same architecture to provide us with an upper bound on the best achiev-
able performance with the architecture used.

6.4.3 Setup

For generating lottery tickets (phase 1) using MNIST (our P ), our implementation is based
on the publicly available source code2. Our underlying base model is a fully connected neural
network with three layers with the same architecture as in the publicly available code from
[50]. Hidden layers use ReLU [115] as the activation function. The learning rate is kept fixed
at 0.1 and the minibatch size is kept fixed at 400. We set the pruning percent, ρ, at 30% for
the first two layers and 20% for the last layer. This means that for each subsequent ticket,
the model will prune 30% of the weights compared to the previous ticket for the first two
layers and 20% of the weights for the final layer. To generate lottery tickets, the mechanism
is run for 5000 iterations (I) for each ticket.

For datasets COOS and ISOLET, as they both have different input dimensionality and
the number of output classes, we add two additional layers (one after the input and one
before the output) when generating lottery tickets using P , these layers act as projection
layers for our desired dimensionality. This allows us to generalize the lottery ticket genera-
tion for any given dataset with arbitrary input/output dimensionality using a fixed public
dataset P .

If the input dataset does not have a predefined train/test/validation partition, we use a
70/10/20 split, with 10% of the dataset used as the validation split, 20% of the dataset used
as the test split, and 70% of the dataset used as the training set. For robust comparison,
all models are run for 10 iterations and we report the average results on the test partition
along with their standard errors.

For differentially private training of the lottery tickets and to train our competitor,
the DPSGD’s implementation is based on the publicly available source code3. The clipping
norm for DPSGD and DPLTH is set at a constant value of 1 for all experiments. Minibatch
size for DP training is kept fixed at 100. All the rest of the hyperparameters, including
the underlying model architecture are the same for DPSGD and DPLTH to ensure a fair
comparison. Differentially private training is run for 50 epochs. For privacy, δ is kept fixed at

2https://github.com/google-research/lottery-ticket-hypothesis

3https://github.com/tensorflow/privacy

90

https://github.com/google-research/lottery-ticket-hypothesis
https://github.com/tensorflow/privacy


10−5 with ε varied as required and reported. For our proposed method, the privacy budget
split is set at 90/10. That is, we reserve 90% of the privacy budget for the differentially
private training of the winning ticket and 10% for the differentially private selection of the
winning ticket. ν is kept fixed at 50 for all experiments.

6.5 Experiment Results

In this section we present our empirical results in detail, where Section 6.5.1 presents our
main comparison, followed by evaluation of convergence and early stopping in Section 6.5.2,
the investigation of the score function in Section 6.5.3, and the robustness to public dataset
P in Section 6.5.4.

6.5.1 Main Comparison

Figure 6.2 shows the results of our main comparison with DPSGD. First and the obvious
observation is that our proposed model (DPLTH, blue line) significantly outperforms our
competitor (DPSGD, red line) with an average 23% margin of improvement over all set-
tings and datasets, and performs close to the non-private version (horizontal dashed line).
The improvement over DPSGD is noteworthy as DPSGD has a 10% extra privacy bud-
get compared to DPLTH as DPSGD does not involve DP ticket selection. This provides
evidence for our earlier claim that our proposed method provides significantly better util-
ity compared to DPSGD. The second observation is as the privacy budget gets tighter (ε

decreases), our proposed method (DPLTH) retains good utility, with the performance of
DPLTH still significantly higher than DPSGD, even when comparing DPLTH at ε = 0.4
while keeping DPSGD fixed at ε = 1. The performance gap is specifically larger for ISOLET,
as full DPSGD suffers from worse utility degradation when dataset size is small, due to the
interplay between the clipping and sampling probability (See Algorithm 1 and Theorem 1
of [2]).

The utility boost with DPLTH is observed due to the reasons discussed in the intro-
duction. That is, in DPLTH, we consistently select the winning architecture with a small
number of model parameters and high performance on Xv compared to the full model used
in DPSGD4. Hence the norm clipping has a relatively diminished impact on DPLTH’s per-
formance compared to DPSGD, leading to overall better utility and robust models. This
also aids in faster convergence for our method, which has its own added advantages. We
study the convergence/privacy trade-off in detail in the next section.
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(a) Fashion-MNIST (b) Kuzushiji-MNIST

(c) COOS (d) Kannada-MNIST

(e) ISOLET

Figure 6.2: Comparing our proposed method (DPLTH, blue line) with DPSGD (red line).
Horizontal dashed line is the performance of the non-private model. We observe that our
proposed model significantly outperforms DPSGD by a wide margin for all privacy budgets.
Y-axis limits are adjusted per-figure to aid visualization.
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(a) Fashion-MNIST (b) Kuzushiji-MNIST

(c) COOS (d) Kannada-MNIST

(e) ISOLET

Figure 6.3: Comparing convergence of our proposed DPLTH and DPSGD. We observe that
our proposed method converges significantly faster compared to DPSGD. Vertical dashed
line signifies the point where half of the privacy budget is spent. We observe that our
proposed method can be used with early stopping while providing good utility with reduced
privacy consumption.
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6.5.2 Convergence and Early Stopping

As we briefly mentioned above, DPLTH provides faster convergence compared to full
DPSGD, and hence allows for early stopping with reduced consumption of the total privacy
budget. This is a very desirable property for practical applications, where one might want
to begin with an estimate of the number of iterations required for convergence/utility from
a non-private analysis, but if the desired utility is reached early on during training, one can
stop the training and output the resulting model which now has stronger privacy guarantees
compared to the model that is allowed to run for full training duration. Early stopping with
reduced privacy budget consumption is made possible by keeping track of the privacy loss at
each iteration and stopping when the desired accuracy/privacy budget is reached. Here we
investigate our claim of faster convergence in DPLTH in detail. We keep the experimental
setup the same as in the previous section, with the privacy budget to start training being
fixed at ε = 1, δ = 10−5. This provides us with the maximum number of iterations for the
training process.

Figure 6.3 shows the results. The plots show the accuracy as the function of the number
of epochs. We observe that irrespective of the dataset, DPLTH (blue line) converges sig-
nificantly faster than DPSGD (red line). The vertical dashed line in the figures shows the
scenario if we were to use early stopping when the total privacy consumption for DPLTH
is half of the total privacy budget. For such a scenario where early stopping is desired, it
is noteworthy that DPLTH provides a performance improvement of > 30% compared to
DPSGD with the utility loss less than 7% compared to running the training for the full
privacy budget. A brief insight into this performance gain is as follows: As the updates in
DPLTH are inherently less noisy due to the reduced number of model parameters, DPLTH
converges much faster using less number of iterations compared to the full DPSGD, which
utilizes noisier updates.

6.5.3 Investigating the Score Function

We have discussed at length the properties of our proposed score function and have argued
that it selects good tickets. We use this section to provide empirical evidence for the claim, to
answer the question, “What is the impact of using our score function for selecting a winning
ticket?”. That is, is our score function performing better than a randomly selected ticket?
If not, then we do not need to waste privacy budget on the ticket selection. For evaluation,
we use the tightest privacy budget with ε = 0.4 as we would expect our score function to
perform worse at this setting compared to a larger privacy budget, and we compare the
average accuracy achieved by our proposed method using the “winning tickets” compared
to a randomly selected ticket.

4DPLTH consistently selects winning tickets with total parameters ≤ 10% of the full model.
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Dataset Winning Random
Fashion-MNIST 0.76 0.70
Kuzushiji-MNIST 0.58 0.51
COOS 0.86 0.81
Kannada-MNIST 0.79 0.73
ISOLET 0.43 0.32

Table 6.2: Comparing accuracy of our winning ticket and a randomly sampled ticket. We
observe that using the winning ticket selected via our custom score function has significant
advantage over the use of a randomly sampled ticket.

Table 6.2 shows the results. We observe that the winning ticket selected via our custom
score function has a significant advantage over the use of a randomly sampled ticket, with
our winning ticket significantly and consistently outperforming the randomly selected ticket
on all datasets. Our selection method outperforms random sampling even though with a
randomly sampled ticket, we save 10% of the privacy budget, meaning the differentially
private training of the ticket in case of a randomly sampled ticket has 10% extra privacy
budget compared to the winning ticket selected by our method. This finding enforces our
claim that using a winning ticket with fewer model parameters and high performance, we
can achieve a good privacy-utility trade-off for differentially private neural networks, and
that our custom score function does a good job in selecting such a ticket.

6.5.4 Robustness to P

So far, we have seen that our proposed method significantly outperforms DPSGD on all
datasets and for all privacy budgets while providing faster convergence. However, all of
the evidence we have presented so far has relied on MNIST for being the publicly avail-
able dataset P , used to generate the lottery tickets. A natural question arises around the
robustness of our proposed method when the underlying P changes.

We use this section to explore this phenomenon in detail, where we change P from
MNIST to Fashion-MNIST, a significantly harder dataset [167] that has image samples for
clothing and fashion accessories. We keep all other settings the same as our main compar-
ison and we move MNIST to be one of our sensitive datasets. Hence, similar to our other
comparisons, we have five sensitive datasets and one publicly available dataset.

Figure 6.4 shows the results. We observe that by changing P from MNIST to fashion-
MNIST, the overall results look similar to Section 6.5.1, further providing evidence to our
earlier claim that our proposed method is robust with respect to the P used, that is, the
requirement of having a publicly available dataset P for our method is easily met.
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(a) MNIST (b) Kuzushiji-MNIST

(c) COOS (d) Kannada-MNIST

(e) ISOLET

Figure 6.4: Impact of changing P from MNIST to fashion-MNIST. We observe similar
performance as shown in our main comparison providing evidence to our claim that the
requirement of P in our proposed method can be easily met.
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6.6 Summary

We have presented DPLTH, an end-to-end differentially private version of the lottery ticket
hypothesis. Using our custom score function to select differentially private winning tickets,
we have shown that DPLTH significantly outperforms DPSGD on a variety of datasets,
tasks, and privacy budgets. We have shown that DPLTH converges faster compared to
DPSGD, leading to reduced privacy budget consumption with improved utility if early
stopping is desired. We have further shown that DPLTH is robust to the choice of the public
dataset P . These properties make DPLTH an ideal candidate for a component model in
PubSub-ML (Contribution 1, Chapter 3), DP-Ensemble (Contribution 2, Chapter 4), and
PubSub-ML’s extension to data streams (Contribution 3, Chapter 5). In Chapter 7, we will
continue our focus on individual, component models, where we will introduce a new DP
model for survival function estimation.
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Chapter 7

A Differentially Private Model for
Survival Function Estimation for a
Single Site

One of the motivations for our loosely coupled decentralized learning framework is its appli-
cation in the healthcare domain, where survival analysis is the most frequently performed
task. Hence, in this chapter, we focus on the survival function estimation for the next indi-
vidual, component model (Contribution 4, Figure 1.1). We propose a differentially private
estimator of the survival function (DPSurv) and show that it can be easily extended to
provide differentially private confidence intervals and test statistics without spending any
extra privacy budget. We further provide extensions for differentially private estimation of
the competing risk cumulative incidence function, Nelson-Aalen’s estimator for the hazard
function, etc. Our extensive empirical evaluation demonstrates the utility of our method.

7.1 Background and Motivation

Example 6. A patient progresses from HIV infection to AIDS after 4.5 years. A study
using the patient’s data publishes the survival function estimates (a standard practice in
clinical research). An adversary, with only access to the published estimates (even in the
form of survival function plots) can reconstruct user-level data [162, 53], effectively leading
to the disclosure of sensitive information [31].

Example 6 shows just one scenario. The survival function is used for modeling any time
to an event, taking into account that some subjects will not experience the event at the
time of data collection. The survival function is used in many domains, some examples are
the duration of unemployment (in economics); time until the failure of a machine part (in
engineering); time to the next purchase (for churn identification in business); time to disease
recurrence, time to infection, time to death (in healthcare); etc.
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Our personal healthcare information is the most sensitive private attribute, protected
by law, violations of which carry severe penalties. And as the Example 6 suggests, of all
application areas, information leakage in the healthcare domain is the most serious issue
and is our focus in this chapter. For estimation of the survival function, we focus on the
Kaplan-Meier’s (KM) [78] non-parametric method. KM’s method is ubiquitous in clinical
research. A quick search of the term on PubMed1 yields more than 110,000 results. It is
not an overstatement to say that almost every clinical study uses KM’s method to report
summary statistics on their cohort’s survival. Statistical agencies around the world use
this method to report on the survival of the general population or specific disease-related
survival estimates.

To best of our knowledge, there does not exist any method that can provide formal pri-
vacy guarantees for estimation of survival function using the KM method. The only related
work is [121], which uses the output and objective perturbation for regression modeling
of discrete time-to-event data. However, this approach is limited to discrete-time models,
whereas our focus is on the continuous-time paradigm. Furthermore, this approach is limited
to multivariate regression models; and hence cannot be directly used to estimate survival
function in a differentially private fashion. One can argue that generative models such as
the differentially private generative adversarial networks [168, 182, 153, 6, 45, 172] can be
trained to generate differentially private synthetic data. Which can then be used to estimate
the survival function. But, GANs do not generalize well to the datasets typically encoun-
tered for our use-case (small sample size which can be less than one hundred, constrained
dimensionality, that is, d ∈ [2, 3], a mixture of categorical and continuous variables, etc.).

7.1.1 Our Proposal

We propose DPSurv, the first differentially private estimator of the survival function. Based
on the KM method, DPSurv takes advantage of the unique setup involving count data to
provide strong privacy guarantees while keeping computations simple. DPSurv, in addition
to guaranteeing differential privacy for the estimation of the survival function, extends the
differential privacy guarantees to other related statistics such as the confidence intervals
and the test statistics for survival function comparison across groups. Further, DPSurv
easily extends to provide differential privacy for the Nelson-Aalen estimate of the hazard
function [118, 117, 1] and the competing risk cumulative incidence (other popular estimates
in clinical research). DPSurv is an ideal component model for PubSub-ML (Contribution 1,
Chapter 3), DP-Ensemble (Contribution 2, Chapter 4), and PubSub-ML’s extension to data
streams (Contribution 3, Chapter 5) where the sites want to collaboratively learn survival
function estimates [151].

1A free search engine indexing manuscripts and abstracts for life sciences and other biomedical topics.
Link - https://www.ncbi.nlm.nih.gov/pubmed/
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7.1.2 Contributions

In summary, our contributions in this chapter are as follows.

• We propose a differentially private method for estimating the survival function based
on the KM method, called DPSurv.

• We show that DPSurv easily extends to provide differentially private confidence in-
tervals and differentially private test statistics without any extra privacy cost.

• We further extend DPSurv for differentially private estimation of the competing risk
cumulative incidence function and the hazard function using the Nelson-Aalen esti-
mator.

• Using eleven real-life clinical datasets, we provide empirical evidence that DPSurv
provides good utility while simultaneously providing strong privacy guarantees.

We organize rest of the chapter as follows. Section 7.2 reviews related works. Section
7.3 introduces our proposed method in detail. Section 7.4 presents our evaluation setup and
Section 7.5 presents evaluation results. Finally, we summarize the chapter in Section 7.6.

7.2 Related Work

Much work has been done in the intersection of statistical modeling and differential privacy,
including many works proposing different differentially private methods for regression mod-
eling [144, 68, 180, 173, 19]. Using the same principles, [121] further developed a differentially
private regression model for survival analysis. This approach is limited to the multivariate
regression models and cannot be used for direct differentially private estimation of the
survival function. Differentially private generative models such as the differentially private
generative adversarial networks [168, 182, 45, 153, 6, 172] have been recently proposed.
But, as discussed in the introduction, they are not suitable for generating data for survival
function estimation.

7.3 Proposed Method Details

In this section, we introduce DPSurv, our method for differentially private estimation of
the survival function using the Kaplan-Meier’s method. We follow the basic principles of
differential privacy to ensure that our estimate of the survival function is differentially
private. We subsequently show that following our simple approach, it is possible to estimate
a wide variety of accompanying statistics (such as the confidence intervals, comparison test
statistics, etc.) in a differentially private setting without spending any extra privacy budget.
Before we begin, we briefly introduce the survival function in the non-private setting.
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7.3.1 Overview of Survival Function

The survival function is used to model time to event/time to failure data, where the event
may not have yet occurred (but the probability of occurrence is non-zero). Such as for a
dataset considering HIV infection to AIDS timeline, at the end of the follow-up period,
some patients would have progressed (an event/our event of interest), while others would
not have yet progressed (censored). Accounting for censored observations (patients that
never experience the event during our follow-up) is the central component in the estimation
of the survival function. Formally, a survival function S(t) is defined as

S(t) = P (T > t) =
∫ ∞

t
f(u) du = 1− F (t) (7.1)

where f is probability density function and F is the cumulative distribution function, sur-
vival function gives us the probability of not having an event just before time t, or more
generally, the probability that the event of interest has not occurred by time t.

In practice, survival function (given in Eqn. (7.1)) can be estimated using more than one
approach. Several parametric methods that make assumptions on the distribution of survival
times, such as the ones based on the Exponential, Weibull, Gompertz, and log-normal dis-
tributions are available. Or one can opt for the famous and most often used non-parametric
method (Kaplan-Meier’s method [78]), which does not assume how the probability of an
event changes over time. Our focus is the latter, which has become synonymous with survival
models in clinical literature. KM estimator of the survival function is defined as follows

Ŝ(t) =
∏

j:tj≤t

rj − dj

rj
(7.2)

where tj , (j ∈ [1, · · · , k]) is the set of k distinct failure/event times (not censored), dj is the
number of failures/events at tj , and rj are the number of individuals at risk before the j-th
failure time. We can see that the function Ŝ(t) only changes at each failure time, resulting
in a step function (the characteristic feature of KM estimate). Next, we present details on
the differentially private estimator of the survival function, DPSurv.

7.3.2 DPSurv

To get started, we define a function f(D)→M that takes a dataset D as an input, where
each row of D represents an individual with three attributes (tj , d, r), that are the unique
timepoints tj , an indicator for event d (1/0), and an indicator for being at risk r (1/0).
Output of f(D) is a partial matrix Mk×2, which stores the results of sum queries on D

for dj for the time tj ; j ∈ [1, · · · , k], and for r1 for the time t1. That is, M has the data
on the number of events (d1) and the number at risk (r1) for t1, and for the rest of the
time points (tj , j ∈ [2, · · · , k]), we only have the data on the number of events (dj). We
use this initial setup to ensure our privacy guarantees hold, as if we do not use the partial
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matrix M to start but it’s full version with dj , rj ; j ∈ [1, · · · , k], we can encounter scenarios
where a specific person is at risk for multiple time-points (an extreme example is of a
person starting the study and never experiencing the event till the maximum followup,
leading to their presence in rj for all time points), leading to large sensitivity, and hence an
extremely noisy result, we avoid this with our partial matrix setup. After creating M , using
the derived L1 sensitivity (S) (details in Section 7.3.3), we draw a noise matrix Z from the
Laplace distribution (Lap(S/ε)), where ε is the privacy parameter and Z is of the same size
as M . Adding Z to M (M ′ = M + Z) guarantees that M ′ is differentially private (formal
proof in Section 7.3.3).

Please note that the matrix M ′, although differentially private, is still incomplete as we
only have the number at-risk for the first time point (r′

1 for t1, after noise addition). To
complete the matrix, we derive the rest of the at-risk population using our noisy events
(d′

j). That is, to obtain the number at risk (r′
j) for a subsequent time point (tj), we subtract

the number of events (d′
j−1) from the number at risk (r′

j−1) for the previous timepoint. This
approach is similar to how number at-risk is generally calculated in a non-noisy case, as cases
that have experienced an event are no longer at risk for the same event and are removed
from the risk set, we use the noisy number of events (d′

j) to ensure our privacy guarantees
hold. We present DPSurv succinctly as Algorithm 8 followed by a detailed discussion.

Algorithm 8 DPSurv: Differentially Private Estimation of Ŝ(t)

1: procedure DP(Ŝ(t))
2: f(D)→M . Create a partial matrix M ; [r1, dj ] ∈M ; for every tj

3: M ′ = M + Lap(S/ε); [r′
1, d′

j ] ∈M ′

4: for j = 2, · · · , k do
5: r′

j = r′
j−1 − d′

j−1
6: end for
7: Ŝ′(t) = ∏

j:tj≤t

r′
j−d′

j

r′
j

8: return Ŝ′(t)
9: end procedure

Discussion

We use this paragraph to briefly discuss Algorithm 8. We begin with the noticeable simplicity
of the procedure, that is, the minimal changes required to the original estimation procedure
to make it differentially private. This simplistic approach serves a crucial two-fold role. This
boosts the accessibility of our differentially private version (it can be implemented using
any readily available software package), and aids in ensuring that many other required and
reported statistics with the survival function (test statistics, confidence intervals, etc.) are
differentially private without spending any extra privacy budget (details follow). Also, in our
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method, the required changes for differential privacy come with no computational overhead
compared to the original estimation (our method is equally computationally cheap).

An important observation is that with current Algorithm 8, using M ′ for estimating the
survival function, we might have scenarios where d′

j or rarely r′
j are negative, leading to the

non-monotonic behavior of the differentially private survival function. We fix this issue as
follows, after completion of M ′, we check to ensure that any noisy values are not violating
our data integrity constraints (i.e. r′

j , d′
j < 0), if they are, we replace such values by 02. This

extra step does not require any additional privacy budget and it does not violate our privacy
claims, as it is a standard case of post-processing in differential privacy, in spirit similar to
label smoothing [161] or enforcing data integrity constraints [49]. Another observation is
that the Algorithm 8 applies to the scenarios in the absence of right censoring, that is,
subjects either have the event or participate to the end of study (up to the maximum
follow-up time). However, in many scenarios subjects leave study unexpectedly (moved out
of state/country, did not wish to continue/withdrew, etc.) before completion, for such cases
our Algorithm 8 can be easily extended, where M is created with [r1, dj , cj ], where cj are the
number censored at a time point j. The number at risk completion after noise addition now
involves c′

j−1, that is, to get r′
j we subtract the sum of noisy events and noisy censored at

time j−1 from the number at risk at time j−1. All privacy guarantees including sensitivity
calculations remain the same in case of right censoring.

Next, we provide the formal privacy guarantees and further details on how DPSurv can
be easily extended for differentially private estimation of other associated statistics.

7.3.3 Privacy Guarantees of DPSurv

Now we are ready to formally state the differential privacy guarantees of DPSurv. Before
we state our main theorem, we start with a supporting Lemma for establishing the global
L1 sensitivity (S) for our method.

Lemma 5. L1 sensitivity (S) of f(D) is two.

Proof. As f(D) outputs result of sum queries for dj and r1 for tj , changing one single
individual can change the counts (sum) by at most two (that is being in at-risk group and
having an event).

Theorem 15. Algorithm 8 is ε-differentially private.

Proof. Proof of the differential privacy of M ′ follows from an instantiation of the Laplace
mechanism from [40] with the sensitivity defined in Lemma 5.

2Once the at-risk population is 0, we do not consider any future time points.
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As our function estimation (Ŝ′(t)) uses everything from M ′ (our differentially private
version of M) and nothing else from the sensitive data, our survival function estimation is
differentially private by the post-processing theorem (Theorem 3, Chapter 2).

7.3.4 Extending DPSurv to Other Estimates

As mentioned earlier, one of the advantages of DPSurv is its easy extension to other essen-
tial statistics often required and reported along with the estimates of the survival function.
Such as the confidence intervals, test statistics for comparing the survival function distribu-
tions among patient groups, etc. Here we formally define the extensions with their privacy
guarantees.

Confidence Intervals and Test Statistics

When reporting survival function estimates, it is often required to include the related con-
fidence intervals, reported to reflect the uncertainty of the estimate. And for the group
comparison, such as comparing the infection rates between two treatment arms of a clinical
trial, hypothesis testing is used with the help of a test statistic. So, it is of paramount
interest to provide the differentially private counterparts of both (confidence intervals and
test statistics). We start with the confidence intervals.

Confidence Intervals. Confidence intervals for survival function estimates are calcu-
lated in a point-wise fashion, that is, they are calculated at discrete time-points whenever an
event is observed (for the same time points at which the survival function changes its value).
We start with proving that the calculations required for obtaining confidence intervals are
differentially private following the changes made to the data in Algorithm 8.

Theorem 16. Greenwood’s [60] linear point-wise confidence intervals for Ŝ′(t) are ε-differentially
private.

Proof. Greenwood’s formula for the confidence intervals is given as

Ŝ(t)± z1−α/2σS(t) (7.3)

where
σ2

s(t) = V̂ [Ŝ(t)] (7.4)

and
V̂ [Ŝ(t)] = Ŝ(t)2 ∑

tj≤t

dj

rj(rj − dj) (7.5)

Replacing by their respective differentially private counterparts from Algorithm 8.

V̂ ′[Ŝ(t)] = Ŝ′(t)2 ∑
tj≤t

d′
j

r′
j(r′

j − d′
j) (7.6)
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estimate for V̂ ′[Ŝ(t)] is now differentially private, using it in conjunction with Ŝ′(t) makes
the confidence intervals differentially private by the post-processing theorem (Theorem 3,
Chapter 2).

As we don’t need any additional access to the sensitive data for calculating confidence
intervals. Hence, calculating and providing differentially private confidence intervals with
the differentially private survival function estimates does not incur any additional privacy
cost. In other words, we get the differentially private confidence intervals for free.

Hypothesis Tests. Hypothesis tests are often used to compare the distribution of
survival function estimates between groups. As an example, to compare infection rates
between two treatment arms of a clinical trial. Most often used statistical test in such
scenarios is the Logrank test [103]. Below we show that using our method (Algorithm 8),
the hypothesis testing using the Logrank test is differentially private.

Theorem 17. Hypothesis test for comparing two groups with the log-rank test for Ŝ′(t) is
ε-differentially private.

Proof. For comparing two groups, the log–rank test statistic is formed using the sum of the
observed minus expected counts over all failure times for one of the two groups divided by
the variance of the summed observed minus expected score [84], below we consider group 1.

Z =
∑k

j=1(O1j − E1j)√∑k
j=1 Vj

(7.7)

where O1j are observed number of failures (events) (d1j) and E1j are the expected number
of failures at time j in group 1, we have

E1j = dj
r1j

rj
(7.8)

and Vj is the variance, given as

Vj = r1jr2jdj(rj − dj)
r2

j (rj − 1) (7.9)

Replacing the corresponding quantities by their differentially private counterparts using
Algorithm 8, we get

V ′
j =

r′
1jr′

2jd′
j(r′

j − d′
j)

r′2
j (r′

j − 1) (7.10)

which makes V ′
j differentially private as no other sensitive information is required for its

estimation.
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Using it in conjunction with O1j and E1j , which can be made differentially private
following the same argument, makes the test statistic Z differentially private by the post-
processing theorem (Theorem 3, Chapter 2).

Under the null hypothesis (there is no overall difference between the two survival curves),
the log–rank statistic (Z) is approximately chi-square with one degree of freedom. Inference
for group comparison can be made by using P-value determined from tables of the chi-square
distribution.

The calculation, again being the case of standard post-processing on differentially private
data does not add to our overall privacy budget. Hence, after using Algorithm 8, we can
output the related confidence intervals and the test statistic without spending any additional
privacy budget.

Competing Risks Cumulative Incidence

In certain scenarios, we can have more than one type of event. Using our prior example (Ex-
ample 6) of HIV infection, we might have a scenario where patients die before progression to
AIDS, making the observation of progression impossible. Such events (death) that preclude
any possibility of our event of interest (progression) are known as competing events. Com-
peting events are a frequent occurrence in clinical data and require specialized estimates
that take this phenomenon into account, without which our estimates will be biased. One
such estimate is the competing risk cumulative incidence, which is the most widely used
and reported estimate in the literature, akin to the KM estimate, for competing events. For
complete understanding of competing risks and cumulative incidence, please see [75].

Here we show that using Algorithm 8, we can easily extend differential privacy to the
competing risk scenarios. However, as our database D now involves an additional term
(indicator dk for event of type k, that is, whether it was the event of interest (of type k) or
not), we design D such that when there is “1" for event of interest (for dk), there is “0" for
d, that is, the event is captured either in d (when not of type k) or in dk (of type k), never in
both. We do so to preserve our sensitivity as we will show that we can easily derive complete
d using partial d and dk. For now, our sum queries for time tj , j ∈ [1, · · · , k] include dj , dk,
and r1. Same as earlier, we proceed to add noise to the queries with our sensitivity from
Lemma 5, which still holds as changing one individual can change the query output by at
most two (that is, being in at-risk group r1, or being in either d or dk). We then get our
complete d required for estimating the cumulative incidence by summing the noisy versions
of d and dk.

Theorem 18. Competing risk cumulative incidence using our method is ε-differentially
private.
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Proof. Cumulative incidence extends Kaplan-Meier estimator and is given by

Îk(t) =
∑

j:tj<t

Ŝ(tj)djk

rj
(7.11)

where djk is the number of events of type k at time t(j) and Ŝ(tj) is the standard Kaplan-
Meier estimator to time t(j).

Replacing associated quantities with their differentially private counterparts (using same
reasoning as Algorithm 8).

Îk(t)′ =
∑

j:tj<t

Ŝ(tj)′ d
′
jk

r′
j

(7.12)

Its not hard to see that Îk(t)′ is differentially private by the post-processing theorem.

Further statistics associated with the cumulative incidence such as the confidence in-
tervals and hypothesis tests, etc. that directly depend on the quantities made differentially
private using Algorithm 8 can be similarly argued to be differentially private.

Nelson-Aalen’s Estimate of the Hazard Function

Analogous to the KM estimator of the survival function, another important non-parametric
estimator that is often used is the Nelson-Aalen estimator [117, 1] of the cumulative hazard.
Nelson-Aalen estimator estimates the hazard at each time point and has a nice interpretation
as the expected number of events in (0, tj ] per unit at risk. Although hazard function can
be derived using it’s relationship with the survival function (Ât = − log(Ŝt)), for which we
can directly argue differential privacy using our estimate of Ŝ′(t), there are certain scenarios
where we explicitly need to use the Nelson-Aalen estimator or require it for deriving other
estimates, such as the Flemming-Harrington’s estimate of the survival function, etc. Hence,
below we prove that using Algorithm 8, we can easily guarantee differential privacy of
Nelson-Aalen’s estimator.

Theorem 19. Following Algorithm 8, Nelson-Aalen estimator of the hazard function is
differentially private.

Proof. Nelson-Aalen’s estimator is given as

Ât =
∑
tj≤t

dj

rj
(7.13)

replacing dj and rj with their noisy counterparts from Algorithm 8

Â′
t =

∑
tj≤t

d′
j

r′
j

(7.14)

107



where Â′
t is now differentially private by the post-processing property of differential privacy.

Similar to the survival function, other statistics associated with the Nelson-Aalen esti-
mator can be argued to be differentially private following Algorithm 8.

7.4 Experiment Setup

Next, we present the empirical evaluation of DPSurv on eleven real-life clinical datasets
(nine for evaluating KM and two for competing risk) of varying properties. We start with
the dataset description for our main comparison.

7.4.1 Datasets

Nine real-life clinical datasets with time to event information are used to evaluate our
proposed method for the KM estimate3. Dataset summary is provided in Table 7.1 followed
by further dataset-specific details (dataset properties, pre-processing, group comparison
details for hypothesis tests, etc.).

Dataset Observations Events
Cancer 228 165
Gehan 42 30
Kidney 76 58
Leukemia 23 18
Mgus 1384 963
Myeloid 646 320
Ovarian 26 12
Stanford 184 113
Veteran 137 128

Table 7.1: Datasets used for evaluation of our proposed method, observations are the number
of observations (rows) in the dataset and events are the number of events. Wide variety of
datasets are used to simulate real-world clinical scenarios.

1. Cancer: It pertains to the data on survival in patients with advanced lung cancer from
the North Central Cancer Treatment Group [98]. Survival time in days is converted
into months. Groups compared are survival amongst males and females.

2. Gehan: This is the dataset from a trial of 42 leukemia patients [25]. Groups compared
are the control and treatment groups.

3We use two additional datasets for competing risk evaluation in Section 7.5.4
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3. Kidney: This dataset is for the recurrence times to infection, at the point of insertion
of the catheter, for kidney patients using portable dialysis equipment [106]. Time is
converted into months and groups compared are males and females.

4. Leukemia: The dataset pertains to survival in patients with Acute Myelogenous Leukemia
[111]. Time is converted into months and groups compared are the patients receiving
maintenance chemotherapy vs no maintenance chemotherapy.

5. Mgus: This dataset is about natural history of subjects with monoclonal gammopathy
of undetermined significance (MGUS) [86]. Time is converted into months and groups
compared are males and females.

6. Myeloid: Dataset is based on a trial in acute myeloid leukemia. Time is converted into
months and groups compared are the two treatment arms.

7. Ovarian: This dataset pertains to survival in a randomized trial comparing two treat-
ments for ovarian cancer [42]. Time is converted into months and groups compared
are the different treatment groups.

8. Stanford: This dataset is the Stanford Heart Transplant data [44]. Time is converted
into months and groups compared are the age groups (above and below median).

9. Veteran: This dataset has information from randomized trial of two treatment regi-
mens for lung cancer [75]. Time is converted into months and groups compared are
the treatment arms.

7.4.2 Setup and Comparison

To ensure thorough evaluation of our proposed method, we use varying settings for the
privacy budget ε (ε ∈ [3, 2, 1]). Being a non-trainable model, there are no train/test splits
and results are reported on the complete dataset. All experiments are performed in R [129].

As there is no current method for producing differentially private estimates of the sur-
vival function. We compare our approach to the original, gold-standard of the non-private
estimation. This provides us with a comparison to the upper bound (we cannot get better
than the non-noisy version). Good utility in comparison with the original non-perturbed
version provides credibility to our claim of high utility and will encourage practitioners to
adopt our method for practical use.

7.5 Experiment Results

Now we present the outcome of our evaluation of differentially private KM estimation on
nine real-life datasets. We start with the estimation of the differentially private survival
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function and then move on to the evaluation of the extensions (confidence intervals, test
statistic, etc.).

7.5.1 Estimating Survival Function

For the differentially private estimation of the survival function (our primary goal), Figure
7.1 shows the results. We can see that our privacy-preserving estimation (green line) faith-
fully estimates the survival function (black line), with little to no utility loss. As expected,
estimation deteriorates with decreased privacy budget (ε ∈ [2, 1], orange and blue lines re-
spectively). This is intuitive as when the privacy budget decreases, the noise scale required
to preserve differential privacy increases, leading to noisier estimates.

An observation worth making is that as the dataset size gets smaller (such as ovarian,
Leukemia, etc.), the utility of our differentially private estimation gets worse. Which is
because from the differential privacy point of view, to protect an individual’s privacy in a
small dataset, we need to add large noise (large perturbation). Whereas for moderate to
medium-sized datasets, our differentially private estimation provides good results, even for
the high privacy regime. When tested for statistical differences, we found that all privacy
preserving estimates (with ε ∈ [3, 2, 1]) were not statistically-significantly different from the
original, non-noisy estimate4.

7.5.2 Median Survival and Associated Confidence Intervals

An important estimate often reported with survival function is the median survival time
and its associated confidence intervals. Median survival time is defined as the time point
when the survival function attains the value of 0.5, confidence intervals for the survival
function at that time point serve as the confidence intervals of the median survival. Table
7.2 shows the results. For “Median Survival (95% CI)", we see that our method estimates
the median with high precision, even for the high privacy regime. For the performance of
our method, we see a similar trend as we saw with results in Figure 7.1, where our precision
increases with increasing dataset size, an acceptable trade-off for individual-level privacy
protection.

7.5.3 Test Statistic

For the test statistic (obtained from comparing the survival distribution of different groups
in the dataset, group details provided in the Section 7.4.1), in Table 7.3, we observe that
our differentially private estimation performs at par with the original non-noisy estimation,
even for the high privacy regime (ε ∈ [2, 1]). The test statistic (Z) follows the χ2 distribution
with one degree of freedom. Using it to derive the p-values, we observe that none of the

4Using the logrank test with statistical significance set at 0.05 level
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Median Survival(95% CI)

Dataset ε = 3 ε = 2 ε = 1 No
Privacy

Cancer 11.5 (9.5, 14.1) 11.4 (9.4, 12.2) 11.1 (9.4, 11.9) 11.5 (9.5, 14.1)
Gehan 12.0 (7.0, 16.0) 11.0 (7.0, 18.0) 11.0 (7.0, 22.0) 12.0 (8.0, 14.1)
Kidney 3.9 (1.9, 6.6) 4.9 (3.9, 8.0) 4.8 (3.5, 8.4) 4.3 (1.4, 6.2)
Leukemia 1.0 (0.3, 1.5) 0.8 (0.2, 1.0) 0.7 (0.1, 1.1) 0.9 (0.4, 1.4)
Mgus 3.3 (3.1, 3.5) 3.3 (3.0, 3.5) 3.2 (3.0, 3.5) 3.3 (3.1, 3.6)
Myeloid 12.6 (11.9, 13.5) 12.5 (11.7, 13.4) 13.4 (12.2, 13.8) 12.7 (11.9, 13.8)
Ovarian 12.0 (8.9, 15.6) 11.8 (8.8, 15.2) 11.6 (5.1, 15.2) 11.9 (8.8, 15.2)
Stanford 26.3 (15.8, 49.3) 24.7 (12.8, 47.3) 21.4 (18.7, 33.6) 30.5(12.5, 48.5)
Veteran 2.6 (1.7, 3.0) 1.7 (1.2, 2.8) 1.7 (1.1, 2.7) 2.6 (1.7, 3.4)

Table 7.2: Median Survival with associated confidence intervals. ε is the privacy budget
for our method and “No Privacy" are the results from the non-noisy model. Our method
provides “close" estimates to the original non-noisy values.

differentially private estimates change statistical significance threshold (at 0.05 level). That
is, none of the differentially private estimates make the “non-noisy" statistically significant
results non-significant or vice-versa.

Test Statistic (Z)

Dataset ε = 3 ε = 2 ε = 1 No
Privacy

Cancer 11.1 11.8 11.9 10.3
Gehan 17.5 17.6 28.1 16.3
Kidney 7.4 8.4 21.9 6.9
Leukemia 2.9 2.4 2.5 3.4
Mgus 7.2 6.9 5.9 9.7
Myeloid 9.2 9.1 10.7 9.6
Ovarian 0.8 1.2 2.4 1.1
Stanford 6.2 6.9 8.0 6.6
Veteran 0.2 0.3 1.1 0.02

Table 7.3: The test statistic for comparing two survival distributions. ε is the privacy budget
for our method and “No Privacy" are the results from the non-noisy model. Our method
provides good utility with strong privacy guarantees.

7.5.4 Competing Risk Cumulative Incidence

For empirical evaluation in a competing risk scenario, we use two datasets that have more
than one type of event. First is from a clinical trial for primary biliary cirrhosis (PBC) of
the liver [152]. With the event variable being receipt of a liver transplant, censor, or death;
our event of interest is the transplant, and death here is a competing event. The second
dataset has the data on the subjects on a liver transplant waiting list from 1990-1999, and
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Fi g ur e 7. 2: E xt e n di n g di ff er e nti all y pri v at e e sti m ati o n t o c o m p eti n g ri s k c u m ul ati v e i n ci-
d e n c e ( c u m ul ati v e i n ci d e n c e i s t h e o p p o sit e of s ur vi v al f u n cti o n, s o t h e pl ot s g o u p w ar d).
Bl a c k i s t h e ori gi n al, u n p ert ur b e d e sti m at e. Gr e e n i s wit h ε = 3 , or a n g e i s wit h ε = 2 , a n d
bl u e i s wit h ε = 1 . We c a n s e e t h at o ur m et h o d d o e s a g o o d j o b of e sti m ati n g c o m p eti n g
ri s k c u m ul ati v e i n ci d e n c e w hil e pr o vi di n g str o n g pri v a c y g u ar a nt e e s.

t h eir di s p o siti o n: r e c ei v e d a tr a n s pl a nt ( e v e nt of i nt er e st), di e d w hil e w aiti n g ( c o m p eti n g

ri s k), or c e n s or e d [ 8 2 ].

Fi g ur e 7. 2 s h o w s t h e r e s ult s ( c u m ul ati v e i n ci d e n c e i s t h e o p p o sit e of s ur vi v al f u n cti o n, s o

t h e pl ot s g o u p w ar d). We o b s er v e t h at o ur di ff er e nti all y pri v at e e xt e n si o n d o e s a n e x c ell e nt

j o b of di ff er e nti all y pri v at e e sti m ati o n of t h e c o m p eti n g ri s k c u m ul ati v e i n ci d e n c e f u n cti o n

w hil e pr o vi di n g str o n g pri v a c y g u ar a nt e e s.

7. 5. 5 N el s o n- A al e n E s ti m a t e

F or e v al u ati n g t h e p erf or m a n c e of o ur pr o p o s e d di ff er e nti all y pri v at e N el s o n- A al e n’ s e sti-

m at or of t h e h a z ar d f u n cti o n, w e u s e t h e m ai n ni n e d at a s et s. Pl e a s e n ot e t h at si mil ar t o t h e

c o m p eti n g ri s k c u m ul ati v e i n ci d e n c e, b ei n g a ri s k e sti m at e, t h e v al u e of t h e c u m ul ati v e h a z-

ar d e sti m at e i n cr e a s e s o v er ti m e, h e n c e it h a s a n u p w ar d c ur v e c o m p ar e d t o t h e d o w n w ar d

c ur v e f or t h e s ur vi v al e sti m at e.

Fi g ur e 7. 3 s h o w s t h e r e s ult s f or all ni n e d at a s et s. O ur di ff er e nti all y pri v at e e sti m at e p er-

f or m s e xtr e m el y w ell, si mil ar t o o ur m ai n c o m p ari s o n, w h er e w e c a n s e e t h at o ur e sti m ati o n

pr o vi d e s g o o d utilit y, e v e n at hi g h pri v a c y r e gi m e s. Al s o, si mil ar t o o ur m ai n c o m p ari s o n, all

di ff er e nti all y pri v at e e sti m at e s ar e n ot st ati sti c all y- si g ni fi c a ntl y di ff er e nt fr o m t h e ori gi n al,

n o n- n oi s y e sti m at e s.
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7.6 Summary

As a part of our individual, component DP models, we have presented the first method for
differentially private estimation of the survival function, DPSurv, and we have shown that
DPSurv can be easily extended to differentially private estimation of other often used and
reported statistics such as the associated confidence intervals, test statistics, and to other
estimates such as the competing risk cumulative incidence and the Nelson-Aalen estimate
of the hazard function. With extensive empirical evaluation on eleven real-life datasets, we
have shown that DPSurv provides a good privacy-utility trade-off. DPSurv is an excellent
candidate for a component model for PubSub-ML (Chapter 3), DP-Ensemble (Chapter 4),
and PubSub-ML’s extension to data streams (Chapter 5).
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Chapter 8

Individual Non-private Imputation
Model for a Single Site

We have already seen that the individual, differentially private models can act as the build-
ing blocks for our proposed decentralized learning framework. From Figure 1.1, we can
observe that non-private models can equally contribute as individual models, especially in
the scenario where privacy is not a concern. For example, all sites trust each other. In this
chapter, we provide details on Contribution 5 (Figure 1.1), where we focus on the missing
data imputation. Missing data is a significant problem impacting all domains. State-of-
the-art framework for minimizing missing data bias is multiple imputation, for which the
choice of an imputation model remains nontrivial. We propose a multiple imputation model
based on overcomplete deep denoising autoencoders. Our proposed model is capable of han-
dling different data types, missingness patterns, missingness proportions and distributions.
Evaluation on several real life datasets show our proposed model significantly outperforms
current state-of-the-art methods under varying conditions while simultaneously improving
end of the line analytics.

8.1 Background and Motivation

Missing data is an important issue, even small proportions of missing data can adversely
impact the quality of learning process, leading to biased inference [136, 20]. Many methods
have been proposed over the past decades to minimize missing data bias [136, 96] and can
be divided into two categories. One that attempt to model the missing data process and use
all available partial data for directly estimating model parameters, and two that attempt
to fill in/impute missing values with plausible predicted values. Imputation methods are
preferred for their obvious advantage. That is, providing users with a complete dataset that
can be analyzed using user specified models.

Methods for imputing missing data range from replacing missing values by the column
average to complex imputations based on various statistical and machine learning models.
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All standalone methods share a common drawback, imputing a single value for one missing
observation. Which is then treated as the gold standard, same as the observed data in
any subsequent analysis. This implicitly assumes that imputation model is perfect and fails
to account for error/uncertainty in the imputation process. This is overcome by replacing
each missing value with several slightly different imputed values, reflecting our uncertainty
about the imputation process. This approach is called multiple imputation [97, 140] and is
the most widely used framework for missing data analytics. The biggest challenge in multiple
imputation is the correct specification of an imputation model [114]. It is a nontrivial task
because of the varying model capabilities and underlying assumptions. Some imputation
models are incapable of handling mixed data types (categorical and continuous), some have
strict distributional assumptions (multivariate normality) and/or cannot handle arbitrary
missing data patterns. Existing models capable of overcoming aforementioned issues are
further limited in their ability to model highly nonlinear relationships, high volume data
and complex interactions while preserving inter-variable dependencies.

8.1.1 Our Proposal

Recent advancements in deep learning have established state-of-the-art results in many fields
[88]. Deep architectures have the capability to automatically learn latent representations
and complex inter-variable associations. Which is not possible using classical models. Part
of the deep learning framework, Denoising Autoencoders (DAEs) [158] are designed to
recover clean output from noisy input. Missing data is a special case of noisy input, making
DAEs ideal as an imputation model. But, missing data can depend on interactions/latent
representations that are not observable in the input dataset space. Hence, we propose to
use an overcomplete DAE as an imputation model. Whereby projecting our input data to a
higher dimensional subspace from where we then recover missing information. We propose
a multiple imputation framework with overcomplete DAE as the base model, where we
simulate multiple predictions by initializing our model with a different set of random weights
at each run.

8.1.2 Contributions

In summary, our main contributions in this chapter are as follows.

• We propose a missing data imputation framework using overcomplete denoising au-
toencoders.

• Previous studies on imputing missing data using machine learning methods use com-
plete observations for the training phase. We show that our model outperforms state-
of-the-art methods even when users do not have the luxury of having complete obser-
vations for initial training, a common scenario in real life.
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• Our model is capable of preserving attribute correlations, which are of a concern using
traditional imputation methods and can significantly affect end of the line analytics.

• Our model is better equipped to deal with different missing data generation processes,
such as data missing not at random, which is a performance bottleneck for other
imputation methods.

• With empirical evaluation, we show that our proposed method can be used in variety
of scenarios and outperforms the state-of-the-art.

8.2 Related Work

Missing data is a well researched topic in statistics. Most of the early work on missing data,
including definitions, multiple imputation and subsequent analysis is attributed to works
of Little and Rubin [97, 96, 136]. From machine learning perspective, it has been shown
that auto-associative neural networks are better at imputing missing data when attribute
interdependencies are of concern [119]. A common scenario in real life datasets. Denoising
autoencoders have been recently used in completing traffic and health records data [33, 5]
and collaborative filtering [93].

Denoising autoencoders are a natural extension to autoencoders [158]. By corrupting
the input data and forcing the network to reconstruct the clean output forces the hidden
layers to learn robust features. Corruption can be applied in different ways, such as randomly
setting some input values to zero or using distributional additive noise. DAEs reconstruction
capabilities can be explained by thinking of DAEs implicitly estimating the data distribution
as the asymptotic distribution of the Markov chain that alternates between corruption and
denoising [7].

8.3 Proposed Method Details

Our default architecture is shown in Figure 8.1. We employ atypical overcomplete repre-
sentation of DAEs. That is, more units in successive hidden layers during encoding phase
compared to the input layer. This mapping of our input data to a higher dimensional sub-
space creates representations capable of adding lateral connections, aiding in data recovery.
We start with an initial n dimensional input, then at each successive hidden layer, we add
Θ nodes, increasing the dimensionality to n + Θ. Multiple imputation is accomplished by
using multiple runs of the model with a different set of random initial weights at each run.
This provides us with the variation needed for multiple imputations. Algorithm 9 explains
our multiple imputation process.

Application. Our proposed method imitates a real life scenario. Where the user only
have a dataset with pre-existing missing values. That is, the user does not have the luxury
of access to the clean data and user does not know the underlying missing data generating
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Figure 8.1: Our basic architecture, encoder block increases dimensionality at every hidden
layer by adding Θ units with decoder symmetrically scaling it back to original dimensions.
Crossed out inputs represent stochastic corruption at input by setting random inputs to
zero. H1, H2, H3, H4, H5 are hidden layers with I and O being the input and output layers
respectively. Encoder and decoder are constructed using fully connected artificial neural
networks.

Algorithm 9 Multiple imputation using DAEs
Require: k: Number of imputations needed

1: for i = 1→ k do
2: Initialize DAE based imputation model using weights from random uniform distri-

bution
3: Fit the imputation model to training partition using stochastic corruption
4: Reconstruct test set using the trained model
5: end for

mechanism or the distribution. In scenarios where missingness is inherent to the datasets,
training imputation models using complete data can bias the learner. But as DAEs require
complete data at initialization, we initially use the respective column average in case of con-
tinuous variables and most frequent label in case of categorical variables as placeholders for
missing data at initialization. Training phase is then initiated with a stochastic corruption
process setting random inputs to zero. Where our model learns to map corrupted input to
clean output. Our approach is based on one assumption, that is, we have enough complete
data to train our model. So the model learns to recover true data using stochastic corruption
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on inputs, and is not learning to map placeholders as valid imputations. The results show
this assumption is readily satisfied in real life scenarios. Even datasets with small sample
sizes are enough for DAE based imputation model to achieve better performance compared
to state-of-the-art.

8.4 Experiment Setup

For initial comparisons, we use Θ = 7. It is an arbitrary choice and can be dealt with by
viewing Θ as another tuning hyperparameter. Our model inputs are standardized between
0 and 1 to facilitate faster convergence for small to moderate sample sizes. Our model is
trained with 500 epochs using an adaptive learning rate with a time decay factor of 0.99
and Nesterov’s accelerated gradient [120]. The input dropout ratio to induce corruption is
set to 0.5. So that in a given training batch, half of the inputs are set to zero. Tanh is used
as an activation function as we find it performs better than ReLU for small to moderate
sample sizes, especially when some inputs are closer to zero. We use early stopping rule to
terminate training if desired mean squared error (MSE) of 1e-06 is achieved or if simple
moving average of length 5 of the error deviance does not improve. The training-test split
of 70-30 is used with all results reported on the test set.

8.4.1 Competitors and Comparison

Competitor

For multiple imputation, we need methods that can inject variation in successive imputa-
tions, providing slightly different imputation results at each iteration. Simple models such
as linear/logistic regression or deterministic methods based on matrix decomposition fail to
take this into account. Current state-of-the-art in multiple imputation is the Multivariate
Imputation by Chained Equations (MICE) [12]. Which is a fully conditional specification
approach and works better than Joint Modelling approaches where multivariate distribu-
tions cannot provide a reasonable description of the data or where no suitable multivariate
distributions can be found. MICE specifies multivariate model on variable by variable basis
using a set of conditional densities, one for each variable with missing data. MICE draws im-
putations by iterating over conditional densities. It has an added advantage of being able to
model different densities for different variables. Internal imputation model in MICE is vital
and a model with properties to handle different data types and distributions is essential for
effective imputations. Predictive mean matching and Random Forest are the best available
options within MICE framework [143]. We compared them both and found predictive mean
matching to provide more consistent results with varying dataset types and sizes. Hence it
is used as the internal component of our competitor MICE model.
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Comparison

For most of the evaluation, imputation results are compared using sum of root mean squared
error calculated per attribute on the test set, given as

RMSEsum =
m∑

i=1

√√√√E(
n∑

i=1
(t̂i − ti)) (8.1)

where we have m attributes, n observations, t̂ is the imputed value and t is the observed
value. RMSEsum is calculated on scaled datasets to avoid disproportionate attribute contri-
butions. RMSEsum provides us a measure of relative distance, that is, how far the dataset
completed with imputed values is from the original complete dataset. For multiple imputa-
tion scenarios with k imputations, we have k values for RMSEsum per dataset. The results
are then reported using average RMSEsum along with the range.

8.4.2 Datasets

Table 8.1 shows the properties of various real life publicly available datasets [90] used for
model evaluation. Models based on deep architectures are known to perform well on large
sample, high dimensional datasets. Here we include some extremely low dimensional and
low sample size datasets to test the extremes and to prove that our model has real world
applications. Most of the datasets have a combination of continuous, categorical and ordinal
attributes. Which further challenges the convergence of our model using small training
samples.

8.4.3 Inducing Missingness

To provide a wide range of comparisons. Initially for each data set, we introduce missingness
in four different ways with a fixed missingness proportion of 20% using the steps detailed
below.

1. Append a uniform random vector v with n observations to the dataset with values
between 0 and 1, where n is number of observations in the dataset.

2. MCAR, uniform: Set all attributes to have missing values where vi ≤ t, , i ∈ 1 : n, t

is the missingness threshold, 20% in our case.

3. MCAR, random: Set randomly sampled half of the attributes to have missing values
where vi ≤ t, i ∈ 1 : n.

4. MNAR, uniform: Randomly sample two attributes x1 and x2 from the dataset and
calculate their median m1 and m2. Set all attributes to have missing values where
vi ≤ t, i ∈ 1 : n and (x1 ≤ m1 or x2 ≥ m2).
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Table 8.1: Datasets used for evaluation. Dataset acronyms are shown in parenthesis that we
will be using in the results section.

Observations Attributes
Boston Housing (BH) 506 14
Breast Cancer (BC) 699 11
DNA (DN) 3186 180
Glass (GL) 214 10
House votes (HV) 435 17
Ionosphere (IS) 351 35
Ozone (ON) 366 13
Satellite (SL) 6435 37
Servo (SR) 167 5
Shuttle (ST) 58000 9
Sonar (SN) 208 61
Soybean (SB) 683 36
Vehicle (VC) 846 19
Vowel (VW) 990 10
Zoo (ZO) 101 17

5. MNAR, random: Randomly sample two attributes x1 and x2 from the dataset and
calculate their median m1 and m2. Set randomly sampled half of the attributes to
have missing values where vi ≤ t, i ∈ 1 : n and (x1 ≤ m1 or x2 ≥ m2).

8.5 Experiment Results

8.5.1 Main Results

Table 8.2 shows the multiple imputation results on real life datasets, comparing five impu-
tations by our model with five imputations by MICE. That is, each missing value is imputed
five times with a slightly different value.

The results show that our model outperforms MICE in 100% of cases with data MCAR
and MNAR with uniform missing pattern and in > 70% of cases with random missing pat-
tern. Our model’s superior performance in this scenario using small to moderate dataset
sizes with constrained dimensionality is indicative of it’s utility when datasets are large and
are of higher dimensionality. Which is a performance bottleneck for other multiple impu-
tation models whereas our model is capable of handling massive data by design. Another
advantage is that our model does not need a certain proportion of available data to predict
missing value. As in the case of dataset VW-MNAR, MICE was unable to provide complete
imputations.

Computational cost associated with our model is at par or better than imputations
based on MICE for small to moderate sized datasets. This might seem counter-intuitive to
some readers as our model is much more complex. But, computational gains are significant
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Data Uniform missingness Random missingness
DAE MICE DAE MICE

MCAR

BH 2.9(2.9,3) 3.7(3.5,3.8) 0.9(0.9,1) 0.9(0.7,1)
BC 2.9(2.9,2.9) 3.9(3.6,4.2) 1.2(1.2,1.3) 1.3(1.1,1.4)
DN 25.7(25.7,25.7) 36.5(36.3,36.6) 13.1(13.1,13.2) 16.9(16.9,17)
GL 1.1(1,1.1) 1.5(1.3,1.7) 1.3(1.2,1.4) 1.4(1.3,1.6)
HV 2.4(2.4,2.4) 3.4(3.1,3.7) 1.1(1.1,1.2) 1.2(0.9,1.3)
IS 13(12.9,13.1) 17.1(16.2,17.7) 5.8(5.6,6.2) 7(6.7,7.5)
ON 2.1(2.1,2.1) 3.1(3,3.3) 0.9(0.9,1) 1(1,1.2)
SL 3.6(3.6,3.7) 4.5(4.4,4.6) 1.8(1.7,1.8) 0.7(0.7,0.7)
SR 1.2(1.,1.2) 1.5(1.4,1.7) 0.4(0.4,0.5) 0.4(0.4,0.5)
ST 16.5(16.5,16.7) 27.9(27.5,28.2) 6.5(6.4,6.7) 13(12.5,13.8)
SN 5.1(5,5.1) 7.3(7.2,7.5) 2.3(2.2,2.3) 3.2(3.2,3.3)
SB 1.8(1.8,1.8) 2.4(2.3,2.4) 1.2(1.1,1.2) 1.1(1,1.1)
VC 4.1(4,4.1) 5.6(5.5,5.7) 1.6(1.6,1.6) 2.2(2.1,2.3)
VW 5.8(5.7,6.2) 7.7(7,8.1) 2.6(2.4,2.9) 3.8(3.3,4.2)
ZO 2.1(2.1,2.1) 3.4(3.1,4.3) 1.1(1.1,1.2) 1.1(1.1,1.1)

MNAR

BH 2.3(2.2,2.4) 3.2(2.9,3.4) 0.9(0.8,1) 0.7(0.7,0.8)
BC 2.9(2.8,3) 3.6(3.4,3.8) 1.7(1.7,1.8) 1.4(1.3,1.5)
DN 25.3(25.2,25.3) 34.5(34.5,34.7) 5.7(5.7,5.8) 7.2(7.1,7.2)
GL 1.3(1.3,1.4) 1.5(1.3,1.8) 0.4(0.3,0.4) 0.2(0.11,0.2)
HV 2.6(2.6,2.6) 3.5(3.3,3.7) 1.3(1.2,1.3) 1.3(1.3,1.4)
IS 11.7(11.5,11.8) 15.4(14.9,16.5) 4.8(4.5,5.1) 6.3(5.6,6.8)
ON 1.5(1.5,1.5) 2.2(2,2.4) 1.2(1.1,1.2) 1.3(1.1,1.5)
SL 3.4(3.4,3.4) 3.8(3.8,3.9) 1.6(1.6,1.6) 0.5(0.5,0.5)
SR 1.2(1.2,1.2) 1.6(1.5,1.7) 0.4(0.3,0.4) 0.3(0.2,0.3)
ST 11.8(11.7,11.9) 22.4(22.1,22.7) 4.5(4.3,4.7) 9.5(8.4,10.3)
SN 4.6(4.6,4.6) 6.8(6.5,7.1) 2.3(2.3,2.4) 3.1(3,3.2)
SB 1.7(1.7,1.7) 2.3(2.2,2.4) 0.6(0.6,0.6) 0.9(0.9,0.9)
VC 3.5(3.4,3.7) 4.6(4.4,4.8) 1.7(1.7,1.8) 2.4(2.3,2.4)
VW 5.9(5.9,5.9) NA 2.3(2.1,2.5) NA
ZO 3.3(2.8,5.5) 3.9(3.6,4.6) 0.9(0.8,1.0) 1.1(0.7,1.7)

Table 8.2: Imputation results comparing our model and MICE. Results are displayed using
sum of root mean square error(RMSEsum). Providing a measure of relative distance of
imputation from original data. As results are from multiple imputation (5 imputations),
mean RMSEsum from 5 imputations is displayed outside with min and max RMSEsum

inside parenthesis providing a range for imputation performance. Value for MNAR is NA
for dataset VW as MICE was unable to impute a complete dataset.

when we are modelling a complete dataset in a single attempt compared to iterative variable
by variable imputation in MICE.
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8.5.2 Increased Missingness Proportion

Missing data proportion is known to affect imputation performance. Which deteriorates with
increasing missing data proportion. To test the impact of varying missing data proportion
on our model, we introduce missingness in all 15 datasets with missingness proportion
set at 40% and 60% using methods described in experimental setup section. Keeping all
model parameters same for our model and MICE, we multiple imputed datasets with five
imputations each. For a better visual representation, we compare the imputation results
between our model and MICE using mean error ratio ER, given as

ER =
1
n

∑n
i=1 EDi

1
n

∑n
i=1 EP i

(8.2)

where ED is imputation error of our model, EP is imputation error of MICE and n is
number of imputations. ER values of less than one signify average superior performance of
our model over MICE, whereas values greater than one signify MICE performing better.

Figure 8.2 shows the results, a reference line at y-intercept of 1 is drawn to aid visual
comparisons. Our model performs better on average compared to MICE, irrespective of
missing data proportion. Results echo the findings of our main results, where we observe
our model performing better than MICE on average of > 85% cases.

8.5.3 Impact on Final Analysis

Main goal of imputing missing data is to generate complete datasets that can be used for
analytics. While imputation accuracy provides us with a measure of how close the imputed
dataset is to the complete dataset, we still do not know how well inter-variable correlations
are preserved. Which severely impacts end of the line analytics. To check the imputation
quality in relation to a dataset’s overall structure and to quantify the impact of imputation
on end of the line analytics. We use all imputed datasets as the input to classification/re-
gression models based on random forest with 5 times 5 fold cross validation. The task is
to use the target variable from all datasets and store the classification accuracy/RMSE for
each dataset imputed using our model and MICE. Higher values for classification accuracy
and lower RMSE will signify a better preserved predictive dataset structure. We calculate
mean accuracy/RMSE from all five runs of multiple imputation. Datasets with data MNAR
(uniform and random) are used as MNAR datasets pose greatest challenges for imputation.

Results in Table 8.3 show that multiple imputation using our model provides higher pre-
dictive power for end of the line analytics compared to MICE imputed data. The difference
is even more significant when data are MNAR uniform compared to when data are MNAR
random.
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Data Uniform missingness Random missingness
DAE MICE DAE MICE

MNAR

BH* 3.9 4.5 3.7 4.1
BC 96.0 96.0 97.0 96.1
DN 91.6 87.6 93.3 93.7
GL 70.2 64.1 74.6 70.4
HV 98.5 99.2 95.0 98.2
IS 90.5 86.6 90.7 90.3
ON* 4 3.8 3.6 4.2
SL 90.0 80.9 89.6 89.6
SR* 6.6 8.1 6.9 6.4
ST 86.4 80.8 76.5 72.9
SN 90.9 70.5 85.3 84.2
SB 72.6 62.7 73.7 77.1
VC 74.7 63.8 72.7 70.6
VW 93.9 NA 77.7 NA
ZO 99.9 98.5 99.9 99.9

Table 8.3: Average accuracy and RMSE estimates for end of the line analytics using random
forest on imputed datasets. As we have used multiple imputation, results are averaged over
all imputed datasets. * signifies where RMSE is reported because target variable is numeric,
hence lower values the better. All other datasets report average classification accuracy,
higher the better. For dataset VW, as MICE was unable to impute a full dataset, end of
the line analytics is not possible.

8.6 Summary

We have presented a new method for multiple imputation based on deep denoising au-
toencoders. We have shown that our proposed method outperforms current state-of-the-art
using various real life datasets and missingness mechanisms. We have shown that our model
performs well, even with small sample sizes, which is thought to be a hard task for deep
architectures. In addition to not requiring a complete dataset for training, we have shown
that our proposed model improves end of the line analytics.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 8.2: Results for imputation with increased missingness proportions. Figures (a), (b),
(c), (d) show imputation results with 40% missing data and figures (e), (f), (g), (h) show
imputation results with 60% missing data. Red line is drawn as a reference line at y-intercept
of 1 to signify superior/inferior performance of our model vs MICE. Results are displayed
using ER where values less than one signify our model performing better and values greater
than one signify MICE’s superior performance. X-axis show different datasets (1-15) and
Y-axis display ER. For some cases, MICE has trouble imputing dataset 14 (VW) whereas
our model provides consistent imputations.
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Chapter 9

Conclusion

This chapter summarizes the contributions made in this dissertation, their limitations, and
highlights some of the promising research directions along with the potential, real-world
applications.

9.1 Summary

To bridge the existing research gap, we proposed PubSub-ML, a differentially private, decen-
tralized machine learning paradigm under loose collaboration for static data. We presented
DP-Ensemble, a differentially private temporal ensemble method for data streams, that
allows unlimited DP model updates on a constant privacy budget for a single site. We ex-
tended PubSub-ML to data streams using DP-Ensemble. The extension provides us with
a differentially private, decentralized machine learning paradigm under loose collaboration
for data streams. Lastly, to ensure a strong foundation for PubSub-ML, DP-Ensemble, and
PubSub-ML’s extension to data streams, we proposed two differentially private models for
a single site, and one non-private model for a single site. Next, we briefly summarize our
individual contributions.

• In Chapter 3 (Contribution 1, Figure 1.1), as an alternative to the forced tight col-
laboration in federated learning, we introduced PubSub-ML, a differentially private
decentralized learning paradigm under loose collaboration for static data. In PubSub-
ML, the sites acting as publishers publish their differentially private machine learning
models trained on local data, and the sites acting as subscribers subscribe to the
published models via channels specifying their feature needs. The subscribers use the
subscribed models to build their own customized model for local use, distilling knowl-
edge from the subscribed models via our proposed model customization framework.
PubSub-ML satisfies the core requirements of Autonomy, Asymmetric sharing, and
Model agnostic, specified in Chapter 1. With the aid of our extensive empirical eval-
uation, we provided evidence of PubSub-ML’s utility.
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• In Chapter 4 (Contribution 2, Figure 1.1), we provided details on the temporal
ensemble method, DP-Ensemble. DP-Ensemble ensures that within the context of a
single site, we can model time-evolving data streams with differential privacy on a
constant privacy budget. That is, DP-Ensemble allows for an unbounded number of
model updates under a fixed privacy budget. The key component of DP-Ensemble is
a novel differentially private weighting mechanism for integrating the models in an
ensemble. Further, similar to PubSub-ML, DP-Ensemble is model agnostic and can
be used with any existing differentially private classification/regression method. We
provided proof for DP-Ensemble’s utility via our extensive empirical evaluation.

• In Chapter 5 (Contribution 3, Figure 1.1), we extended PubSub-ML (Chapter 3)
to data streams using a special case of DP-Ensemble (Chapter 4). Our extension
enjoys the combined benefits of PubSub-ML and DP-Ensemble. That is, it provides
a differentially private decentralized learning paradigm under loose collaboration for
data streams. We proved that PubSub-ML’s extension to data streams satisfies the
requirements of Autonomy, Asymmetric sharing, Model-agnostic, and the property
of Adaptability, satisfying the goal stated in Section 1.2, Chapter 1. We provided
empirical evidence for the utility of our proposed method.

• In Chapter 6 (Contribution 4, Figure 1.1), as the first building block for PubSub-
ML, DP-Ensemble, and PubSub-ML’s extension to data streams, we proposed a new
differentially private training paradigm for neural networks, based on the lottery ticket
hypothesis, called DPLTH. We showed that DPLTH outperforms the current state-
of-the-art and has faster convergence, leading to reduced privacy budget consumption
with improved utility if early stopping is desired.

• In Chapter 7 (Contribution 4, Figure 1.1), continuing with the building blocks for
PubSub-ML, DP-Ensemble, and PubSub-ML’s extension to data streams, we pre-
sented a method for differentially private estimation of the survival function, DPSurv,
and we have shown that our proposed method can be easily extended to differentially
private estimation of other often used statistics such as the associated confidence in-
tervals, test statistics, and to other estimates such as the competing risk cumulative
incidence and the Nelson-Aalen estimate of the hazard function. Evidence for our
claims is provided via extensive empirical evaluation.

• In Chapter 8 (Contribution 5, Figure 1.1), as a non-private component model for
PubSub-ML, DP-Ensemble, and PubSub-ML’s extension to data streams, we pro-
posed a multiple imputation model using denoising autoencoders (MIDA). Taking
advantage of overcomplete denoising autoencoders, MIDA ensures high utility for
data completion compared to the state-of-the-art.
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9.2 Limitations and Future Research

The works presented in this dissertation have some limitations. For PubSub-ML (Contri-
bution 1, Chapter 3) and its extension to data streams (Contribution 3, Chapter 5), our
current focus is on the supervised learning setting (classification/regression), leaving room
for investigating the unsupervised and self-supervised learning paradigm. For DP-Ensemble
(Contribution 2, Chapter 4), the limitations include the reliance on explicit weight calcula-
tion based on either mean squared error or balanced accuracy, leaving room for improvement
where we can utilize numerical optimization methods [122] or a neural network to estimate
the best weights. The first component model, DPLTH (Contribution 4, Chapter 6), can only
accommodate simple, fully connected neural network architectures. Further work is required
to adapt DPLTH for larger models such as ResNet [62] or BERT [28]. The second compo-
nent model, DPSurv (Contribution 4, Chapter 7), does not provide good utility for smaller
datasets, where we might have to truncate the function estimation when our noisy at-risk
population reaches zero. The truncation can lead to biased estimates where the noisy esti-
mate is missing information from the tail-end of the follow-up time. The non-private model,
MIDA, relies on dataset completion at start-up using a simple mean or frequent-category
imputation, further work is required to extend the dataset completion at start using existing
imputation models.

Our proposed decentralized learning frameworks (PubSub-ML and its extension to data
streams) do not assume a specific objective function or a learning setting (for example,
classification or regression), providing us with the flexibility to model varying learning
scenarios as long as they can be formulated as an optimization problem with an objective
defined by a loss function. We provide three such examples below.

Decentralized Large Language Models. Large language models such as BERT [28],
GPT-2 [130], etc. are fundamental to many natural language processing tasks and have
shown a great promise for problems such as entity recognition, next word prediction, text
summarization, question answering, etc. It has been shown that the pre-trained, large lan-
guage models can excel in specialized domains via fine-tuning on domain-specific data [181].
However, even fine-tuning of a large language model requires access to large annotated
datasets, which are not easily available in domains such as healthcare. For example, to
fine-tune a large language model to automate the extraction of pathology data from text
reports, we need a large collection of annotated pathology reports, which is often not avail-
able due to time and budget constraints, as it requires experienced pathologists to manually
annotate the reports. Extending PubSub-ML to large language models can solve this issue,
where participating sites can share their fine-tuned large language models, which can be
used by subscribers to create customized models for robust inference.

129



Decentralized Generative Modelling. Generative models such as the Generative Ad-
versarial Networks (GANs) [57] are a powerful tool to learn and generate from complex
data distributions. Combined with federated learning, GANs have the potential to allow
distributed sites to leverage decentralized data to train high-quality, robust, and diverse
generative models [183, 132]. For example, multiple hospitals can collaborate to create ro-
bust generative models for medical imaging, using which we can generate medical images
for rare diseases, that can be used to train residents and students. However, the current
methods share the same drawbacks of tight collaboration as discussed in Chapter 1 and
Chapter 3. PubSub-ML offers an intuitive solution where the participating sites can inde-
pendently publish different generative models (Variational Autoencoders [83], GANs, etc),
to be used by the subscribers to create customized models for local use.

Decentralized Missing Data Imputation. Missing data is a major issue across domains
[35, 10], where if not accounted for in a principled manner, it can lead to unstable or biased
models. Often, the missing data is hard to impute, especially when a single site does not
have enough information to inform the imputation process [56]. For example, an oncology
department at a small cancer hospital does not have complete data on cancer biomarkers for
all patients, mainly due to the costs associated with testing. However, larger cancer research
centers have similar complete datasets. In such scenarios, PubSub-ML provides a natural
solution where the sites share their independently built imputation models (such as MICE
[156], Denoising Autoencoders [56], GANs [171], etc.), to be used via model customization
by the subscribers to create their local imputation models.

9.3 Future Applications and Deployment

The research presented in this dissertation is motivated by personal experiences and the
challenges encountered while working within British Columbia’s (BC) healthcare system.
In BC, the Provincial Health Services Authority (PHSA) oversees 30 different programs
(such as BC Cancer, BC Center for Disease Control, BC Renal, etc.), where each program
is responsible for its own data collection and storage. There is limited to no collaboration
between the programs due to the stringent privacy and regulatory concerns. The unique
capabilities of our proposed differentially private, decentralized learning framework under
loose collaboration (PubSub-ML) make it immediately applicable in this scenario.

For deploying PubSub-ML, PubSub-ML can be implemented using an API, where all
participating sites are required to register whether they want to participate as publishers,
subscribers, or both. Further, the participating sites also register their feature space and the
subscription channels of interest. This information is used to build a publisher/subscriber
graph, which is used for streaming differentially private models from publishers to the
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subscribers. Note that the API only has the registration information and does not have
access to the models or the data. Next, we provide three examples of potential applications.

Breast Cancer Detection. In BC, women aged 40 and up get free screening mammograms
which are vital for early detection of breast cancer. Deep learning based models have shown
a great promise for automated breast cancer detection [145] and for extracting important
features from the mammograms such as the breast density [105], etc. which aids radiologists
to help focus on important cases and also provides not otherwise available data. A robust
deep learning model would be best built by accessing all screening mammograms, account-
ing for ethnic and geographical heterogeneity among population. However, at present, the
images are stored at various clinics where a mammogram is administered and pooling the
data from all clinics is made impossible by the current data sharing policies. We can over-
come this barrier through PubSub-ML, where each site can locally train and share their
own privacy-preserving models, which can be used for knowledge distillation by other sites.

COVID-19 Vaccine Efficacy. Data for COVID-19 vaccine efficacy among vulnerable
populations in BC is siloed at various programs within the PHSA, such as the BC Cancer
stores the data for cancer patients, BC Renal stores the data for patients with severe
kidney diseases, BC Center for Disease Control stores the data for patients with various
infectious diseases, etc. At present, each program builds their own model on their limited
data to infer the vaccine efficacy among their population. There is an urgent need to pool all
data for collective inference on heterogeneous patient populations, but current data sharing
practices prohibit such data exchange. With PubSub-ML, different programs can train and
share their differentially private models, which can be used for model customization via
knowledge distillation by other programs.

Cancer Registry Completion. At BC Cancer, there is limited availability of annotated
data to fine-tune large language models for the tasks of searching for cancer diagnoses and
cancer relapses from diagnostic reports, extracting useful tumor features from pathology
reports [22], etc. Such automated extraction is vital to the task of timely completion of the
cancer registry, an invaluable research tool. Similar annotated data is available at other sites
in large quantities, such as the Fred Hutchinson Cancer Research Center in Seattle. Using
PubSub-ML, BC Cancer and Fred Hutchinson Cancer Research Center can collaborate
via sharing their locally fine-tuned large language models, benefiting from each other’s
knowledge, while eliminating the need of sharing raw data.
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