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Abstract

With the advent of high throughput sequencing technologies, there has been a great deal
of work on producing large-scale biological data. One of the fundamental steps for inform-
ing clinical intuition is data integration. Data preparation is a money- and time-consuming
process which requires different labs or devices to gather the results separately. During the
laboratory preparation process for a biological specimen, artifactual effects may be intro-
duced in biological data. Many normalization approaches have been designed to correct the
biases so that the dynamic range of the data is stabilized. However, one effect that is not
handled by existing normalization approaches is stabilizing the variance of the biological
data. It has been shown that the variance of the data is a function of their mean. This
property indicates why it may not be a good measurement to consider the difference be-
tween the signals in two replicates as a proper metric for quantifying if a locus is significant.
This property complicates their analysis; for example, the difference between two signals is
not a reliable measure of the magnitude of change. To attempt to stabilize the variance,
many analyses employ log or inverse hyperbolic sine transformations (asinh). However, these
transformations assume a specific mean-variance relationship in the data. For example, log
transformation stabilizes the variance of the data when there is a linear mean-variance rela-
tionship in data. In this thesis, we show that existing transformations do not fully stabilize
variance in genomic data sets. To solve the variance-instability issue, we first propose VSS,
a method that produces variance-stabilized signals for sequencing-based genomic signals.
VSS learns the empirical relationship between the mean and variance of a given signal data
set and produces transformed signals that normalize for this dependence. Then, we pro-
pose the VSS-Hi-C method that stabilizes the inter-chromosomal and intra-chromosomal
Hi-C contact frequency matrices. We show that VSS and VSS-Hi-C successfully stabilize
the variance of data and doing so improves downstream applications. These signal trans-
formation methods will eliminate the need for downstream methods to implement complex
mean-variance relationship models. Moreover, we investigate biological experiments to see
if there are any underlying factors responsible for mean and variance dependency in data
sets. Also, we introduce a new quality control metric using VSS signals to measure replica-
ble granularity in signal strength. Finally, we build a framework to transform unreplicated
experiments using the mean-variance relationship derived from replicated experiments.
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Chapter 1

Introduction

With the tremendous amount of biological data being actively generated, the chance of
producing artifactual effects is large. To have a robust statistical power in downstream
analyses, data need to be normalized so that batch effects, biases and statistical artifacts
are removed or mitigated. Normalization approaches stabilize the dynamic range of data.
Stabilizing the variance of data is another pre-processing step that needs to be taken into
account. It has been shown that the variance of data is a function of the mean. Meaning
that, for example in sequencing-based assays, variance is higher for higher read counts and
lower for lower read counts. This property means that difference in read counts between
biosamples is a poor measure of the difference in activity. For instance, a locus having 100
reads in one replicate while 0 in the other is usually considered more significant than a locus
with 1100 reads in one replicate and 1000 reads in the other one. To remove this dependency,
many variance-stabilization approaches like log or inverse hyperbolic sine transformations
(asinh) have been used. However, these transformations assume a specific pattern for the
mean-variance relationship. For example, log transformation stabilizes the variance of data
when there is a linear relationship between the mean and variance in data. These transfor-
mations fail to stabilize the variance if the mean-variance trend is non-uniform. Despite the
widespread use of log and asinh transformations to stabilize the variance, to our knowledge,
no work has evaluated whether they in fact do so. In this thesis, we show that, for many
biological data, this assumption is violated and thus existing transformations do not fully
stabilize the variance. So, we need more systematic approaches that account for the non-
uniform mean-variance relationship in data rather than assuming a specific pattern for this
trend.

Interpreting the results are inconsistent without confronting the variance. In the absence
of a well-defined and solid data processing steps at the early stages of the process, the
ultimate findings would be misleading.

The goal of this thesis is to introduce new units for genomic data so that the variance
of the transformed signals is stabilized. Having variance-stabilized signals enable confidence
in downstream analyses. We first review some of the most common (1) batch effect removal
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approaches in section 1.1 and (2) normalization and transformation methods in section
1.2. Then, we briefly mention a general class of variance-stabilization methods as our ap-
proach falls in this category and aims to resolve the currently used transformation methods
limitations (section 1.2).

1.1 Batch effects

There has been a great deal of work on producing large-scale biological data such as gene
expression and OMICS data. The data preparation process is costly and time-consuming
which necessitates the use of many types of equipment and labs to collect experimental
findings. A group of experiments that are done in the exact same conditions including
the same time, lab, instruments, materials, protocols and technicians are called “batches”
[84, 139, 94, 128]. Consequently, due to different factors that contribute to the data gathering
procedure, technical diversity appears in the experiments [63, 113, 128].

These heterogeneities come from sampling dates, extraction dates, labelling dates, lab
protocols, technicians doing the experiments, instruments, etc. These sources of variation
are due to the technical artifacts which differ from biological differences between sample
classes (e.g. disease vs normal tissue) [63]. Systematic non-biological differences between
different groups of samples which are called “batches” are defined as “batch effects” [63,
128, 113, 15, 28, 84, 139].
Here, we first review some of the well-known batch effect identification approaches in section
1.1.1. Then, we describe a number of batch effect removal methods in section 1.1.2.

1.1.1 Batch effect identification methods

There have been multiple statistical approaches to identify and remove batch effects. Some
of the well-known approaches for the batch identification task include singular value de-
composition (SVD) [3, 160, 109, 159], principal component analysis (PCA) [161, 39, 29],
Pearson’s correlation [23] and hierarchical clustering [15, 31, 84]. Batch effect removal ap-
proaches such as PCA and hierarchical clustering are also valuable to visualize the presence
of the batch effect.
Here, we briefly describe two of the well-known batch effect identification methods. Let data
that contain batch effects be a n × m matrix in which rows are the variables (genes, probes,
etc.) and columns are the samples.

Principal component analysis (PCA)

The first and most important step to understand the presence of batch effect in the experi-
ments is data visualization. Visualization can be done by using principal component analysis
(PCA) which employs the singular value decomposition (SVD) to get a better insight into
data [160, 167, 2]. The main task of PCA is to reduce data dimensions so that they can be
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visualized in a 2-D plot. PCA is looking to identify a linear relationship between different
variables to find the most discriminative set of variables. In other words, PCA aims to find
a group of variables that are the most valuable for clustering data so that they capture the
greatest variations in data.

Hierarchical clustering

One of the most important approaches to identify the batch effects is using the hierarchi-
cal clustering which is usually associated with heatmaps [96, 55]. The main idea behind
hierarchical clustering is to visualize the correlation between data easily. It orders the data
according to the similarity of rows/columns [83]. Heatmaps are often displayed alongside
dendrograms. Hierarchical clustering is an iterative approach to identify the most similar
features. Assume that hierarchical clustering aims to cluster data according to row similar-
ities (variables, features, genes, probes). There are four main steps to cluster data using the
hierarchical algorithm:

• Assign a cluster to each of the variables.

• Calculate the distance between each pair of clusters. There are different similarity
metrics, e.g. Euclidean or Manhattan distance, to measure the similarity of the clus-
ters.

• Merge the clusters that are the most similar (have the smallest distance). The new
cluster will be treated as a new variable.

• Repeat steps 2 and 3 until it satisfies the termination criteria which can be defined as
a distance value.

Hierarchical clustering is usually represented as a “dendrogram”. The represented den-
drogram indicates which data are clustered together as well as representing the order of the
clustering. The branch lengths indicate the similarity of the clustered data. Shorter branches
indicate that data clustered together are more similar. For example, to verify the presence
of batch effect in the data, the branches are labelled according to plate/batch numbers of
samples. If the samples are grouped by a batch, it is an indicator of the assumption that
the most significant source of variation is the batch-to-batch variation which is visualized
by hierarchical algorithms [128].

1.1.2 Batch effect removal methods

Before discussing how to remove the batch effects, it is essential to understand conditions
in which the batch effect removal process cannot be applied to the data. The basic assump-
tion for batch effect removal approaches is that the combined expression values that are
from multiple experiments have the same distribution of samples for biological variables of
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interest. For example, removing batch effects from two studies in which one of the studies
includes disease samples while the other one has only control samples is not valid unless
other prior information is provided (in this case, the disease is the variable of interest).

In addition to the different distribution of the samples, it is also misleading to do the
batch effect correction on data sets where samples are from different organisms [96, 113, 63].
By considering these constraints before applying batch effect removal algorithms, the general
assumption of the batch effect sources needs to be taken into account. Various studies assume
that batch effects can be detected in either multiplicative or additive forms (in some cases
both) [96]. Assume that Xm×n and Ym×n are two data sets containing the samples with the
same distribution over the variables of interest with m rows representing variables (genes,
probes, etc.) and n columns representing the number of samples. Batch effect removal
approaches consider the measured expression value of gene i in sample j as follows [96]:

xij = x′
ij + bX

ij + ϵX
ij (1.1)

yij = y′
ij + bY

ij + ϵY
ij (1.2)

in which xij and yij are the measured gene expression, x′
ij and y′

ij are the actual gene
expression values, bX

ij and bY
ij are the batch effect terms and ϵX

ij and ϵY
ij represent noise in

each of the batches X and Y , respectively. It is assumed that the terms bX
ij and bY

ij represent
the batch effects coming from the batch effect sources mentioned before. Therefore, to be
able to combine different samples from X and Y to have meaningful downstream analyses,
it is essential to refine the batch effects. This task can be done either by removing the batch
effect terms bX

ij and bY
ij from the data sets or by adjusting the measured expression values

xij and yij so that the data sets become comparable.
There are mainly two classes for batch effect correction approaches: (1) location-scale

adjustment methods (LS) and (2) matrix-factorization methods (MF). In the following
sections, we briefly describe some of the well-known approaches for each of the two batch
effect removal classes.

Location-scale adjustment approaches

Location-scale based methods transform the data in a way that genes from different batches
have the same mean or variance. It is assumed that these transformations do not cause any
loss of biological signals of interest [96].

• Mean-centering The idea behind this approach is that it assumes there is a multi-
plicative batch effect in the data. Sims A et al. introduced the “batch mean centering”
(BMC) approach to remove the batch effects [149]. This approach transforms the data
in a way that each gene (feature) has zero mean across all samples within each batch.
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New expression values for each gene can be defined as:

x̂ij = xij − x̄i (1.3)

in which xij is the measured expression value for gene i in sample j and x̄i is the
mean of gene i across all samples per batch. This method assumes that batch effect
factor represented in equation 1.1 (bX

ij ) is a result of a multiplicative gene-specific
batch effect. BMC is also referred to as the zero-mean approach and it has been
implemented in “pamr” R package [113].

• Standardization The gene-wise standardization approach is a method that trans-
forms the data in a way that all genes have mean=0 and standard deviation=1 [103].
Z-score standardization can be used for this transformation. Like the BMC method,
this approach also assumes that bX

ij represents a multiplicative gene-specific batch
effect. The new gene expression values are defined as:

x̂ij = xij − x̄i

σxi

(1.4)

in which σxi represents the standard deviation of gene i across all samples in each
batch.

• Ratio-based This approach is a reference-based method that scales the expression
values of genes in each of the samples according to a reference set in each batch [113].
There are multiple options for choosing the reference set: it can either be a subset of
samples in each batch or it can be a universal reference set (external reference) [120].
In case there is more than one sample as a reference set, geometric or arithmetic mean
values of gene expressions can be used. Suppose that there are k reference samples
in batch X. The expression value for gene i in the reference sample l in batch X is
defined as xr

il. New expression values (batch effect free) for gene i in sample j can be
defined by one of the following metrics:
Ratio-A: Arithmetic mean ratio-based approach

x̂ij = xij −
∑k

l=1 xr
il

k
(1.5)

Ratio-G: Geometric mean ratio-based approach

x̂ij = xij − k

√√√√ k∏
l=1

xr
il (1.6)

The main idea behind this method is that it assumes that the batch effect has the
same influence on the reference samples as it has on the rest of the samples. Therefore,
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the batch effect factor defined in equation 1.1 (bX
ij ) can be removed in all samples by

subtracting the average expression value of each gene in the reference samples in each
batch.

• Scaling by reference dataset One of the main approaches for batch effect removal
and normalization is to use the reference-based idea. In this approach, the data that
needs to be adjusted is going to be transformed, scaled or normalized relative to a
reference dataset so that the distribution of the features (genes) in the test dataset
is similar to the distribution of features in the reference dataset. Kim et al. proposed
scaling the distribution of a gene based on its match in the reference dataset [87]. Sup-
pose the two datasets mentioned before (Xm×n and Ym′×n′) are the dataset that needs
to be adjusted and the reference dataset, respectively. This approach assumes that
samples in each batch are divided into k categories. The batch effect free expression
values are defined as follows:

x̂c
ij = xc

ij

σyc
i

σxc
i

− (x̄c
i

σyc
i

σxc
i

− ȳc
i ) (1.7)

ŷc
ij = yc

ij (1.8)

in which, xc
ij and yc

ij are the expression value of gene i in sample j in category c in
batches X and Y , respectively. Also, x̄c

i , ȳc
i , σxc

i
and σyc

i
are the mean and standard

deviation of gene i in category c in batches X and Y , respectively.

• Extended Johnson-Li-Rabinovic approach This approach which is also called
Empirical Bayes (EB) method or COMBAT is a method for adjusting gene expression
values [84]. The main idea behind this approach is to identify and borrow information
from multiple genes that have similar expression characteristics to estimate location-
scale parameters. In fact, this approach aims to estimate the mean and variance
parameters for each gene distribution. This approach has been implemented in both
parametric and non-parametric formats. It assumes that the measured gene expression
of gene i in sample j in each batch can be defined as follows:

xij = αi + Cβi + γX
i + δX

i εX
ij (1.9)

in which αi is the gene expression that is not related to any covariate variables, C

is a matrix for covariate variables related to samples, βi is the regression coefficient
vector correlated with design matrix C. γX

i indicates the additive batch effect for gene
i and δX

i represents the multiplicative batch effect for gene i. Noise terms indicated
by εX

ij are assumed to follow a normal distribution with mean zero and variance σ2
i .

This approach starts the process of removing batch effects by standardizing the data.
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Assuming that the standardized gene expression, zij , follows a normal distribution
such as the following:

zij ∼ N(γX
i , (δX

i )2) (1.10)

zij can be defined as follows:

zij = xij − α̃i − Cβ̃i

σ̃X
i

(1.11)

in which α̃i, β̃i, δ̃X
i and σ̃2

i are the estimated values for the corresponding variables.
Therefore, the new batch effect free expression values can be defined as follows:

xij = σ̃i

δX∗
i

(zij − γ̂X∗
i ) + α̃i + Cβ̃i (1.12)

in which δX∗
i and γ̂X∗

i are the estimated parameters for the batch effect that were
defined in equation 1.9.

• Distance weighted discrimination This method (DWD) [15] is an adaption from
SVM (Support Vector Machines) [41]. Cristianini et al. use the idea of classification
for removing batch effects [41]. DWD starts the process of removing batch effects by
assigning samples from the same batch to a same class. DWD tries to identify the
optimal hyperplane w × x + b = 0 (w is the normal vector of the hyperplane) that has
the most discriminative power between different classes (batches). In the next step,
samples in each batch are projected to the hyperplane in the direction of the normal
vector. The new batch effect free expression value is defined as follows:

x̂ij = xij − d̄Xwi (1.13)

in which d̄X is the mean distance of all samples in the same batch to the hyperplane.

Matrix factorization-based approaches

These approaches assume that the main sources of variation that cause differential gene
expression are batch effects rather than biological differences [99]. Therefore, based on this
assumption, these methods try to remove batch effects from the data by using matrix
factorization methods such as SVD (singular value decomposition) [3] or PCA (principal
component analysis) [167] on the concatenated input data to identify the factors that have
the highest variance among the data caused by batch effects.

Suppose that we want to have a sample-wise concatenation between two data sets Xm×n

and Ym′×n′ over the common genes. Let the concatenated data set be Cm′′×n′′ . Batch effect
removal approaches can identify and remove batch effects in multiple ways; They can either
reconstruct the data after identification of the batch effects and return the adjusted data
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set or they can identify the batch effect factors by using matrix factorization and then feed
these factors as covariates to the other batch effect removal approaches like COMBAT. In
the following, two well-known matrix factorization methods are explained.

• Singular value decomposition (SVD) This approach can identify batch effects
by using factorization of the gene expression matrix and can reconstruct the data by
filtering out the identified batch factors [3]. The matrix Cm′′×n′′ can be decomposed
into three matrices U, D and V as follows:

C = UDV T (1.14)

in which U is a m′′×m′′ matrix called eigensamples or left singular vectors (UT U = I),
D is a n′′×n′′ diagonal matrix consisting of singular values (d11 ≥ d22 ≥ ... ≥ dnn ≥ 0)
and V is a n′′ × n′′ matrix called eigenfeatures or the right singular vectors (V T V =
V V T = I). By identifying and removing the components in the corresponding matrices
that are believed to map to the batch effects, the new batch free matrix Ĉm′′×n′′ can
be reconstructed as follows:

Ĉ = ÛD̂V̂ T (1.15)

in which Ûm′′×l, D̂l×l and V̂n′′×l with l ≤ n′′ are the same matrices with the rows
(columns) corresponding to the components mapping to the batch effect removed.

• Surrogate variable analysis This is another approach for removing unwanted
variations and batch effects in biological data [100]. The idea behind this method
is to identify and estimate variables called “surrogate” in high-dimensional high-
throughput data sets. These variables are covariates that are directly built from the
high-throughput data. Surrogate variables can be used in subsequent analyses to ad-
just for unknown, unmodeled, or latent sources of noise.

1.2 Normalization and transformation

During laboratory preparation processes for biological specimens, an arbitrary scale may
be introduced which is common across the gene expression measurements. Normalization
approaches are designed for correcting the biases and sources of variations [98]. Therefore,
by removing the variations from the expression values, biological differences can be distin-
guished more easily. In this section, some of the general classes of normalization approaches
are reviewed briefly.

1.2.1 Data normalization

• Using MA plots Use of color effects and MA plots is one of the main visualizing
approaches for understanding whether data are properly normalized or not [50, 173].
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When plotting the intensities of two samples against each other, it is expected to see
the expression values to lie along the y = x line. MA plots are an approach invented to
see this assumption in another way and it represents the differences between samples
measurements (e.g. gene expression). MA plots identify intensity-dependent biases
by comparing the log-intensities between a test array and a reference array. Average
log-intensities of the arrays are shown in the x-axis (A) of this plot and the y-axis
(M) indicates the log-ratio intensity of the test array to the reference array. M and
A values are defined as follows:

M = log2

(
R

T

)
= log2(R) − log2(T ) (1.16)

A = log2(RT )
2 = log2(R) + log2(T )

2 (1.17)

in which T and R are the test and reference arrays, respectively. In MA plots, it
is expected to see all intensities around the y = 0 line which is an indicator of no
systematic biases within the group of replicates. Since normalization approaches aim to
mitigate the intensity-dependent biases, MA plots are used to visualize this correction
before and after normalization.

• LOWESS-based normalization Locally weighted regression is one of the most
well-known and widely used non-linear correction techniques. It was first applied to
microarray data [16, 33]. This normalization approach has been designed to remove
intensity-dependent effects in the log2(ratio) values. The main idea behind this ap-
proach is to fit a locally weighted polynomial regression to the intensity scatterplot
(see 1.2.1) to obtain the calibration factor. After fitting the smooth curve to the inten-
sity plots, new normalized values are obtained by subtracting the calculated best-fit
average log2(ratio) (M values) from the experimentally observed ratio for each data
point. The idea of weighted regression is to put less emphasis on the contributions of
the data from array elements that are far from each point in the MA plots.

• Variance stabilization normalization (VSN) The main idea behind this normal-
ization method is to normalize data so that the variance of the samples is independent
of their mean intensities yielding samples that are on the same scale for downstream
statistical analysis approaches [108, 162, 65, 95]. The VSN approaches generally use
a set of parametric transformations to estimate the maximum likelihood.

• Data-driven reference-based normalization The main idea behind this approach
is the idea proposed by Li et al. [103] for ranking invariant transcripts. This approach
aims to identify a reference set retrieved from the data itself to normalize the data
according to this reference set. For this purpose, it first identifies the “Invariant Tran-
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scription Set” (ITS) which are transcripts that are expressed consistently among sam-
ples. They define this set of transcripts as the reference set. Then a smooth curve
needs to be fitted to each sample array by using the data-retrieved reference set. This
curve can be fitted by employing one of the non-linear regression methods such as
lowess or variance stabilization. Finally, different methods can be used for mapping
the gene intensities of all arrays by considering the fitted curve. MA-plots are one of
the methods to map the intensities. Data-driven reference-based approaches usually
have no prior assumption which makes them more applicable to many data types
[111].

• Extra-control reference-based normalization As mentioned in the previous part,
the idea behind the reference-based normalization approaches is to identify a reference
set and normalize the data according to this reference set [111]. Therefore, identifying
an ITS derived from the data can be an option.

Another approach for considering an ITS as a reference set is to embed some external
controls in the current data. The choice of external controls is based on the assumption
that their intensities are not affected by biological factors and are just affected by batch
effects and systematic factors. Therefore, since their intensities are constant between
different arrays, they are an ideal reference set for normalization. External controls
can be one of the housekeeping genes, microarray array pool [32] or spike-in controls.

1.2.2 Data transformation

To have comparable units for microarray analysis, gene expression analysis, RNA-seq anal-
ysis, etc., data should have some proper statistical properties such as normality or constant
variance. Most biological data do not have these desirable properties. Therefore, they should
be transformed to be in a comparable scale. In this section, some of the well-known trans-
formation approaches that can be applied to microarray data are discussed.

• Logarithmic transformation This transformation is one of the well-known trans-
formations applied to the microarray data that is widely used and many studies have
been defending this approach [43, 135, 53]. The base of the logarithm may be 2, 10
or the natural constant e. Each of these bases can be chosen based on ease of inter-
pretation. Most statistical analyses that are performed on clinical studies require the
data to be normally distributed. But the majority of biological data are not normally
distributed (non-normal) and they are often skewed motivating researchers to come
up with transformation approaches to convert the data distribution to the normal
distribution so the statistical analyses become valid [98]. However, there are some
issues with log-transformations. If the original untransformed data are approximately
log-normal distributed, then the log-transformed data would be approximately nor-
mally distributed. In this case, log-transformations mitigate the skewness of the data.
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On the other hand, real biological research data often does not follow nor approxi-
mate normal distributions which makes the log-transformation method unsuitable for
removing data skew. In some cases, applying the log-transformation to the data will
even make it more skewed. Log-transformation is also used for reducing the variabil-
ity of the data including outlying observations. However, this transformation can also
increase the variability of the data regardless of the existence of the outliers [27].

• Square root transformation This transformation is one of the standard transfor-
mations used for transforming the data that follow the Poisson distribution (such as
count data) [12]. Transformation of the data that sample means are approximately
proportional to the variances results in homogeneous variances in most cases. In other
words, the square root transformation is a variance-stabilizing transformation for the
data that follow the Poisson model. This simple transformation replaces the original
data with their square root.

• Box-Cox transformation family This class of transformation which is also known
as a power transformation, introduces a family of functions that aims to create a
monotonic transformation of data by using power functions [121, 175, 138]. The idea
behind these transformation methods is to transform the data in a way such that
they become variance-stabilized and the distribution of the data becomes more normal
distribution-like. Both logarithmic and square root transformations are from the power
function family.

• Affine transformation In some cases, it is essential to shift the origin of the mea-
sured values by some fixed amount like b. Therefore, if the measured intensity value is
represented by x, x + b is the new adjusted value. In this transformation, b is referred
to as an “offset” or “shift parameter” and therefore, transformations which shift the
data from their origins are called “affine transformations” [164].

1.3 Thesis organization

The goals of this thesis are to (1) introduce new units for sequencing-based genomic assays
and chromatin 3D contacts, and (2) investigate the underlying factors responsible for various
mean-variance trends among genomic experiments.

In chapter 2, we briefly review various biological data sets that are mainly used in this
thesis including epigenomic data sets such as ChIP-seq, DNase-seq and ATAC-seq. We also
review the genome three-dimensional organization and describe approaches used to analyze
these data sets.

In chapter 3, we build a statistical model—VSS (variance-stabilized signals)—that first
uses the replicated data of experiments to learn the mean-variance relationship empirically
for a given experiment. Then, it transforms the signals using the identified mean-variance
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trend so that variance of the transformed signals is stabilized. We show that new variance-
stabilized signals improve downstream analyses including visualization and segmentation
and genome annotation (SAGA).

In chapter 4, we build another model—VSS-Hi-C—to stabilize the variance of the
genome 3D contact matrices (Hi-C contact data). Following our previous model (VSS),
VSS-Hi-C (1) identifies the mean-variance trend from multiple replicates of an experiment,
and (2) transforms the Hi-C contact data so that the variance of the transformed contact
data is stabilized.

In chapter 5, we aim to understand the underlying factors that play a role in the mean-
variance trend between different replicates of an experiment. We show that various param-
eters such as sequencing read depth affect this relationship. We use quality control metrics
defined by the ENCODE Consortium to categorize the mean-variance similarities according
to their qualities. We also define a metric which can be used as a quality metric for an
experiment which quantifies how variant are the replicates of an experiment. Finally, we
cluster the experiments based on their mean-variance relationship similarity and investi-
gate if unreplicated experiments can be transformed from similar replicated experiments’
mean-variance trends.
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Chapter 2

Background and related works

2.1 Epigenomic data analysis

With the advent of next generation sequencing (NGS) technologies, scientific and clinical
studies such as identifying clinical genetic variation have had a rapid growth. Studying
molecular events that are active in the genome, are now analyzed more precisely with
the development of NGS-based assays. There are a variety of chromatin-based sequencing
technologies like ChIP-seq, MNase-seq, DNase-seq, etc., that have been employed by many
research projects.

Peak calling analysis is one of the most important bioinformatics tasks that uses these
sequencing assays for identifying the enriched regions in the genome [154, 90]. Identifying
these regions is of great importance since it can reveal the activity of different regions in the
genome. There are many peak calling algorithms proposed for enriched-regions identification
and most of them are developed for ChIP-seq data. For modeling read count data, three
main approaches have been used by peak calling algorithms: Poisson distribution, negative
binomial distribution (NB) and kernel density estimator [119].

In this chapter, next generation sequencing techniques are discussed briefly. After that,
general procedures of the peak calling approaches are introduced. Finally, some of the well-
known peak calling algorithms are discussed briefly.

2.1.1 Sequencing techniques

In this section, a brief description of the sequence-based assays is provided. An overview of
the Next-generation sequencing techniques (NGS) is illustrated in figure 2.1.

• ChIP-seq: Chromatin Immunoprecipitation followed by sequencing is a sequencing
technique used for identifying transcription factor binding sites in DNA [123].
Transcription factors (TF) are proteins that bind to specific regions of DNA sequence
and control the transcription of the genes. Identifying TF binding sites is of great
interest since regulation of the genes at the right time and right amount is the main
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concern of these TFs and it affects cell division, growth, death, etc. Therefore, for
any given transcription factor, knowing the right location of DNA where it binds to
is of great importance so that regulated genes can be identified.

• DNase-seq: To understand the factors that are controlling the biological processes
like differentiation, development, response to the environment, etc., it is essential
to identify gene regulatory elements including promoters, silencers, enhancers and
locus control regions that are active in the genome. One of the well-known tools for
identifying these different regulatory regions is mapping DNase I hypersensitive (HS)
sites. DNase-seq [151] is a sequencing technique used for identifying the DNase I HS
sites across the genome. This task is done by capturing DNase-digested fragments and
using next generation sequencing techniques for sequencing the fragments.

• MNase-seq: Micrococcal nuclease digestion followed by next generation sequencing
is a technique for measuring the nucleosome occupancy in the genome [30, 88]. This
technique relies on the use of an enzyme derived from a bacteria to bind to the regions
of DNA on chromatin that are protein-unbounded and split these regions. The regions
of DNA that are bounded to histones or chromatin-bound proteins like TFs remain
undigested. In the next step, proteins are washed away from the uncut DNA and by
using next generation sequencing techniques, the purified fragments are sequenced.

• FAIRE-seq: Formaldehyde-Assisted Isolation of Regulatory Elements is another se-
quencing technique used for identifying regions in DNA that are associated with regu-
latory activity [62]. The superiority of this technique to others is that it does not need
permeabilization of cells or isolation of nuclei and therefore, can be used in analyzing
any cell type.

• ATAC-seq: Assay for Transposase-Accessible Chromatin using sequencing is a se-
quencing technique for assessing chromatin accessibility in the genome [21]. This tech-
nique is mainly used for nucleosome mapping experiments but it can also be employed
for mapping DNA methylation sites or mapping TF binding sites.
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Figure 2.1: Reprinted from [116]. An overview of the sequencing-based genomic assays.

2.1.2 Peak calling procedure

Sequencing-based assays such as ChIP-seq are designed to identify binding sites of DNA-
associated proteins. Predicting true binding sites of proteins such as transcription factors
helps to reveal the underlying mechanisms related to phenotypic alteration. Also, chromatin-
associated proteins and transcription factors can regulate gene expression by binding to
specific loci in DNA which can also affect disease-causing biological processes. Moreover,
various approaches have been designed to study the correlation between ChIP-seq signals
and biological properties such as chromatin accessibility, GC-content and mappability [125].

Here, we briefly describe the peak-calling procedure and peak-calling algorithms which
are designed to predict binding sites of DNA-protein interactions. In general, most of the
peak calling algorithms follow the same strategy for identifying the peak regions [93]. The
general workflow of peak identification can be summarized as: (1) Read tags need to be
shifted. In most of the ChIP-seq data, only the ends of fragments are sequenced. Read
tags in the high-quality ChIP-seq experiments accumulate on negative and positive strands
clustered around the protein-DNA binding sites. To represent the precise loci of the protein-
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DNA binding sites, ChIP-seq tags need to be shifted toward the 3’ direction. Estimating
the shift size needs models that empirically identify the size by considering the read tag
densities (more detail about shift size modeling is discussed in 2.1.3) [178, 93]. (2) To
distinguish the significant protein-DNA binding regions from the nonsignificant ones, studies
such as peak calling approaches need to estimate the background signals to model the noise.
Background estimation can be derived using control ChIP-seq experiments [178, 93, 8]. (3)
Peak calling algorithms identify enriched regions that represent the protein-DNA binding
site by comparing the ChIP-seq signals and background signal intensities. In other words,
peak callers calculate the signal-to-noise ratio derived from comparison of the ChIP-seq
experiment and the Input experiment (control experiment) to identify the peak regions.
(4) To verify if identified peak regions are significant, peak calling algorithms assess the
statistical significance of the regions. For example, the false discovery rate (FDR) can be
estimated for each of the identified regions using the control experiments [178] (see section
2.1.3 for more detail).

2.1.3 Peak calling algorithms

As mentioned before, over 30 different peak calling algorithms have been developed to
identify regions that are enriched with aligned reads. Since the number of the sequencing
assays is increasing, an appropriate peak caller should have the ability to be applied to
different NGS techniques [148]. For example, a peak calling algorithm designed for ChIP-
seq data should be general so that it is also applicable to MNase-seq or DNase-seq. Peak
caller algorithms should also consider that different sequencing techniques have different
properties for enriched regions. For example, ChIP-seq peaks are generally sharp while
DNase-seq enriched regions are not [154]. In this section, some of the well-known algorithms
are described briefly.

• MACS2: ChIP-Seq is one of the main sequencing techniques that most of the peak
calling algorithms use for identifying binding sites. Even though this sequencing tech-
nique has been shown to be superior to previous techniques such as ChIP-chip from
many points of view including higher peak resolution and lower cost, it has been chal-
lenging to analyze these data precisely for two main reasons. (1) Instead of sequencing
the exact protein-DNA binding sites, ChIP-seq reads mainly represent the end of the
fragments. (2) There are different sources for biases in ChIP-Seq data including se-
quencing and mapping of the reads, copy number variation, chromatin structure, etc.
Most of these biases can be removed by comparing them to control samples. However,
most of the studies lack this property to use the control samples.

The main idea behind the Model-based Analysis of ChIP-Seq (MACS) [178] is to
be able to address the aforementioned challenges. Firstly, MACS models the shift
size of ChIP-Seq reads. As a result, the spatial resolution of binding sites is improved.

16



Second, to predict more reliable predicted binding sites, MACS uses a dynamic Poisson
distribution to mitigate local biases in the genome.
Two main contributions of the MACS can be summarized as follows:

Modeling of ChIP-Seq reads shift size: To identify the best distance for shifting
the reads, MACS randomly selects 1000 peaks from the high-quality peaks and model
the shift size using these peaks. The procedure of estimating shift size can be summa-
rized as: (1) High-quality peaks are selected by sliding 2bandwidth (sonication size)
window across the genome to identify enriched regions. These regions contain tags
that are enriched more than mfold (high-confidence fold-enrichment) in comparison
to a random tag genome distribution. (2) MACS separates the positive and negative
strands. (3) These negative and positive strands are aligned by the midpoint between
their tag centers. (4) MACS defines a distance d as the distance between the modes
of the positive and negative strands peaks. (5) Finally, MACS shifts all the read tags
by d/2 toward the 3’ end. Therefore, by shifting the tags, the reads are more likely to
be in the more precise TF binding locations. Figure 2.2 shows the shifting model.

Figure 2.2: Reprinted from [166]. Modeling the shift size of ChIP-Seq tags.

Identifying peaks (protein-DNA binding sites): Before starting to identify sig-
nificant regions, peak calling algorithms need to handle biases which may arise dur-
ing amplification and sequencing library preparation, preventing the identification of
wrong peaks. MACS removes duplicate tags since some of the same tags may be se-
quenced repeatedly in comparison with random genome-wide tag distribution. If an
experiment has control data, MACS scales the total tag counts of control linearly to
make them same as the ChIP tag counts. MACS assumes that the total count data
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can be modeled by Poisson distribution as denoted below:

x ∼ Poisson(.|λBG) (2.1)

in which x defines the number of read tags in genomic regions and λBG indicates the
rate of observing reads in control samples and can capture the mean and variance of
the distribution. After shifting the tags by d/2, MACS uses a sliding window of size 2d

across the genomic positions to identify the enriched regions. Regions with a Poisson
distribution p-value less than 10−5 are defined as candidate peaks. Since ChIP-seq
data have biases across the genomic positions, MACS proposed to use a dynamic
Poisson distribution to define a local parameter λlocal for each of the candidate peaks
instead of a uniform λBG for the whole genome. λlocal is defined as follows:

λlocal = max(λBG, [λ1K], λ5K, λ10K) (2.2)

in which λxk indicates the estimated parameter from a window of size xk of the control
sample centered at the peak location. If there is no control sample available, then λ1k

is not used. In the end, MACS uses λlocal to calculate the p-value for each candidate
region and regions with a p-value lower than 10−5 are selected as significant regions.

• ZINBA: The main idea behind Zero-Inflated Negative Binomial Algorithm (ZINBA)
[127] is to consider the factors that co-vary with background or experimental signals
like GC content to identify enriched regions in the genome. For this purpose, ZINBA
follows three steps for identifying the enriched regions: (1) Pre-processing the data.
(2) Identification of significantly enriched regions. (3) Boundary refinement for merg-
ing narrow regions. The method starts the procedure by defining a fixed size window
for binning the genomic regions (250bp) which do not overlap each other. ZINBA
proposes a mixture regression model in which in addition to the read counts, covari-
ate variables including mappability scores, copy number variation, GC content and
estimation of background distribution are the parameters passed to the model. Then,
according to the properties of regions, it defines three classes: background, enriched
and zero for windows that have no reads assigned to those regions. In the next step,
each of the regions is assigned to one of these three classes. Then, for inferring the rela-
tionship between signals and covariates, it utilizes an expectation maximization-based
implementation of a mixture regression model.

• Hotspot: This algorithm is mainly applied to DNase-seq data [82, 155]. The main
idea behind this approach is to compare sequence tag enrichment in a region with a
background distribution. By taking the binomial distribution of the sequence tags as
the null model, enrichment of the tags is defined as Z-scores. This method defines a
probability variable p as the ratio of the number of uniquely mappable tags in the
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candidate region to a larger background region. For this purpose, a small window
of size 250bp is centered in a larger window of size 50kbp. The defined probability
p denotes the probability that tags in the larger window hit the tags in the small
window. Assume that there are N tags in the larger window and n tags in the smaller
window. Then, the Z-scores assigned to each of the small regions are defined as follows:

Z = n − µ

σ
(2.3)

in which µ = Np and σ =
√

Np(1 − p). Then each of the tags that were centered in
the smaller windows is assigned a Z-score equal to the score assigned to the window
covering the small region which is calculated in 3.1. Then, the regions that have a
Z-score higher than a threshold are selected as the candidate regions called “Hotspot”
regions.

• F-Seq: This algorithm [20] was mainly designed for summarising DNase-seq data
over genomic regions but it has been used by ChIP-seq and FAIRE-seq as well. Most
of the histogram based-peak calling algorithms use equal window/bin sizes to scan
the genomic positions for identifying enriched regions. However, these approaches
suffer from boundary effects and selecting the best option for bin widths may cause
difficulties. Therefore, the F-Seq algorithm aims to overcome these limitations. To
obtain the distribution of the reads, F-Seq uses a kernel density estimator.
F-Seq assumes that n short tags indicated by xi are identically and independently
distributed along the genomic positions (xi

∼= p(x)). Therefore, the probability density
function is defined as:

p̂(x) = 1
nb

Σn
i=1K(x − xi

b
) (2.4)

in which n is the total number of short reads and b is the bandwidth parameter used
for smoothing and K() is the kernel density function.

• MUSIC: This approach is proposed for identifying enriched regions in ChIP-seq data
[70]. MUSIC starts scanning the genomic positions by defining a sliding window of
varying widths differing from 200bp to 5kbp. By using the minima of the mappability-
corrected ChIP signal, candidate peak regions from different window sizes are identi-
fied. In the last step, candidate regions are ranked based on the binomial test. This
test assumes that the total number of reads in each of the candidate regions across
the ChIP and input samples have an equal probability distribution.

2.2 RNA-seq analysis

To understand the underlying sources of phenotypic variation, identifying differentially ex-
pressed genes is one of the most important tasks [36]. When it comes to understanding
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differentially expressed genes (DEGs), the main experiments that researchers rely on in-
volve RNA-Seq data which is also referred to as transcriptomics in many studies.

RNA-seq data is of interest for this thesis for two main reasons: (1) Looking at the differ-
ences in gene expression data tells us which one of the genes are active and how much they
are transcribed. RNA-seq data is used to measure the gene expression values in normal and
mutated cells to compare the differences and reveal the genetic mechanism of the diseases.
Moreover, integrating RNA-seq data with other omics data such as ChIP-seq can uncover
gene regulatory mechanisms. Quantifying the correlation between epigenetic markers and
gene expression may elucidate the quality of the sequencing-based assays measuring the
markers. In this thesis, we are interested to know whether predicted annotations assigned to
different loci in the genome using various variance-stabilization transformation approaches
are of high-quality. To evaluate that, we quantify the correlation between the predicted label
for the gene bodies and whether those genes are expressed as measured by RNA-seq data
(see chapter 3). (2) There are various normalization and variance-stabilization approaches
which are mainly designed for RNA-seq data that can be applicable to ChIP-seq data as
well.

Here, we briefly review the normalization methods used to normalize RNA-seq data. For
analyzing RNA-Seq data, three main steps should be taken into account: (1) Sequencing
alignments and calculating gene counts. (2) Normalization of the read counts, and (3)
analyzing the data (identifying the differentially expressed genes) [36, 51]. In this section,
these three main steps are reviewed briefly.

2.2.1 Sequence alignment and gene counts

• Preparing a RNA library: The first step in analyzing RNA-seq data is to extract
and separate RNA from its environment which mainly includes DNA and proteins.
In other words, purifying RNA from the biological samples is called RNA extraction.
Therefore, RNA should get extracted before the sequencing procedure.
The RNA extraction process can be summarized as follows [51]:
(1) RNA sequences are isolated. (2) RNA is broken down into small fragments. Since
the sequencing machines can only sequence short fragments, RNA fragments are about
200-300 base pairs. However, RNA transcripts can be thousands of base pairs. (3) RNA
fragments are converted to double-stranded DNA. It is easier to amplify and modify
the double-stranded DNA as it is more stable than RNA. (4) Sequencing adaptors
are added to DNA. These adaptors allow the sequencing machine to recognize the
fragments and make it feasible to sequence different samples at the same time since
different samples can use different adaptors. (5) PCR amplification; meaning that only
the fragments with sequencing adaptors are amplified. (6) Quality control is done to
verify the library concentration and fragment lengths.
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• Sequencing the library: To quantify the presence of RNA in a biosample, the above-
mentioned library derived from complementary DNA (cDNA) is then sequenced using
various high-throughput sequencing technologies.

2.2.2 Normalization of read counts

There are various sources of variation in RNA-seq data including different sequencing depths
or technical effects across different replicates of an experiment which lead to biases in these
experiments [36, 1, 51]. To have a proper analysis of the RNA-seq experiments, normal-
ization approaches are applied to the data to adjust for these variations and remove or
mitigate the biases. Normalization approaches for RNA-seq data can be divided into three
main classes [1]. The first class normalizes the data according to the gene length. The most
well-known approaches in this class are RPKM, FPKM and TPM normalization introduced
by Mortazavi A. et al. [118]. The second class of normalization approaches takes the size
of the library into account and TC [46], Quantile [150], Median [46] and Trimmed Mean
of M-values (TMM) [133] normalization methods are the most important approaches. The
last class of normalization approaches is across sample normalization.

In this section, these three main classes are described briefly. For the sake of consistency,
the same notations are used as follows: the matrix Xm×n is considered the raw data matrix
in which it has m rows indicating variables (probes, genes, transcripts, etc.) and n columns
indicating the samples. As the output of the normalization approaches, consider Ym×n as
the normalized matrix in which yij indicates the normalized expression value of variable i

in sample j.

Gene length normalization

• Reads per kilobase per million (RPKM): This normalization method aims to
correct the differences in the data by combining within-sample and between-sample
normalization by removing the bias regarding both read depth and gene length [118].
Therefore, it defines a scaling factor for computing the normalized values as follows:

sij = Nj × Li × 103 × 106 (2.5)

yij = xij

sij
(2.6)

in which Nj is the total read count (in millions) of sample j and Li is the length of the
variable (in kb) i. yij and xij are the normalized and unnormalized values for variable
i in sample j, respectively and sij is the normalization scaling factor calculated for
the variable i in sample j.

• Fragments per kilobase per million (FPKM): FPKM normalization is similar
to RPKM [118]. While RPKM is designed for single-end RNA-seq data, FPKM is
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introduced for paired-end RNA-seq data. In the single-end RNA-seq, every read tag
corresponds to a single fragment while in the pair-end RNA-seq, two reads can be
assigned to a single fragment. In the case that one of the pairs does not map, the
other pair can correspond to a fragment. Therefore, FPKM considers this property of
pair-end sequencing and does not consider two mapped reads for a single fragment.

• Transcripts per million (TPM): This normalization approach is similar to RPKM
and FPKM and the only difference is that it changes the order of normalization; It
first normalizes the gene length and then normalizes for sequencing depth [118].

Library size normalization

The idea behind this class of normalization is to define a scaling factor for each of the
samples and divide the original raw data by a defined factor.

• Total count (TC): The scaling factor for computing the normalized values is defined
as follows [46]:

sj = Nj
1
n

∑n
k=1 Nk

(2.7)

yij = xij

sj
(2.8)

in which Nj is the total number of the reads in sample j, n is the total number of
the samples in the experiment and yij and xij are the normalized and unnormalized
values for variable i in sample j, respectively. sj is the normalization scaling factor
calculated for sample j.

• Median (Med): This approach is very similar in principle to Total Count (TC)
normalization, but instead of using the total counts value, it is replaced by the median
of the counts (50% quantile) [46]. The scaling factor for computing the normalized
values is defined as follows:

sj = medianj
1
n

∑n
k=1 mediank

(2.9)

yij = xij

sj
(2.10)

• Upper quartile (UQ): Like median normalization, this method is similar to Total
count (TC) normalization as well, but instead of using the total count values, it is
replaced by the upper quantile of the counts (75% quantile) [22]. The scaling factor
for computing the normalized values is defined as follows:

sj =
Q3j

1
n

∑n
k=1 Q3k

(2.11)
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yij = xij

sj
(2.12)

in which Q3j is the upper quantile (75% quantile) of the reads in sample j.

• Quantile (Q): Quantile normalization is an approach that was originally introduced
for the microarray data but it has been extended to be used in different experiments
including RNA-Seq, ChIP-Seq, DNA methylation data, etc [150, 18, 174, 71]. The
idea behind this normalization approach is to force different samples to have the same
distribution. For transforming the data to be quantile normalized, three main steps
are done:

1. Sort the original raw data samples (columns). Meanwhile, preserve the order of the
original data.
2. Calculate the mean of the rows (genes, probes, variables, etc.) and replace the
calculated average value with the original values.
3. Reorder the new replaced values regarding the original data order. The new matrix
is quantile normalized.
Note that quantile normalization changes the correlation structure of the raw data
which may affect the downstream analysis.

• Trimmed mean of M-values (TMM):

The main assumption behind this normalization approach is that it assumes that most
of the genes are not differentially expressed [133]. For normalizing the expression values
in this approach, one of the samples is considered as reference (r) and the others are
considered as test samples. For sequencing data, gene-wise log-fold changes are defined
as follows (M values):

M r
ij = log2(xij/Nj

xir/Nr
) (2.13)

and absolute expression values are defined as (A values):

Ar
ij = log2(xij/Nj) + log2(xir/Nr)

2 (2.14)

After calculating M and A values, the upper and lower percentages of the data are
trimmed which includes the 30% of the M values and 5% of the A values as it is shown
in figure 2.3.
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Figure 2.3: Trimming upper and lower percentages of the data by the TMM algorithm.

After trimming the M and A values, the weighted mean of M is computed as:

log2(TMM
(r)
j ) =

Σwr
ijM r

ij

Σwr
ij

(2.15)

in which, the weight coefficient is defined as follows:

wr
ij = Nj − xij

Njxij
− Nr − xir

Nrxir
(2.16)

In the last step, a scaling factor for each of the test samples is defined as follows:

sj =
TMM

(r)
j

exp(ΣkTMM
(r)
k /n)

(2.17)

• Relative log expression (RLE): Similar to the TMM method, this approach has
the same assumption that the majority of the genes are not differentially expressed.
Scaling factors for each of the samples are defined as the median of the ratio of the
read counts for each gene and its geometric mean across all the samples [4].
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Across sample normalization

Library size normalization approaches mainly correct the bias according to sequencing
depth. However, there are technical variations between different samples which the afore-
mentioned normalization methods fail to correct. The across sample normalization ap-
proaches aim to correct these technical variations and artifacts. Principal component anal-
ysis (PCA) [167] and surrogate variable analysis (SVA) [100] are the two main approaches
for removing technical variations in across sample normalization.

2.2.3 Differential gene expression analysis

To identify genes that are differentially expressed (DE) among experiments, multiple sta-
tistical tests can be applied to the data. One of the first and most important approaches
for identifying DEGs is the moderated t-test which is based on the normal distribution and
has been implemented in the limma package in R [150]. In contrast to the fluorescence
intensities that are used in the microarray technologies which are considered continuous
variables, gene expression values are quantified by the number of reads mapped to a gene.
Therefore, RNA-seq data represent gene expression values as discrete variables. Since normal
distribution-based statistical approaches generally deal with continuous data, they cannot be
applied to the discrete gene expression measurement directly. However, log-transformation
can be applied to the data to bring them closer to a normal distribution. Researchers pre-
fer to develop new approaches for modeling the gene counts (discrete distribution) rather
than finding the appropriate transformation for microarray-based approaches (continuous
variables) [92].

There are three main classes of methods for modeling read counts in RNA-seq data.
These approaches are based on discrete probability distribution and can be classified as:
(1) Negative binomial (NB) (2) Binomial and (3) Poisson distribution [92]. In the cases
where the read numbers are high and the probability of a read mapped to a gene is small,
the Poisson distribution can be a good approximation of the binomial distribution. Early
studies of RNA-seq data indicate that the Poisson distribution has been a good fit for read
counts distributed across technical replicates [115, 22]. The Poisson distribution assumes
that the mean and variance of the data are equal. However, this may not be the case for
the RNA-seq data since there may be biological replicates for an experiment which may
cause a phenomenon called “overdispersion”. Overdispersion represents a condition in which,
for the majority of the genes, the variability of the gene expression values is higher than
expected by the Poisson distribution meaning that the variance of the expression values
exceeds the average values [4]. One approach for overcoming the problem of selecting false
positive differentially expressed genes which is due to the overdispersion phenomenon and
underestimating the sampling error is to introduce a new scaling factor for variance letting
the variance differ from the mean [92]. However, another way to solve the overdispersion
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problem is to consider the distribution of the data as a negative binomial distribution which
specifies that the variance of the data is greater than their mean values [132, 69, 5].

In this section, a summarized description of some of the well-known differentially ex-
pression identification approaches is provided.

• edgeR: Empirical analysis of DGE (digital gene expression) in R is a Bioconduc-
tor software package for analyzing the differential expression of replicated count data
[132]. Other than microarray experiments which measure the expression level of a tran-
script as fluorescence intensity (continuous measurements), digital expression data
represent abundance as counts. Therefore, procedures that are used for microarray
data cannot be applied to DGE data directly. The edgeR method which is an imple-
mentation of the approach proposed by Robinson and Smyth [132], is designed for
the analysis of the replicated count-based data. edgeR uses an overdispersed Poisson
model for modeling the count data to treat the technical and biological variations.
Then, a Bayesian empirical method is applied to moderate the degree of overdisper-
sion across genes.

Similar to the other microarray data, edgeR summarizes the count data table as a
matrix in which rows are genes and columns are samples. Data for a gene g and a
sample i is modeled as a negative binomial (NB) distribution as follows:

Ygi ∼ NB(Mipgj , ϕg) (2.18)

in which Mi is the total number of the reads (library size) in sample i. pgj indicates
the relative abundance of the gene g in group j of the experiments that sample i

falls into and ϕg is the dispersion which represents the biological variation coefficient
between the samples. edgeR uses µgi = Mipgj and var = µgi(1 + µgiϕg) as the mean
and variance parameters of NB. When ϕg = 0, the negative binomial distribution
reduces to a Poisson. Then, by borrowing information between genes, an empirical
Bayes procedure is applied to shrink the dispersions towards a consensus value. At
the end, differential expression analysis is applied for each gene by using the adapted
Fisher’s exact test.

• DESeq and DESeq2: Conventional normalization approaches mentioned before such
as RPKM, FPKM and TPM normalize the data by considering all read counts among
libraries. These approaches effectively consider the differences in library sizes. How-
ever, there is another source of differences which these methods cannot handle: differ-
ences in library composition. Consider different samples coming from different tissues
in which one of the genes is not transcribed at all. In this case, even if all the samples
have the same library size, library compositions differ which makes the mentioned nor-
malization approaches unable to handle the problem properly. Therefore, both DESeq
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[5] and DESeq2 [112] methods use the Relative Log Expression (RLE) normalization
approach explained above for correcting the bias. For modeling the count data, a mod-
ified negative binomial model implemented in edgeR has been employed by DESeq.
This method estimates the variance of the data based on the relative abundance of the
gene. DESeq uses an exact test similar to Fisher’s exact test to identify differentially
expressed genes between different groups.
For modeling the group differences in relative abundance, DESeq2 considers a gen-
eralized linear model. It assumes that dispersion in data follows a log-normal prior
distribution in which the mean of the distribution is a function of the normalized gene
count values. For integrating the dispersion and fold change estimates, DESeq2 uses
an empirical Bayes approach and it uses the Wald test for identifying differentially
expressed genes.

• Cuffdiff: To identify the differentially expressed genes between different groups, this
method [157] uses the t-test analogical method. By assuming that the data follows a
Poisson distribution, Cuffdiff uses a maximum likelihood method to estimate the mean
gene expression value for each gene in different groups. Then, the mean difference
between the log-transformed and estimated gene expression values is used as the
numerator in the t-test analogical method and by using the delta method, the variance
of the mean differences is estimated. The length of the transcripts tested determines
the power of the t-test analogical method. Since longer transcripts tend to have more
reads, the results of the test are biased and it is more likely that longer transcripts
are chosen.

• Cuffdiff2: This approach [156] is similar to the Cuffdiff and the main difference that
has made Cuffdiff2 superior to Cuffdiff is that it uses cross-replicate variability in
gene-level counts which improves the estimation of the gene expression values. It also
assumes that the estimated counts follow a negative binomial distribution.

• Limma-voom: The main idea behind the voom method [95] is to define a robust
and non-parametric model to identify the mean-variance relationship of the data.
For modeling the count data, voom utilizes a linear modeling strategy. To identify the
mean-variance relationship in the data, voom uses the delta rule and Taylor’s theorem.
Then, it fits a LOWESS (Locally Weighted Scatterplot Smoothing) curve to the data
and a piecewise linear function derived from the fitted curve is used for estimating
the variance of the data. voom also assigns a weight to each of the observations and
passes these weights along with the estimated variance values to the limma empirical
Bayes analysis pipeline for differential gene expression analysis.

• baySeq: This approach [69] assumes that the negative binomial distribution repre-
sents the distribution of the summarized read counts. baySeq introduces a model and
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tries to use the whole data set to identify a prior distribution for the proposed model’s
estimated parameters. It uses maximum likelihood to approximate the data dispersion.
This approach uses a Bayesian empirical method to define the differential expression
pattern of each tuple. For selecting the differentially expressed genes, baySeq uses a
posterior probability for the non-DEGs and Bayesian FDR estimate.

• EBSeq: Like the baySeq method, this approach [101] assumes that the read counts
of each gene follow a negative binomial distribution within each biological condition.
The average of the gene expression values is a function of the variance of the gene
expressions within each group. EBSeq uses an expectation-maximization algorithm
for predicting the parameters of the beta distribution which indicates the variance
distribution. EBSeq employs Bayes’ rule using the EM algorithm to obtain posterior
probabilities of differentially expressed genes. To select significant DEGs, EBSeq uses
a Bayesian FDR estimate.

• NOISeq: As the size of sequenced libraries increases, many of the statistical ap-
proaches for identifying the differentially expressed genes fail to control the number
of false discoveries. Mainly, genes with small fold change or non-coding genes are dif-
ferentially expressed genes which have been identified falsely. NOISeq [153] overcomes
this problem by modeling a null distribution of differential expression by adopting
an empirical approach to capture the noise in RNA-seq data. More specifically, by
contrasting the absolute expression differences between groups and the logarithm of
fold changes, NOISeq models the noise distribution. In this approach, a gene is con-
sidered to be differentially expressed between groups if the corresponding logarithm
of fold change and absolute expression difference values have a high probability to be
higher than noise values. Moreover, NOISeq uses RPKM, Upper Quartile and TMM
for normalizing the RNA-seq data.

2.3 Genome three-dimensional organization

To understand cellular functions such as cell division, transcription and DNA replication, it
is important to identify the spatial organization of the genome and how different loci interact
with each other. Not all parts of the genome consist of a linear combination of nucleotides.
In eukaryotic cells, genome have interactions in the three-dimensional space hierarchically
[181]. There are structural proteins like CTCF and cohesin in the nucleus which DNA tends
to package around these proteins leading to the 3D structure of the genome (Figure 2.4).
Chromatin folding and the physical interaction of DNA are the keys to reveal the underlying
cell function that contributes to cell development and differentiation [181, 47].
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Figure 2.4: Reprinted from National Human Genome Research Institute (NHGRI). General
schematic of DNA folding structure. The human genome consists of approximately 3 billion
base pairs which is about 1.8 meters. To allow the DNA to be condensed into a smaller
size in the nucleus, it wraps around the proteins and forms a complex. There are a set of
eight proteins called histones which includes two copies of H2A, H2B, H3, and H4 proteins.
DNA wraps around these proteins to form the nucleosome. Nucleosomes are the subunits
of chromatin. The chain of nucleosomes is then folded to make the DNA compact. Three-
dimensional organization of the DNA impacts the cell function including gene regulation.

Gene regulation is one of the main processes in the cell that controls cell function.
Expression of genes and whether they are turned on or off depends on the cooperation of
the gene’s promoter and enhancer. Not all gene promoters and enhancers locate near the
genes. Some take place in distant loci. Being able to capture the folded structure of the

29



genome makes it possible to reveal the mechanism that controls gene regulation by linking
the spatial orientation of DNA and gene expression.

2.3.1 Chromosome conformation capture techniques

With the development of high-throughput sequencing techniques, many approaches have
been developed to study the three-dimensional organization of the genome and reveal the
hierarchical architecture of DNA to a great scale of detail. One of the main categories that
aim to reveal the genome 3D organization is chromosome conformation capture techniques
(3C) which have been introduced during the past decades [66, 181, 44]. 3C techniques
capture the physical orientation of the genome in 3D space by considering the number of
interactions between different loci in the genome that are adjacent in three-dimensional
space which would be expected to be distant based on a linear DNA distance [66]. Various
3C-based methods include (1) 3C and ChIP-loop methods which are also known as one-
vs-one methods. These techniques quantify the interaction frequency between two specific
loci in the genome [45, 75]. (2) 4C methods also known as one-vs-all techniques consider
interactions among one specific region in the genome versus all other loci [147]. (3) 5C
methods also known as many-vs-many quantify interactions among two sets of genomic loci
[49] and (4) Hi-C technique also known as all-vs-all which is more popular than the other
groups as it quantifies the interaction frequency among all loci in the genome [107].

Hi-C data

As mentioned earlier, Hi-C is a 3C-based technology designed to extract interaction fre-
quency between all pairs of genomic loci. The main focus of this thesis is to study the
all-vs-all interactions in the genome. So, details of the Hi-C sequencing technique are dis-
cussed here. The Hi-C technique quantifies interaction frequencies through the following
procedure (Figure 2.5) [126]: (1) To preserve the 3D organization of the genome, physically
adjacent regions are bound together using formaldehyde through a crosslinking procedure.
(2) To segment the crosslinked region from the genome, restriction enzymes are used to cut
the DNA at specific loci. (3) To be able to identify the regions in the downstream sequencing
procedure, the ends of the fragments are filled and marked with biotin. (4) To link the end
of the marked fragments, their two ends are ligated to each other. Then, during the reverse
formaldehyde crosslinking, two fragments are delinked. To purify the DNA fragments, the
biotin used for marking the ends of the fragments is pulled down and DNA fragments are
sheared into shorter sequences. As a result, there is a pool of paired-end DNA fragments
representing the regions that were in close physical proximity in the genome. (5) Finally,
religated fragments are mapped to the reference genome to identify the coordinates of the
genomic loci that were adjacent in the 3D space and quantify the interaction frequency
between genomic loci in the genome.
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Figure 2.5: Reprinted from [126]. Hi-C data generation schematic. In the nucleus of the
cells, regions of the genome that are adjacent in three-dimensional space are cross-linked
to preserve their organization. Cross-linked regions are then cut by restriction enzymes and
fragments are marked with biotin. Then, marked fragments get ligated and sheared. Finally,
the paired-end fragments are sequenced and mapped to the reference genome.

Hi-C data representation

Hi-C data are represented as matrices called “contact matrices”, “interaction maps” or
“contact maps”. For a matrix MN×N , each element Mij represents the interaction frequency
between locus i and locus j in the genome. Hi-C contact matrices are visualized as heatmaps
in which color intensities denote the strength of the interaction counts. Hi-C contact maps
have the following properties: (1) they are symmetric as Mij and Mji are both representing
the contact frequency between locus i and j. (2) Elements on the diagonal of the matrices
which represent the intra-chromosomal contact frequencies have higher intensities than the
other elements indicating that majority of interactions occur within chromosomes rather
than between them. (3) There are lower intensities in the loci far from the diagonal of the
contact matrices indicating that interaction frequencies decay as linear genomic distance
increases (adjacent regions in the linear genome tend to interact more).

• Inter-chromosomal vs intra-chromosomal Hi-C contact matrices

Inter-chromosomal contact data refers to the interactions that take place between two
distinct chromosomes (i.e. chr2-3 contact map). So, for each pair of chromosomes, there
is an inter-chromosomal contact matrix. In the genome-wide Hi-C contact matrix,
inter-chromosomal contact data are the ones that are not on the main diagonal.

On the other hand, intra-chromosomal contact matrices represent the interactions
within the same chromosome (i.e. chr1 contact map). Interaction frequencies on the
main diagonal of the genome-wide Hi-C matrix represent the intra-chromosomal con-
tact matrices.
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• Observed vs observed over expected (O/E) Hi-C contact matrices

The observed Hi-C contact matrices represent the raw number of interactions between
different loci in the genome. As mentioned above, genomic regions that are physically
adjacent are more probable to have interactions. To account for the increased number
of interaction frequency between different loci in short distances which may be due
to the random polymer interactions, normalization vectors are employed [107, 126].
To do this, the observed number of interactions are divided by their expected value
which results in “observed over expected (O/E)” matrices.

For intra-chromosomal matrices, expected values for the loci that are away from each
other by d in the linear genome, are calculated as the average of the interactions
between the genomic regions with distance d = |i − j|, where i and j are the two
ends of the interactions in the same chromosome. For inter-chromosomal matrices,
the expected number for the matrix of interactions between chromosomes i and j

is calculated as the average number of interactions that take place between the two
chromosomes.

Hi-C contact matrix resolution

To represent the elements of the Hi-C contact matrices, the whole-genome is divided into
equally-spaced bins with each containing n base pairs and the number of interactions are
calculated according to the proximity of these genomic regions. The number of base pairs in
each bin represents the resolution of the Hi-C contact matrices which are generally expressed
in kilobases (Kb). Hi-C data are available in various resolutions like 500Kb, 50Kb and 5Kb
each suitable for a specific type of downstream analysis. For example, high-resolution Hi-
C data can be used to study more complicated genome structures like chromatin loops
while low-resolution data can be employed to investigate genome compartmentalization or
identify TADs (Topologically Associating Domains) [104]. With the advent of sequencing
technologies, Hi-C contact matrices are now available at high resolutions (1Kb).

2.3.2 Topologically associating domains

Interaction frequencies are higher in the diagonal of Hi-C contact matrices. This means
that DNA sequences tend to interact within the chromosomes (intra-chromosomal contact)
rather than between chromosomes (inter-chromosomal contact). Self-interacting regions in
the genome are called topologically associating domains (TADs) [126, 124, 152]. Along the
main diagonal of observed Hi-C contact matrices, TADs are a series of blocks which have
distinct boundaries [47].
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2.3.3 Genome compartmentalization

By analyzing Hi-C data in various scales, it has been possible to reveal the 3D organization
of the genome in more detail [122, 134, 58, 126, 107]. Genome-wide analysis of Hi-C contact
maps indicates that long-range contact patterns can be categorized into two main compart-
ments: active (“A”) and inactive (“B”) [126, 107]. Active compartments are enriched for
euchromatin which is a type of chromatin referred to as open chromatin and is rich in genes
and active histone marks. Also, active compartments have decondensed structures which
make them easily accessible. Inactive compartments are highly enriched for heterochromatin
which is also referred to as closed chromatin. Due to the denser structure of the closed chro-
matins, they are less reachable. Closed chromatin is also rich in inactive histone marks and
is mainly transcriptionally inactive [126, 107, 143, 85, 146].

Further analysis of Hi-C contact maps at higher resolutions (i.e. 25Kb) indicates that
there are five primary distinct subcompartments in the nucleus which differ in the patterns
of histone modifications [126]. Rao et al. employed various clustering approaches including
HMM, K-means and hierarchical clustering to categorize the genomic loci based on their
long-range contact patterns. Analyzing Hi-C matrices at a finer resolution (i.e. 1Mb) con-
firmed their earlier findings regarding the presence of two main active (A) and inactive (B)
compartments in the nucleus. They also realized that each of these compartments includes
segregated patterns called subcompartments. They found that compartment A can be di-
vided into subcompartments A1 and A2 and compartment B can be categorized into B1,
B2, B3 and B4 subcompartments. Each of these subcompartments is associated with dis-
tinct cell features such as different transcriptional activity, gene expression, DNA replication
timing, active and repressive histone marks, etc. [126].
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Chapter 3

VSS: Variance-stabilized signals for
sequencing-based genomic signals

3.1 Overview

Sequencing-based assays can measure many types of genomic biochemical activity, includ-
ing transcription factor binding, histone modifications and chromatin accessibility. These
assays work by extracting DNA fragments from a sample that exhibit the desired type of
activity, sequencing the fragments to produce sequencing reads and mapping each read to
the genome. Each of these assays produces a genomic signal—that is, a signal that has
a value for each base pair in the genome. Examples include ChIP-seq measurements of
transcription factor binding or histone modification and measurements of chromatin acces-
sibility from DNase-seq, FAIRE-seq or ATAC-seq (see section 2.1.1). The natural unit of
sequencing-based assays is the read count: the number of reads that mapped to a given
position in the genome (after extending and shifting; see section 3.2).

Read counts of genomic assays have a nonuniform mean-variance relationship, meaning
that the variance of the data is a function of the read counts, resulting in higher variance
for higher read counts and lower variance for lower read counts, which poses a challenge to
their analysis. This property means that, for example, the difference in read count between
biosamples is a poor measure of the difference in activity. For instance, a locus having 100
reads in one replicate while 0 in the other is usually considered more significant than a locus
with 1100 reads in one replicate and 1000 reads in the other one.

To handle this issue, most statistical models of genomic signals—such as those used
in peak calling—model the mean-variance relationship of read counts explicitly using, for
example, a negative binomial distribution (see section 2.1.3) [165, 4, 127, 64, 169, 112, 70,
65, 61, 129, 178].

However, negative binomial models are challenging to implement and optimize, so many
methods resort to Gaussian models. Two prominent examples include segmentation and
genome annotation (SAGA) methods, such as Segway or IDEAS [73, 74, 26, 179, 180],
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and imputation methods such as ChromImpute, PREDICTD and Avocado [57, 141, 54].
In the former example, many SAGA methods use a Gaussian distribution to model the
distribution of genomic signals given a certain annotation label (others binarize signal [56]
or use a negative binomial read count model [114]). In the latter example, imputation
methods optimize a mean squared error (MSE) objective function, which is equivalent to
log likelihood in a Gaussian model. More generally, many other analyses use mean squared
error (MSE) to quantify the performance of the functional genomic analysis, such as those
that predict transcription factor (TF) binding sites from sequencing data. All such methods
suffer from the issue of a nonuniform mean-variance relationship.

Most Gaussian-based methods employ a variance-stabilizing transformation to handle
the nonuniform mean-variance relationship. They most commonly use the log or inverse
hyperbolic sine transformations (asinh), which have the formulae log(x + c) for a constant
c (usually 1) and asinh(x) = log(x +

√
x2 + 1) respectively [77]. (Note that in some cases

users may use transformations for purposes other than variance stabilization, such as the
use of log to measure the order of magnitude.) (see section 1.2.2).

Variance-stabilizing transformations can also be beneficial for visualizing genomic sig-
nals. Note that Euclidean distance in a 2D plot corresponds to the log likelihood of difference
in a Gaussian model, so a nonuniform mean-variance relationship complicates visualization.
Although researchers sometimes visualize raw signals, doing so requires carefully choosing
a maximum viewing range which is akin to a crude linear+flat transformation, as otherwise
the viewing range is dominated by a few outliers. For example, the UCSC genome browser’s
default built-in H3K27ac track by default has a maximum viewing range of 100, whereas
the track’s maximum value is 3,851 (see section 3.4.5 for visualization of tracks in the UCSC
genome browser).

Despite the widespread use of log and asinh transformations to stabilize variance, to our
knowledge, no work has evaluated whether they in fact do so. The use of these transforma-
tions assumes that the signals have a specific mean-variance relationship (see section 3.2).
Here we show that, for many genomic signals, this assumption is violated, and thus exist-
ing transformations do not fully stabilize variance (see section 3.4). To solve this issue, we
present VSS, a method that produces variance-stabilized genomic signals (see section 1.2.2
for more details about variance-stabilization transformations). VSS determines the empir-
ical mean-variance relationship of a genomic signal by comparing replicates. It uses this
empirical mean-variance relationship to produce a transformation function that precisely
stabilizes variance (see section 3.2).

3.1.1 Related work

Three methods have been developed to correct biases in sequencing-based genomic signals.
First, fold enrichment measures a genomic signal as the ratio of reads of the experiment
to a control (such as ChIP Input) [74]. Second, the Poisson p-value measures a signal as
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the log p-value of a Poisson distribution test with a null hypothesis derived from a control
distribution [91]. Third, S3norm [168] normalizes a collection of data sets by matching their
empirical sequencing depth and signal-noise ratio. However, none of these methods stabilizes
the variance of the data (see section 3.4).

Many of the challenges mentioned here also exist for assays of gene expression such as
RNA-seq data (see section 2.2) [77, 79, 22, 4, 133, 158, 68, 95, 112, 6, 130, 34].

In particular, the voom method [95] stabilizes the variance of RNA-seq data. It does so
by identifying the mean-variance relationship of the data at the gene-level. It fits a gene-
wise linear model to calculate the residual standard deviation. Then, it fits a LOWESS
(locally weighted regression) to each residual standard deviation, which is a function of the
average normalized values for each gene to extract the mean-variance relation. Finally, it
interpolates the mentioned trend for predicting all normalized log-cpm values’ variances.
However, voom does not apply to genomic signals such as ChIP-seq and ATAC-seq. Unlike
voom which stabilizes the variance of the data at the gene-level, VSS aims to do so at the
whole-genome level. In particular, the LOWESS-based curve fitting procedure used by voom
does not scale to genome-scale data, so VSS uses a weighted average followed by spline fit
(see section 3.2).
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Figure 3.1: General schematic of the VSS method. (a) Replicate 1 vs Replicate 2 signals
in H3K4me3 HSMM before and after VSS transformation. The shaded area represents the
average variance in replicate 2 for a given value of replicate 1; variation in the width of
the shaded region indicates a nonuniform mean-variance relationship. (b) VSS uses two or
more replicates to learn the empirical mean-variance relationship of the input data. For
M replicates, VSS defines base and auxiliary vectors according to all M(M − 1) possible
combinations of the replicates. Then, it identifies the mean-variance relationship by com-
puting the bin-wise mean and standard deviation from the auxiliary vector. (c) Learned
mean-variance relationships for several data sets. Horizontal and vertical axes denote mean
and standard deviation respectively. Note that the mean-variance relationship differs across
data sets, indicating that each requires a different transformation. (d) Learned transforma-
tion functions. Horizontal and vertical axes indicate input and output values respectively.
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3.2 Materials and methods

3.2.1 ChIP-seq data

We acquired ChIP-seq data from the ENCODE Consortium (encodeproject.org) for the
histone modification H3K4me3 on eleven cell lines: GM12878, H1-hESC, HUVEC, K562,
NHLF, GM06990, HCPEpiC, AG09319, NHEK, HMEC and HSMM. We also used histone
modifications H3K36me3, H3K4me1, H3K27me3 and H3K9me3 on the H1-hESC cell line.
Histone modification H2AFZ was used on cell lines NHEK and HSMM. In addition, we used
histone modification H3K79me2 on NHEK, HSMM and HMEC cell lines. We also used
histone modification H3K9me3 on four cell lines: NHEK, AG04450, HMEC and HSMM.
Finally, H3K36me3 histone modification were used on the HMEC cell line (see section 2.1.1
for more details about ChIP-seq data). ENCODE accession numbers of these assays are
provided in Table A.1. These ChIP-seq data sets were processed with a uniform pipeline
[35]. Briefly, the ChIP-seq reads were mapped to the hg19 reference genome and reads were
shifted and extended according to the estimated fragment length to produce a read count
for each genomic position [35]. As controls, ChIP-seq Input experiments were performed by
the same labs. Two signals were produced: fold enrichment and log p-value. Fold enrichment
signal is defined as the ratio of observed data over control [74]. P-value signal is defined as
the log p-value of a Poisson model with a null distribution derived from the control [91].

3.2.2 RNA-seq data

For use in evaluation, we acquired RNA-seq data sets for each of the cell types above from
the Roadmap Epigenomics consortium [91]. These RNA-seq data sets were processed with a
uniform pipeline that produces a TPM value for each gene (see section 2.2) [91]. To stabilize
the variance of these signals, we used an asinh transformation.

3.2.3 Identifying the mean-variance relationship

Our variance-stabilizing transformation depends on determining the mean-variance rela-
tionship for the input data set. We learn this relationship by using multiple replicates of the
same experiment. We define two vectors, x(base) and x(aux) that capture replicated signals.
Specifically, for each distinct pair of replicates x(i), x(j) where i ̸= j, we concatenate x(i) to
x(base) and x(j) to x(aux). Thus, x(base) and x(aux) are each vector of length NM(M − 1),
for M replicates and a genome of length N . Base-aux pairs

(
x

(base)
i , x

(aux)
i

)
represent every

possible pair of replicated signals (Figure 3.1 b).
Let the observed signal at position i be x

(base)
i and x

(aux)
i for the base and auxiliary

respectively. Our model supposes that every position i has an unknown distribution of
sequencing reads for the given assay xi, which has mean µi = mean(xi). We further suppose
that there is a relationship σ(µ) between the mean and variance of these distributions. That
is, var(xi) = σ(µi)2. We are interested in learning σ(µ). Observe that xi is an unbiased
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estimate of µi, and that (x(base)
i − x

(aux)
i )2 is an unbiased estimate of σ(µi)2. We use this

observation to estimate the function σ(µ) as follows.
We first sort the NM(M − 1) genomic signals i ∈ {1 . . . NM(M − 1)} by the value

of x
(base)
i and define bins with b genomic signals each. Let Ij ⊆ {1 . . . NM(M − 1)} be

the set of positions in bin j. For each bin j, we compute µj = 1/b
∑

i∈Ij
x

(aux)
i and σ2

j =
1/b

∑
i∈Ij

(x(aux)
i −µj)2. To increase the robustness of these estimates, we smooth across bins

by defining

σ̄2
j =

∑j+w
i=j−w 2−b|j−w|/βσ2

i∑j+w
i=j−w 2−b|j−w|/β

. (3.1)

That is, we take the weighted average of 2w + 1 bins centered on j, where bin j + k has a
weight 2−bk/β. β is a bandwidth parameter—a high value of β means that weight is spread
over many bins, whereas a low value means that weight is concentrated on a small number
of bins. We define the window size w such that it includes bins with a weight of at least
0.01; specifically, w = −β log(0.01)/b log(2).

The choice of b and β forms a bias-variance trade-off. Larger values of b and β lead to
more observations contributing to each estimate σ̄j and therefore result in a lower variance.
In contrast, small values of b and β lead to a very homogeneous set of positions Ij and
therefore less averaging across dissimilar positions.

Most genomic signals are zero-inflated. That is, a large fraction of positions have zero
signal. To account for this pattern, we defined a separate bin for zero-signal positions I0 =
{i|x(base)

i = 0} and defined σ0 and µ0 as above. We used this zero bin for raw and fold
enrichment (FE) signals, but not log Poisson p-value (LPPV), which are not zero-inflated.

We used a smoothing spline to fit an estimated mean-variance curve σ̂(x). A smoothing
spline estimator implements a regularized regression over the natural spline basis. We fit
a function σ̂(µ) using the estimated values of σ̄j . The spline coefficients w are selected to
minimize

(1 − p)
∑

j

wj(σ̄j − σ̂(µj))2 + p

∫ (
d2σ̂(µ)

dx2

)2

dx,

where µ and σ̄ are a set of observations obtained from mean-variance data points. Variables
σ̂(µ), w, p represent smooth spline curve, weight coefficients and a smoothing parameter,
respectively. The parameter p varies between (0, 1] such that p = 0 results in a cubic spline
with no smoothing, and when p approaches 1 the result is a linear function.

To find the optimum value of spar parameter (p), first the smooth.spline function is
called by activating the cross-validation in the smooth.spline (CV=TRUE). Following the
cross-validation procedure, the spar parameter is returned as the smoothing factor. We
identified the optimal curve using the R function called smooth.spline(means, sigmas,

spar=p).
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We examined a number of methods for identifying the mean-variance relation from
multiple replicates. We discuss the details of the examined approaches in section 3.4.6.

3.2.4 Setting hyperparameters

To identify the optimum values for VSS’s hyperparameters b and β, we evaluated many
possible combinations of values using the log likelihood and variance instability metrics
(defined below)(Figures 3.2a and 3.2b).

We chose β = 103 and b = 105 for zero-inflated signals (raw and fold enrichment) and
β = 107 and b = 103 for non-zero-inflated signals (log Poisson p-value).

We have also compared the optimization results with log(x + 1) transformation which
is shown by red lines in Figures 3.2a and 3.2b. The results indicate that our approach is
outperforming the log(x + 1) transformation in all investigated evaluation metrics.
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Figure 3.2: Relationship between bin size and bandwidth in log likelihood and variance
instability analysis in a) zero-inflated signals (fold enrichment and raw signals) b) signals
that are not zero-inflated (log Poisson p-value). Among the band width values, the value
Inf indicates that we applied no smoothing on the curve (unweighted mean-variance curve).
The red line indicates the performance of the log(x + 1) transformation. Average variance
instability score for log(x + 1) in Poisson p-value (b) is 6.4.

3.2.5 Calculating variance-stabilized signals

Having learned the mean-variance relationship, we compute VSS using the variance-
stabilizing transformation [53]

t(x) =
∫ x

0

1
σ̂(u)du, (3.2)

where x is an untransformed signal and σ̂(u) is the learned standard deviation for a signal
with mean u. This transformation is guaranteed to be variance-stabilizing; that is, var(t(xi))
is constant for all genomic positions i.
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3.2.6 Validation of experiments

We trained VSS models on chromosome 22 and tested on chromosome 21 in all of the
experiments performed in this chapter.

3.2.7 Alternative transformations

To attempt to stabilize the variance, existing methods usually apply either a log or arcsinh
transformation. These transformations are used because they are variance-stabilizing for
certain mean-variance relationships [11]. Specifically, log(x) is variance-stabilizing when
σ(µ) = sµ for some constant s, and arcsinh(x) is variance-stabilizing when σ(µ) = s

√
µ2 + 1

[19]. In the experiments below, we compare to both existing units under both existing
transformations. We evaluated the performance of log transformation with a general linear
transformation (log(ax+b)). We found that doing so did not improve results (section 3.4.4),
so we focused on the standard offset log(x + 1).

3.3 Evaluation methods

3.3.1 Variance quality-of-fit evaluation

A transformation implicitly assumes that a data set has a specific mean-variance relation-
ship. The assumed variance σ̃(u) for a given value u equals the inverse of the derivative of
the transformation (section 3.2.5)

σ̃t(u) = 1
d

du t(u)
. (3.3)

As noted above, a log(x + 1) transformation implicitly assumes the mean-variance relation-
ship σ̃(µ) = µ+1 and the arcsinh(x) transformation assumes the mean-variance relationship
σ̃(µ) =

√
µ2 + 1.

To measure the quality of fit of an assumed mean-variance relationship, we evaluated
the data log likelihood under the assumed σ̃. Specifically, the log likelihood of a given data
set is defined as ∑

i

log N(x(aux)
i |µ = x

(base)
i , σ = σ̂(x(base)

i )). (3.4)

A Gaussian distribution appears in this expression because the Gaussian is the max-entropy
distribution with a specific mean and variance. This value is maximized when the inferred
variance equals the variance of the data.

3.3.2 Variance instability evaluation

To evaluate whether a given transformation achieves a uniform mean-variance relationship,
we defined the following variance instability metric. Let t(x(base)

i ) and t(x(aux)
i ) be the trans-
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formed signals at the ith genomic position. Using the binning approach described above,
we divided genomic positions into B bins of increasing value of t(x(base)

i ), where each bin is
of size b = 10000. Let vj be the mean squared difference between replicates for positions in
bin j,

vj =
∑

i∈bin j

(
t(x(base)

i ) − t(x(aux)
i )

)2
.

Let σ1 and σ2 be the standard deviation of t(x(base)) and t(x(aux)) respectively. We define
the variance instability metric as the scaled variance of vj across bins,

variance-instability(t) = 1
σ2

1σ2
2

var(v1:B). (3.5)

The 1
σ2

1σ2
2

factor normalizes for the variance of the transformed signal. Without this factor,
t(x) and αt(x) (for a constant α) have different variance instability. Signals with an unstable
variance will have large values of the variance instability metric.

3.3.3 Segmentation and genome annotation (SAGA) evaluation

As described above, segmentation and genome annotation (SAGA) algorithms are sensitive
to the mean-variance relationship in the input data sets. SAGA algorithms take as input
a collection of signals for a given biosample. They partition the genome and assign a label
to each segment such that positions with the same label have similar patterns in the input
data sets. SAGA algorithms are widely used to integrate data sets and annotate regulatory
elements.

To evaluate the quality of annotations produced by signals under a given transformation,
we defined the following SAGA metric. Following previous work [180] we quantified the
quality of a SAGA annotation according to the strength of the relationship between the
annotation of a genic region with that gene’s expression. Specifically, for a collection of
signals from a given biosample, we used the SAGA algorithm Segway [73] to produce an
annotation. This annotation assigns one of k integer labels li ∈ {1..k} to each genomic
position i. We defined features for each gene as follows. We divided each genic region into
20 bins by dividing the transcribed region into 10 equally-spaced bins and defining five 1kb
bins upstream of the transcription start site (TSS) and downstream of the transcription
termination site (TTS) respectively. We defined features fb,k for each bin b as a one-hot
encoding of the majority label in each bin. This process associates each gene with a vector
of 20k features.

We trained an Extreme Gradient Boosting (XGBoost) regression model to predict a
gene’s RNA-seq expression value from this vector of features. We trained a regression model
on a matrix containing all genes in a chromosome.

As features, we used a one-hot encoding feature vector that indicates 1 in the corre-
sponding position of the predicted label and 0 elsewhere. For each bin, we considered the
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majority feature vector as a representation of that bin’s annotation. We used the coefficient
of determination (r2) to quantify the predictive power of this regressor.

For each transformation method, we used four different values k = {3, 5, 10, 15} for num-
ber of the labels to be predicted by annotation. We considered four biosamples: H1-hESC,
NHEK, HSMM and HMEC. We used all available replicated histone modification data for
each biosample: We used H3K36me3, H3K4me3, H3K9me3, H3K27me3 and H3K4me1 for
H1-hESC. We used H2AFZ, H3K4me3, H3K9me3 and H3K79me2 for NHEK. We used
H2AFZ, H3K4me3, H3K9me3 and H3K79me2 for HSMM. We used H3K36me3, H3K4me3,
H3K9me3 and H3K79me2 for HMEC.

3.4 Results and discussion

3.4.1 Genomic signals are not variance-stabilized

To evaluate whether existing units for genomic signals have stable variance, we computed
the mean-variance relationship for a number of existing data sets (Figure 3.1 c). As we
expected, we found that the variance has a strong dependence on the mean. Genomic
positions with low signals experience little variance across replicates, whereas positions with
high signals experience much larger variance (Figure 3.1 c). Moreover, the relationship does
not match that expected by the currently-used log(x+1) and asinh(x) transformations. For
example, the former transformation assumes a linear relationship (Materials and methods).
The observed mean-variance relationship does not precisely match the relationships assumed
by either transformation, indicating that neither of these transformations is fully variance-
stabilizing (Figure 3.1 c).

The observation that existing transformations are not variance-stabilizing was confirmed
when we quantified this fit (Figure 3.3). To measure the accuracy of a variance estimate,
we used the log likelihood of a given mean-variance relationship estimate, which is maxi-
mized when the inferred variance equals the variance of the data (Materials and methods).
As expected, we found that a uniform variance model implied by using untransformed sig-
nals had a poor likelihood (average log density of −1.9), reflecting non-uniform variance
(Figure 3.3 b, panel Fold enrichment (FE)). We found that the variance estimates from
the log(x + 1) and asinh(x), where x is the Fold enrichment signal (FE), greatly improved
the likelihood (average log density of −1.3 and −1.5 respectively). However, we found that
mean-variance relationship learned by VSS had a much better likelihood (average log den-
sity −1.2) than either transformation, indicating that the learned curve successfully models
the mean-variance relationship of the data (Figure 3.3 b, panel Fold enrichment (FE)). We
found that VSS’s mean-variance fit was also better than log or asinh when using either raw
reads or log Poisson p-value (LPPV) as the base units (Figure 3.3 b).

Moreover, we found that the mean-variance relationship differs greatly between exper-
iments. For many histone modification ChIP-seq experiments like H3K4me3 in HSMM, a
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log transformation yields a nearly-optimal fit, indicating that the data have a nearly lin-
ear mean-variance relationship (Figure 3.3 a, panel Fold enrichment (FE)). However, other
experiments such as H3K4me3 in GM12878 and H2AFZ in NHEK have a very non-linear
mean-variance relationship (Figure 3.3 a, panel Fold enrichment (FE)). In fact, for some ex-
periments, a log or asinh transformation has a worse fit than no transformation, indicating
that these transformations actually destabilize the variance (Figure 3.3 a, panel Fold enrich-
ment (FE)). Future work should investigate what properties of an experiment determine its
mean-variance relationship. The mean-variance relationship learned by VSS correctly cap-
tures these differences, as indicated by its good likelihood on all data sets. These differences
indicate that it is necessary to learn a separate mean-variance relationship for each data
set, rather than applying a single transformation (such as log or asinh) to every data set.
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Figure 3.3: (a) Goodness of fit to the mean-variance relationship derived from fold en-
richment signals (FE), log Poisson p-value (LPPV) and raw signals (Raw), measured by
Gaussian log likelihood (Materials and methods). Lower values of negative log likelihoods
indicate a better fit. Log likelihoods were computed on chromosome 21; VSS’s mean-variance
relationship was trained on chromosome 22. (b) Same as (a), but averaged across data sets
for Fold enrichment signals (FE), log Poisson p-value (LPPV) and raw signals (Raw).

3.4.2 Differences between replicates are stabilized after transformation

To measure whether a given transformation stabilizes variance in a given signal data set, we
defined the variance-instability metric (section 3.3.2). This metric measures the degree to
which differences between replicates vary for different magnitudes of signal. In other words,
this metric quantifies the consistency of the variance of mean squared between-replicate
differences, among bins which divide the signal values into equally-spaced groups. A lower
value of the variance-instability metric indicates that the transformation has been successful
in stabilizing the variance of the data set. We found that signals transformed using VSS
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have better (lower variance instability score) variance stability than either untransformed
signals or signals after alternative transformations (Figure 3.4).

Fold enrichment (FE) signals transformed by either log(x + 1) and asinh(x) had an
average of 1.8 variance instability, whereas VSS has instability of 1.5 (Figure 3.4 c, panel
Fold enrichment (FE)). Changing the offset of the log transformation—log(ax+b)—did not
substantially improve results for any choice of a or b (Figures 3.8 and 3.9). This indicates
that VSS units have more consistent signals among different replicates of an experiment
(Figures 3.4b and c). This pattern also holds when using Raw or LPPV as the base signal
(Figure 3.4, panels LPPV and Raw). To investigate the sensitivity of VSS’s results to
experiment quality, we evaluated its results on experiments with varying quality according
to ENCODE’s quality scores (section 3.4.7). We found that results were similar across
different quality scores (Figure 3.13).
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Figure 3.4: Variance instability of transformed signals. (a) Each point corresponds to a
bin, where binning is defined according to replicate 1 value (Materials and methods). The
horizontal axis indicates binning index. The vertical axis indicates the squared difference of
values between replicates in H3K9me3 NHEK (SSD depends on the scale of the data). The
flat line on the left half of each plot corresponds to positions where x(base) = 0. Signals with
stable variance show a flat (constant) trend on this plot; a trend (increasing or decreasing)
indicates unstable variance. (b) Variance instability score on fold enrichment signals (FE),
log Poisson p-value (LPPV) and raw signals (Raw) (Materials and methods). Lower values
indicate a more stable variance. (c) Same as (b), but averaged across experiments on fold
enrichment signals (FE), log Poisson p-value (LPPV) and raw signals (Raw). VSS’s mean-
variance relationship was trained on chromosome 22 and the variance instability score was
computed on chromosome 21. We omitted the variance instability value for untransformed
signals because its value would distort the vertical axis (mean of 601, 117 and 1877 across
experiments for Fold enrichment signals, log Poisson p-value and raw signals, respectively).
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H3K4me3 NHLF

H3K4me3 HUVEC

H3K4me3 K562

H3K79me2 HSMM

Figure 3.5: Replicate 1 vs Replicate 2 signals before and after transformation in different
cell lines. The shaded area represents the average variance in replicate 2 for a given value of
replicate 1; variation in width of the shaded region indicates a nonuniform mean-variance
relationship. As shown in the plots, VSS and log transformation have stabilized the variance
of the data while untransformed data have unstabilized signals. Note that results are shown
in chromosome 21 for the VSS model trained on chromosome 22.
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3.4.3 VSS signals improve segmentation and genome annotation (SAGA)
algorithms

To evaluate the efficacy of transformed signals as input to Gaussian models, we use segmen-
tation and genome annotation (SAGA) as an example. Segmentation and genome annotation
algorithms are widely used to integrate genomic data sets and annotate genomic regulatory
elements [73, 74, 26, 179, 180]. Following previous work [179, 106], we evaluated the quality
of an annotation by the correlation between the label of a gene body and whether that
gene is expressed as measured by RNA-seq (Materials and methods). We evaluated this
correlation across multiple cell types and model initializations (Materials and methods).
We believe that high-quality input signals will lead to a high-quality annotation. We used
the SAGA algorithm Segway [73] annotation for this analysis.

We found that using variance-stabilized signals from VSS improves annotations pro-
duced by SAGA algorithms (Figure 3.6). As had been previously observed [73], using non-
stabilized fold enrichment (FE) signal results in poor performance (mean r2=0.47, Figure
3.6). To account for this, Segway recommends using an asinh transform; doing so substan-
tially improves performance (mean r2=0.57, Figure 3.6). VSS produces similar results to
asinh on FE data (mean r2=0.57, p = 0.28). However, VSS outperforms asinh when using
log Poisson p-value (LPPV) as the base signals (p = 0.0064, paired one-sided Wilcoxon
signed-rank test). Likewise, VSS outperforms a log transformation for LPPV and raw sig-
nals (p = 0.0031 and p = 0.0009 respectively). This improvement likely results from the fact
that VSS stabilizes variance in all cases, whereas asinh does so only when data sets happen
to have a specific mean-variance relationship.
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Figure 3.6: Evaluation of annotations relative to gene expression. The vertical axis is
the fraction of variance in gene expression explained (r2 , Genome annotation evaluation
section). (a) The Horizontal axis is the transformation methods on Fold enrichment signals
(FE), log Poisson p-value (LPPV) and raw signals (Raw). Brackets indicate significance
of VSS transformation to the other methods according to p-value from paired one-sided
Wilcoxon signed-rank test. (b) The horizontal axis is the number of features or states in
a given model respectively (k). Box plots for representing the variance of the points can
be found in Figure 3.7. Results are shown on chromosome 21 for a VSS model trained on
chromosome 22.
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Figure 3.7: Evaluation of annotations relative to gene expression. The vertical axis is the
fraction of variance in gene expression explained (r2 , Genome annotation evaluation sec-
tion). The horizontal axis is the transformation methods. Each panel represents the number
of features or states in a given model respectively (k) in (a) Fold enrichment signals (FE)
(b) log Poisson p-value (LPPV) (c) raw signals (Raw). Brackets indicate the significance of
VSS transformation to the other methods according to the p-value from paired one-sided
Wilcoxon signed-rank test. Results are shown on chromosome 21 for a VSS model trained
on chromosome 22. 52



3.4.4 Alternative offsets for a log transformation, log(ax+b)

We evaluated whether it is possible to improve the log transform using a linear transform
log(ax + b). We did so using the previously-described log likelihood and variance instability
evaluations. We found that no single set of parameters performed best across all data sets
(Figures 3.8, 3.9), and all performed less well than VSS. We could not identify a single pair
of parameters that can optimize both criteria. Therefore, we believe that the default choice
of a = 1 and b = 1 can be applied to the log(ax + b).
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Figure 3.8: Relationship between a and b in log(ax+ b) transformation in log likelihood and
variance instability analyses.
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Figure 3.9: Relationship between a and b in log(ax+b) transformation in variance instability
analysis.
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3.4.5 Visualization of tracks in UCSC genome browser

Variance-stabilized signals improve the visualization in downstream analyses such as viewing
ChIP signals in a genome browser (i.e. UCSC genome browser). Unstabilized signals are
harder to interpret as high peaks may flatten other peaks. Here, we show that viewing VSS
signals is easier than viewing untransformed signals (Figure 3.10).

(a) 

(b) 

(c) 

(d) 

Figure 3.10: Visualization of genomic signals in the UCSC genomic browser using a)
H3K4me3 GM12878 b) H3K4me3 HUVEC c) same as b but in different region and d)
H3K27me3 H1 signals (top row of each of a, b, c and d indicates fold enrichment signals
and bottom rows indicate VSS transformed signals.)
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3.4.6 Alternative variations of VSS

We evaluated multiple variations of VSS to identify the best fit for the mean-variance
relation of the data. We did so by comparing the average performance of the proposed
methods in log likelihood and variance instability evaluations (Figure 3.11). As mentioned
before (Materials and methods), base and auxiliary are derived by concatenating every
possible combination of all M replicates available. One of the alternative variations of VSS
is to use the base for sorting the genomic signals and calculate the mean and variance of
the data using the average signals of the base and auxiliary (Figure 3.11, VSS (Mean of
Base and Aux)). The other variation of VSS is not to introduce base and auxiliary but
to use replicate 1 and replicate 2 signals. By using this approach, signals are sorted based
on replicate 1 values while mean and variance of the data are computed using the average
signals of replicate 1 and 2 (Figure 3.11, VSS (Mean of Rep1 and Rep2)). Based on both
criteria (log likelihood and variance instability evaluations), the approach introduced in the
manuscript (VSS) has the best performance among all variations and captures the best fit
for the mean-variance relationship.
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Figure 3.11: Quantifying the performance of alternative variations of VSS. (a) The goodness
of fit to the mean-variance relationship derived from Fold enrichment signals (FE), log Pois-
son p-value (LPPV) and raw signals (Raw), measured by Gaussian log likelihood (Methods).
Lower values of negative log likelihood indicate a better fit. Log likelihood was computed
on chromosome 21; VSS’s mean-variance relationship was trained on chromosome 22. (b)
Variance instability score on Fold enrichment signals (FE), log Poisson p-value (LPPV) and
raw signals (Raw) (Materials and methods). Lower values indicate a more stable variance.

3.4.7 High-quality vs low-quality experiments

To evaluate the performance of various transformation methods for experiments with dif-
ferent qualities, we measured the variance-instability for H3k4me3 GM12878 with different
FRiP scores (Figure 3.12). We found that untransformed signals (Fold enrichment) have
an unstable variance-instability metric. VSS, log(x + 1) and asinh(x) transformation have
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more stable variance-instability and VSS outperforms the other two transformation (has
lower variance instability). We also found that the mean-variance trend varies between
experiments with different FRiP scores (Figure 3.12)

(a)

(c) (d)

(b)

Figure 3.12: Comparison between high-quality experiments vs low-quality experiments for
H3k4me3 GM12878. The quality of experiments has been measured by the FRiP score
which quantifies the fraction of reads in peaks. a) mean-variance relationship differs between
different qualities. b) indicates transformed signals for different FRiP scores. c) and d) same
as a) and b) but in a limited range of signals.
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Figure 3.13: Variance instability score for different peak qualities for Fold enrichment signals
(FE) on H3k4me3 GM12878 (Materials and methods). The horizontal axis indicates the
FRiP score (fraction of reads in peaks) and the vertical axis indicates the variance instability
score. Lower values indicate a more stable variance. For the experiment with high-quality
peaks, either log(x + 1) or asinh(x) transformation has a higher variance-instability scores
than the untransformed signals meaning that either of these transformations destabilizes the
variance. Results are shown for chromosome 21 for the VSS model trained on chromosome
22.
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Chapter 4

VSS-Hi-C: Variance-stabilized
signals for chromatin 3D contacts

4.1 Overview

The 3D conformation of the genome plays a central role in many cellular functions including
gene expression and DNA replication [126, 38, 17, 142]. 3D interactions occur as a result
of biological functions including promoter-enhancer interactions, polymer looping, nuclear
compartmentalization, phase separation and others (see section 2.3) [72, 9, 10, 126, 60].
Chromatin conformation capture assays such as Hi-C measure chromosome conformation
by quantifying the interactions between pairs of loci in the genome. These sequencing-based
assays output a read count for each pair of genomic loci, indicating the loci’s strength of
interaction (see section 2.3.1).

Like all biological data, Hi-C contains sources of experimental variability that must be
mitigated and normalized to enable accurate analysis. Many approaches have been devel-
oped that aim to normalize for sources noise and bias in Hi-C data including mappability,
restriction site density, G/C content, read depth, 1D distance, random polymer looping and
others [144, 37, 78, 76, 172].

One source of experimental variability in Hi-C data is not addressed by existing nor-
malization methods: interaction counts have a nonuniform mean-variance relationship. For
example, a contact pair having 0 reads in one sample and 200 in the other sample is usually
considered a more significant difference than a pair having 2000 reads in one and 2200 in the
other. More generally, lower interaction counts tend to have lower variability than higher
interaction counts.

This nonuniform mean-variance relationship poses a challenge to downstream analyses.
For instance, considering the difference in interaction counts between different samples is
a poor measure of the difference in interaction strength, making it challenging to identify
significant changes. As another example, high-variance measurements can dominate the
training loss of machine learning models trained on data with a nonuniform variance and
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cause these methods to disproportionately focus on those examples. Similarly, clustering
methods—such as those used to identify subcompartments—often assign artifactual clusters
consisting of high-variance examples. Thus effective analysis of Hi-C data requires handling
the issue of nonuniform variance.

To address this nonuniform mean-variance relationship in Hi-C data, some methods,
such as those used for detecting significant chromatin interactions, employ techniques sim-
ilar to negative binomial distribution modeling [24, 110, 170, 42]. However, due to the
complexity of optimizing and implementing negative binomial models, many approaches
employ Gaussian-based models that implicitly assume a uniform mean-variance relation-
ship. This issue also afflicts any analysis that employs a mean-squared error (MSE) metric
for quantifying performance because this metric is equivalent to the likelihood of a uniform-
variance Gaussian model. Examples of Gaussian- or MSE-based models include identifying
topologically associating domains (TAD) [176], identifying genome compartments or sub-
compartments [163, 171], enhancing Hi-C data resolution [177], detecting loops [137, 7] and
identifying promoter-enhancer interactions [136]. More generally, methods evaluating the
performance of an analysis using MSE suffer from the issue of a nonuniform mean-variance
relationship.

To attempt to mitigate the nonuniform mean-variance relationship, many of the
Gaussian-based methods employ transformations like log (log(x+c) for a constant c, usually
1) or inverse hyperbolic sine transformations (asinh(x) = log(x +

√
x2 + 1)). These trans-

formations stabilize the mean-variance relationship under specific assumptions (see section
4.2), but we found that these assumptions are violated, resulting in nonuniform mean-
variance relationship (see section 4.4). However, these transformations assume a specific
relationship between the mean and variance of the data (see section 4.2).

Accounting for mean-variance relationship is also crucial for visualization. Large outliers
inherent to nonuniform variance often dominate the viewing scale of plots. This problem is
of particular importance to Hi-C data, which is typically visualized as a heatmap, where
the choice of color scale can radically change a plot’s interpretation (Figure 4.1). More
generally, Euclidean distance in a 2D plot corresponds to the log likelihood of difference in
a uniform-variance Gaussian model. Although these problems can be partially mitigated by
carefully choosing a maximum viewing range, doing so corresponds to a crude linear+flat
transformation.

For many other data sets such as RNA-seq, researchers precisely mitigate this mean-
variance relationship using a variance-stabilizing transformation (see section 2.2). We re-
cently demonstrated the importance of doing so for 1D genomic data sets like ChIP-seq and
developed a tool called VSS for this purpose (see chapter 3) [13].

Here, we extend our previous work and propose a method called VSS-Hi-C that
stabilizes the variance of Hi-C contact strength. This method learns the empirical mean-
variance relationship of the Hi-C matrices and transforms the Hi-C contact strength using a
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Figure 4.1: Overall schematic of the VSS-Hi-C method. (a) Intensity heatmap of Hi-C
matrix before and after variance stabilization. Hi-C data is GM1278 observed/expected
contact matrix for chr21:250000-480000 (hg19) at 100Kb resolution. Color indicates signal
strength; signal strength was mapped uniformly to the yellow-red color palette such that
yellow and red correspond to the minimum and maximum contact strength respectively.
In raw signals, due to a small number of large outliers, only a small number of pixels
receive dark red colors. (b) VSS-Hi-C method. VSS-Hi-C uses two or more replicates to
learn the empirical mean-variance relationship of the input data (Materials and methods).
(c) Learned mean-variance relationships for several data sets. Horizontal and vertical axes
denote mean and standard deviation respectively. Note that the mean-variance relationship
differs across data sets, indicating that each requires a different transformation. (d) Learned
transformation functions. Horizontal and vertical axes indicate input and output values
respectively.

transformation based on this learned mean-variance relationship (see section 4.2). We show
that VSS-Hi-C transformed matrices have a fully stabilized mean-variance relationship,
in contrast to other transformation methods (see section 4.4). Moreover, we illustrate
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that variance-stabilized signals are beneficial for downstream analyses such as identifying
topological domains and subcompartments.

4.2 Materials and methods

4.2.1 Hi-C data

We acquired three in-situ Hi-C data sets for GM12878, K562 and KBM7 cell lines gen-
erated by Aiden-Lieberman group [126] (GEO accession number GSE63525. Also avail-
able at the ENCODE Consortium with ENCODE accession numbers ENCSR968KAY,
ENCSR545YBD and ENCSR987EPR, respectively). The mentioned Hi-C interactions were
mapped to the hg19 reference genome (see section 2.3.1 for more details about Hi-C data).
In this study, we use two measures of contact strength [126, 107]: (1) The “observed” contact
matrix, which represents the raw read counts of the interactions between different genomic
regions, and (2) The “observed over expected” (O/E) contact matrix, defined by dividing
each observed signal by the average for pairs at the given 1D distance (see section 2.3.1).
This step accounts for the increased number of interactions between nearby genomic loci.
We considered both 10Kb and 100Kb resolution contact matrices in the evaluations in this
study (see section 2.3.1).

Following previous work [126], normalization of Hi-C contact matrices is performed using
the Knight and Ruiz [89] matrix-balancing algorithm in all the analyses performed in this
study. After extracting the raw and O/E matrices, we used the Juicer tool [52] for extracting
the KR-normalized contact matrices for Hi-C data. KR normalization approach makes sure
that sums of each row and column of the contact matrices are equal, which accounts for
sources of bias such as G/C content and mappability.

4.2.2 Repli-seq

We acquired 6 phase Repli-seq data from the ENCODE consortium (encodeproject.org)
from GM12878 and K562 cell lines with ENCODE accession numbers ENCSR218XP and
ENCSR591OX, respectively.

4.2.3 ChIP-seq

We obtained ten different histone modification ChIP-seq data (H3K27ac, H3K27me3,
H3K36me3, H3K4me1, H3K4me2, H3K4me3, H3K79me2, H3K9ac, H3K9me3,
H4K20me1) from GM12878 and K562 cell lines from Roadmap Epigenomics data
portal (https://egg2.wustl.edu/roadmap/data/byFileType/signal/consolidated/

macs2signal/foldChange/). We also acquired ChIP-seq data targeting H2A.Z and DNase
from GM12878 and K562 cell lines. These ChIP-seq data sets are quantified according to
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fold enrichment, defined as the ratio of observed read count over that of an Input control
(see section 2.1.1).

4.2.4 TAD callers

Topologically associating domains (TAD) reveal important information regarding the func-
tion and structure of 3D genome coordination [145, 182]. Many computational approaches
have been designed to identify the TADs from Hi-C data (see section 2.3.2).

Zufferey et al. [182] have compared different approaches for identifying topologically as-
sociating domains—TADs—considering multiple criteria including robustness to resolution
and normalization, cost-effectiveness, concordance with other TAD callers, enrichment for
biological features and computational efficiency. Considering all metrics, TopDom TAD-
caller [145] has been able to satisfy all criteria. Moreover, we employed HiCseg and Spec-
tralTAD TAD-callers to quantify the enrichment of identified TADs for structural proteins
and histone marks. Here, we briefly introduce the TAD-callers we used in this study.

• TopDom: TopDom is an R package [14] that identifies the TADs in Hi-C contact
matrices. The TopDom method falls in the category of TAD-callers that uses a linear
score for each bin that summarizes the distribution of contacts in the Hi-C contact
profile introduced by the stated bin [145]. The only parameter used in TopDom is a
window size that selects different bin sizes for binSignals for identifying TADs. In this
study, we used two window sizes w = 5 and w = 15 for identifying the TADs.

• HiCseg: To identify the TAD boundaries, HiCseg defines a two-dimensional block-
wise segmentation model. To model the 2D segmentation problem as a 1D problem,
HiCseg maximizes the likelihood of block boundaries and solves the 1D segmentation
problem by employing standard dynamic programming [102]. The authors have de-
veloped an R package (HiCseg) [97] to identify the TAD boundaries that has three
parameters: (1) Number of change points (2) Distribution of the data which can be
“G” (Gaussian) for normalized Hi-C data, “P” (Poisson) and “B” (Negative bino-
mial) for raw Hi-C data and (3) Type of model which can be “D” (block-diagonal) or
“Dplus” (extended block-diagonal model). In this study, we set the number of change
points to 10% of the elements on the diagonal of the Hi-C contact data. We used the
block-diagonal model which assumes that means of the data that are outside the diag-
onal are constant. For the experiments in this study, we used the Gaussian distribution
model.

• SpectralTAD: Considering Hi-C contact data as an adjacency matrix of a weighted
graph, SpectralTAD algorithm employs a spectral clustering-based method to retrieve
the TAD boundaries [40]. The SpectralTAD algorithm introduces a sliding window
to identify TADs in such a way that maximizes the inter-TAD interactions while

64



minimizing the intra-TAD interactions. To identify the best TAD boundaries, the
SpectralTAD algorithm uses the silhouette metric (clustering coefficient) to maximize
the within-TAD similarity. SpectralTAD uses the parameter window size to define the
size of the sliding window. In this study, we used w = 5 and w = 25 to identify the
TAD boundaries.

4.2.5 Identifying the mean-variance relationship

We employed the mean-variance trend identification method introduced in chapter 3 to
identify the mean-variance trend for the Hi-C data with a modest modification. We first
convert the Hi-C matrices to contact signal list vectors. That is, for a Hi-C contact matrix
X( N

r
)×( N

r
), where N is the number of genomic positions and r is the Hi-C matrix resolution,

we obtain a contact signal list x of length (N
r )2. Consider there are M distinct replicates

for an experiment. We define two vectors, x(base) and x(aux) that capture replicated contact
signal lists. Specifically, for each distinct pair of 1-D x(i), x(j) where i ̸= j, we concatenate
x(i) to x(base) and x(j) to x(aux).

Thus, x(base) and x(aux) are each list of length (N
r )2M(M − 1), for M replicates and 1-D

Hi-C contact signal list of length (N
r )2

Further steps for identifying the mean-variance relationship, smoothing the mean-
variance trend and fitting a curve to the identified trend follow the same steps explained in
detail in section 3.2.3, chapter 3.

4.2.6 Setting hyperparameters

To identify optimum values for VSS-Hi-C’s hyperparameters, we evaluated many possible
combinations of values using the three evaluation measures including variance-instability,
metrics of enrichment for structural proteins and histone modification in TAD boundaries
and also signals variance-explained metric to quantify the agreement between epigenomic
signals/replication timing signals and genome predicted subcompartments (Figure 4.2). The
optimal set of parameters would minimize the variance-instability metric while maximizing
the two other metrics. Based on all evaluations, we chose β = Inf and b = 100 (unweighted
mean-variance relationship) as the optimal set of the parameters.
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Figure 4.2: Relationship between bin size and bandwidth in variance instability analysis,
Topological associating domains enrichment in histone modifications/structural proteins
and signal variance explained in subcompartmentization analysis from left to right, re-
spectively in a) observed b) observed over expected (O/E) contact matrix. Among the band
width values, the value Inf indicates that we applied no smoothing on the curve (unweighted
mean-variance curve). A large variance-instability score indicates more unstabilized signals.
Higher values for TAD enrichment and variance-explained in subcompartment analysis in-
dicate better performance of the transformation methods.

4.2.7 Calculating variance-stabilized signals

Following our transformation of variance-instabilized signals defined in section 3.2.5, we
transform the Hi-C contact strength signals using equation 3.2. This transformation stabi-
lizes the variance among the contact signal matrices, meaning that for each pair of loci i,
var(t(xi)) is constant (x is an untransformed contact strength signal and t(x) is variance-
stabilized contact strength signal).
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4.2.8 Alternative transformations

In addition to log or arcsinh transformation for stabilizing the variance (section 3.2.7), a
method called the Haar-Fisz transformation [59] has been used by [144] to stabilize the
variance of Hi-C contact profiles. Briefly, assume that vector v = (v0, v1, ..., vN−1) for vi ≥ 0
where N = 2J needs to be variance stabilized. Haar-Fisz algorithm works as follows: It first
takes the Haar Discrete Wavelet Transformation of the vector v by defining f j

i as:

f j
i =


0, if sj

i = 0
dj

i√
sj

i

, otherwise.

where dj
i = (sj−1

2i − sj−1
2i+1)/2 and sj

i = (sj−1
2i − sj−1

2i+1)/2. It recursively computes f j
i s for

all i ∈ 0, ..., (2J−j − 1) where J ∈ 1, ...J and sets s0 = v. Finally, to get the Haar-Fisz
transformation operator λ, it applies the inverse Haar Discrete Wavelet Transformation to
the transformed vector (sJ , F J , ..., F 1) to extract the vector u where u = λv [59]. We used
the “hft” function in R to apply the haar-fisz transformation on the Hi-C contact profile.

4.3 Evaluation methods

4.3.1 Variance instability evaluation

Following our variance-instability metric defined in section 3.3.1, we measure the variance-
instability of Hi-C contact strength signals using formula 3.2 to evaluate whether a trans-
formation achieves a uniform mean-variance relationship.

To be consistent with the variance-instability metric defined in section 3.3.1 which is
designed for one-dimensional genomic assays, we convert Hi-C contact profiles to 1-D trans-
formed contact strength signals.

Further steps regarding sorting the signals, dividing them into equally-spaced bins and
calculating the variance-instability metric follow the procedure defined in section 3.3.1.

In the experiments that are performed on inter-chromosomal contact matrices, VSS-Hi-C
models are trained on contact matrices between chromosomes 3 and 4 and tested on contact
matrices between chromosomes 1 and 2. Also, in the analyses that require intra-chromosomal
contact matrices, VSS-Hi-C models are trained on chromosome 2 intra-chromosomal contact
matrices and tested on chromosome 1 intra-chromosomal contact matrices (section 4.4.1).
All the experiments are done on Hi-C contact matrices with 10Kb and 100Kb resolutions.

4.3.2 Evaluation through clustering interchromosomal Hi-C contacts to
assign labels to subcompartments.

To evaluate the utility of the VSS-Hi-C-transformed signals, we evaluated how useful they
are for defining subcompartments. Genomic regions can be categorized into 3 main clusters
including active, inactive centromer-proximal and inactive centromer-distal [172]. Further,
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another study [126] shows that genomic regions can be segregated into at least six distinct
subcompartments which are associated with different patterns of histone marks.

We used the method of Rao et al. [126] to identify subcompartments from an input
Hi-C contact matrix. Briefly, to assign different labels to distinct subcompartments in the
Hi-C matrix, we separated odd and even chromosomes to eliminate the intra-chromosomal
contact profiles. We constructed a 100Kb resolution odd-even matrix which consists of
inter-chromosomal contact matrices, such that loci from even chromosomes appear on the
columns of the matrix and rows of the matrix represent the contact strength of the odd
chromosomes. To cluster different loci based on contact patterns, we employed the k-means
clustering algorithm on this odd-even matrix. For extracting clusters for loci in the odd
chromosomes, we considered rows of the matrix as samples and columns of the matrix as
features and then performed the clustering algorithm. Following this step, for identifying
the clusters for loci in the even chromosomes, we transposed the matrix and did the same
procedure. The parameter k defines the number of clusters that contact patterns can be
categorized in. Rao et al. [126] found that k-means and hierarchical clustering approaches
had similar results as a GaussianHMM algorithm.

Having assigned distinct labels to subcompartments for different genomic loci, we
adopted a variance-explained metric from [105] to quantify the signal variance that is ex-
plainable by predicted labels. Let B = 100Kb be the resolution of the odd-even inter-
chromosomal Hi-C matrix. We first use the binning approach to divide genomic signals into
equally-spaced bins with length B (resolution of Hi-C matrices) and calculate the average
of signals for each bin. Let li ∈ {1..k} (k distinct labels) be the assigned subcompartment
label to each genomic loci i. Also, consider si as the average of signals in bin i. For each
distinct label l, we compute the mean of the signals with the same label indicated by µl

and for each genomic loci i, we define the predicted signal vector as sp
i = µli .

We defined the variance-explained metric [146] for any given transformation as

variance-explained(t) = var(si) − var(si − sp
i )

var(si)
(4.1)

which represents the difference between the total variance and the residuals of the prediction
variance. A higher variance-explained value (bounded by [0,1]) indicates more agreement
between signals and predicted subcompartment labels.

In this study, we have constructed a 100Kb resolution inter-chromosomal odd-even ma-
trix which has chromosomes 1, 3 and 5 in the rows of the matrix and chromosomes 2, 4
and 6 in the columns of the matrix. We also applied the k-means clustering algorithm for k

number of clusters in which k ∈ {3, 4, 5, 6, 7}.
For the subcompartment experiment analysis, VSS-Hi-C models are trained on inter-

chromosomal contact matrices between chromosomes 7 and 8 and tested on the odd-even
matrices (section 4.4.2).
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4.3.3 Evaluation relative to topologically-associating domain (TAD) en-
richment for structural proteins and histone marks

Identifying self-interacting genomic regions known as topologically-associating domains
(TADs) is of great importance, as their rearrangement or disruption can cause disease
by affecting the expression of the adjacent genes [126, 67, 48, 182]. Following previous work
[182] on evaluating the TAD callers, we used the fold change metric to evaluate if TAD
boundaries are more enriched in ChIP-seq peaks than their adjacent flanking positions. To
evaluate the effectiveness of the variance-stabilized signals, we followed an evaluation [182]
to evaluate how useful they are in the identification of TAD boundaries. Zufferey et al. [182]
start assessing peak enrichment by dividing the genomic regions into equally-spaced bins
and computing the average number of peaks in each bin. They calculated fold change as
FC = (peak/background) − 1, where “peak” is the average number of peaks in a surround-
ing region around the TAD boundary (10Kb radius from the boundary) and “background”
is the average number of peaks in 5Kb intervals in two regions of length 100Kb which are
located 400Kb away from the TAD boundary.

For the sake of consistency, we derived the proteins and corresponding ChIP-seq peak
files from [182]. We acquired peak files on the GM12878 cell line for chromatin insulator
protein CTCF and two core subunits of cohesin complex including SMC3 and RAD21 from
the ENCODE Consortium (encodeproject.org). For deriving a peak set for CTCF, intersec-
tion of four experiments with encode accession numbers ENCSR000DRZ, ENCSR000DKV,
ENCSR000DZN and ENCSR000AKB were used. For RAD21, intersection of peaks from
experiments ENCSR000BMY and ENCSR000EAC were used. Also, for SMC3, peaks were
derived from experiment ENCSR000DZP. Moreover, we acquired peak files on the K562 cell
line for CTCF, SMC3 and RAD21 from experiments ENCFF002CEL, ENCFF483CZB and
ENCFF002CXU, respectively.

In addition to the critical role of cohesin bindings or CTCF in TAD formation, it is also
important to see if TADs are enriched for any specific histone marks. Studies have shown
that TADs are either enriched for H3K27me3 marks or H3K36me3 marks. To evaluate the
utility of VSS-Hi-C transformed matrices in the enrichment of TADs for any of the men-
tioned histone marks, we followed the methodology introduced by [182]. Briefly, Zufferey
et al. [182] use fold change over control ChIP-seq signals for H3K27me3 and H3K36me3
marks to quantify the ratio of the signals between these two histone marks. Let m be the
average size of the TADs identified by a TAD caller. They divide the ChIP-seq signals into
equally-spaced intervals which each interval has a length of 0.1m. Then, for each interval,
they calculate LR, the log10 ratio between H3K27me3 and H3K36me3 signals. Next, for
quantifying if an identified TAD is significant, for each TAD, they computed the average
observed LR. Then, they shuffled all the LR values for all TADs 10 times so they have a
distribution of randomized average LR values derived from each TAD. Finally, they employ
Benjamini-Hochberg procedure to consider the false discovery rate (FDR) from the TAD-

69



specific p-values that were computed by comparing the within-TAD’s LR with the derived
distribution of the shuffled LRs. The fraction of those TADs that have BH-corrected p-
value smaller than 0.1 are reported as significant TADs identified by TAD-caller. Following
[182], we acquired H3K27me3 and H3K36me3 ChIP-seq signals on GM12878 from experi-
ments with encode accession numbers ENCSR000DRX and ENCSR000DRW. We also used
H3K27me3 and H3K36me3 ChIP-seq signals on K562 from experiments with ENCODE
accession numbers ENCSR000AKQ and ENCSR000AKR, respectively.

VSS-Hi-C models are trained on chromosome 1 intra-chromosomal contact matrices and
tested on chromosome 2, 7, 8 and 21 intra-chromosomal contact matrices (section 4.4.3).
Note that, all the experiments are done on Hi-C contact matrices with 10Kb and 100Kb
resolutions.

4.4 Results and discussion

4.4.1 Differences between replicates are stabilized after transformation

To evaluate whether existing units for Hi-C contact matrices have stable variance, we iden-
tified the mean-variance trend for a number of existing data sets (Figure 4.1c).

We found that the variance of the Hi-C contact strength has a strong dependence on
the mean (Figure 4.1c). This means that pairs with low interaction intensity have smaller
variance across replicates, in comparison to pairs with higher interactions where the variance
of the data is higher (Figure 4.1c). Moreover, it has been shown that the mean-variance
trend does not match the expected relationship assumed by the currently-used log(x + 1)
and asinh(x) transformations (Materials and methods). This means that neither of these
transformations fully stabilizes the variance of the Hi-C contact matrices (Figure 4.1c).
Furthermore, the mean-variance relationship differs between data sets, meaning that no
single transformation can stabilize variance for all data sets. This fact necessitates the use
of a method such as VSS-Hi-C that adapts the transformation to the data set.

Following our previous work on stabilizing the variance in sequencing-based genomic
assays [13] (chapter 3), we evaluated the consistency of variance of mean squared between-
replicate differences using a variance-instability metric (Materials and methods). Lower val-
ues of this metric indicate that a given transformation stabilizes the variance in a given data
set. We evaluated the performance of different transformation approaches on both observed
and observed-over-expected (O/E) contact matrices and both inter-and intra-chromosomal
contacts. We found that signals transformed by VSS-Hi-C have lower variance instability
(more stabilized) than the other transformation approaches in all cases (Figure 4.3). While
Haar-Fisz performs comparably to VSS-Hi-C on interchromosomal and O/E intrachromo-
somal signals, VSS-Hi-C greatly outperforms all other approaches on raw intrachromosomal
signals. This results from the fact that VSS-Hi-C directly stabilizes variance, whereas other
transformations employ ad-hoc heuristics in attempting to do so.
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Figure 4.3: Average variance instability of transformed signals. The variance instability score
indicates the instability of variance after transformation (Materials and methods). Variance
instability value for untransformed signals has been omitted as their value would distort
the vertical axis.

4.4.2 Transformed signals improve subcompartment calling

To evaluate whether variance-stabilized Hi-C matrices can improve subcompartment calling,
we quantified the agreement between predicted subcompartments and genome regulatory
activities and replication timing.

Replication time is defined as the order within the S phase which different segments
of DNA are replicated. It has been shown that there is a correlation between replication
timing and chromosome structure [131]. For example, inactive chromatin domains replicate
later than the active domains [140]. Moreover, researchers have shown a correlation be-
tween genome compartmentalization and regulatory activities such as histone modification
enrichment [126, 171, 146, 105].

Following [146], to evaluate the agreement between genome subcompartments called
using transformed Hi-C data with replication time and histone modification respectively,
we used the variance-explained metric (see section 4.3.2). Briefly, we called subcompart-
ments using k-means clustering, following [126], and evaluated the degree to which these
subcompartments agree with 1D data sets (Materials and methods).

We found that signals transformed by VSS-Hi-C have a better agreement between Repli-
seq data and predicted subcompartments for odd-even matrix in O/E contact matrices
(Figure 4.4 b). Moreover, we have shown that VSS-Hi-C performs better than the other
transformation methods in observed matrices when k = 6, while for the other number of
labels, all transformation approaches perform similarly. There is a very small agreement
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between Repli-seq signals and predicted labels when using untransformed signals (Figure
4.4).

Similarly, when comparing subcompartments to 1D epigenomic data, VSS-Hi-C outper-
forms other approaches in O/E contact matrices (Figure 4.5b). Also, VSS-Hi-C improves
the agreement between 1D signals and predicted labels significantly in the observed contact
matrices for k = 7 and it outperforms Haar-Fisz transformation when k = 4 and k = 5
(Figure 4.5a). Similar to the Repli-seq data, the agreement between ChIP-seq signals and
predicted labels are very small when using untransformed signals (Figure 4.5).
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Figure 4.4: Signal variance-explained in subcompartment calls for Repli-seq data derived
from GM12878 and K562 cell lines (see section 4.2.2 for accession numbers and histone
marks used in this analysis) in a) observed b) observed over expected (O/E) matrices. The
panels of the plots indicate the number of clusters in k-means clustering. Brackets indicate
significance of VSS-Hi-C transformation to the other methods according to the p-value from
paired one-sided t-test (ns: p > 0.05, ∗: p <= 0.05, ∗∗: p < 0.01, ∗ ∗ ∗: p <= 0.001, ∗ ∗ ∗∗:
p <= 0.0001).
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Figure 4.5: Signal variance-explained in subcompartment calls for ChIP-seq data derived
from GM12878 and K562 cell lines (see section 4.2.3 for accession numbers and histone
marks used in this analysis) in a) observed b) observed over expected (O/E) matrices. The
panels of the plots indicate the number of clusters in k-means clustering. Brackets indicate
significance of VSS-Hi-C transformation to the other methods according to p-value from
paired one-sided t-test (ns: p > 0.05, ∗: p <= 0.05, ∗∗: p < 0.01, ∗ ∗ ∗: p <= 0.001, ∗ ∗ ∗∗:
p <= 0.0001).

4.4.3 Transformation improves TAD calls

To evaluate the utility of transformed Hi-C data for identifying topologically associating do-
mains (TADs), we applied two evaluation metrics defined in [182] using three TAD-callers
(TopDom, HiCseg and SpectralTAD) (section 4.3.3). The first metric evaluates whether
identified TAD boundaries are enriched for the known structural proteins SMC3 and RAD21
(section 4.3.3). We found that TADs identified by VSS-Hi-C signals using TopDom TAD-
caller significantly outperform the signals transformed by log, asinh and Haar-Fisz trans-
formations according to this metric (Figure 4.6 a). We also found that signals transformed
by either VSS-Hi-C, log, asinh or Haar-Fisz transformations do not improve the enrichment
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of structural proteins using HiCseg and SpectralTAD TAD callers. It has been shown that
using normalized signals in SpectralTAD degrades the performance of this TAD caller and
SpectralTAD is designed to be used with untransformed data [40]. Moreover, HiCseg TAD
caller has specific assumptions regarding the mean of the data which can be violated using
any of the transformation methods (“D” model assumes that means of the data are constant
outside the diagonal of the Hi-C contact data, (section 4.3.3)) [102].

The second metric evaluates whether identified TADs are uniformly activated or re-
pressed as measured by the ratio of the transcription-associated histone mark H3K36me3
to the repression-associated mark H3K27me3 (section 4.3.3). We found that VSS-Hi-C sig-
nals significantly outperform (1) log and asinh transformations using HiCseg TAD caller
(2) log and Haar-Fisz transformations using TopDom and (3) untransformed signals using
SpectralTAD TAD caller (Figure 4.6 b).

These results indicate that the choice of signals has a large impact on TAD calling
algorithms.

74



***
****

****

**

ns
ns

ns

ns

ns
ns

ns

ns

TopDom SpectralTAD HiCseg

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

−1

0

1

2

3

4

Signal transformation methods

Fo
ld

 c
ha

ng
e 

(p
ea

k 
vs

. b
ac

kg
ro

un
d)

ns
*

**

ns

ns
ns

ns

*

*
ns

*

ns

TopDom SpectralTAD HiCseg

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

No t
ran

s.

Haa
r−F

isz

as
inh

(x)

log
(x+

B)

VSS−
Hi−C

0.0

0.5

1.0

Signal transformation methods

Fr
ac

tio
n 

of
 T

A
D

s 
w

ith
 

si
gn

ifi
ca

nt
 K

27
/K

36
 ra

tio
+

+

++++

++

++

a)

b)

Figure 4.6: Topologically associated domain enrichment in a) structural proteins b) histone
marks (Methods). Red labels indicate significance of VSS-Hi-C transformation to the other
methods according to p-value from paired one-sided t-test. Also, green labels indicate the
superiority of the other transformation methods to VSS-Hi-C. Non-significant labels (p >
0.05, ns) are removed for the green labels. (Red labels: ns: p > 0.05, ∗: p <= 0.05, ∗∗: p <
0.01, ∗ ∗ ∗: p <= 0.001, ∗ ∗ ∗∗: p <= 0.0001, Green labels: ns: p > 0.05, +: p <= 0.05, ++:
p < 0.01, + + +: p <= 0.001, + + ++: p <= 0.0001).
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Chapter 5

Large-scale variance stabilization
enables analysis of data quality and
uncovers experimental factors
driving variance

5.1 Overview

Sequencing-based genomic assays such as ChIP-seq, DNase-seq and ATAC-seq are designed
to quantify various biological activities including the identification of protein-DNA binding
sites and chromatin accessibility. These assays measure the number of read tags that map
to a given position in the genome (chapter 3). We have shown that the variance of the
genomic signals varies as a function of the mean of signals [13] (chapter 3). We also found
that the mean-variance relationship differs greatly between different experiments (section
3.4). We proposed a method called VSS to transform the unstabilized genomic signals using
the mean-variance relationships derived from the experiments.

In this chapter, we expand our proposed method to a larger scale to verify the VSS’s
performance. We applied VSS on more than 170 experiments derived from the ENCODE
Consortium genome wide. We show that VSS outperforms the other transformation ap-
proaches such as log(x + 1) and asinh(x) (section 5.3.1). We found that VSS’s performance
depends on the comparability of the input replicates. For example, VSS will fail to fully
stabilize the variance of signals if an experiment exhibits inconsistency among its repli-
cates. Another source of variability may originate from experiment-specific factors such as
sequencing read depth.

To uncover factors responsible for variance among the replicates, we identified the mean-
variance relationship for each replicate separately (section 5.3.2). We categorized each ex-
periment according to its experimental factors, such as sequencing read depth, to evaluate
the impact of each factor on the mean-variance trend (section 5.3.4).
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We also investigated if any parameter can be used to predict the mean-variance trend
(section 5.3.5). This task is specifically valuable when transforming unreplicated experi-
ments. These experiments can be transformed by employing the most similar predicted
mean-variance relationships.

Finally, we proposed a new quality control metric which uses the learned mean-variance
relationship to quantify the signal-to-noise ratio. This new quality control metric quantifies
the replicable granularity in signal strength (section 5.3.6).

5.2 Materials and methods

5.2.1 Data sets

We acquired histone ChIP-seq, TF ChIP-seq, DNase-seq and ATAC-seq data for 175 ex-
periments from the ENCODE Consortium (encodeproject.org). Accession numbers of the
experiments are shown in SI tables A.2-A.5.

5.2.2 Quantitative metrics for assessing sequencing-based genomic assays
quality

Gathering a variety of epigenomic assays requires many labs to contribute to the process.
Experimental labs have their specific protocols and guidelines for generating data. Thus
coordinating data among labs in a consortium like ENCODE requires evaluating the quality
of each performed experiment. To evaluate the quality of the experiments, the ENCODE
Consortium has developed various metrics. However, there is no single metric to distinguish
high-quality experiments from low-quality ones. Here, we briefly describe the quality metrics
currently used by the ENCODE Consortium.

Fraction of reads in peaks

The FRiP score is a quality metric that measures the global enrichment of a ChIP ex-
periment’s enrichment in transcription-factor binding sites (TFBS). This metric is based
on the assumption that a successful ChIP-seq experiment should have most of its signal
at TFBS—which appear as peaks in the signal—and little to no signal outside them. The
FRiP score is defined as follows:

FRiP = Np

Nt

where Np is the number of the read tags that fall into the significantly enriched regions
(peaks) and Nt is the total number of usable reads [81, 93].

Cross-correlation analysis

Two quality metrics are intended to detect experimental artifacts arising from the DNA frag-
mentation and read mapping steps: Normalized Strand Cross-correlation coefficient (NSC)
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and Relative Strand Cross-correlation coefficient (RSC). Considering the fact that the read
tags in the high-quality ChIP-seq experiments tend to pile up around the true binding sites
of the target protein, analyzing the correlation between sequence tags mapped to the Crick
and Watson strands reveals the quality of an experiment. The true binding sites of the pro-
teins are not precisely the loci that reads have been mapped to but shifted strands toward
each other [86]. To build a cross-correlation profile between strands, forward and reverse
read tags are shifted towards and away from each other incrementally and the Pearson
correlation coefficient is computed for each shift.

The NSC metric is quantified as:

NSC = Cm

Cbg

where Cm is the maximum cross-correlation where strands shift size equals the predominant
fragment length and Cbg is the minimum cross-correlation (back-ground cross-correlation).
NSC=1 indicates no enrichment in the signals while higher values of NSC suggest more
enrichment [93].

For large genomes with short sequence read length (<100 base pairs), false positive
phantom peaks can occur, which are due to the variable mappability of sequencing read
tags across the genome. Phantom peaks are observed when strands shift size is equal to the
read length. The RSC metric accounts for false positive phantom peaks and is defined as
(The ENCODE Consortium, [80]):

RSC = Cf − Cbg

Cpp − Cbg

where Cf is the fragment-length cross-correlation, Cbg is the background cross-correlation
value and Cpp is the phantom peak cross-correlation value.

A high RSC value (>1) indicates highly enriched experiments (fragment-length peaks
are larger than short-reads peaks (phantom peaks)) while low-quality experiments have
RSC<1.

Non-Redundant fraction

Library complexity can also reflect the quality of an experiment. For the ChIP-seq and
ATAC-seq data, the non-redundant fraction—NRF—metric is measured as:

NRF = Nu

Nt

where Nu is the number of uniquely mapped reads and Nt is the total number of read tags.
A high NRF metric indicates a high-quality experiment.
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Signal portion of tags

Like the FRiP score which calculates the fraction of reads in significant regions in the ChIP-
seq experiments, the signal portion of tags—SPOT score—is a quality metric for DNase-seq
data and is defined as follows:

SPOT = Np

Nt

where Np is the number of the tags that fall into the significant regions identified by peak
callers like Hotspot and Nt is the total number of read tags [82, 117]. A higher SPOT score
indicates that read tags are actual signals rather than noise [93].

PCR bottleneck coefficient

The PCR bottleneck coefficient (PBC) quantifies redundancy in measured reads. It is defined
as follows:

PBC = N1
Nd

where N1 is the number of genomic regions that only one read tag falls into and Nd is the
number of genomic regions that at least one unique read tag falls into. A low value for the
PBC metric indicates technical bias (i.e. PCR bias). Also, technical problems with libraries
may lead to very high values for this metric (PBC would approach 1).

5.2.3 Mean-variance trend identification

Previously in chapter 3, we introduced a method to identify the mean-variance relationship
for an experiment. Briefly, for an experiment with M distinct replicates, we designed two
vectors x(base) and x(aux) to capture replicated signals. Each of the x(base) and x(aux) vectors
are of length NM(M − 1) for M replicates and genome with length N which are the result
of every possible concatenation of the M replicates. We used x(base) to sort the signals and
x(aux) to calculate the mean and variance from the bins with similar strength to the x(base)

vector (chapter 3, Materials and methods).
In this chapter, we are interested in identifying the mean-variance relationship for each

replicate of an experiment separately in order to compare the two. To this end, we employ the
mean-variance trend identification process explained in Chapter 3 with a slight modification.

To identify the mean-variance relationship for replicate 1, we define the x(base) vector
to capture the signals from replicate 2. Then, we design x(aux) as a vector that captures
the replicate 1 signals. We use the x(base) vector to sort the signals and compute the mean
and variance from the x(aux) vector (which has captured replicate 1 signals). To capture
the mean-variance trend for replicate 2, we perform the same procedure but define the
x(base) vector to capture the signals from replicate 1 and x(aux) as a vector that captures
the replicate 2 signals. Finally, we use the x(aux) to compute the mean and variance in
replicate 2 signals (using x(aux)).
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Before identifying the mean-variance relationship, to account for the sequencing read
depth, we normalized the replicates by dividing them by the average signal strength.

5.2.4 Evaluating similarity of experiments

To quantify whether two replicates of an experiment are representing a similar distribu-
tion, we employ the two-sample Kolmogorov-Smirnov test (K–S test or KS test). The Kol-
mogorov–Smirnov test is a non-parametric test that evaluates the equality of two continuous
population probability distributions. The KS test quantifies whether two sets of samples are
drawn from the same distribution (Figure 5.1) [25]. Consider that the two sets of samples
X and Y with sizes n and m are drawn from continuous distributions. The two-sample
K-S test compares the empirical cumulative density of the two data sets to calculate the
maximum distance metric (D) as follows to see if two populations are representing the same
distribution:

Dm,n = max
x

|F (x) − G(x)|

where F and G are empirical cumulative density functions of samples X and Y defined as:

FX(x) =
∑n

i=1 1Xi≤x

n

GY (x) =
∑m

i=1 1Yi≤x

m

where 1A represents the number of the A event in the data set.
Kolmogorov-Smirnov statistic (D) ranges between [0, 1], where 0 indicates that two

populations are drawn from the same distribution, while 1 indicates that two data sets are
drawn from completely different distributions.

80



0.00

0.25

0.50

0.75

1.00

−2 −1 0 1 2
X

C
um

ul
at

iv
e 

Pr
ob

ab
ilt

y

sample1 sample2

Figure 5.1: Schematic of Kolmogorov-Smirnov statistic. Each of the lines corresponds to the
empirical CDF of sample 1 and sample 2 and the black line indicates the KS D metric.

5.3 Results and discussion

5.3.1 VSS transforms the whole genome effectively

VSS improves the mean-variance fit in genomic signals

We previously found that the mean-variance relationship differs greatly between different
data sets (Chapter 3). This means that no single transformation method can be applied
to all data. We introduced VSS—variance stabilized signals—that transforms the signals
of a replicate by applying variance stabilization transformation on a learned mean-variance
relationship.

To quantify whether VSS can accurately fit the mean-variance relationship identified
from multiple replicates, we measured the accuracy of the predicted variance using likelihood
analysis. Having learned the mean-variance trend, log likelihood is maximized when the
estimated variance equals the variance of the data. We evaluated the quality of the fit for
more than 100 experiments derived from the ENCODE Consortium (Accession numbers of
the experiments are available in SI tables A.2-A.5). We found that the mean-variance trend
identified by VSS has a higher likelihood than the other transformation methods such as
log(x + 1) and asinh(x) (-1.12, -1.16 and -1.47, respectively). Moreover, we found that the
mean-variance trend identified from untransformed signals has the worst likelihood (-2.41)
as it considers the uniform variance model for the data (Figure 5.2).

VSS improves variance instability

Following chapter 3, we used the variance instability metric to evaluate whether a given
transformation stabilized the variance in a dataset. This metric quantifies the consistency
of variance of mean squared between-replicate differences among the equally-spaced binned
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signals (see chapter 3 for more detail). Lower values of this metric are an indicator that the
transformation has successfully stabilized the variance. We quantified variance instability
metrics for more than 100 experiments derived from ENCODE Consortium on the whole
genome (Accession numbers of the experiments are available in SI tables A.2-A.5). We
found that signals transformed by VSS have the lowest variance instability metric (0.96)
indicating the VSS has successfully transformed the signals. Moreover, signals transformed
by log(x+1) and asinh(x) have 1.53 and 1.32 average variance instability scores, respectively.
Untransformed signals have 9.13 average variance instability score (highest) confirming that
genomic signals are not variance-stabilized (Figure 5.2).
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Figure 5.2: Left: Goodness of fit to the mean–variance relationship derived from fold enrich-
ment signals measured by Gaussian log likelihood (Chapter 3). Lower values of negative log
likelihood indicate a better fit. Log likelihoods are averaged across datasets for fold enrich-
ment signals. Right: Average variance-instability score on fold enrichment signals (Chapter
3). Lower values indicate a more stable variance.

5.3.2 Mean-variance relationship differs between different replicates of
some experiments

We previously showed that the mean-variance relationship differs between various exper-
iments (chapter 3). It is also important to determine if the mean-variance trends differ
between different replicates of an experiment. It is expected to see more concordance be-
tween highly significant regions like peaks in different replicates of an experiment. However,
this expectation may be violated if there are biases or underlying factors that may affect
the inter-replicate consistency.

Here, we are interested in identifying the mean-variance trend for different replicates of
experiments separately. To have a fair comparison of the mean-variance relationships iden-
tified from different replicates, we eliminated experiments that failed some quality control
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steps. In the following, we briefly describe which experiments were disregarded from our
analyses.

• Experiments that do not meet the quality control criteria. To control the
quality of the sequencing-based assays, the ENCODE consortium has developed var-
ious metrics to filter the experiments (section 5.2.2). Not all the experiments pass all
criteria. Based on various thresholds defined for each of the metrics, experiments and
replicates can either pass or fail the quality control step or they can get a warning
for the metric. Based on the sensitivity of the analysis of interest, quality metrics can
be flexible in their strictness. Here, we have considered multiple quality metrics for
experiments which indicate their quality in many aspects including sequencing depth,
PCR bottleneck, non-redundant fraction of reads, strands cross-correlation, etc. We
considered experiments that pass the majority of the quality metrics. However, if one
of the replicates generates a warning in one of the metrics, we also considered them
in our comparisons. On the other hand, some of the replicates indicate that they are
not compliant with the defined threshold. We eliminated the experiments that do not
pass this criterion.

• Experiments that have different signal distributions in their replicates.
It is also important to consider the signal distribution of different replicates when
comparing their mean-variance trend. We used the two-sample Kolmogorov-Smirnov
test (KS) to quantify the equality of the empiric distribution of the two replicates of an
experiment (Figure 5.3, see section 5.2.4 for more detail). In this study, we eliminated
the experiments with high KS statistics (D metric). We selected the experiments
with D ≤ 0.5. Many experiments have high KS D metrics, indicating that they are
drawn from different distributions. In practice, there are some ways to deal with these
experiments (low similarity between replicates distribution) which we will discuss in
more detail in chapter 6.
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a) b)

Figure 5.3: Comparing the equality of empirical Cumulative Distribution between two repli-
cates of experiments. a) two replicates are drawn from the same distribution b) replicates
are drawn from different distributions (quantified by KS D metric).

To evaluate the between-replicate consistency, we identified the mean-variance trend
for each replicate of the experiments separately (Figure 5.4). We found that mean-variance
trends differ between various replicates indicating that there is a small agreement between
different replicates’ underlying behaviour. To quantify the degree of dissimilarity between
the mean-variance trends derived from different replicates of an experiment, we measured
the variance-instability score between two replicates where their signals have been trans-
formed using a predefined mean-variance trend. Let MV be the mean-variance relationship
identified from replicated experiment X. To measure the dissimilarity between two repli-
cates’ mean-variance patterns in experiment Y , we transform its unstabilized signals using
MV and quantify the variance-instability score for experiment Y ′s replicates. Heatmap 5.5
indicates the variance-instability results where experiments on the vertical axis are trans-
formed using mean-variance trends identified from experiments on the horizontal axis. We
found that experiments such as DNase-seq EH and DNase-seq H4 that demonstrate similar
mean-variance patterns between their replicates (Figure 5.4) have lower variance-instability
scores when transforming their signals using each other’s identified mean-variance relation-
ship, indicating similar underlying behaviour among their replicates (Heatmap 5.5). On
the other hand, transforming DNase-seq EH or DNase-seq H4 signals using mean-variance
relationships derived from dissimilar experiments such as TF ChIP-seq CTCF A549, His-
tone ChIP-seq H3K9me3 H1 or TF ChIP-seq REST MCF-7 (Figure 5.4) will lead to higher
variance-instability score showing that there is less concordance between their replicates
(Heatmap 5.5).

84



DNase-seq EH DNase-seq H4

TF ChIP-seq CTCF A549 TF ChIP-seq POLR2A MCF-7

Histone ChIP-seq H3K9me3 H1 TF ChIP-seq REST MCF-7

Figure 5.4: Comparing the mean-variance relationship between replicates of different exper-
iments. Pink salmon colored replicates indicate the replicates with lower read depth and
green replicates indicate the higher sequencing read depth. Grey lines indicate linear fit to
the mean-variance trends.
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Figure 5.5: Quantifying the variance-instability score where unreplicated experiments (ver-
tical axis) employ the identified mean-variance trends identified from replicated experiments
on the horizontal axis to transform their unstabilized signals.

5.3.3 VSS can be used to transform unreplicated experiments

As discussed in chapter 3, VSS uses replicated experiments to identify the mean-variance
trend. However, there are many experiments which are unreplicated. Following section 5.3.2,
here, we investigate if a mean-variance relationship that is identified from replicated exper-
iments can be employed to transform unreplicated experiments. As shown in heatmap 5.5,
unreplicated experiments (the vertical axis) have been transformed using mean-variance
trends derived from replicated experiments (the horizontal axis) and between-replicate vari-
ability between the transformed signals of unreplicated experiments has been measured by
variance-instability score.

We employed hierarchical clustering (hclust function in R, method=“complete”) to cate-
gorize the experiments which exhibit similar mean-variance trends and can be used for trans-
forming unreplicated experiments (Figure 5.6a). We divided the experiments into three main
clusters. Then, we compared the average variance-instability score where replicated exper-
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iments are used to transform unreplicated experiments (Figure 5.6 b). Results confirmed
that experiments that cluster together show similar variance-instability scores indicating
that in the absence of replicated experiments, one can use replicated experiments that pro-
duce the most similar mean-variance trend to the unreplicated experiment and transform
its signals by applying the identified mean-variance relationship.

Moreover, we found that experiments have some properties in common: (1) experi-
ments which have similar sequencing read depth and are derived from the same lab are
more likely to have similar mean-variance trends and be clustered together (DNase-seq
H4, DNase-seq H9 and DNase-seq HL60) and (2) experiments that have higher FRiP-score
are more likely to cluster together. Using these experiments to identify the mean-variance
trends leads to a lower variance-instability score (more stabilized signals) (Histone ChIP-seq
H3K27me3 IMR-90, H3K27me3 K562 and H3K4me3 GM12878). On the other hand, ex-
periments with smaller FRiP-score are considered as low-quality experiments and produce
worse variance-instability scores in comparison with high FRiP-score experiments (Histone
ChIP-seq H3K9me3 H1, TF ChIP-seq CTCF A549) (Figure 5.6).

More generally, in the absence of replicated experiments, one may consider using high-
quality experiments that are performed in the same lab and have similar sequencing read-
depth between their replicates to identify the mean-variance relationship and transform the
signals of unreplicated experiments.
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Figure 5.6: a) Clustering replicated experiments according to their performance in being a
good fit for the unreplicated experiments. b) Comparing variance-instability score of unrepli-
cated experiments using mean-variance relationship identified from replicated experiments.
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5.3.4 Characterizing underlying factors responsible for the mean-
variance trends in genomic signals

To identify the underlying factors responsible for mean-variance trend differences in bio-
logical replicates, we considered the following questions: Do different sequencing technolo-
gies such as ChIP-seq, ATAC-seq or DNase-seq affect various trends? Do punctate marks
(H3K4me3, H3K27ac) and broad marks (H3K27me3, H3K9me3) have different trends? Can
experiment parameters such as single-end reads versus paired-end reads influence the trend?
Or is there any sort of technical biases that may affect the various mean-variance trends?

We identified the mean-variance relationship for various assays including ChIP-seq,
ATAC-seq and DNase-seq for different marks such as transcription factors and histone
marks to investigate the impact of each factor on the trend (Figures 5.7-5.11). Systematic
biases are another source of variation that may affect the inter-replicate variance.

To characterize the underlying factors responsible for inter-replicate inconsistency, we
first employed the two-sample Kolmogorov–Smirnov (KS) test distance metric (D) to see if
different replicates of an experiment are drawn from the same distribution. Based on this
metric, we divided the experiments into two categories of “low” and “high” similarity in the
sequencing reads distribution. All experiments considered in this study have high similarity
based on the KS statistic.

In the following, we investigate the role of different factors that may be responsible for
various mean-variance trends among the experiments.

• Sequencing read depth The ENCODE Consortium requires the replicates of an
experiment to pass the defined threshold for the number of the sequencing read depth.
However, many of the experiments do not pass the threshold. Having different read
depths may affect not only the magnitude of the signals but also the mean-variance
trend between the replicates. We found that replicates with different sequencing read
depths show different trends in the same cell type (Figure 5.7 a, b, c, d). On the other
hand, replicates with approximately similar read depth indicate similar mean-variance
trends between replicates (Figure 5.7 e and f)
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Histone ChIP-seq H3K4me3 H1
a) b)

c) d)

TF ChIP-seq CTCF A549
f)e)

Figure 5.7: Sequencing read depth affects the mean-variance trend between replicates. Pink
salmon-colored replicates indicate the replicates with lower read depth and green replicates
indicate the higher sequencing read depth. a-d) Sequencing read depth differs greatly be-
tween the replicates. e-f) Both replicates have approximately similar sequencing read depth.

• Affinity of antibodies The ChIP-seq process employs protein-specific antibodies
to identify the protein-DNA binding sites. Utilizing various antibodies specific to a
protein of interest may affect the mean-variance trend. This hypothesis was confirmed
by comparing various mean-variance trends between different replicates of an experi-
ment. We identified mean-variance trends between many ChIP-seq experiments with
both same and different antibodies for extracting the DNA-protein cross-linked com-
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plex. We found that employing the same antibody for extracting the DNA-protein
bindings will lead the replicates of different experiments to exhibit similar patterns
in their mean-variance relationship (Figure 5.8 a and b). However, utilizing different
antibodies for the same mark will lead to various patterns of the mean-variance trends
among the experiments (Figure 5.8 c).

a)

b)

TF ChIP-seq CTCF GM12878, Antibody: ENCAB000AXY 

TF ChIP-seq CTCF A549 ,Antibody: ENCAB809HPR 

Histone ChIP-seq H3K27me3 H1
Antibody: ENCAB000ANB 

Histone ChIP-seq H3K27me3 H1
Antibody: ENCAB723WFC 

c)

Figure 5.8: Role of using various antibodies in mean-variance trends between different ex-
periments. a, b) Using the same antibody for extracting the DNA-protein complex will lead
to an approximately similar mean-variance trends among different experiments. c) Using
different antibodies may change the pattern of the mean-variance relationship among ex-
periments.
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• Chromatin marks: punctate vs broad Another factor that may affect the mean-
variance trend between different replicates of an experiment is the chromatin marks
that the assays aim to capture their binding sites. We analyzed the mean-variance
trend among both punctate (H3K4me3, H3K27ac) and broad (H3K27me3, H3K9me3)
marks (Figure 5.9). We found that broad marks are more stable than punctate marks
in the consistency of mean-variance trends among different replicates of an experiment.

Histone ChIP-seq H3K4me3 MCF-7 Histone ChIP-seq H3K27ac MCF-7

Histone ChIP-seq H3K9me3 MCF-7 Histone ChIP-seq H3K27me3 MCF-7

a) b)

c) d)

Figure 5.9: Role of different chromatin marks on mean-variance trend. Mean-variance rela-
tionship in a, b) punctate marks c, d) broad marks.

• Sequencing assays

To evaluate the role of different assays in the mean-variance trend among replicates
of an experiment, we compared multiple trends for different marks. We found that
Histone ChIP-seq experiments exhibit less consistency among their replicates’ mean-
variance trend in comparison with other assays (Figure 5.10 c). Also, DNase-seq and
ATAC-seq data indicate more concordance between the mean-variance relationship
among their replicates (Figure 5.10 a and b).
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ATAC-seq K562 DNase-seq K562 

Histone ChIP-seq H3K4me3 K562 TF ChIP-seq CTCF K562 

a) b)

c) d)

Figure 5.10: Role of different assays on the mean-variance relationships.

5.3.5 Are there any metrics that can predict the shape of mean-variance
curves?

Having various shapes for mean-variance trends, it is of great interest to see if there is
any metric that can predict the behaviour of the mean-variance relationship. This task is
specifically valuable when dealing with unreplicated experiments where we cannot identify
the mean-variance relationship from the experiment itself but can predict the behaviour.
This way, unreplicated experiments can be transformed using the predicted relationship.
Among the various metrics quantifying the quality of an experiment, the FRiP score is
the one that measures the global ChIP enrichment. One would assume that the fraction of
reads that fall into the peak regions which is quantified by the FRiP score can affect the
behaviour of the mean-variance trend. We evaluated this hypothesis by comparing different
experiments with various FRiP scores. We found that for the majority of the experiments,
fragments of reads in peak regions may affect the magnitude of signals but not the shape
(Figure 5.11). This means that this metric cannot be a candidate for predicting the mean-
variance trend as experiments with different FRiP scores show a similar mean-variance
relationships.
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a) b)

c)

FRiP score = 0.11 FRiP score = 0.15

FRiP score = 0.065

TF ChIP-seq POLR2A MCF-7

Figure 5.11: Role of the FRiP score (fragments of reads in peak regions) in predicting mean-
variance trends in experiments.

5.3.6 VSS signals quantify the signal-to-noise ratio of an experiment

Identifying the mean-variance relationship of an experiment has an additional benefit be-
sides enabling transformation: it enables us to measure the replicable signal granularity of
the experiment.

This measure of quality can be used alongside the other existing quality control met-
rics (reviewed in section 5.2.2). Choosing the experiments based on their quality metrics
depends on the analysis in question. Some analyses are more sensitive to the quality of
the experiments while others such as motif-calling algorithms are more relaxed [93]. None
of these previously-defined metrics evaluate inter-replicate mean-variance variability. Inter-
replicate variance measures the degree to which signals denote a robust measure of activity,
as opposed to irreplicable noise. In other words, it is valuable to measure how much granu-
larity in signal is offered by these experiments. Here, we propose a new metric to measure
the replicable granularity in signal strength.

We use the variance-stabilized signals which demonstrate the quality of an experiment
according to the variability of its replicates.
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We previously showed that the variance of the data is a function of the mean (section
3.4). Higher variance indicates that there is more variability among the read counts between
different replicates of an experiment which reflects the poor quality of an experiment. As
mentioned in chapter 3, having learned the mean-variance trend from the data, the variance-
stabilized signals are computed using the following variance-stabilizing transformation: [53]

t(x) =
∫ x

0

1
σ̂(u)du, (5.1)

where x is an untransformed signal and σ̂(u) is the learned standard deviation for a signal
with mean u. In other words, having a high standard deviation among the replicates in the
identified mean-variance trend results in lower variance-stabilized signals.

The magnitude of a VSS signal directly reflects the confidence in that signal. This holds
because each increase of 1 unit in a VSS signal corresponds to one standard deviation of
imprecision. Thus, the overall magnitude of variance-stabilized signals reflects the quality of
an experiment. We can measure this overall magnitude according to the mean signal value of
an experiment. A higher average of the post-transformed signals demonstrates high-quality
experiments while a lower value for this metric indicates a poor-quality experiment.

To determine whether this metric is redundant with existing quality metrics, we com-
pared the correlation between different quality metrics introduced by the ENCODE Con-
sortium and the variance-instability score of the experiments (Figure 5.12). We found that
there is a small correlation between some of the quality metrics including NRF, NSC,
PBC1, PBC2 and SPOT score and the variance-instability of the experiments. However,
the quality metric introduced here as “Average VSS-transformed signals” and sequencing
read depth are highly correlated with the variance-instability score. This is expected to
see less variance-instability as the sequencing read depth increases. This is because of the
higher signal-to-noise ratio in the high sequencing read depth experiments which indicates
high-quality experiment.

Moreover, we quantified the correlation between the “Average VSS-transformed signals”
QC metric and the other metrics using the “Spearman” correlation (Figure 5.13). We found
that there is a significant positive correlation between the QC metric introduced by VSS
and sequencing read depth (R=0.75, p<2.2e-16). However, there is almost no correlation
between the “Average VSS-transformed signals” and other quality control metrics except
for NSC (Figure 5.13).

We found that the VSS QC metric has a significant negative correlation with NSC
(Normalized strand cross-correlation coefficient). NSC QC metric measures the quality of
ChIP-seq experiments by considering the density of fragments around the binding sites (see
section 5.2.2 for more detail). A high value of this metric indicates high-quality experiments
in which there is high signal-to-noise ratio. On the other hand, a low NSC metric (<1.1)
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indicates the presence of a strong artifact in the data. Because this artifact is replicable,
VSS analysis reports a confident (but biologically meaningless) signal.

Having no correlation between the VSS QC metric and other quality metrics indicates
that “Average VSS-transformed signals” quantifies the signal-to-noise ratio in a way that
none of the other QC metrics measure. In fact, the VSS QC metric can be considered a
complementary QC metric that measures the inter-replicate variability by comparing the
replicable granularity in signal strength.

PBC2 SPOT score

NRF NSC PBC1

Average VSS−transformed signals Sequencing read depth FRiP score
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Figure 5.12: Correlation between different quality metrics and the variance-instability score
among different assays. A lower variance-instability score indicates more stabilized signals.
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R = 0.75, p < 2.2e−16

R = − 0.38, p = 0.00016

R = − 0.57, p = 0.15

R = − 0.19, p = 0.07
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R = 0.097, p = 0.34

R = 0.076, p = 0.45
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Figure 5.13: Correlation between the VSS quality control metric (the horizontal axis, “Av-
erage VSS-transformed signals”) and quality control metrics introduced by the ENCODE
Consortium (the vertical axis). Correlation between different quality metrics has been mea-
sured by the “Spearman” correlation. There is a significant positive correlation between the
quality metric introduced by VSS and sequencing read depth (R=0.75).
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Chapter 6

Conclusion

6.0.1 Summary and discussion

In this thesis, we proposed variance-stabilization methods, VSS (chapter 3) and VSS-Hi-C
(chapter 4) that produce units for sequencing-based genomic signals (ChIP-seq, DNase-
seq, ATAC-seq) and chromatin 3D contacts (Hi-C), respectively. Our methods have the
desirable property of variance stability. We found that transformation methods that are
currently used to stabilize the variance—log(x + 1) and asinh(x)—do not fully do so. In
fact, we found that the mean-variance relationships of genomic signals and Hi-C data vary
greatly between data sets, indicating that no single transformation can be applied to all
data sets uniformly. Instead, variance stability requires methods such as VSS and VSS-Hi-C
that empirically determine the experiment-specific mean-variance relationship.

We showed that VSS and VSS-Hi-C successfully stabilize the variance in genomic data
sets. Furthermore, we found that using variance-stabilized data improves the performance
of downstream analyses such as Gaussian models (SAGA) and subcompartment calling in
Hi-C data. In particular, they are valuable for three reasons.

First, VSS and VSS-Hi-C signals allow downstream methods to use squared error loss
or Gaussian likelihood distributions, which are much easier to optimize than the existing
practice of implementing a model that accounts for the mean-variance relationship. This
will improve tasks that currently use Gaussian models, such as chromatin state annotation
and imputation.

Second, VSS and VSS-Hi-C signals can be easily analyzed by eye because the viewer
does not need to take the mean-variance relationship into account when visually inspecting
the data. For example, when viewing genomic signals such as ChIP-seq in a genome browser,
variance-unstable signals often exhibit high peaks that swamp the vertical axis and flatten
other variations in signal (Figure 3.10). Existing methods for handling this problem—using
a log/asinh transform or cutting off the vertical axis—can also be effective, but they lack
the principled basis of VSS. Moreover, VSS-Hi-C-stabilized signals also facilitate visual-
ization. Visualization is particularly important for Hi-C which is usually viewed in a 2D
heatmap. Visualizing signals with nonuniform variance cause spurious patterns in the re-
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sulting heatmap. In particular, large outliers dominate the color scale and hide small but
significant variability in low-magnitude signals.

Third, VSS and VSS-Hi-C overcome the problems that other signal transformation meth-
ods like log transformation may cause. When transforming genomic signals, a tradeoff must
be considered. One must (1) reduce outlier spikes in signals so they do not dominate anal-
ysis while (2) avoiding overly amplifying background noise. VSS and VSS-Hi-C provide a
principled way to make this tradeoff; they reduce signals by exactly the amount needed to
stabilize the variance.

Our goal in this thesis was to introduce new units for the biological data so that the
variance of the transformed data is stabilized. In chapter 5, we applied our proposed method
(VSS) on a large scale (more than 150 experiments) and found that VSS outperformed other
variance-stabilization transformation methods. Our method did perform poorly in some of
the experiments. We realized that VSS depends heavily on the comparability of the repli-
cates and there are some experiments whose replicates are not comparable. We examined
inconsistency between different replicates of experiments by comparing their mean-variance
trends. We found that mean-variance relationships identified from each replicate separately
differed greatly in some experiments. We realized that those experiments were failing to sat-
isfy the quality control metrics or their replicates were drawn from different distributions.

In chapter 5, we investigated the role of various factors that may affect the between-
replicate inconsistency in the mean-variance trend. We used the QC metrics defined by
the ENCODE Consortium to categorize the experiments based on their similarity in vari-
ous metrics. We used the two-sample Kolmogorov–Smirnov (KS) test to show that not all
replicates of an experiment are drawn from the same distribution. Based on the KS test
statistic, we eliminated the experiments that had dissimilar distributions in their replicates.
We also showed that sequencing read depth of replicates in an experiment differed in many
cases which is one of the main factors responsible for mean-variance trend dissimilarity in
genomic assays. We also found that there is no single quality metric that can predict the
mean-variance trend among the experiments.

We used VSS signals to introduce a new complementary QC metric as “Average VSS-
transformed signals” that measures the replicable precision in signal strength. A high value
of this metric indicates that the inter-replicate variance of the data is low which reflects the
good quality of an experiment.

We showed that replicates in biological experiments are not necessarily demonstrating
the same pattern in their mean-variance relationship. Also, different experiments measuring
the same activity are demonstrating different patterns. We realized that for some exper-
iments, what we consider biological replicates may not be true replicates of each other.
In fact, in practice, one should deal with these experiments as unreplicated experiments.
Failing to do so would lead to misleading results as incomparable replicates should not be
treated the same.
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Finally, we clustered different experiments according to their performance in producing
more stabilized signals for unreplicated experiments. We showed that, in the absence of
replicated data, one would employ the most similar mean-variance trend identified from
replicated experiments to transform the unreplicated ones.

Generally, we realized that the performance of the downstream analyses is highly cor-
related with the quality of the experiments. Failing to improve the quality would lead to
misleading results.

6.0.2 Future work

A key limitation of VSS and VSS-Hi-C is that they require the availability of replicated data.
A fruitful direction for future work might aim to remove this dependence, for example by
training a consensus transformation to apply across non-replicated data. Another direction
for resolving this issue may be to use autocorrelation in the genome, as neighbouring posi-
tions in a replicate can be considered as pseudo-replicates of one another. Doing so would
eliminate the need for multiple replicates for identifying the mean-variance relationship, as
this trend can be identified from a single replicate.

A related limitation is that VSS and VSS-Hi-C rely heavily on the comparability of their
input replicates. For example, if a pair of replicates exhibit completely irreproducible peaks
or there are (e.g.) batch effects between the replicates, VSS and VSS-Hi-C will estimate
extremely high variance overall, leading to very low-magnitude signals.

Moreover, it would be beneficial to investigate if VSS and VSS-Hi-C can stabilize the
variance between different experiments. This task would be specifically useful in down-
stream analyses in which selecting a region as significant depends on the between-replicates-
variance. Future work may focus on determining if one can use the same mean-variance
relationship trained on one experiment to provide variance-stabilized signals for different
samples.

Another related issue concerns standardizing the dynamic range of different experiments.
VSS has not been designed to address this issue itself. However, a user can use VSS as
part of a pipeline with cross-experiment normalization methods such as S3norm [168] to
stabilize the variance and standardize the dynamic range. However, it would be of great
interest to determine if signals should be normalized for peak regions first and then get
variance-stabilized or if the order should be reversed.

Moreover, machine learning models can also predict the trend of data according to the
parameters of the experiments such as assay, read depth, sequencing machine, antibody, etc.
It would be another fruitful direction to build these models which take the experiment’s
parameters into account when predicting.

Another direction would be clustering experiments based on their mean-variance trend
similarity. Having different experiments clustered according to their mean-variance curves’
similarities would allow one to investigate if unreplicated experiments can employ the sim-
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ilar experiment’s mean-variance-curve to transform their signals. A related direction would
investigate the similarity of the mean-variance curves based on the parameters of the ex-
periments by designing machine learning models.

Another future direction that would immensely improve the quality of the experiments
is to study the underlying biochemical activities that occur during the data-generating
process and characterize the factors that affect the inconsistency among experiments. Doing
so would help the experimental procedures to emphasize events that cause inconsistencies
which will lead to higher quality and more consistent experiments.

101



Bibliography

[1] Farnoosh Abbas-Aghababazadeh, Qian Li, and Brooke L Fridley. Comparison of
normalization approaches for gene expression studies completed with high-throughput
sequencing. PLOS ONE, 13(10):e0206312, 2018.

[2] Hervé Abdi and Lynne J Williams. Principal component analysis. Wiley Interdisci-
plinary Reviews: Computational Statistics, 2(4):433–459, 2010.

[3] Orly Alter, Patrick O Brown, and David Botstein. Singular value decomposition for
genome-wide expression data processing and modeling. Proceedings of the National
Academy of Sciences, 97(18):10101–10106, 2000.

[4] Simon Anders and Wolfgang Huber. Differential expression analysis for sequence
count data. Nature Precedings, pages 1–1, 2010.

[5] Simon Anders and Wolfgang Huber. Differential expression of RNA-Seq data at the
gene level–the DESeq package. Heidelberg, Germany: European Molecular Biology
Laboratory (EMBL), 10:f1000research, 2012.

[6] Simon Anders, Davis J McCarthy, Yunshun Chen, Michal Okoniewski, Gordon K
Smyth, Wolfgang Huber, and Mark D Robinson. Count-based differential expres-
sion analysis of RNA sequencing data using R and Bioconductor. Nature Protocols,
8(9):1765, 2013.

[7] Abbas Roayaei Ardakany, Halil Tuvan Gezer, Stefano Lonardi, and Ferhat Ay. Mus-
tache: multi-scale detection of chromatin loops from Hi-C and Micro-C maps using
scale-space representation. Genome Biology, 21(1):1–17, 2020.

[8] Aseel Awdeh, Marcel Turcotte, and Theodore J Perkins. WACS: improving ChIP-seq
peak calling by optimally weighting controls. BMC bioinformatics, 22(1):1–21, 2021.

[9] Ferhat Ay, Timothy L Bailey, and William Stafford Noble. Statistical confidence
estimation for Hi-C data reveals regulatory chromatin contacts. Genome Research,
24(6):999–1011, 2014.

[10] Julian Banerji, Sandro Rusconi, and Walter Schaffner. Expression of a β-globin gene
is enhanced by remote SV40 DNA sequences. Cell, 27(2):299–308, 1981.

[11] Maurice S Bartlett. The use of transformations. Biometrics, 3(1):39–52, 1947.

[12] MSo Bartlett. The square root transformation in analysis of variance. Supplement to
the Journal of the Royal Statistical Society, 3(1):68–78, 1936.

102



[13] Faezeh Bayat and Maxwell Libbrecht. VSS: variance-stabilized signals for sequencing-
based genomic signals. Bioinformatics, 06 2021. btab457.

[14] Henrik Bengtsson, Hanjun Shin, Harris Lazaris, Gangqing Hu, and Xianghong Zhou. R
Package TopDom: An Efficient and Deterministic Method for Identifying Topological
Domains in Genomes, 2020. R package version 0.9.1-9000.

[15] Monica Benito, Joel Parker, Quan Du, Junyuan Wu, Dong Xiang, Charles M Perou,
and James Stephen Marron. Adjustment of systematic microarray data biases. Bioin-
formatics, 20(1):105–114, 2004.

[16] John A Berger, Sampsa Hautaniemi, Anna-Kaarina Järvinen, Henrik Edgren, Sanjit K
Mitra, and Jaakko Astola. Optimized LOWESS normalization parameter selection for
DNA microarray data. BMC Bioinformatics, 5(1):1–13, 2004.

[17] Wendy A Bickmore. The spatial organization of the human genome. Annual Review
of Genomics and Human Genetics, 14:67–84, 2013.

[18] Benjamin M Bolstad, Rafael A Irizarry, Magnus Åstrand, and Terence P. Speed.
A comparison of normalization methods for high density oligonucleotide array data
based on variance and bias. Bioinformatics, 19(2):185–193, 2003.

[19] George EP Box. Non-normality and tests on variances. Biometrika, 40(3/4):318–335,
1953.

[20] Alan P Boyle, Justin Guinney, Gregory E Crawford, and Terrence S Furey. F-
Seq: a feature density estimator for high-throughput sequence tags. Bioinformatics,
24(21):2537–2538, 2008.

[21] Jason D Buenrostro, Beijing Wu, Howard Y Chang, and William J Greenleaf. ATAC-
seq: a method for assaying chromatin accessibility genome-wide. Current Protocols in
Molecular Biology, 109(1):21–29, 2015.

[22] James H Bullard, Elizabeth Purdom, Kasper D Hansen, and Sandrine Dudoit. Evalua-
tion of statistical methods for normalization and differential expression in mRNA-Seq
experiments. BMC Bioinformatics, 11(1):1–13, 2010.

[23] Max Bylesjö, Daniel Eriksson, Andreas Sjödin, Stefan Jansson, Thomas Moritz, and
Johan Trygg. Orthogonal projections to latent structures as a strategy for microarray
data normalization. BMC Bioinformatics, 8(1):207, 2007.

[24] Mark Carty, Lee Zamparo, Merve Sahin, Alvaro González, Raphael Pelossof, Olivier
Elemento, and Christina S Leslie. An integrated model for detecting significant chro-
matin interactions from high-resolution Hi-C data. Nature Communications, 8(1):1–
10, 2017.

[25] Indra Mohan Chakravarti, Radha Govira Laha, and Jogabrata Roy. Handbook of
methods of applied statistics. Wiley Series in Probability and Mathematical Statistics
(USA), 1967.

[26] Rachel CW Chan, Maxwell W Libbrecht, Eric G Roberts, Jeffrey A Bilmes,
William Stafford Noble, and Michael M Hoffman. Segway 2.0: Gaussian mixture
models and minibatch training. Bioinformatics, 34(4):669–671, 2017.

103



[27] Feng Changyong, Wang Hongyue, Lu Naiji, Chen Tian, He Hua, Lu Ying, et al. Log-
transformation and its implications for data analysis. Shanghai Archives of Psychiatry,
26(2):105, 2014.

[28] Chao Chen, Kay Grennan, Judith Badner, Dandan Zhang, Elliot Gershon, Li Jin,
and Chunyu Liu. Removing batch effects in analysis of expression microarray data:
an evaluation of six batch adjustment methods. PLOS ONE, 6(2):e17238, 2011.

[29] Xi Chen, Lily Wang, Jonathan D Smith, and Bing Zhang. Supervised principal com-
ponent analysis for gene set enrichment of microarray data with continuous or survival
outcomes. Bioinformatics, 24(21):2474–2481, 2008.

[30] Răzvan V Chereji, Terri D Bryson, and Steven Henikoff. Quantitative MNase-seq
accurately maps nucleosome occupancy levels. Genome Biology, 20(1):198, 2019.

[31] Maggie L Chow, Mary E Winn, Hai-Ri Li, Craig April, Anthony Wynshaw-Boris,
Jian-Bing Fan, Xiang-Dong Fu, Eric Courchesne, and Nicholas Schork. Preprocessing
and quality control strategies for Illumina DASL assay-based brain gene expression
studies with semi-degraded samples. Frontiers in Genetics, 3:11, 2012.

[32] Su-Wen Chua, Praveen Vijayakumar, Peter M Nissom, Chew-Yeam Yam, Victor VT
Wong, and He Yang. A novel normalization method for effective removal of systematic
variation in microarray data. Nucleic Acids Research, 34(5):e38–e38, 2006.

[33] William S Cleveland. LOWESS: A program for smoothing scatterplots by robust
locally weighted regression. American Statistician, 35(1):54, 1981.

[34] Ana Conesa, Pedro Madrigal, Sonia Tarazona, David Gomez-Cabrero, Alejandra
Cervera, Andrew McPherson, Michał Wojciech Szcześniak, Daniel J Gaffney, Laura L
Elo, Xuegong Zhang, et al. A survey of best practices for RNA-seq data analysis.
Genome Biology, 17(1):13, 2016.

[35] ENCODE Project Consortium. An integrated encyclopedia of DNA elements in the
human genome. Nature, 489(7414):57, 2012.

[36] Juliana Costa-Silva, Douglas Domingues, and Fabricio Martins Lopes. RNA-Seq dif-
ferential expression analysis: An extended review and a software tool. PLOS ONE,
12(12):e0190152, 2017.

[37] Axel Cournac, Hervé Marie-Nelly, Martial Marbouty, Romain Koszul, and Julien
Mozziconacci. Normalization of a chromosomal contact map. BMC Genomics,
13(1):1–13, 2012.

[38] Thomas Cremer and Christoph Cremer. Chromosome territories, nuclear architecture
and gene regulation in mammalian cells. Nature Reviews Genetics, 2(4):292–301, 2001.

[39] Marco Crescenzi and Alessandro Giuliani. The main biological determinants of tumor
line taxonomy elucidated by a principal component analysis of microarray data. Febs
Letters, 507(1):114–118, 2001.

[40] Kellen G Cresswell, John C Stansfield, and Mikhail G Dozmorov. SpectralTAD: an
R package for defining a hierarchy of topologically associated domains using spectral
clustering. BMC Bioinformatics, 21(1):1–19, 2020.

104



[41] Nello Cristianini, John Shawe-Taylor, et al. An introduction to support vector ma-
chines and other kernel-based learning methods. Cambridge University Press, 2000.

[42] Cheynna Crowley, Yuchen Yang, Yunjiang Qiu, Benxia Hu, Armen Abnousi, Jakub
Lipiński, Dariusz Plewczyński, Di Wu, Hyejung Won, Bing Ren, et al. FIREcaller:
Detecting frequently interacting regions from Hi-C data. Computational and structural
biotechnology journal, 19:355–362, 2021.

[43] Xiangqin Cui, M Kathleen Kerr, and Gary A Churchill. Transformations for cDNA
microarray data. Statistical applications in genetics and molecular biology, 2(1), 2003.

[44] Elzo De Wit and Wouter De Laat. A decade of 3C technologies: insights into nuclear
organization. Genes & Development, 26(1):11–24, 2012.

[45] Job Dekker. The three’C’s of chromosome conformation capture: controls, controls,
controls. Nature Methods, 3(1):17–21, 2006.

[46] Marie-Agnès Dillies, Andrea Rau, Julie Aubert, Christelle Hennequet-Antier, Marine
Jeanmougin, Nicolas Servant, Céline Keime, Guillemette Marot, David Castel, Jordi
Estelle, et al. A comprehensive evaluation of normalization methods for Illumina high-
throughput RNA sequencing data analysis. Briefings in Bioinformatics, 14(6):671–
683, 2013.

[47] Michael Dimmick. HiCSR: a Hi-C super-resolution framework for producing highly
realistic contact maps. PhD thesis, University of Toronto (Canada), 2020.

[48] Jesse R Dixon, Siddarth Selvaraj, Feng Yue, Audrey Kim, Yan Li, Yin Shen, Ming
Hu, Jun S Liu, and Bing Ren. Topological domains in mammalian genomes identified
by analysis of chromatin interactions. Nature, 485(7398):376–380, 2012.

[49] Josée Dostie, Todd A Richmond, Ramy A Arnaout, Rebecca R Selzer, William L Lee,
Tracey A Honan, Eric D Rubio, Anton Krumm, Justin Lamb, Chad Nusbaum, et al.
Chromosome Conformation Capture Carbon Copy (5C): a massively parallel solution
for mapping interactions between genomic elements. Genome Research, 16(10):1299–
1309, 2006.

[50] Sandrine Dudoit, Yee Hwa Yang, Matthew J Callow, and Terence P Speed. Statistical
methods for identifying differentially expressed genes in replicated cDNA microarray
experiments. Statistica Sinica, pages 111–139, 2002.

[51] Friederike Dündar, Luce Skrabanek, and Paul Zumbo. Introduction to differential
gene expression analysis using RNA-seq. Applied Bioinformatics, pages 1–67, 2015.

[52] Neva C Durand, Muhammad S Shamim, Ido Machol, Suhas SP Rao, Miriam H Hunt-
ley, Eric S Lander, and Erez Lieberman Aiden. Juicer provides a one-click system for
analyzing loop-resolution Hi-C experiments. Cell Systems, 3(1):95–98, 2016.

[53] Blythe P Durbin, Johanna S Hardin, Douglas M Hawkins, and David M Rocke. A
variance-stabilizing transformation for gene-expression microarray data. Bioinformat-
ics, 18(suppl_1):S105–S110, 2002.

105



[54] Timothy J Durham, Maxwell W Libbrecht, J Jeffry Howbert, Jeff Bilmes, and
William Stafford Noble. PREDICTD PaRallel epigenomics data imputation with
cloud-based tensor decomposition. Nature Communications, 9(1):1–15, 2018.

[55] Michael B Eisen, Paul T Spellman, Patrick O Brown, and David Botstein. Cluster
analysis and display of genome-wide expression patterns. Proceedings of the National
Academy of Sciences, 95(25):14863–14868, 1998.

[56] Jason Ernst and Manolis Kellis. ChromHMM: automating chromatin-state discovery
and characterization. Nature Methods, 9(3):215, 2012.

[57] Jason Ernst and Manolis Kellis. Large-scale imputation of epigenomic datasets for
systematic annotation of diverse human tissues. Nature Biotechnology, 33(4):364,
2015.

[58] James Fraser, Iain Williamson, Wendy A Bickmore, and Josée Dostie. An overview
of genome organization and how we got there: from FISH to Hi-C. Microbiology and
Molecular Biology Reviews, 79(3):347–372, 2015.

[59] Piotr Fryzlewicz and Guy P Nason. A Haar-Fisz algorithm for Poisson intensity
estimation. Journal of Computational and Graphical Statistics, 13(3):621–638, 2004.

[60] Miklos Gaszner and Gary Felsenfeld. Insulators: exploiting transcriptional and epige-
netic mechanisms. Nature Reviews Genetics, 7(9):703–713, 2006.

[61] Marek Gierliński, Christian Cole, Pietà Schofield, Nicholas J Schurch, Alexander Sher-
stnev, Vijender Singh, Nicola Wrobel, Karim Gharbi, Gordon Simpson, Tom Owen-
Hughes, et al. Statistical models for RNA-seq data derived from a two-condition
48-replicate experiment. Bioinformatics, 31(22):3625–3630, 2015.

[62] Paul G Giresi, Jonghwan Kim, Ryan M McDaniell, Vishwanath R Iyer, and Jason D
Lieb. FAIRE (Formaldehyde-Assisted Isolation of Regulatory Elements) isolates active
regulatory elements from human chromatin. Genome Research, 17(6):877–885, 2007.

[63] Wilson Wen Bin Goh, Wei Wang, and Limsoon Wong. Why batch effects matter in
omics data, and how to avoid them. Trends in Biotechnology, 35(6):498–507, 2017.

[64] Yuchun Guo, Shaun Mahony, and David K Gifford. High resolution genome wide
binding event finding and motif discovery reveals transcription factor spatial binding
constraints. PLOS Computational Biology, 8(8):e1002638, 2012.

[65] Christoph Hafemeister and Rahul Satija. Normalization and variance stabilization
of single-cell RNA-seq data using regularized negative binomial regression. Genome
Biology, 20(1):1–15, 2019.

[66] Ofir Hakim and Tom Misteli. SnapShot: chromosome conformation capture. Cell,
148(5):1068–e1, 2012.

[67] Anders S Hansen, Iryna Pustova, Claudia Cattoglio, Robert Tjian, and Xavier
Darzacq. CTCF and cohesin regulate chromatin loop stability with distinct dynamics.
eLife, 6:e25776, 2017.

106



[68] Kasper D Hansen, Rafael A Irizarry, and Zhijin Wu. Removing technical variability in
RNA-seq data using conditional quantile normalization. Biostatistics, 13(2):204–216,
2012.

[69] Thomas J Hardcastle and Krystyna A Kelly. baySeq: empirical Bayesian methods
for identifying differential expression in sequence count data. BMC Bioinformatics,
11(1):1–14, 2010.

[70] Arif Harmanci, Joel Rozowsky, and Mark Gerstein. MUSIC: identification of enriched
regions in ChIP-Seq experiments using a mappability-corrected multiscale signal pro-
cessing framework. Genome Biology, 15(10):474, 2014.

[71] Stephanie C Hicks and Rafael A Irizarry. When to use quantile normalization?
BioRxiv, page 012203, 2014.

[72] Erica M. Hildebrand and Job Dekker. Mechanisms and functions of chromosome
compartmentalization. Trends in Biochemical Sciences, 45(5):385–396, 2020.

[73] Michael M Hoffman, Orion J Buske, Jie Wang, Zhiping Weng, Jeff A Bilmes, and
William Stafford Noble. Unsupervised pattern discovery in human chromatin struc-
ture through genomic segmentation. Nature Methods, 9(5):473, 2012.

[74] Michael M Hoffman, Jason Ernst, Steven P Wilder, Anshul Kundaje, Robert S Harris,
Max Libbrecht, Belinda Giardine, Paul M Ellenbogen, Jeffrey A Bilmes, Ewan Birney,
et al. Integrative annotation of chromatin elements from ENCODE data. Nucleic
Acids Research, 41(2):827–841, 2012.

[75] Shin-ichi Horike, Shutao Cai, Masaru Miyano, Jan-Fang Cheng, and Terumi Kohwi-
Shigematsu. Loss of silent-chromatin looping and impaired imprinting of DLX5 in
Rett syndrome. Nature Genetics, 37(1):31–40, 2005.

[76] Ming Hu, Ke Deng, Siddarth Selvaraj, Zhaohui Qin, Bing Ren, and Jun S Liu.
HiCNorm: removing biases in Hi-C data via Poisson regression. Bioinformatics,
28(23):3131–3133, 2012.

[77] Wolfgang Huber, Anja Von Heydebreck, Holger Sültmann, Annemarie Poustka, and
Martin Vingron. Variance stabilization applied to microarray data calibration and to
the quantification of differential expression. Bioinformatics, 18(suppl_1):S96–S104,
2002.

[78] Maxim Imakaev, Geoffrey Fudenberg, Rachel Patton McCord, Natalia Naumova, An-
ton Goloborodko, Bryan R Lajoie, Job Dekker, and Leonid A Mirny. Iterative cor-
rection of Hi-C data reveals hallmarks of chromosome organization. Nature Methods,
9(10):999–1003, 2012.

[79] Rafael A Irizarry, Bridget Hobbs, Francois Collin, Yasmin D Beazer-Barclay, Kris-
ten J Antonellis, Uwe Scherf, and Terence P Speed. Exploration, normalization,
and summaries of high density oligonucleotide array probe level data. Biostatistics,
4(2):249–264, 2003.

107



[80] Dhawal Jain, Sandro Baldi, Angelika Zabel, Tobias Straub, and Peter B Becker. Active
promoters give rise to false positive ‘Phantom Peaks’ in ChIP-seq experiments. Nucleic
Acids Research, 43(14):6959–6968, 2015.

[81] Hongkai Ji, Hui Jiang, Wenxiu Ma, David S Johnson, Richard M Myers, and Wing H
Wong. An integrated software system for analyzing ChIP-chip and ChIP-seq data.
Nature Biotechnology, 26(11):1293, 2008.

[82] Sam John, Peter J Sabo, Robert E Thurman, Myong-Hee Sung, Simon C Biddie,
Thomas A Johnson, Gordon L Hager, and John A Stamatoyannopoulos. Chromatin
accessibility pre-determines glucocorticoid receptor binding patterns. Nature Genet-
ics, 43(3):264–268, 2011.

[83] Stephen C Johnson. Hierarchical clustering schemes. Psychometrika, 32(3):241–254,
1967.

[84] W Evan Johnson, Cheng Li, and Ariel Rabinovic. Adjusting batch effects in mi-
croarray expression data using empirical Bayes methods. Biostatistics, 8(1):118–127,
2007.

[85] Reza Kalhor, Harianto Tjong, Nimanthi Jayathilaka, Frank Alber, and Lin Chen.
Genome architectures revealed by tethered chromosome conformation capture and
population-based modeling. Nature Biotechnology, 30(1):90–98, 2012.

[86] Peter V Kharchenko, Michael Y Tolstorukov, and Peter J Park. Design and analysis of
ChIP-seq experiments for DNA-binding proteins. Nature Biotechnology, 26(12):1351,
2008.

[87] Ki-Yeol Kim, Se Hyun Kim, Dong Hyuk Ki, Jaeheon Jeong, Ha Jin Jeong, Hei-Cheul
Jeung, Hyun Cheol Chung, and Sun Young Rha. An attempt for combining microarray
data sets by adjusting gene expressions. Cancer Research and Treatment: official
journal of Korean Cancer Association, 39(2):74, 2007.

[88] David C Klein and Sarah J Hainer. Genomic methods in profiling DNA accessibility
and factor localization. Chromosome Research, 28(1):69–85, 2020.

[89] Philip A Knight and Daniel Ruiz. A fast algorithm for matrix balancing. IMA Journal
of Numerical Analysis, 33(3):1029–1047, 2013.

[90] Hashem Koohy, Thomas A Down, Mikhail Spivakov, and Tim Hubbard. A comparison
of peak callers used for DNase-Seq data. PLOS ONE, 9(5):e96303, 2014.

[91] Anshul Kundaje, Wouter Meuleman, Jason Ernst, Misha Bilenky, Angela Yen, Alireza
Heravi-Moussavi, Pouya Kheradpour, Zhizhuo Zhang, Jianrong Wang, Michael J
Ziller, et al. Integrative analysis of 111 reference human epigenomes. Nature,
518(7539):317, 2015.

[92] Vanessa M Kvam, Peng Liu, and Yaqing Si. A comparison of statistical methods
for detecting differentially expressed genes from RNA-seq data. American Journal of
Botany, 99(2):248–256, 2012.

108



[93] Stephen G Landt, Georgi K Marinov, Anshul Kundaje, Pouya Kheradpour, Florencia
Pauli, Serafim Batzoglou, Bradley E Bernstein, Peter Bickel, James B Brown, Philip
Cayting, et al. ChIP-seq guidelines and practices of the ENCODE and modENCODE
consortia. Genome Research, 22(9):1813–1831, 2012.

[94] Cathy C Laurie, Kimberly F Doheny, Daniel B Mirel, Elizabeth W Pugh, Laura J
Bierut, Tushar Bhangale, Frederick Boehm, Neil E Caporaso, Marilyn C Cornelis,
Howard J Edenberg, et al. Quality control and quality assurance in genotypic data
for genome-wide association studies. Genetic Epidemiology, 34(6):591–602, 2010.

[95] Charity W Law, Yunshun Chen, Wei Shi, and Gordon K Smyth. voom: Precision
weights unlock linear model analysis tools for RNA-seq read counts. Genome Biology,
15(2):R29, 2014.

[96] Cosmin Lazar, Stijn Meganck, Jonatan Taminau, David Steenhoff, Alain Coletta,
Colin Molter, David Y Weiss-Solís, Robin Duque, Hugues Bersini, and Ann Nowé.
Batch effect removal methods for microarray gene expression data integration: a sur-
vey. Briefings in Bioinformatics, 14(4):469–490, 2013.

[97] Celine Levy Leduc. Package R HiCseg (available on the CRAN). 2014.

[98] Mei-Ling Ting Lee. Analysis of microarray gene expression data. Springer Science &
Business Media, 2007.

[99] Jeffrey T Leek, Robert B Scharpf, Héctor Corrada Bravo, David Simcha, Benjamin
Langmead, W Evan Johnson, Donald Geman, Keith Baggerly, and Rafael A Irizarry.
Tackling the widespread and critical impact of batch effects in high-throughput data.
Nature Reviews Genetics, 11(10):733–739, 2010.

[100] Jeffrey T Leek and John D Storey. Capturing heterogeneity in gene expression studies
by surrogate variable analysis. PLOS Genetics, 3(9):e161, 2007.

[101] Ning Leng, John A Dawson, James A Thomson, Victor Ruotti, Anna I Rissman,
Bart MG Smits, Jill D Haag, Michael N Gould, Ron M Stewart, and Christina
Kendziorski. EBSeq: an empirical Bayes hierarchical model for inference in RNA-
seq experiments. Bioinformatics, 29(8):1035–1043, 2013.

[102] Celine Lévy-Leduc, Maud Delattre, Tristan Mary-Huard, and Stephane Robin. Two-
dimensional segmentation for analyzing Hi-C data. Bioinformatics, 30(17):i386–i392,
2014.

[103] Cheng Li and Wing Hung Wong. Model-based analysis of oligonucleotide arrays:
model validation, design issues and standard error application. Genome Biology,
2(8):research0032–1, 2001.

[104] Zhilan Li and Zhiming Dai. SRHiC: a deep learning model to enhance the resolution
of Hi-C data. Frontiers in Genetics, 11:353, 2020.

[105] Maxwell W Libbrecht, Ferhat Ay, Michael M Hoffman, David M Gilbert, Jeffrey A
Bilmes, and William Stafford Noble. Joint annotation of chromatin state and chro-
matin conformation reveals relationships among domain types and identifies domains
of cell-type-specific expression. Genome Research, 25(4):544–557, 2015.

109



[106] Maxwell W Libbrecht, Oscar L Rodriguez, Zhiping Weng, Jeffrey A Bilmes, Michael M
Hoffman, and William Stafford Noble. A unified encyclopedia of human functional
DNA elements through fully automated annotation of 164 human cell types. Genome
Biology, 20(1):180, 2019.

[107] Erez Lieberman-Aiden, Nynke L Van Berkum, Louise Williams, Maxim Imakaev,
Tobias Ragoczy, Agnes Telling, Ido Amit, Bryan R Lajoie, Peter J Sabo, Michael O
Dorschner, et al. Comprehensive mapping of long-range interactions reveals folding
principles of the human genome. Science, 326(5950):289–293, 2009.

[108] Simon M Lin, Pan Du, Wolfgang Huber, and Warren A Kibbe. Model-based variance-
stabilizing transformation for Illumina microarray data. Nucleic Acids Research,
36(2):e11–e11, 2008.

[109] Li Liu, Douglas M Hawkins, Sujoy Ghosh, and S Stanley Young. Robust singular value
decomposition analysis of microarray data. Proceedings of the National Academy of
Sciences, 100(23):13167–13172, 2003.

[110] Tong Liu and Zheng Wang. scHiCNorm: a software package to eliminate systematic
biases in single-cell Hi-C data. Bioinformatics, 34(6):1046–1047, 2018.

[111] Xueyan Liu, Nan Li, Sheng Liu, Jun Wang, Ning Zhang, Xubin Zheng, Kwong-Sak
Leung, and Lixin Cheng. Normalization methods for the analysis of unbalanced tran-
scriptome data: a review. Frontiers in Bioengineering and Biotechnology, 7, 2019.

[112] Michael I Love, Wolfgang Huber, and Simon Anders. Moderated estimation of fold
change and dispersion for RNA-seq data with DESeq2. Genome Biology, 15(12):550,
2014.

[113] J Luo, M Schumacher, Andreas Scherer, Despoina Sanoudou, D Megherbi, T Davison,
T Shi, Weida Tong, Leming Shi, Huixiao Hong, et al. A comparison of batch effect
removal methods for enhancement of prediction performance using MAQC-II microar-
ray gene expression data. The pharmacogenomics journal, 10(4):278–291, 2010.

[114] Alessandro Mammana and Ho-Ryun Chung. Chromatin segmentation based on a
probabilistic model for read counts explains a large portion of the epigenome. Genome
Biology, 16(1):151, 2015.

[115] John C Marioni, Christopher E Mason, Shrikant M Mane, Matthew Stephens, and
Yoav Gilad. RNA-seq: an assessment of technical reproducibility and comparison with
gene expression arrays. Genome Research, 18(9):1509–1517, 2008.

[116] Clifford A Meyer and X Shirley Liu. Identifying and mitigating bias in next-generation
sequencing methods for chromatin biology. Nature Reviews Genetics, 15(11):709–721,
2014.

[117] Karen H Miga, Christopher Eisenhart, and W James Kent. Utilizing mapping tar-
gets of sequences underrepresented in the reference assembly to reduce false positive
alignments. Nucleic Acids Research, 43(20):e133–e133, 2015.

110



[118] Ali Mortazavi, Brian A Williams, Kenneth McCue, Lorian Schaeffer, and Barbara
Wold. Mapping and quantifying mammalian transcriptomes by RNA-Seq. Nature
Methods, 5(7):621–628, 2008.

[119] Ryuichiro Nakato and Katsuhiko Shirahige. Recent advances in ChIP-seq analysis:
from quality management to whole-genome annotation. Briefings in Bioinformatics,
18(2):279–290, 2017.

[120] Natalia Novoradovskaya, Michael L Whitfield, Lee S Basehore, Alexey Novoradovsky,
Robert Pesich, Jerry Usary, Mehmet Karaca, Winston K Wong, Olga Aprelikova,
Michael Fero, et al. Universal reference RNA as a standard for microarray experi-
ments. BMC Genomics, 5(1):1–13, 2004.

[121] Jason Osborne. Improving your data transformations: Applying the Box-Cox trans-
formation. Practical Assessment, Research, and Evaluation, 15(1):12, 2010.

[122] Koustav Pal, Mattia Forcato, and Francesco Ferrari. Hi-C analysis: from data gener-
ation to integration. Biophysical Reviews, 11(1):67–78, 2019.

[123] Peter J Park. ChIP-seq: advantages and challenges of a maturing technology. Nature
Reviews Genetics, 10(10):669–680, 2009.

[124] Ana Pombo and Niall Dillon. Three-dimensional genome architecture: players and
mechanisms. Nature Reviews Molecular Cell Biology, 16(4):245–257, 2015.

[125] Parameswaran Ramachandran, Gareth A Palidwor, and Theodore J Perkins. BID-
CHIPS: bias decomposition and removal from ChIP-seq data clarifies true binding
signal and its functional correlates. Epigenetics & chromatin, 8(1):1–16, 2015.

[126] Suhas SP Rao, Miriam H Huntley, Neva C Durand, Elena K Stamenova, Ivan D
Bochkov, James T Robinson, Adrian L Sanborn, Ido Machol, Arina D Omer, Eric S
Lander, et al. A 3D map of the human genome at kilobase resolution reveals principles
of chromatin looping. Cell, 159(7):1665–1680, 2014.

[127] Naim U Rashid, Paul G Giresi, Joseph G Ibrahim, Wei Sun, and Jason D Lieb. ZINBA
integrates local covariates with DNA-seq data to identify broad and narrow regions
of enrichment, even within amplified genomic regions. Genome Biology, 12(7):R67,
2011.

[128] Sarah Reese. Detecting and correcting batch effects in high-throughput genomic ex-
periments. 2013.

[129] Xu Ren and Pei Fen Kuan. Negative binomial additive model for RNA-Seq data
analysis. bioRxiv, page 599811, 2019.

[130] Davide Risso, John Ngai, Terence P Speed, and Sandrine Dudoit. Normalization of
RNA-seq data using factor analysis of control genes or samples. Nature Biotechnology,
32(9):896–902, 2014.

[131] Juan Carlos Rivera-Mulia and David M Gilbert. Replication timing and transcrip-
tional control: beyond cause and effect—part iii. Current Opinion in Cell Biology,
40:168–178, 2016.

111



[132] Mark D Robinson, Davis J McCarthy, and Gordon K Smyth. edgeR: a Bioconductor
package for differential expression analysis of digital gene expression data. Bioinfor-
matics, 26(1):139–140, 2010.

[133] Mark D Robinson and Alicia Oshlack. A scaling normalization method for differential
expression analysis of RNA-seq data. Genome Biology, 11(3):1–9, 2010.

[134] Pedro P Rocha, Ramya Raviram, Richard Bonneau, and Jane A Skok. Breaking
TADs: insights into hierarchical genome organization. Epigenomics, 7(4):523–526,
2015.

[135] David M Rocke and Blythe Durbin. Approximate variance-stabilizing transformations
for gene-expression microarray data. Bioinformatics, 19(8):966–972, 2003.

[136] G Ron, Y Globerson, D Moran, and T Kaplan. Promoter-enhancer interactions iden-
tified from Hi-C data using probabilistic models and hierarchical topological domains.
nat commun. 2017; 8: 2237.

[137] M Jordan Rowley, Axel Poulet, Michael H Nichols, Brianna J Bixler, Adrian L
Sanborn, Elizabeth A Brouhard, Karen Hermetz, Hannah Linsenbaum, Gyorgyi
Csankovszki, Erez Lieberman Aiden, et al. Analysis of Hi-C data using SIP effec-
tively identifies loops in organisms from c. elegans to mammals. Genome Research,
30(3):447–458, 2020.

[138] Remi M Sakia. The Box-Cox transformation technique: a review. Journal of the Royal
Statistical Society: Series D (The Statistician), 41(2):169–178, 1992.

[139] Andreas Scherer. Batch effects and noise in microarray experiments: sources and
solutions, volume 868. John Wiley & Sons, 2009.

[140] Stefan Schoenfelder and Peter Fraser. Long-range enhancer–promoter contacts in gene
expression control. Nature Reviews Genetics, 20(8):437–455, 2019.

[141] Jacob Schreiber, Timothy J Durham, Jeffrey Bilmes, and William Stafford Noble.
Multi-scale deep tensor factorization learns a latent representation of the human
epigenome. bioRxiv, page 364976, 2018.

[142] Tom Sexton, Heiko Schober, Peter Fraser, and Susan M Gasser. Gene regulation
through nuclear organization. Nature Structural & Molecular Biology, 14(11):1049–
1055, 2007.

[143] Tom Sexton, Eitan Yaffe, Ephraim Kenigsberg, Frédéric Bantignies, Benjamin
Leblanc, Michael Hoichman, Hugues Parrinello, Amos Tanay, and Giacomo Cavalli.
Three-dimensional folding and functional organization principles of the Drosophila
genome. Cell, 148(3):458–472, 2012.

[144] Yoli Shavit et al. Combining a wavelet change point and the Bayes factor for analysing
chromosomal interaction data. Molecular BioSystems, 10(6):1576–1585, 2014.

[145] Hanjun Shin, Yi Shi, Chao Dai, Harianto Tjong, Ke Gong, Frank Alber, and Xi-
anghong Jasmine Zhou. TopDom: an efficient and deterministic method for identifying
topological domains in genomes. Nucleic Acids Research, 44(7):e70–e70, 2016.

112



[146] Neda Shokraneh Kenary. Unsupervised annotation of regulatory domains by integrat-
ing functional genomic assays and Hi-C data. PhD thesis, Applied Sciences: School
of Computing Science, 2020.

[147] Marieke Simonis, Petra Klous, Erik Splinter, Yuri Moshkin, Rob Willemsen, Elzo
De Wit, Bas Van Steensel, and Wouter De Laat. Nuclear organization of active and
inactive chromatin domains uncovered by chromosome conformation capture–on-chip
(4C). Nature Genetics, 38(11):1348–1354, 2006.

[148] Scott W Simpkins, Raamesh Deshpande, Justin Nelson, Sheena C Li, Jeff S Pi-
otrowski, Henry Neil Ward, Yoko Yashiroda, Hiroyuki Osada, Minoru Yoshida,
Charles Boone, et al. Using BEAN-counter to quantify genetic interactions from
multiplexed barcode sequencing experiments. Nature Protocols, 14(2):415–440, 2019.

[149] Andrew H Sims, Graeme J Smethurst, Yvonne Hey, Michal J Okoniewski, Stuart D
Pepper, Anthony Howell, Crispin J Miller, and Robert B Clarke. The removal of
multiplicative, systematic bias allows integration of breast cancer gene expression
datasets–improving meta-analysis and prediction of prognosis. BMC Medical Ge-
nomics, 1(1):42, 2008.

[150] Gordon K Smyth, Matthew Ritchie, Natalie Thorne, and James Wettenhall. LIMMA:
linear models for microarray data. in bioinformatics and computational biology solu-
tions using R and Bioconductor. statistics for biology and health. 2005.

[151] Lingyun Song and Gregory E Crawford. DNase-seq: a high-resolution technique for
mapping active gene regulatory elements across the genome from mammalian cells.
Cold Spring Harbor Protocols, 2010(2):pdb–prot5384, 2010.

[152] Quentin Szabo, Frédéric Bantignies, and Giacomo Cavalli. Principles of genome fold-
ing into topologically associating domains. Science Advances, 5(4):eaaw1668, 2019.

[153] Sonia Tarazona, Fernando García, Alberto Ferrer, Joaquín Dopazo, and Ana Conesa.
NOIseq: a RNA-seq differential expression method robust for sequencing depth biases.
EMBnet journal, 17(B):18–19, 2011.

[154] Reuben Thomas, Sean Thomas, Alisha K Holloway, and Katherine S Pollard. Features
that define the best ChIP-seq peak calling algorithms. Briefings in Bioinformatics,
18(3):441–450, 2017.

[155] Robert E Thurman, Eric Rynes, Richard Humbert, Jeff Vierstra, Matthew T Mau-
rano, Eric Haugen, Nathan C Sheffield, Andrew B Stergachis, Hao Wang, Benjamin
Vernot, et al. The accessible chromatin landscape of the human genome. Nature,
489(7414):75–82, 2012.

[156] Cole Trapnell, Adam Roberts, Loyal Goff, Geo Pertea, Daehwan Kim, David R Kelley,
Harold Pimentel, Steven L Salzberg, John L Rinn, and Lior Pachter. Differential
gene and transcript expression analysis of RNA-seq experiments with TopHat and
Cufflinks. Nature Protocols, 7(3):562–578, 2012.

[157] Cole Trapnell, Brian A Williams, Geo Pertea, Ali Mortazavi, Gordon Kwan, Marijke J
Van Baren, Steven L Salzberg, Barbara J Wold, and Lior Pachter. Transcript assembly

113



and quantification by RNA-Seq reveals unannotated transcripts and isoform switching
during cell differentiation. Nature Biotechnology, 28(5):511–515, 2010.

[158] Günter P Wagner, Koryu Kin, and Vincent J Lynch. Measurement of mRNA abun-
dance using RNA-seq data: RPKM measure is inconsistent among samples. Theory
in Biosciences, 131(4):281–285, 2012.

[159] Michael E Wall, Patricia A Dyck, and Thomas S Brettin. SVDMAN—singular value
decomposition analysis of microarray data. Bioinformatics, 17(6):566–568, 2001.

[160] Michael E Wall, Andreas Rechtsteiner, and Luis M Rocha. Singular value decompo-
sition and principal component analysis. In A practical approach to microarray data
analysis, pages 91–109. Springer, 2003.

[161] Antai Wang and Edmund A Gehan. Gene selection for microarray data analysis using
principal component analysis. Statistics in Medicine, 24(13):2069–2087, 2005.

[162] QJ Wang, Durga Lal Shrestha, DE Robertson, and Prafulla Pokhrel. A log-sinh
transformation for data normalization and variance stabilization. Water Resources
Research, 48(5), 2012.

[163] Yuchuan Wang, Yang Zhang, Ruochi Zhang, Tom van Schaik, Liguo Zhang, Takayo
Sasaki, Daniel Peric-Hupkes, Yu Chen, David M Gilbert, Bas van Steensel, et al. SPIN
reveals genome-wide landscape of nuclear compartmentalization. Genome Biology,
22(1):1–23, 2021.

[164] Eric W Weisstein. Affine transformation. https://mathworld. wolfram. com/, 2004.

[165] Lucy Whitaker. On the Poisson law of small numbers. Biometrika, 10(1):36–71, 1914.

[166] Elizabeth G Wilbanks and Marc T Facciotti. Evaluation of algorithm performance in
ChIP-seq peak detection. PLOS ONE, 5(7):e11471, 2010.

[167] Svante Wold, Kim Esbensen, and Paul Geladi. Principal component analysis. Chemo-
metrics and Intelligent Laboratory Systems, 2(1-3):37–52, 1987.

[168] Guanjue Xiang, Cheryl A Keller, Belinda Giardine, Lin An, Qunhua Li, Yu Zhang,
and Ross C Hardison. S3norm: simultaneous normalization of sequencing depth and
signal-to-noise ratio in epigenomic data. Nucleic Acids Research, 48(8):e43–e43, 2020.

[169] Haipeng Xing, Yifan Mo, Will Liao, and Michael Q Zhang. Genome-wide localization
of protein-DNA binding and histone modification by a Bayesian change-point method
with ChIP-seq data. PLOS Computational Biology, 8(7):e1002613, 2012.

[170] Haipeng Xing, Yingru Wu, Michael Q Zhang, and Yong Chen. Deciphering hierar-
chical organization of topologically associated domains through change-point testing.
BMC Bioinformatics, 22(1):1–23, 2021.

[171] Kyle Xiong and Jian Ma. Revealing Hi-C subcompartments by imputing inter-
chromosomal chromatin interactions. Nature Communications, 10(1):1–12, 2019.

114



[172] Eitan Yaffe and Amos Tanay. Probabilistic modeling of Hi-C contact maps eliminates
systematic biases to characterize global chromosomal architecture. Nature Genetics,
43(11):1059, 2011.

[173] Yee Hwa Yang, Sandrine Dudoit, Percy Luu, David M Lin, Vivian Peng, John Ngai,
and Terence P Speed. Normalization for cDNA microarray data: a robust compos-
ite method addressing single and multiple slide systematic variation. Nucleic Acids
Research, 30(4):e15–e15, 2002.

[174] Yee Hwa Yang and Natalie P Thorne. Normalization for two-color cDNA microarray
data. Lecture Notes-Monograph Series, pages 403–418, 2003.

[175] In-Kwon Yeo and Richard A Johnson. A new family of power transformations to
improve normality or symmetry. Biometrika, 87(4):954–959, 2000.

[176] Wenbao Yu, Bing He, and Kai Tan. Identifying topologically associating domains and
subdomains by Gaussian mixture model and proportion test. Nature Communications,
8(1):1–9, 2017.

[177] Yan Zhang, Lin An, Jie Xu, Bo Zhang, W Jim Zheng, Ming Hu, Jijun Tang, and
Feng Yue. Enhancing Hi-C data resolution with deep convolutional neural network
HiCPlus. Nature Communications, 9(1):1–9, 2018.

[178] Yong Zhang, Tao Liu, Clifford A Meyer, Jérôme Eeckhoute, David S Johnson,
Bradley E Bernstein, Chad Nusbaum, Richard M Myers, Myles Brown, Wei Li, et al.
Model-based analysis of ChIP-Seq (MACS). Genome Biology, 9(9):R137, 2008.

[179] Yu Zhang, Lin An, Feng Yue, and Ross C Hardison. Jointly characterizing epigenetic
dynamics across multiple human cell types. Nucleic Acids Research, 44(14):6721–6731,
2016.

[180] Yu Zhang and Ross C Hardison. Accurate and reproducible functional maps in 127
human cell types via 2D genome segmentation. Nucleic Acids Research, 45(17):9823–
9836, 2017.

[181] Hui Zheng and Wei Xie. The role of 3D genome organization in development and cell
differentiation. Nature Reviews Molecular Cell Biology, 20(9):535–550, 2019.

[182] Marie Zufferey, Daniele Tavernari, Elisa Oricchio, and Giovanni Ciriello. Comparison
of computational methods for the identification of topologically associating domains.
Genome Biology, 19(1):1–18, 2018.

115



Appendix A

Experiments Encode Accession
Numbers

Table A.1: Genomic assays ENCODE accession numbers (Chapter 3).
Assay/Celltype ENCODE acces-

sion number
H3K4me3 GM1287 ENCSR000AKA
H3K4me3 H1-hESC ENCSR000AMG
H3K4me3 HUVEC ENCSR000AKN
H3K4me3 K562 ENCSR000AKU
H3K4me3 NHLF ENCSR000DWZ
H3K4me3 GM06990 ENCSR000DQV
H3K4me3 HCPEpiC ENCSR000DTN
H3K4me3 AG09319 ENCSR000DPU
H3K4me3 NHEK ENCSR000ALO
H3K4me3 HMEC ENCSR016JWS
H3K4me3 HSMM ENCSR000ANK
H3K36me3 H1-hESC ENCSR925LJZ
H3K4me1 H1-hESC ENCSR631RJR
H3K27me3 H1-hESC ENCSR216OGD
H3K9me3 H1-hESC ENCSR883AQJ
H2AFZ NHEK ENCSR000ARL
H2AFZ HSMM ENCSR000APA
H3K79me2 NHEK ENCSR000ARM
H3K79me2 HSMM ENCSR000ANQ
H3K79me2 HMEC ENCSR000ASB
H3K9me3 NHEK ENCSR000ARN
H3K9me3 AG04450 ENCSR000DPJ
H3K9me3 HMEC ENCSR000ARG
H3K9me3 HSMM ENCSR000ANR
H3K36me3 HMEC ENCSR000ALY
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Table A.2: Genomic assays ENCODE accession numbers (Chapter 5).
Assay/Celltype ENCODE acces-

sion number
Dnase-seq GM12878 ENCSR000EMT
Dnase-seq K562 ENCSR000EOT
Dnase-seq GM06990 ENCSR000EMQ
Dnase-seq AG09309 ENCSR000ELZ
Dnase-seq H9 ENCSR017OZH
Dnase-seq HL60 ENCSR889WKL
Dnase-seq EH ENCSR548MMD
Dnase-seq H4 ENCSR809CEA
ATAC-seq GM12878 ENCSR637XSC
ATAC-seq K562 ENCSR737HKX
ATAC-seq HepG2 ENCSR291GJU
ATAC-seq GM23338 ENCSR485TLP
ATAC-seq A549 ENCSR220ASC
ATAC-seq excitatory neuron ENCSR187VKR
TF ChIP-seq CTCF K562 ENCSR000EGM
TF ChIP-seq SMC3 K562 ENCSR000EGW
TF ChIP-seq POLR2A K562 ENCSR000EHP
TF ChIP-seq CTCF GM12878 ENCSR000DZN
TF ChIP-seq SMC3 GM12878 ENCSR000DZP
TF ChIP-seq POLR2A GM12878 ENCSR000EAD
TF ChIP-seq CTCF A549 ENCSR000DYD
TF ChIP-seq SMC3 A549 ENCSR481YWD
TF ChIP-seq POLR2A 549 ENCSR000EAD
TF ChIP-seq POLR2A K562 ENCSR388QZF
TF ChIP-seq CTCF VCaP ENCSR265ARE
TF ChIP-seq CTCF RWPE2 ENCSR856JJB
TF ChIP-seq CTCF GM12878 ENCSR000DKV
TF ChIP-seq CTCF GM12878 ENCSR000AKB
TF ChIP-seq CTCF GM12878 ENCSR000DRZ
TF ChIP-seq CTCF K562 ENCSR000AKO
TF ChIP-seq CTCF K562 ENCSR000BPJ
TF ChIP-seq CTCF K562 ENCSR000DMA
TF ChIP-seq CTCF K562 ENCSR000DWE
TF ChIP-seq CTCF A549 ENCSR249JOH
TF ChIP-seq CTCF A549 ENCSR384KPP
TF ChIP-seq CTCF A549 ENCSR000DPF
TF ChIP-seq CTCF A549 ENCSR000BHV
Histone ChIP-seq H3K27ac A549 ENCSR000AUI
Histone ChIP-seq H3K27ac H1 ENCSR000ANP
Histone ChIP-seq H3K27ac GM12878 ENCSR000AKC
Histone ChIP-seq H3K27ac K562 ENCSR000AKP
Histone ChIP-seq H3K4me3 A549 ENCSR000ASH
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Table A.3: Genomic assays ENCODE accession numbers (Chapter 5).
Assay/Celltype ENCODE acces-

sion number
Histone ChIP-seq H3K4me3 GM12878 ENCSR000AKA
Histone ChIP-seq H3K4me3 K562 ENCSR000EWA
Histone ChIP-seq H3K27me3 A549 ENCSR000AUK
Histone ChIP-seq H3K27me3 H1 ENCSR186OBR
Histone ChIP-seq H3K27me3 GM12878 ENCSR000DRX
Histone ChIP-seq H3K27me3 K562 ENCSR000EWB
Histone ChIP-seq H3K9me3 A549 ENCSR954SQX
Histone ChIP-seq H3K9me3 H1 ENCSR883AQJ
Histone ChIP-seq H3K9me3 GM12878 ENCSR000AOX
Histone ChIP-seq H3K9me3 K562 ENCSR000APE
DNase-seq CD4-positive, alpha-beta T cell ENCSR314IOV
DNase-seq placenta tissue embryo ENCSR499IFY
DNase-seq CD4-positive, alpha-beta T cell ENCSR250GDW
DNase-seq CD4-positive, alpha-beta T cell ENCSR111WTE
DNase-seq smooth muscle cell of the brain
vasculature

ENCSR000ENG

DNase-seq stomach tissue male embryo ENCSR095GWE
DNase-seq umbilical cord tissue embryo ENCSR512CWR
DNase-seq midbrain tissue male adult ENCSR706IDL
DNase-seq placenta tissue female embryo ENCSR575VMI
ATAC-seq MCF-7 ENCSR422SUG
ATAC-seq IMR-90 ENCSR200OML
ATAC-seq HepG2 ENCSR042AWH
ATAC-seq HepG2 ENCSR291GJU
ATAC-seq SK-N-SH ENCSR182EZJ
ATAC-seq NCI-H929 ENCSR382LBS
ATAC-seq SK-N-SH ENCSR587TRP
TF ChIP-seq FOSL2 SK-N-SH ENCSR000BVB
TF ChIP-seq REST MCF-7 ENCSR000BSP
TF ChIP-seq FOSL2 MCF-7 ENCSR000BUI
TF ChIP-seq POLR2A GM12891 ENCSR000EAJ
TF ChIP-seq POLR2A H1 ENCSR000BHN
TF ChIP-seq REST H1 ENCSR000BHM
TF ChIP-seq POLR2A MCF-7 ENCSR000DMN
TF ChIP-seq MAFK IMR-90 ENCSR000EFH
TF ChIP-seq POLR2A MCF-7 ENCSR000DMK
TF ChIP-seq REST SK-N-SH ENCSR000BOZ
TF ChIP-seq REST HL-60 ENCSR000BTF
TF ChIP-seq POLR2A GM12891 ENCSR000BIK
TF ChIP-seq REST SK-N-SH ENCSR000BJJ
TF ChIP-seq POLR2A IMR-90 ENCSR000EFK
TF ChIP-seq POLR2A MCF-7 ENCSR000DMT
TF ChIP-seq REST liver tissue ENCSR893QWP
TF ChIP-seq MAFK MCF-7 ENCSR555PBN
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Table A.4: Genomic assays ENCODE accession numbers (Chapter 5).
Assay/Celltype ENCODE acces-

sion number
TF ChIP-seq MAFK H1 ENCSR000EBS
TF ChIP-seq REST H1 ENCSR663WAR
Histone ChIP-seq H3K27ac spleen tissue ENCSR726HTS
Histone ChIP-seq H3K27ac SK-N-SH ENCSR000FCU
Histone ChIP-seq H3K4me3 spleen tissue ENCSR556QXD
Histone ChIP-seq H3K4me1 B cell ENCSR290YLQ
Histone ChIP-seq H3K27me3 spleen tissue ENCSR161FEJ
Histone ChIP-seq H3K27ac spleen tissue ENCSR426VHO
Histone ChIP-seq H3K4me3 spleen tissue ENCSR197QDK
Histone ChIP-seq H3K27ac spleen tissue ENCSR668GBL
Histone ChIP-seq H3K27ac H1 ENCSR000ANP
Histone ChIP-seq H3K27ac B cell ENCSR000AUP
Histone ChIP-seq H3K27me3 spleen tissue ENCSR506DCR
Histone ChIP-seq H3K4me1 spleen tissue ENCSR831EDZ
Histone ChIP-seq H3K9me3 HEK293 ENCSR000FCJ
Histone ChIP-seq H3K9me3 spleen tissue ENCSR105URN
Histone ChIP-seq H3K9me3 spleen tissue ENCSR709APF
Histone ChIP-seq H3K4me3 HEK293 ENCSR000DTU
Histone ChIP-seq H3K9me3 spleen tissue ENCSR091IRL
Histone ChIP-seq H3K4me3 spleen tissue ENCSR589DBF
Histone ChIP-seq H3K4me1 spleen tissue ENCSR928BGP
Histone ChIP-seq H3K4me1 spleen tissue ENCSR659RJP
Histone ChIP-seq H3K4me1 spleen tissue ENCSR635IRN
Histone ChIP-seq H3K9me3 spleen tissue ENCSR272CIV
Histone ChIP-seq H3K4me3 H7 ENCSR000DSR
Histone ChIP-seq H3K4me1 H1 ENCSR000ANA
Histone ChIP-seq H3K27ac HEK293 ENCSR000FCH
Histone ChIP-seq H3K4me3 H1 ENCSR000AMG
Histone ChIP-seq H3K4me3 B cell ENCSR269OVV
Histone ChIP-seq H3K4me1 HEK293 ENCSR000FCG
Histone ChIP-seq H3K27ac MCF-7 ENCSR000EWR
Histone ChIP-seq H3K9me3 H1 ENCSR000APZ
Histone ChIP-seq H3K27me3 H1 ENCSR000ALU
Histone ChIP-seq H3K27me3 spleen tissue ENCSR080JPX
Histone ChIP-seq H3K9me3 SK-N-SH ENCSR000FCT
Histone ChIP-seq H3K4me3 B cell ENCSR000DQP
Histone ChIP-seq H3K27me3 H7 ENCSR000DST
Histone ChIP-seq H3K9me3 MCF-7 ENCSR000EWQ
Histone ChIP-seq H3K27ac spleen tissue ENCSR593INW
Histone ChIP-seq H3K4me3 spleen tissue ENCSR377ILM
Histone ChIP-seq H3K4me3 HL-60 ENCSR000DUO
Histone ChIP-seq H3K4me3 MCF-7 ENCSR000DWJ
Histone ChIP-seq H3K4me1 MCF-7 ENCSR493NBY
Histone ChIP-seq H3K27me3 HL-60 ENCSR198IHT
Histone ChIP-seq H3K9me3 MCF-7 ENCSR999WHE

119



Table A.5: Genomic assays ENCODE accession numbers (Chapter 5).
Assay/Celltype ENCODE acces-

sion number
Histone ChIP-seq H3K4me3 SK-N-SH ENCSR000FCS
Histone ChIP-seq H3K4me1 SK-N-SH ENCSR000FCR
Histone ChIP-seq H3K4me3 MCF-7 ENCSR985MIB
Histone ChIP-seq H3K27me3 spleen tissue ENCSR826MTK
Histone ChIP-seq H3K27ac HL-60 ENCSR919WLM
Histone ChIP-seq H3K27ac MCF-7 ENCSR752UOD
Histone ChIP-seq H3K27me3 B cell ENCSR162DGX
Histone ChIP-seq H3K27me3 MCF-7 ENCSR761DLU
Histone ChIP-seq H3K4me3 H1 ENCSR003SSR
Histone ChIP-seq H3K27me3 MCF-7 ENCSR000EWP
Histone ChIP-seq H3K4me3 H1 ENCSR019SQX
Histone ChIP-seq H3K27me3 B cell ENCSR522EGW
Histone ChIP-seq H3K4me3 H1 ENCSR814XPE
Histone ChIP-seq H3K4me1 H1 ENCSR631RJR
Histone ChIP-seq H3K4me3 H1 ENCSR443YAS
Histone ChIP-seq H3K27ac IMR-90 ENCSR002YRE
Histone ChIP-seq H3K4me3 IMR-90 ENCSR087PFU
Histone ChIP-seq H3K27me3 H1 ENCSR216OGD
Histone ChIP-seq H3K27me3 H1 ENCSR186OBR
Histone ChIP-seq H3K4me1 H9 ENCSR276HBK
Histone ChIP-seq H3K27me3 SK-N-SH ENCSR914QOK
Histone ChIP-seq H3K27ac SK-N-SH ENCSR564IGJ
Histone ChIP-seq H3K9me3 SK-N-SH ENCSR657OGA
Histone ChIP-seq H3K4me3 SK-N-SH ENCSR000DXR
Histone ChIP-seq H3K27me3 H9 ENCSR792GCH
Histone ChIP-seq H3K4me1 IMR-90 ENCSR831JSP
Histone ChIP-seq H3K27me3 H9 ENCSR754VAJ
Histone ChIP-seq H3K4me3 H9 ENCSR314WYC
Histone ChIP-seq H3K4me3 H9 ENCSR043VGU
Histone ChIP-seq H3K27ac H9 ENCSR876RGF
Histone ChIP-seq H3K4me3 SK-N-SH ENCSR975GZA
Histone ChIP-seq H3K9me3 H1 ENCSR395USV
Histone ChIP-seq H3K9me3 H9 ENCSR516KSY
Histone ChIP-seq H3K4me3 H9 ENCSR716ZJH
Histone ChIP-seq H3K4me1 H9 5 ENCSR967HXD
Histone ChIP-seq H3K27ac H1 ENCSR880SUY
Histone ChIP-seq H3K27me3 SK-N-SH ENCSR000DXP
Histone ChIP-seq H3K9me3 IMR-90 ENCSR055ZZY
Histone ChIP-seq H3K4me1 H1 ENCSR271TFS
Histone ChIP-seq H3K4me1 SK-N-SH ENCSR661BMA
Histone ChIP-seq H3K27me3 H1 ENCSR928HYM
Histone ChIP-seq H3K27me3 IMR-90 ENCSR431UUY
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